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Abstract some data may be deleted before ever being read. A rel-
atively small fraction of the input data will be retained

Early file systems were designed with the expectatiorfor a long time and read repeatedly. In this environment
that data would typically be read from disk many timeswe observe that as file lifetimes become short, and all
before being deleted; on-disk structures were thereforgther things are equal, Little’s Law requires that a fixed-
optimized for reading. As main memory sizes increasedsized storage system will have increasing create/delete
more read requests could be satisfied from data cachedtes. Since creates/deletes involve random disk I/O, and
in memory, motivating file system designs that optimizedisk technology is progressing faster in density than ac-
write performance. Here, we describe how one mightcess rate, this will become increasingly important in the
build a storage system that optimizes not only readinguture.

and writing, but creation and deletion as well. Effi-  1p06 ey notions in the design of our new storage
ciency is achieved, in part, by automating deletion base@ystem arémmutability, relative valuation andpipelin-

on relative retention values rather than requiring data b‘?ng. First, data objects are immutable once credted.
deleted explicitly by an application. This approach isry s the only operations on objects that involve their
well suited to an emerging class of applications that pro-y,¢a are to write them initially, read them, or delete
cess data at consistently high rates of ingest. This papghem second, there are additional operations to affect
explores trade-offs in clustering data by retention valugy, o metadata of an object, particularlyrigsention value
a_md age and examines the efl‘ec'_[s o_f allowing the rete”(Rv)_ When an object is created, it is given a current re-
tion values to change under application control. tention value €Rv) that indicates the relative importance

. of keeping the object, and a function defining how the
1 Introduction CRV decays over time; objects therefore naturally age

We are researching the storage system for a highly scaput of the system. Third, applications are designed to
able distributed stream processing system, similar tdake objects along a pipeline, often in an arbitrary or-
TelegraphCQ [2] or Medusa [16]. Unlike conventional der. Rather than an application requesting a specific ob-
systems that are typically engineered to have sufficientect and suffering the latency of retrieving that object,
capacity, this system must be designed assuming its cdnost applications will be designed to receive a stream
pacity is chronically insufficient. This assumption is ap- Of objects, the order of which is dictated by a resource
propriate for certain data mining applications in which manager. For example, a web crawler that processes re-
the product of the available data and the set of potentialieved pages may not care which pages it processes first,
mining algorithms dwarf any conceivable set of process-Only that it processes all recently crawled pages in some
ing resources. In such an environment, the system, oprder.
at least its bottleneck resource, is always fully utilized. Rvs are onlyhintsto the system about how long to re-
Disks are typically nearly full and they service an unre-tain an object, nobsoluteguarantees. Thus, unlike tra-
lenting stream of requests. ditional file systems that write a file and then ensure the
Individual data objectscan be of arbitrary size; many availability of that file until it is deleted or overwritten,
will be just a few bytes. While some data will be dis- our system writes an object and then makes a good-faith
carded immediately and never make it to secondary storeffort to retain it in accordance with its specifird. As
age, a substantial amount of data will be written to disk,objects are processed, their processing can affectithe
read once or a small number of times, and then quicklyof various objects (themselves or others), causing them
be deleted. Depending on system load and prioritiesto be retained for longer or shorter periods. However,



the system is designed with the expectation that updates In fact, it is possible to have a range of retention poli-
to existingrvs are relatively uncommon. In the steady cies. In non-decreasing order of system complexity, one
state, perhaps 10-20% of objects will change tisir  can imagine any of the following:

before deletion, but if 80% were to change, making asypfinite retention. Al files are kept forever; there is no

sumptions about the ultimate/ would be unfruitful. thought of, or overhead associated with, deletion.
The implications of these load characteristics are Subyjimjted retention. All files are kept until explicitly

stantial. The large number of small objects requires  yejated. Deleting an object recycles its resources.
some form of aggregation to amortize /O overheads.  Garhage collection of deleted resources can happen
Clustering objects into collections of data, all written any time after deletion, preferably at a time when
contiguously, makes sense from the standpoint of write any overhead can be a,lmortized (for example, seg-
performance. However, units such as segmentsised ment cleaning in an LFS). '

in log-structured file systems (LFS) [11] can suffer from iy a4 and immutable expiration. Files are kept until
high overheads from garbage collection when the overall they expire. Allowing deletion prior to expiration
storage utilization is moderately high (typically above is optional; if allowed, then the ability to predict
80%). If there are no segments without any “live” data, expiration puts an upper bound on resource usage,
the system must garbage-collect to coalesce live data  gjce g file that is deleted before its expiration can
into fewer segments and create entirely empty segments ., kept until the expiration occurs. Grouping files
to be reused. In contrast, deleting an entire empty seg-  \ith the same expiration timestamp can result in

ment at once, without the need to copy “live” datatoa  ghiimizations in an LFS, as it entirely avoids seg-
new segment, can improve performance dramatically. ment cleaning.

The key to such performance gains is the ability for rjyeq byt mutable expiration. Files are kept until they
applicationsto predict at object creation time which ob- are deleted or expire, whichever comes first, but
jects are likely to be deleted together. By clustering the expiration date can be modified until the ac-
objects into different groups that depend on their an- 5| deletion occurs. Grouping co-expiring files can
ticipated lifetime, the system can create segments that help, but the benefits of such grouping are reduced
can be reclaimed in their entirety at an appropriate time, {4 the extent that expiration timestamps vary over
without the need for cleaning. We refer to collections time, as a single storage container may not contain

of objects that are stored contiguously and deleted as objects with a single expiration timestamp. We re-

a group asstorage containers We refer to this sort of turn to this issue below.

storage system as Belete-Optimized Storage System Approximate expiration. Files are given an approxi-

(DOs9 because it makes deletions extremely fast. mate expiration time, and a window around that
Unsurprisingly, the solution is not nearly this straight- time, which can be modified. Files are deleted at

forward. AsRvs can change, data in a single container any time within the time window. This approach

may have radically differenkvs. A naive approach is similar to fixed but mutable expiratiobut re-

to this problem would revert to LFS segment cleaning, duces the effect of differences between timestamps

copying small amounts of live data to enable the recla- of files in the same container.
mation of larger amounts of unused space. Even Withiyeqd-priority expiration. Files are given a static “pri-

optimizations such as hole-plugging [15], these addi-  oyity” and are deleted in order of increasing priority
thnal disk I/Os have the potential to S|gn|f|cantly cur- to reclaim needed storage capacity. Priorities may
tail performance. ImOss the system must dynamically be weighted by other factors, such as size or access
choose betweer_1 V|0Iat|_ng desm_ales_ (deleting an obje_ct history, allowing the system to remove one object
before or after its desired expiration date), proactively with slightly higher priority to retain many objects
migrating data with inconsistemvs to a different con- with lower priority.

tainer, or rescuing live data just prior to deletion (as v/ariable-priority expiration. Like with the preceding
log-structured system’s segment cleaner does). technique, files are given a priority, and relative pri-

. . . orities determine which files are deleted. These pri-
2 Retention Policies orities can vary over time, for example via an expo-
Most file systems store a given file until it is explicitly nential decay, such as the half-life of nuclear decay;
deleted. Some systems that run at or near their storage even without a simple varying priority such as ex-

capacity may migrate inactive files to tertiary store based ponential decay, one can think of the half-life of a

on their access characteristics [4] or even allow users and  priority function as the time by which one expects

applications to specify precise expiration dates for files. half the data to be deleted. Priorities may be modi-
For example, IBM’s z/OS has supported file expiration fied during the lifetime of an object.

dates for nearly 40 years. Arbitrary priority functions. The most complex ap-



12 RVS. Any given combination of initiaCRv and ARD
Retentiof is extremely likely to have a steady stream of new data
value coming into the system. In such cases, they are accumu-

lated in astorage containethat holds only objects with
thatrv, and which were created within artime inter-

0.6

o val of each other. When the storage container is full, or
0z \ after an appropriate delay, it is written to disk in a single
o high-bandwidth operation.
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Grouping objects byrv, and writing large containers
contiguously, makes writes efficient. There remain two
open questions, each of which we address in turn: first,
what is the effect of this design aead performance;

proach is to allow the priority of a file be a func- and second, what is the effect of changesir?
tion of other system state. For example, the prior-

ity of retaining a.0 object file might be infinite if 3.1 Handling Reads

the corresponding: source file is unavailable, but  The impetus for the early log-structured file system work
low if the object file can easily be recreated from 55 the observation that with large memories absorb-
the source file on demand. ing many reads, disk 1/0 would soon be dominated by
Our system is starting with variable-priority expira- writes [9]. However, the development of segmented log-
tion, which we refer to asetention valueswith an eye  structured systems demonstrated benefits for reads as
toward arbitrary priority functions. As objects are cre- well as writes, because files that were written together
ated, they are annotated with an initial value betw&en would tend to remain close on disk and read in a single
and1, with 1 referring to objects that should be consid- large 1/O at a later point [11].
ered permanent. They are also annotated with a decay The workload forpossis expected to be extremely
function that specifies thanticipated retention decay disk-intensive, with memory caches only absorbing a
(ARD) of the object’s data; thearD of an exponential small fraction of all I/Os. However, its applications
decay function would be its half-life. Figure 1 gives will be optimized to accept data often in arbitrary or-
an example of decay curves. Also, just as with nucleader. There are two ways in which this will be supported.
decay, a decay function in the context of our system igirst, applications will often be designed to have data
never a guarantee—just a statistical formulation. Undepushed to them. Rather than deciding what data to read,
appropriate circumstances, an object might be deletethey will allow an external optimizer to read the objects
long before its nominakv would suggest, or survive that are the “best” available (due to a combination of
well past the expected point, but with a constant ratefactors that include their expected time to live, the per-
of object creation and expiration it should predict theformance of reading particular objects, and inter-object
deletion point of most objects within a small window.  dependencies). Even applications that decide on spe-
CRvs andARDs (collectivelyrvs) may be changed at cific objects to read can improve performance substan-
any time. An object whosev increases should be ex- tially by specifying a long list of objects and then ac-
pected to survive longer, corresponding to another objeatepting them in an order determined by the underlying
whoseryv places it in the same timeframe for deletion. system [10]. Second, the system will always have more
The pressure on the system to store its objects varieork to do than available resources, so its scheduler can
somewhat over time. When the rate of writes surpassesin those applications that have their data immediately
the rate of deletions, the total storage utilization in-available. With rare exceptions for high-priority anal-
creases. Over short times discrepancies between the tweis, should an application need a specific object read
are to be expected, but eventually they must be in syndrom disk, the added latency for that application is unim-
This is accomplished by havingragh water markthat ~ portant as long as the system as a whole makes constant
defines a value betwedhand1 specifying the current progress.
retention level: objects below that value are reclaimed. . .
As available space falls below some minimum, the wa-3-2 Handling Changingrvs

ter mark increases; as it rises above some maximum, thehus far, we have described storage containers as be-

Time since creation (log scale)
Figure 1: crv decay curves.

water mark is reduced again. ing written once, with a number of objects having com-
) monRyV (both their initialcrRv andARD), and then being
3 Storage Containers deleted when their value falls low enough. What hap-

Our design takes advantage of the combination of higipens wherrvs change?
data rates, rapid object deletion, and predictable relative Recall that allrvs are relative, non-absolute, and



application-specified. Any object can be deleted at anysome precision. We take advantage of such information
time if its crv is below1. (If applications choose to set to group objects with similar deletion times to reduce the
so much data at the absolut&v of 1 that the system cost of segment cleaning (ideally to nothing).
runs out of space, an exceptiois triggered.) An ap- There have also been other attempts to reduce seg-
plication that wishes to increase the relative value of arment cleaning cost for traditional file workloads. Black-
object can modify it to have a high&v, and the sys- well et al. [1] proposed to clean segments during pro-
tem should endeavor to keep the object an appropriateljected disk idle times to reduce the performance im-
longer interval. There are three approaches to considepact of cleaning. Menon and Stockmeyer [8] proposed
diagrammed in Figure 2. to clean only aged segments to reduce the number of
One approach is to eagerly move any object that hative objects that must be moved during the process, and
its RV change, inserting it into a new storage containerWilkes et al. [15] proposed filling holes in live segments
with an appropriate overaftv. A consideration here is to avoid copying entire segments. While these systems
that occasional changes ys may not have the same addressed ways to minimize the impact of LFS segment
steady-state behavior as a constant stream of external igleaning bossattempts to avoid traditional cleaning en-
puts, leading to a storage container being written whenirely.
itis largely empty or, conversely, being kept in memory  More recently, Wang and Hu [14] described a system
while the system attempts to fill it. that segregates active and inactive data into different seg-
A variant of this approach is to write the changed ob-ments, so that long-lived data tend to die slowly while
ject into an existing container. This can be done if anshort-lived data can be cleaned at minimal cost. More
appropriate container has space, either because other offata in a cleaned segment would be dead, resulting in
jects have been deleted or moved, or because some spdegs write overhead than the original LFS approach, but
has been reserved in the first place. Filling holes in excleaning would still be necessary.
isting containers would be similar to hole-plugging in | og-structured systems are not the only ones to group
HP Autoraid [15], and would suffer some performanceobjects and support contiguous writes.  Traditional
issues due to decreased amortization of the overhead @fNIX file systems such as FFS [7] have attempted to
each I/0. This variant is shown in Figure 2(b). store files within a directory near each other, to optimize
Another approach is to affect the entire container inread performance. Microsoft Windows NTFS systems
which the object resides. A simple policy is to delete arun defragmentation software to coalesce file blocks to
container when the highest-value object within it is be-make writes more efficient (through large contiguous
low the high water mark, but this risks dramatically in- free space), reads more efficient (by storing files con-
creasing overall storage usage, or increasing the pressutiguously), and future defragmentation more efficient
on the recycler such that it deletes containers withou{by storing long-unmaodified files together where the de-
such outliers much earlier than the applications desirefragmentation process can ignore them) [5]. By com-
Small changes in policy can be handled in this fashionparison to defragmentation, our system is intended to
however. This variant is shown in Figure 2(c), with the use hints provided by applications to place most data in
middle container getting a low&v. a place where it can later be deleted efficiently, rather
Still another approach is to ignore a change entirelythan performing frequent full-disk scavenging to coa-
or to note it to await a large enough aggregate changdesce files and free blocks.
as with the middle container in Figure 2(b). Since all For compliant applications, our system will reduce
Rvs are merely hints, it is acceptable to delete someread costs by scheduling many reads together, reorga-
thing “prematurely” if keeping it longer would present a nizing accesses to push data to applications. Being able
hardship to the system as a whole. Thus a single objegb read many objects can reduce disk head movement
with crv of 0.7 andARD half-life of a day might remain  and thus increase effective disk bandwidth. lyer and Dr-
in a container witicRv of 0.6 andARD of 12 hours, but  yschel [6] proposed to deliberately delay the service of
changing a second object €07 might trigger copying  disk requests to allow more disk requests to be scheduled

the two objects or adjusting the entire container. together; their anticipatory disk scheduling is applicable
to our system.
4 Related Work Our system exploits application-supplied object dele-

Our work is partly inspired by log-structured file systemstion times. Other kind of application-supplied informa-
(LFS) [11]. In LFS, the high cost of segment cleaningtion such as read patterns have been exploited to opti-
can be a major performance drawback [13]. Our workmize buffer management in file systems [10], and can be
can be thought of as an optimization to LFS for systemsncorporated.

in which applications can supply hints on object dele- Gartner, et al. [3] examine how to do bulk deletion in
tion times, or the system can infer object lifetimes with a relational database. While their problem is similar to
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(c) Containers after additional adjustments.
Figure 2: Part (a) shows three containers after being filled. They ha&s of 1 hour, 2 hours, and 1 day, respectively. Each
object is numbered for reference. In (b) objects 12, 19, 21, and 22 are changed to expire earlier, but they are left in the container
with the higherarD; Object 25 is deleted explicitly and later replaced by object 4, which has been given akigthen before.
(c) demonstrates recategorizing an entire container, with nearly all the objects shifting from 2 hours to 1 hour—presumably a rare
occurrence.

ours in some respects, they have a different focus: hoo  Conclusions

to update database indices efficiently in the face of large

numbers of concurrent deletions. Rather than updatindrarly file systems assumed that data would be read from
the indices as each item is deleted, they delete numero§sk many times before being deleted and optimized the
data items and then update (or recreate) the indices in @isk layout for reading. With the advent of large cache
single operation. Those techniques may apply to update§iemories, systems such as LFS [11] were created to op-

to metadata in our system, deferring them until they carfimize for writes, assuming that reads would be handled
be done in bulk. in memory. Such systems have other overheads relat-

ing to garbage collection, necessary to provide large se-
guences of contiguous free space [13].

Finally, the Elephant file system [12] allows user- The new breed of distributed stream processing sys-
defined policies to control when files are permanentlytems [2, 16] places unusual demands on a storage sys-
deleted. Users might want to retain only the most recentem. We are researching a new storage system that needs
of each.o file but keep older “landmark” versions of to not only make disk reads and writes efficient, but also
.c files. Elephant assumes that space is relatively cheafandle substantial rates of data creation and deletion.
and focuses on recovering from accidental errors such aBurthermore, unlike other systems, data items are re-
overwrites and deletions, whileosslets user-defined tained based orelative valuegather than until they are
policies prioritize deletions and proactively place objectsexplicitly deleted. In this paper, we have discussed the
on disk according to their expected retention. tradeoffs in clustering data based on their retention val-



ues and the effects of permitting changes to these valug$4] Jun Wang and Yiming Hu. Wolf — a novel reordering

prior to deletion. Our research is in the early stages, but
we believe the requirements our overall system places
on its storage subsystem, and the delete-optimized clus-

tering approach we are taking, will enable it to scale dra-

matically beyond traditional file systems.
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