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Forward 
 

Dear Colleagues, 

 

Welcome to the Proceedings of the 24th ACM Symposium on Operating Systems Principles (SOSP 2013), 

held at the Nemacolin Woodlands Resort, Farmington, Pennsylvania, USA. This year’s program includes 

30 papers, and touches on a wide range of computer systems topics, from kernels to big data, from 

responsiveness to correctness, and from devices to data centers. The program committee made every effort 

to identify and include some of the most creative and thought-provoking ideas in computer systems today. 

Each accepted paper was shepherded by a program committee member to make sure the papers are as 

readable and complete as possible. We hope you will enjoy the program as much as we did in selecting it. 

 

Perhaps the most exciting change this year is that for the first time in the history of SOSP, the entire 

conference proceedings are Open Access.  SIGOPS has been at the forefront of the efforts within ACM to 

promote this new publication model; we hope that having Open Access proceedings will allow the 

symposium’s research to reach and inspire the widest possible audience.  All of the SOSP 2013 authors 

have also opted to take advantage of a new rights management option offered by ACM—to retain copyright 

and ownership of their papers.  We are optimistic about these new developments and look forward to seeing 

how they evolve in the years to come.  Special thanks to Jeanna Matthews, SIGOPS Chair; without her 

tireless efforts, none of these changes would have happened. 

 

We are most grateful to the authors of the 157 papers who chose to submit their work to SOSP. Their ideas 

and efforts are the basis of the conference’s success. Selecting the program out of so many quality 

submissions was a difficult task. A program committee consisting of 28 leading scholars in the broad area 

of computer systems conducted a three-stage reviewing process and online discussion; final selections were 

made during a physical meeting in Austin, TX, which was attended by a core of 12 PC members. Each 

submission received at least three PC reviews, with a maximum of eight. All in all, 759 reviews were 

produced. The PC made every effort to provide detailed and constructive feedback, which should help 

authors to further improve their work. Author anonymity was maintained throughout the reviewing and 

selection process; PC members were removed from the deliberations of any paper with which they had a 

conflict of interest (co-author, same institution, recent collaborator, former student/adviser). 

 

Following the lead of SOSP 2009 and 2011, this year’s conference offers a full slate of workshops on the 

Sunday before the main event. These workshops cover a range of topics related to operating systems: 

distributed systems (LADIS), programming languages (PLOS), dependability (HotDep), Power 

(HotPower), and future memory systems (INFLOW). Two additional forums cover topics of broad interest 

to our community. The Diversity workshop supports traditionally underrepresented students in systems 

research, and the TRIOS Conference is an experiment focused on the timely publication of research in our 

fast-moving field. 

 

We are especially thankful this year for our generous corporate and governmental donors.  These donors 

make it possible to host SOSP in an environment that is conducive to collegial interaction and, this year, 

they have provided funds for full or partial travel grants to over 130 students from a wide range of countries 

and institutions. 

 

SOSP is a great conference mostly because it attracts so many high-quality submissions, and we would like 

to again thank all the authors who submitted. We also thank the PC members for the tremendous amount of 

work they did: reviewing the submissions, providing feedback, and shepherding the accepted submissions. 

We are grateful to the external reviewers who provided an additional perspective on a few papers. SOSP 

has always been organized by volunteer efforts from a host of people; we would like to thank all the 
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following people who have dedicated so much of their time to the conference: John MacCormick 

(treasurer), Babu Pillai (local arrangements), Garth Gibson and Michael Swift (sponsorships), Ramakrishna 

Kotla (publicity), Michael Freedman (workshops), Kimberly Keeton (scholarships), Haibo Chen and Li 

Zhuang (registration), Allen Clement and Bryan Ford (posters), Emin Gün Sirer (WIPs), Marcos K. 

Aguilera (BOFs), Wolfgang Richter (conference website), Joseph Trent (submissions website), and Joan 

Digney (printed materials editor).  We would also like to thank Eddie Kohler for continuing to maintain and 

improve his HotCRP conference management system, far and away the best reviewing system we’ve seen. 

 

We hope that you will find the program interesting and inspiring, and trust that the symposium will provide 

you with a valuable opportunity to network and share ideas with researchers and practitioners from 

institutions around the world. 

 

 

  Michael Kaminsky  Mike Dahlin 

Intel Labs   Google and the University of Texas at Austin 

General Chair   Program Chair  
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The Scalable Commutativity Rule:
Designing Scalable Software for Multicore Processors

Austin T. Clements, M. Frans Kaashoek, Nickolai Zeldovich, Robert T. Morris, and Eddie Kohler†

MIT CSAIL and †Harvard University

Abstract
What fundamental opportunities for scalability are latent
in interfaces, such as system call APIs? Can scalability
opportunities be identified even before any implemen-
tation exists, simply by considering interface specifica-
tions? To answer these questions this paper introduces
the following rule: Whenever interface operations com-
mute, they can be implemented in a way that scales. This
rule aids developers in building more scalable software
starting from interface design and carrying on through
implementation, testing, and evaluation.

To help developers apply the rule, a new tool named
COMMUTER accepts high-level interface models and gen-
erates tests of operations that commute and hence could
scale. Using these tests, COMMUTER can evaluate the
scalability of an implementation. We apply COMMUTER
to 18 POSIX calls and use the results to guide the im-
plementation of a new research operating system kernel
called sv6. Linux scales for 68% of the 13,664 tests gen-
erated by COMMUTER for these calls, and COMMUTER
finds many problems that have been observed to limit
application scalability. sv6 scales for 99% of the tests.

1 Introduction
The state of the art for evaluating the scalability of multi-
core software is to choose a workload, plot performance
at varying numbers of cores, and use tools such as differ-
ential profiling [29] to identify scalability bottlenecks.
This focuses developer effort on real issues, but has
several drawbacks. Different workloads or higher core
counts often exhibit new bottlenecks. It’s unclear which
bottlenecks are fundamental, so developers may give up
without realizing that a scalable solution is possible. Fi-
nally, this process happens so late in the development

Permission to make digital or hard copies of part or all of this work for
personal or classroom use is granted without fee provided that copies
are not made or distributed for profit or commercial advantage and that
copies bear this notice and the full citation on the first page. Copyrights
for third-party components of this work must be honored. For all other
uses, contact the owner/author.

Copyright is held by the owner/author(s).
SOSP’13, Nov. 3–6, 2013, Farmington, Pennsylvania, USA.
ACM 978-1-4503-2388-8/13/11.
http://dx.doi.org/10.1145/2517349.2522712

process that design-level solutions such as improved in-
terfaces may be impractical.

This paper presents a new approach to scalability that
starts at a higher level: the software interface. This makes
reasoning about scalability possible before an implemen-
tation exists and before the necessary hardware is avail-
able to measure the implementation’s scalability. It can
highlight inherent scalability problems, leading to alter-
nate interface designs. And it sets a clear scaling target
for the implementation of a scalable interface.

Scalability is often considered an implementation prop-
erty, not an interface property, not least because what
scales depends on hardware. However, if we assume a
shared-memory multicore processor with caches kept co-
herent by a MESI-like protocol [33], general scalability
arguments are possible. On such processors, a core can
scalably read and write data it has cached exclusively, and
scalably read data it has cached in shared mode. Writing
a cache line that was last read or written by another core
is not scalable, however, since the coherence protocol
serializes ownership changes for each cache line, and
because the shared interconnect may serialize unrelated
transfers [7: §4.3].

We therefore say that a set of operations scales if their
implementations have conflict-free memory accesses,
where no core writes a cache line that was read or written
by another core. When memory accesses are conflict-free,
adding more cores will produce a linear increase in capac-
ity. This is not a perfect model of the complex realities of
modern hardware, but it is a good approximation.

At the core of our approach is this scalable commuta-
tivity rule: In any situation where several operations com-
mute—meaning there’s no way to distinguish their execu-
tion order using the interface—they have an implemen-
tation whose memory accesses are conflict-free during
those operations. Or, more concisely, whenever inter-
face operations commute, they can be implemented
in a way that scales.

Connections between commutativity and concurrency
are well established in the literature. Previous work, how-
ever, has focused on using commutativity to reason about
the safety of executing operations concurrently (see §2).
Our work is complementary: we use commutativity to
reason about scalability.
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The commutativity rule makes intuitive sense: when
operations commute, their results (return value and effect
on system state) are independent of order. Hence, commu-
nication between commutative operations is unnecessary,
and eliminating it yields conflict-free implementations.
This intuitive version of the rule is useful in practice, but
not precise enough to reason about formally. §3 formally
defines the commutativity rule and proves the correctness
of the formalized rule.

An important consequence of this presentation is a
novel form of commutativity we call SIM commutativity.
The usual definition of commutativity (e.g., for algebraic
operations) is so stringent that it rarely applies to the
complex, stateful interfaces common in systems software.
SIM commutativity, in contrast, is state-dependent and
interface-based, as well as monotonic. When operations
commute in the context of a specific system state, specific
operation arguments, and specific concurrent operations,
we show that an implementation exists that is conflict-
free for that state and those arguments and concurrent
operations. This exposes many more opportunities to
apply the rule to real interfaces—and thus discover scal-
able implementations—than a more conventional notion
of commutativity would. Despite its logical state depen-
dence, SIM commutativity is interface-based: rather than
requiring all operation orders to produce identical inter-
nal states, it requires the resulting states to be indistin-
guishable via the interface. SIM commutativity is thus
independent of any specific implementation, enabling
developers to apply the rule directly to interface design.

The commutativity rule leads to a new way to design
scalable software: first, analyze the interface’s commuta-
tivity, and then design an implementation that scales in
commutative situations. For example, consider file cre-
ation in a POSIX-like file system. Imagine that multiple
processes create files in the same directory at the same
time. Can the creation system calls be made to scale? Our
first answer was “obviously not”: the system calls modify
the same directory, so surely the implementation must
serialize access to the directory. But it turns out these
operations commute if the two files have different names
(and no hard or symbolic links are involved) and, there-
fore, have an implementation that scales for such names.
One such implementation represents each directory as
a hash table indexed by file name, with an independent
lock per bucket, so that creation of differently named files
is conflict-free, barring hash collisions. Before the rule,
we tried to determine if these operations could scale by
analyzing all of the implementations we could think of.
This process was difficult, unguided, and itself did not
scale to complex interfaces, which motivated our goal of
reasoning about scalability in terms of interfaces.

Complex interfaces can make it difficult to spot and
reason about all commutative cases even given the rule.

To address this challenge, §5 introduces a tool named
COMMUTER that automates this reasoning. COMMUTER
takes an interface model in the form of a simplified, sym-
bolic implementation, computes precise conditions under
which sets of operations commute, and tests an implemen-
tation for conflict-freedom under these conditions. This
tool can be integrated into the development process to
drive initial design and implementation, to incrementally
improve existing implementations, or to help developers
understand the commutativity of an interface.

This paper demonstrates the value of the commutativ-
ity rule and COMMUTER in two ways. In §4, we explore
the commutativity of POSIX and use this understanding
both to suggest guidelines for designing interfaces whose
operations commute and to propose specific modifica-
tions to POSIX that would allow for greater scalability.

In §6, we apply COMMUTER to a simplified model of
18 POSIX file system and virtual memory system calls.
From this model, COMMUTER generates 13,664 tests of
commutative system call pairs, all of which can be made
conflict-free according to the rule. We use these tests to
guide the implementation of a new research operating
system kernel named sv6. sv6 has a novel virtual mem-
ory system (RadixVM [15]) and in-memory file system
(named ScaleFS). COMMUTER determines that sv6 is
conflict-free for 13,528 of the 13,664 tests, while Linux
is conflict-free for 9,389 tests. Some of the commutative
cases where Linux doesn’t scale are important to applica-
tions, such as commutative mmaps and creating different
files in a shared directory. §7 confirms that commutative
conflict-free system calls translate to better application
scalability on an 80-core machine.

2 Related work
The scalable commutativity rule is to the best of our
knowledge the first observation to directly connect scala-
bility to interface commutativity. This section relates the
rule and its use in sv6 and COMMUTER to prior work.

2.1 Thinking about scalability
Israeli and Rappoport introduce the notion of disjoint-
access-parallel memory systems [26]. Roughly, if a
shared memory system is disjoint-access-parallel and
a set of processes access disjoint memory locations, then
those processes scale linearly. Like the commutativity
rule, this is a conditional scalability guarantee: if the ap-
plication uses shared memory in a particular way, then
the shared memory implementation will scale. However,
where disjoint-access parallelism is specialized to the
memory system interface, our work encompasses any
software interface. Attiya et al. extend Israeli and Rap-
poport’s definition to additionally require conflict-free
operations to scale [1]. Our work builds on the assump-
tion that memory systems behave this way, and we indi-

2



rectly confirm that real hardware closely approximates
this behavior (§7).

Both the original disjoint-access parallelism paper
and subsequent work, including the paper by Roy et
al. [36], explore the scalability of processes that have
some amount of non-disjoint sharing, such as compare-
and-swap instructions on a shared cache line or a shared
lock. Our work takes a black-and-white view because
we have found that, on real hardware, a single modified
shared cache line can wreck scalability (§7).

The Laws of Order [2] explore the relationship
between an interface’s strong non-commutativity and
whether its implementation requires atomic instructions
or fences (e.g., mfence on the x86) for correct concurrent
execution. These instructions slow down execution by in-
terfering with out-of-order execution, even if there are no
memory access conflicts. The Laws of Order resemble the
commutativity rule, but draw conclusions about sequen-
tial performance, rather than scalability. Paul McKenney
explores the Laws of Order in the context of the Linux
kernel, and points out that the Laws of Order may not
apply if linearizability is not required [30].

It is well understood that cache-line contention can
result in bad scalability. A clear example is the design
of the MCS lock [32], which eliminates scalability col-
lapse by avoiding contention for a particular cache line.
Other good examples include scalable reference coun-
ters [16, 21]. The commutativity rule builds on this un-
derstanding and identifies when arbitrary interfaces can
avoid conflicting memory accesses.

2.2 Designing scalable operating systems
Practitioners often follow an iterative process to improve
scalability: design, implement, measure, repeat [12].
Through a great deal of effort, this approach has led
kernels such as Linux to scale well for many important
workloads. However, Linux still has many scalability
bottlenecks, and absent a method for reasoning about
interface-level scalability, it is unclear which of the bot-
tlenecks are inherent to its system call interface. This
paper identifies situations where POSIX permits or limits
scalability and points out specific interface modifications
that would permit greater implementation scalability.

Multikernels for multicore processors aim for scalabil-
ity by avoiding shared data structures in the kernel [3, 43].
These systems implement shared abstractions using dis-
tributed systems techniques (such as name caches and
state replication) on top of message passing. It should
be possible to generalize the commutativity rule to dis-
tributed systems, and relate the interface exposed by a
shared abstraction to its scalability, even if implemented
using message passing.

The designers of the Corey operating system [8] argue
for putting the application in control of managing the

cost of sharing without providing a guideline for how
applications should do so; the commutativity rule could
be a helpful guideline for application developers.

2.3 Commutativity
The use of commutativity to increase concurrency has
been widely explored. Steele describes a parallel pro-
gramming discipline in which all operations must be
either causally related or commutative [40]. His work
approximates commutativity as conflict-freedom. Our
work shows that commutative operations always have
a conflict-free implementation, making Steele’s model
more broadly applicable. Rinard and Diniz describe how
to exploit commutativity to automatically parallelize
code [35]. They allow memory conflicts, but generate
synchronization code to ensure atomicity of commuta-
tive operations. Similarly, Prabhu et al. describe how
to automatically parallelize code using manual annota-
tions rather than automatic commutativity analysis [34].
Rinard and Prabhu’s work focuses on the safety of exe-
cuting commutative operations concurrently. This gives
operations the opportunity to scale, but does not ensure
that they will. Our work focuses on scalability: given
concurrent, commutative operations, we show they have
a scalable implementation.

The database community has long used logical read-
sets and writesets, conflicts, and execution histories to
reason about how transactions can be interleaved while
maintaining serializability [6]. Weihl extends this work
to abstract data types by deriving lock conflict relations
from operation commutativity [42]. Transactional boost-
ing applies similar techniques in the context of software
transactional memory [23]. Shapiro et al. extend this to a
distributed setting, leveraging commutative operations in
the design of replicated data types that support updates
during faults and network partitions [38, 39]. Like Rinard
and Prabhu’s work, the work in databases and its exten-
sions focuses on the safety of executing commutative
operations concurrently, not directly on scalability.

2.4 Test case generation
Prior work on concolic testing [22, 37] and symbolic
execution [10, 11] generates test cases by symbolically
executing a specific implementation. Our COMMUTER
tool uses a combination of symbolic and concolic execu-
tion, but generates test cases for an arbitrary implementa-
tion based on a model of that implementation’s interface.
This resembles QuickCheck’s [13] or Gast’s [27] model-
based testing, but uses symbolic techniques. Furthermore,
while symbolic execution systems often avoid reasoning
precisely about symbolic memory accesses (e.g., access-
ing a symbolic offset in an array), COMMUTER’s test
case generation aims to achieve conflict coverage (§5.2),
which tests different access patterns when using symbolic
addresses or indexes.
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3 The scalable commutativity rule
This section addresses two questions: What is the pre-
cise definition of the scalable commutativity rule, and
why is the rule true? We answer these questions using a
formalism based on abstract actions, histories, and imple-
mentations. The formalism relies on SIM commutativity,
whose generality broadens the rule’s applicability to com-
plex software interfaces. Our constructive proof of the
commutativity rule also sheds some light on how real
commutative implementations might be built, though the
actual construction is not very practical.

3.1 Actions
Following earlier work [24], we model a system execu-
tion as a sequence of actions, where an action is either an
invocation or a response. In the context of an operating
system, an invocation represents a system call with ar-
guments (such as getpid() or open("file", O_RDWR)) and
a response represents the corresponding result (a PID or
a file descriptor). Invocations and responses are paired.
Each invocation is made by a specific thread, and the cor-
responding response is returned to the same thread. An
action thus comprises (1) an operation class (e.g., which
system call is being invoked); (2) operation arguments
(for invocations) or a return value (for responses); (3)
the relevant thread; and (4) a tag for uniqueness. We’ll
write invocations as left half-circles A (“invoke A”) and
responses as right half-circles A (“respond A”), where
the letters match invocations and their responses. Color
and vertical offset differentiate threads: A and B are
invocations on different threads.

A system execution is called a history. For example:

H = A B C A C B D D E E F G H F H G

We’ll consider only well-formed histories, in which each
thread’s actions form a sequence of invocation–response
pairs. H above is well-formed; checking this for the
red thread t, we see that the thread-restricted subhistory
H|t = A A D D H H formed by selecting t’s actions
from H alternates invocations and responses as one would
want. In a well-formed history, each thread has at most
one outstanding invocation at every point.

The specification distinguishes whether or not a his-
tory is “correct.” A specification S is a prefix-closed
set of well-formed histories. Its contents depend on the
system being modeled; for example, if S specified a
Unix-like OS, then [ A = getpid(), A = 0] ̸∈S , since no
Unix thread can have PID 0. Our definitions and proof
require that some specification exists, but we aren’t con-
cerned with how it is constructed.

3.2 Commutativity
Commutativity should capture the idea that the order
of a set of actions “doesn’t matter.” This happens when

later actions can’t tell which order actually occurred. The
specification helps make this precise: a set of operations
commutes in some context when the specification is indif-
ferent to the execution order of that set. This means that
any response valid for one order of the commutative set is
valid for any order of the commutative set, and likewise
any response invalid for one order is invalid for any order.
But the right definition for commutativity is a little tricky,
so we build it up in two steps.

An action sequence, or region, H ′ is a reordering
of an action sequence H when H|t = H ′|t for every
thread t. Thus, regions H and H ′ contain the same ac-
tions, but may interleave threads differently. If H =
A B A C B C , then B B A A C C is a reordering

of H, but B C B C A A is not, since it doesn’t respect
the order of actions in H’s red thread.

Consider a history H = X ||Y (where || concatenates
action sequences). Y SI-commutes in H when given any
reordering Y ′ of Y , and any action sequence Z,

X ||Y ||Z ∈S if and only if X ||Y ′ ||Z ∈S .

This definition captures the interface basis and state de-
pendence we need. The action sequence X puts the sys-
tem into the state we wish to consider; switching regions
Y and Y ′ requires that the return values from Y be valid
according to the specification regardless of the actions’
order; and the presence of region Z in both histories
requires that reorderings of actions in region Y are indis-
tinguishable by future operations.

Unfortunately, SI commutativity doesn’t suffice for
the proof because it is non-monotonic. Given an ac-
tion sequence X ||Y1 ||Y2, it is possible for Y1 ||Y2 to
SI-commute after region X even though Y1 on its own
does not. For example, consider a get/set interface and
Y = [ A = set(1), A , B = set(2), B , C = set(2), C ]. Y
SI-commutes in any history (every order sets the underly-
ing value to 2), but its prefix Y1 = [ A = set(1), A , B =
set(2), B ] does not (some orders set the value to 1 and
some to 2). Whether or not Y1 will ultimately form part of
a commutative region thus depends on future operations!
This is usually incompatible with scalability: operations
in Y1 must “plan for the worst” by remembering their
order in case execution diverges from Y2.

A monotonic version of commutativity eliminates this
problem. An action sequence Y SIM-commutes in a his-
tory H = X ||Y when for any prefix P of some reordering
of Y (including P = Y ), P SI-commutes in X ||P. Like
SI commutativity, SIM commutativity captures interface
basis and state dependence; unlike SI commutativity, it is
monotonic and, as we show below, suffices to prove the
commutativity rule.

State dependence means that SIM commutativity cap-
tures operations that commute, and therefore can scale,
in some states, but not others. This allows us to greatly
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expand the situations that commute, and that therefore
can scale. For example, few OS system calls uncon-
ditionally commute in every state and history. (One
that does is getpid(), since its result is constant over a
process’s lifetime.) But many system calls condition-
ally commute. Consider Unix’s open system call. Two
calls to open("a", O_CREAT|O_EXCL) often don’t com-
mute: one call will create the file and the other will fail
because the file already exists. However, two calls to
open("a", O_CREAT|O_EXCL) do commute if called from
processes with different working directories. And even if
the processes have the same working directory, two calls
to open("a", O_CREAT|O_EXCL) will commute if the file
already exists (both calls will return the same error). SIM
commutativity allows us to distinguish these cases, even
though the operations are the same in each. This, in turn,
means the commutativity rule can tell us that scalable
implementations exist in the commutative cases.

SIM commutativity is also interface-based. It evaluates
the consequences of execution order using only the speci-
fication. Furthermore, it doesn’t say that every reordering
has indistinguishable results on a given implementation;
it requires instead that every reordering is allowed by
the specification to have indistinguishable results. This is
important because any given implementation might have
unnecessary scalability bottlenecks that show through
the interface. The SIM commutativity of an interface can
be considered even when no implementation exists. This
in turn makes it possible to use the commutativity rule
early in software development, during interface design
and initial implementation.

3.3 Implementations
To reason about implementation scalability, we need to
model implementations in enough detail to tell whether
different threads’ “memory accesses” are conflict-free.
(As discussed in §1, conflict freedom is our proxy for
scalability.) We define an implementation as a step func-
tion: given a state and an invocation, it produces a new
state and a response. Special CONTINUE actions enable
concurrent overlapping operations and blocking.

We begin by defining three sets:

• S is the set of implementation states.

• I is the set of valid invocations, including CONTINUE.

• R is the set of valid responses, including CONTINUE.

An implementation m is a function in S× I 7→ S×R.
Given an old state and an invocation, the implementation
produces a new state and a response (where the response
must have the same thread as the invocation). A CON-
TINUE response indicates that a real response for that
thread is not yet ready, and allows the implementation to
effectively switch to another thread. CONTINUE invoca-
tions give the implementation an opportunity to complete

an outstanding request (or further delay its response);
however, the response must be for the thread matching
the CONTINUE invocation.1

An implementation generates a history when calls to
the implementation (perhaps including CONTINUE in-
vocations) could potentially produce the corresponding
history. For example, this sequence shows an implemen-
tation m generating a history A B B A :
• m(s0, A ) = ⟨s1,CONTINUE⟩
• m(s1, B ) = ⟨s2,CONTINUE⟩
• m(s2,CONTINUE) = ⟨s3,CONTINUE⟩
• m(s3,CONTINUE) = ⟨s4, B ⟩
• m(s4,CONTINUE) = ⟨s5, A ⟩

The state is threaded from step to step; invocations appear
as arguments and responses as return values. The gener-
ated history consists of the invocations and responses, in
order, with CONTINUEs removed.

An implementation m is correct for some specification
S when the responses it generates are always allowed
by the specification. Specifically, assume H ∈ S is a
valid history and r is a response where m can generate
H ||r. We say that m is correct when for any such H and r,
H || r ∈S . Note that a correct implementation need not
be capable of generating every possible valid response;
it’s just that every response it does generate is valid.

To reason about conflict freedom, we must peek into
implementation states, identify reads and writes, and
check for access conflicts. Let each state s ∈ S be a tuple
⟨s.0, . . . , s.m⟩, and let si←x indicate component replace-
ment: si←x = ⟨s.0, . . . , s.(i−1), x, s.(i+1), . . . , s.m⟩.
Now consider an implementation step m(s,a) = ⟨s′, r⟩.
This step writes state component i when s.i ̸= s′.i. It reads
state component i when s.i may affect the step’s behavior;
that is, when for some y,

m(si←y,a) ̸=
〈
s′i←y, r

〉
.

Two implementation steps have an access conflict when
they are on different threads and one writes a state com-
ponent that the other either writes or reads. A set of im-
plementation steps is conflict-free when no pair of steps
in the set has an access conflict. This notion of access
conflicts maps directly onto read and write access con-
flicts on real shared-memory machines. Since modern
MESI-based cache-coherent machines usually provide
good scalability on conflict-free access patterns, we can
loosely say that a conflict-free set of implementation steps
“scales.”

1There are restrictions on how implementation arguments are
chosen—we assume, for example, that CONTINUE invocations are
passed only when a thread has an outstanding request. Since imple-
mentations are functions, they must be deterministic. We could model
implementations instead as relations, allowing non-determinism, though
this would complicate later arguments somewhat.
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mns(s,a)≡
If head(s.h) = a:

r← CONTINUE
else if a = CONTINUE and head(s.h) is a response

and thread(head(s.h)) = thread(a):
r← head(s.h) // replay s.h

else if s.h ̸= EMULATE: // H complete or input diverged
H ′← an invocation sequence consistent with s.h
For each invocation x in H ′:
⟨s.refstate, _⟩ ←M(s.refstate,x)

s.h← EMULATE // switch to emulation mode
If s.h = EMULATE:
⟨s.refstate, r⟩ ←M(s.refstate,a)

else: // replay mode
s.h← tail(s.h)

return ⟨s, r⟩

Figure 1: Constructed non-scalable implementation
mns for history H and reference implementation M.

3.4 Rule
We can now formally state the scalable commutativity
rule. Assume a specification S with a correct reference
implementation M. Consider a history H =X ||Y where Y
SIM-commutes in H, and where M can generate H. Then
there exists a correct implementation m of S whose steps
in the Y region of H are conflict-free.

3.5 Proof
A constructive proof for the commutativity rule can be ob-
tained by building a scalable implementation m from the
reference implementation M and history H = X ||Y . The
constructed implementation emulates the reference im-
plementation and is thus correct for any history. Its perfor-
mance properties, however, are specialized for H. For any
history X ||P where P is a prefix of a reordering of Y , the
constructed implementation’s steps in P are conflict-free.
This means that, within the SIM-commutative region, m
scales.

To understand the construction, it helps to first imagine
constructing a non-scalable implementation mns from the
reference M. This non-scalable implementation begins
in replay mode. While the input invocations match H,
mns responds exactly according to H, without invoking
the reference. When the input invocations diverge from
H, however, mns no longer knows how to respond, so
it enters emulation mode. This requires feeding M all
previously received invocations to prepare its state.

A state s for mns contains two components. First, s.h
holds either the portion of H that remains to be replayed
or EMULATE, which denotes emulation mode. It is ini-
tialized to H. Second, s.refstate is the state of the refer-
ence implementation, and is initialized accordingly. Fig-
ure 1 shows how the simulated implementation works.

m(s,a)≡
t← thread(a)
If head(s.h[t]) = COMMUTE: // enter conflict-free mode

s.commute[t]← TRUE; s.h[t]← tail(s.h[t])
If head(s.h[t]) = a:

r← CONTINUE
else if a = CONTINUE and head(s.h[t]) is a response

and thread(head(s.h[t])) = t:
r← head(s.h[t]) // replay s.h

else if s.h[t] ̸= EMULATE: // H complete/input diverged
H ′← an invocation sequence consistent with s.h[∗]
For each invocation x in H ′:
⟨s.refstate, _⟩ ←M(s.refstate,x)

s.h[u]← EMULATE for each thread u
If s.h[t] = EMULATE:
⟨s.refstate, r⟩ ←M(s.refstate,a)

else if s.commute[t]: // conflict-free mode
s.h[t]← tail(s.h[t])

else: // replay mode
s.h[u]← tail(s.h[u]) for each thread u

return ⟨s, r⟩

Figure 2: Constructed scalable implementation m for
history H and reference implementation M.

We make several simplifying assumptions, including that
mns receives CONTINUE invocations in a restricted way;
these assumptions aren’t critical for the argument. One
line requires expansion, namely the choice of H ′ “con-
sistent with s.h” when the input sequence diverges. This
step calculates the prefix of H up to, but not including,
s.h; excludes responses; and adds CONTINUE invocations
as appropriate.

This implementation is correct—its responses for any
history always match those from the reference implemen-
tation. But it doesn’t scale. In replay mode, any two steps
of mns conflict on accessing s.h. These accesses track
which invocations have occurred; without them it would
be impossible to later initialize the state of M. And this
is where commutativity comes in. The action order in
a SIM-commutative region doesn’t matter by definition.
Since the specification doesn’t distinguish among orders,
it is safe to initialize the reference implementation with
the commutative actions in a different order than they
were received. All future responses will still be valid
according to the specification.

Figure 2 shows the construction of m, a version of
M that scales over Y in H = X ||Y . m is similar to mns,
but extends it with a conflict-free mode used to execute
actions in Y . Its state is as follows:

• s.h[t]—a per-thread history. Initialized to X ||
COMMUTE || (Y |t), where the special COMMUTE ac-
tion indicates the commutative region has begun.
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• s.commute[t]—a per-thread flag indicating whether
the commutative region has been reached. Initialized
to FALSE.

• s.refstate—the reference implementation’s state.

Each step of m in the commutative region accesses only
state components specific to the invoking thread. This
means that any two steps in the commutative region are
conflict-free, and the commutativity rule is proved. The
construction uses SIM commutativity when initializing
the reference implementation’s state via H ′. If the ob-
served invocations diverge before the commutative re-
gion, then just as in mns, H ′ will exactly equal the ob-
served invocations. If the observed invocations diverge
in or after the commutative region, however, there’s not
enough information to recover the order of invocations.
(The s.h[t] components track which invocations have hap-
pened per thread, but not the order of those invocations
between threads.) Therefore, H ′ might reorder the invoca-
tions in Y . SIM commutativity guarantees that replaying
H ′ will nevertheless produce results indistinguishable
from those of the actual invocation order, even if the
execution diverges within the commutative region.2

3.6 Discussion
The commutativity rule and proof construction push state
and history dependence to an extreme: the proof con-
struction is specialized for a single commutative region.
Repeated application of the construction can build an
implementation that scales over multiple commutative
regions in a history, or for the union of many histories.
(This is because, once the constructed machine leaves the
specialized region, it passes invocations directly to the
reference and has the same conflict-freedom properties
as the reference.) Nevertheless, the proof construction
is impractical, and real implementations usually achieve
scalability using different techniques.

We believe it is easier to create practical scalable im-
plementations for operations that commute in more situ-
ations. The arguments and system states for which a set
of operations commutes often collapse into fairly well-
defined classes (e.g., file creation might commute when-
ever the containing directories are different). In practice,
implementations scale for whole classes of states and
arguments, not just for specific histories.

2We effectively have assumed that M, the reference implementation,
produces the same results for any reordering of the commutative region.
This is stricter than SIM commutativity, which places requirements
on the specification, not the implementation. We also assumed that M
is indifferent to the placement of CONTINUE invocations in the input
history. Neither of these restrictions is fundamental, however. If during
replay M produces responses that are inconsistent with the desired
results, m could throw away M’s state, produce a new H ′ with different
CONTINUE invocations and/or commutative region ordering, and try
again. This procedure must eventually succeed.

It is also often the case that a set of operations com-
mutes in more than one class of situation, but no single
implementation scales for all classes. Consider, for exam-
ple, an interface with two calls: put(x) records a sample
with value x, and max() returns the maximum sample
recorded so far (or 0). Suppose

H = [ A = put(1), A , B = put(1), B , C =max(), C = 1].

An implementation could store per-thread maxima rec-
onciled by max and be conflict-free for A A B B in
H. Alternatively, it could use a global maximum that
put checked before writing. This is conflict-free for
B B C C in H. But no correct implementation can be

conflict-free across all of H. In the end, a system de-
signer must decide which situations involving commu-
tative operations are most important, and find practical
implementation strategies that scale in those situations.
In §6 we show that many operations in POSIX have im-
plementations that scale quite broadly, with few cases of
incompatible scalability classes.

The commutativity rule shows that SIM-commutative
regions have conflict-free implementations. It does not
show the converse, however: commutativity suffices
for conflict-free accesses, but it may not be necessary.
Some non-commutative interfaces may have scalable
implementations—for instance, on machines that offer
scalable access to strictly increasing sources of time, or
when the core interconnect allows certain communication
patterns to scale. Furthermore, some conflict-free access
patterns don’t scale on real machines; if an application
overwhelms the memory bus with memory accesses, scal-
ability will suffer regardless of whether those accesses
have conflicts. We hope to investigate these problems in
future, but as we show below, the rule is already a good
guideline for achieving practical scalability.

4 Designing commutative interfaces
The rule facilitates scalability reasoning at the interface
and specification level, and SIM commutativity lets us
apply the rule to complex interfaces. This section demon-
strates the interface-level reasoning enabled by the rule.
Using POSIX as a case study, we explore changes that
make operations commute in more situations, enabling
more scalable implementations. Already, many POSIX
operations commute with many other operations, a fact
we will quantify in the next section; this section focuses
on problematic cases to give a sense of the subtler issues
of commutative interface design.

Decompose compound operations. Many POSIX
APIs combine several operations into one, limiting the
combined operation’s commutativity. For example, fork
both creates a new process and snapshots the current pro-
cess’s entire memory state, file descriptor state, signal
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mask, and several other properties. As a result, fork fails
to commute with most other operations in the same pro-
cess, such as memory writes, address space operations,
and many file descriptor operations. However, applica-
tions often follow fork with exec, which undoes most
of fork’s sub-operations. With only fork and exec, ap-
plications are forced to accept these unnecessary sub-
operations that limit commutativity.

POSIX has a little-known API called posix_spawn that
addresses this problem by creating a process and loading
an image directly (CreateProcess in Windows is simi-
lar). This is equivalent to fork/exec, but its specification
eliminates the intermediate sub-operations. As a result,
posix_spawn commutes with most other operations and
permits a broadly scalable implementation.

Another example, stat, retrieves and returns many dif-
ferent attributes of a file simultaneously, which makes it
non-commutative with operations on the same file that
change any attribute returned by stat (such as link, chmod,
chown, write, and even read). In practice, applications
invoke stat for just one or two of the returned fields. An
alternate API that gave applications control of which field
or fields were returned would commute with more opera-
tions and enable a more scalable implementation of stat,
as we show in §7.2.

POSIX has many other examples of compound return
values. sigpending returns all pending signals, even if the
caller only cares about a subset; and select returns all
ready file descriptors, even if the caller needs only one
ready FD.

Embrace specification non-determinism. POSIX’s
“lowest available FD” rule is a classic example of overly
deterministic design that results in poor scalability. Be-
cause of this rule, open operations in the same process
(and any other FD allocating operations) do not com-
mute, since the order in which they execute determines
the returned FDs. This constraint is rarely needed by
applications and an alternate interface that could return
any unused FD would allow FD allocation operations to
commute and enable implementations to use well-known
scalable allocation methods. We will return to this exam-
ple, too, in §7.2. Many other POSIX interfaces get this
right: mmap can return any unused virtual address and
creat can assign any unused inode number to a new file.

Permit weak ordering. Another common source of
limited commutativity is strict ordering requirements be-
tween operations. For many operations, ordering is natu-
ral and keeps interfaces simple to use; for example, when
one thread writes data to a file, other threads can im-
mediately read that data. Synchronizing operations like
this are naturally non-commutative. Communication in-
terfaces, on the other hand, often enforce strict ordering,
but may not need to. For instance, most systems order

all messages sent via a local Unix domain socket, even
when using SOCK_DGRAM, so any send and recv system
calls on the same socket do not commute (except in er-
ror conditions). This is often unnecessary, especially in
multi-reader or multi-writer situations, and an alternate
interface that does not enforce ordering would allow send
and recv to commute as long as there is both enough free
space and enough pending messages on the socket, which
would in turn allow an implementation of Unix domain
sockets to support scalable communication (which we
use in §7.3).

Release resources asynchronously. A closely related
problem is that many POSIX operations have global ef-
fects that must be visible before the operation returns.
This is generally good design for usable interfaces, but
for operations that release resources, this is often stricter
than applications need and expensive to ensure. For exam-
ple, writing to a pipe must deliver SIGPIPE immediately
if there are no read FDs for that pipe, so pipe writes do
not commute with the last close of a read FD. This re-
quires aggressively tracking the number of read FDs; a
relaxed specification that promised to eventually deliver
the SIGPIPE would allow implementations to use more
scalable read FD tracking. Similarly, munmap does not
commute with memory reads or writes of the unmapped
region from other threads. Enforcing this requires non-
scalable remote TLB shootdowns before munmap can
return, even though depending on this behavior usually
indicates a bug. An munmap (perhaps an madvise) that
released virtual memory asynchronously would let the
kernel reclaim physical memory lazily and batch or elim-
inate remote TLB shootdowns.

5 Analyzing interfaces using COMMUTER

Fully understanding the commutativity of a complex in-
terface is tricky, and achieving an implementation that
avoids sharing when operations commute adds another
dimension to an already difficult task. However, by lever-
aging the formality of the commutativity rule, develop-
ers can automate much of this reasoning. This section
presents a systematic, test-driven approach to applying
the commutativity rule to real implementations embod-
ied in a tool named COMMUTER, whose components are
shown in Figure 3.

First, ANALYZER takes a symbolic model of an inter-
face and computes precise conditions under which that
interface’s operations commute. Second, TESTGEN takes
these conditions and generates concrete test cases of sets
of operations that commute according to the interface
model, and thus should have a conflict-free implementa-
tion according to the commutativity rule. Third, MTRACE
checks whether a particular implementation is conflict-
free for each test case.
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Figure 3: The components of COMMUTER.

A developer can use these test cases to understand the
commutative cases they should consider, to iteratively
find and fix scalability issues in their code, or as a regres-
sion test suite to ensure scalability bugs do not creep into
the implementation over time.

5.1 ANALYZER

ANALYZER automates the process of analyzing the com-
mutativity of an interface, saving developers from the
tedious and error-prone process of considering large num-
bers of interactions between complex operations. AN-
ALYZER takes as input a model of the behavior of an
interface, written in a symbolic variant of Python, and
outputs commutativity conditions: expressions in terms of
arguments and state for exactly when sets of operations
commute. A developer can inspect these expressions to
understand an interface’s commutativity or pass them to
TESTGEN (§5.2) to generate concrete examples of when
interfaces commute.

Given the Python code for a model, ANALYZER uses
symbolic execution to consider all possible behaviors of
the interface model and construct complete commutativ-
ity conditions. Symbolic execution also enables ANA-
LYZER to reason about the external behavior of an in-
terface, rather than specifics of the model’s implemen-
tation, and enables models to capture specification non-
determinism (like creat’s ability to choose any free inode)
as under-constrained symbolic values.

ANALYZER considers every set of operations of a cer-
tain size (typically we use pairs). For each set of opera-
tions o, it constructs an unconstrained symbolic system
state s and unconstrained symbolic arguments for each
operation in o, and executes all permutations of o, each
starting from a copy of s. This execution forks at any
branch that can go both ways, building up path condi-
tions that constrain the state and arguments that can lead
to each code path. At the end of each code path, ANA-
LYZER checks if its path condition yields an initial state
and arguments that make o commute by testing if each
operation’s return value is equivalent in all permutations
and if the system states reached by all permutations are
equivalent (or can be equivalent for some choice of non-
deterministic values like newly allocated inode numbers).
For sets larger than pairs, ANALYZER must also check
that the intermediate states are equivalent for every per-
mutation of each subset of o.

This test codifies the definition of SIM commutativity

SymInode = tstruct(data = tlist(SymByte),
nlink = SymInt)

SymIMap = tdict(SymInt, SymInode)
SymFilename = tuninterpreted(’Filename’)
SymDir = tdict(SymFilename, SymInt)

def __init__(self, ...):
self.fname_to_inum = SymDir.any()
self.inodes = SymIMap.any()

@symargs(src=SymFilename, dst=SymFilename)
def rename(self, src, dst):
if not self.fname_to_inum.contains(src):
return (-1, errno.ENOENT)

if src == dst:
return 0

if self.fname_to_inum.contains(dst):
self.inodes[self.fname_to_inum[dst]].nlink -= 1

self.fname_to_inum[dst] = self.fname_to_inum[src]
del self.fname_to_inum[src]
return 0

Figure 4: A simplified version of our rename model.

from §3.2, except that (1) it assumes the specification is
sequentially consistent, and (2) instead of considering all
possible future operations (which would be difficult in
symbolic execution), it substitutes state equivalence. It’s
up to the model’s author to define state equivalence as
whether two states are externally indistinguishable. This
is standard practice for high-level data types (e.g., two
sets represented as trees could be equal even if they are
balanced differently). For the POSIX model we present
in §6, only a few types need special handling beyond
what the standard data types provide automatically.

Figure 4 gives an example of how a developer could
model rename. The first five lines declare symbolic types
(tuninterpreted declares a type whose values support
only equality), and __init__ instantiates the file system
state. The implementation of rename itself is straight-
forward. Indeed, the familiarity of Python and ease of
manipulating state were part of why we chose it over
abstract specification languages.

Given two rename operations, rename(a, b) and
rename(c, d), ANALYZER outputs that they commute if
any of the following hold:

• Both source files exist, and the file names are all dif-
ferent (a and c exist, and a, b, c, d all differ).

• One rename’s source does not exist, and it is not the
other rename’s destination (either a exists, c does not,
and b̸=c, or c exists, a does not, and d ̸=a).
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• Neither a nor c exist.

• Both calls are self-renames (a=b and c=d).

• One call is a self-rename of an existing file (a exists
and a=b, or c exists and c=d) and it’s not the other
call’s source (a ̸=c).

• Two hard links to the same inode are renamed to the
same new name (a and c point to the same inode, a ̸=c,
and b=d).

As this example shows, when system calls access
shared, mutable state, reasoning about every commuta-
tive case by hand can become difficult. Developers can
easily overlook cases, both in their understanding of an
interface’s commutativity, and when making their im-
plementation scale for commutative cases. ANALYZER
automates reasoning about all possible system states, all
possible sets of operations that can be invoked, and all
possible arguments to those operations.

5.2 TESTGEN

While a developer can examine the commutativity con-
ditions produced by ANALYZER directly, for complex
interfaces these formulas can be large and difficult to
decipher. Further, real implementations are complex and
likely to contain unintentional sharing, even if the devel-
oper understands an interface’s commutativity. TESTGEN
takes the first step to helping developers apply commuta-
tivity to real implementations by converting ANALYZER’s
commutativity conditions into concrete test cases.

To produce a test case, TESTGEN computes a sat-
isfying assignment for the corresponding commutativ-
ity condition. The assignment specifies concrete values
for every symbolic variable in the model, such as the
fname_to_inum and inodes data structures and the rename
arguments shown in Figure 4. TESTGEN then invokes a
model-specific function on the assignment to produce
actual C test case code. For example, one test case that
TESTGEN generates is shown in Figure 5. The test case
includes setup code that configures the initial state of the
system and a set of functions to run on different cores.
Every TESTGEN test case should have a conflict-free
implementation.

The goal of these test cases is to expose potential scala-
bility problems in an implementation, but it is impossible
for TESTGEN to know exactly what inputs might trig-
ger conflicting memory accesses. Thus, as a proxy for
achieving good coverage on the implementation, TEST-
GEN aims to achieve good coverage of the Python model.

We consider two forms of coverage. The first is
the standard notion of path coverage, which TESTGEN
achieves by relying on ANALYZER’s symbolic execution.
ANALYZER produces a separate path condition for every
possible code path through a set of operations. However,

void setup_rename_rename_path_ec_test0(void) {
close(open("__i0", O_CREAT|O_RDWR, 0666));
link("__i0", "f0");
link("__i0", "f1");
unlink("__i0");

}
int test_rename_rename_path_ec_test0_op0(void) {
return rename("f0", "f0");

}
int test_rename_rename_path_ec_test0_op1(void) {
return rename("f1", "f0");

}

Figure 5: An example test case for two rename calls
generated by TESTGEN for the model in Figure 4.

even a single path might encounter conflicts in interest-
ingly different ways. For example, the code path through
two pwrites is the same whether they’re writing to the
same offset or different offsets, but the access patterns are
very different. To capture different conflict conditions as
well as path conditions, we introduce a new notion called
conflict coverage. Conflict coverage exercises all pos-
sible access patterns on shared data structures: looking
up two distinct items from different operations, looking
up the same item, etc. TESTGEN approximates conflict
coverage by concolically executing itself to enumerate
distinct tests for each path condition. TESTGEN starts
with the constraints of a path condition from ANALYZER,
tracks every symbolic expression forced to a concrete
value by the model-specific test code generator, negates
any equivalent assignment of these expressions from the
path condition, and generates another test, repeating this
process until it exhausts assignments that satisfy the path
condition or the SMT solver fails. Since path conditions
can have infinitely many satisfying assignments (e.g.,
there are infinitely many calls to read with different FD
numbers that return EBADF), TESTGEN partitions most
values in isomorphism groups and considers two assign-
ments equivalent if each group has the same pattern of
equal and distinct values in both assignments. For our
POSIX model, this bounds the number of enumerated
test cases.

These two forms of coverage ensure that the test cases
generated by TESTGEN will cover all possible paths and
data structure access patterns in the model, and to the
extent that the implementation is structured similarly to
the model, should achieve good coverage for the imple-
mentation as well. As we demonstrate in §6, TESTGEN
produces a total of 13,664 test cases for our model of 18
POSIX system calls, and these test cases find scalability
issues in the Linux ramfs file system and virtual memory
system.

5.3 MTRACE

Finally, MTRACE runs the test cases generated by TEST-
GEN on a real implementation and checks that the im-
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plementation is conflict-free for every test. If it finds a
violation of the commutativity rule—a test whose commu-
tative operations are not conflict-free—it reports which
variables were shared and what code accessed them. For
example, when running the test case shown in Figure 5
on a Linux ramfs file system, MTRACE reports that the
two functions make conflicting accesses to the dcache
reference count and lock, which limits the scalability of
those operations.

MTRACE runs the entire operating system in a modi-
fied version of qemu [4]. At the beginning of each test
case, it issues a hypercall to qemu to start recording mem-
ory accesses, and then executes the test operations on
different virtual cores. During test execution, MTRACE
logs all reads and writes by each core, along with infor-
mation about the currently executing kernel thread, to
filter out irrelevant conflicts by background threads or in-
terrupts. After execution, MTRACE analyzes the log and
reports all conflicting memory accesses, along with the C
data type of the accessed memory location (resolved from
DWARF [20] information and logs of every dynamic allo-
cation’s type) and stack traces for each conflicting access.

5.4 Implementation
We built a prototype implementation of COMMUTER’s
three components. ANALYZER and TESTGEN consist
of 3,050 lines of Python code, including the symbolic
execution engine, which uses the Z3 SMT solver [19] via
Z3’s Python bindings. MTRACE consists of 1,594 lines
of code changed in qemu, along with 612 lines of code
changed in the guest Linux kernel (to report memory type
information, context switches, etc.). Another program,
consisting of 2,865 lines of C++ code, processes the log
file to find and report memory locations that are shared
between different cores for each test case.

6 Finding scalability opportunities
To understand whether COMMUTER is useful to kernel
developers, we modeled several POSIX file system and
virtual memory calls in COMMUTER, then used this both
to evaluate Linux’s scalability and to develop a scalable
file and virtual memory system for our sv6 research ker-
nel. The rest of this section uses this case study to answer
the following questions:

• How many test cases does COMMUTER generate, and
what do they test?

• How good are current implementations of the POSIX
interface? Do the test cases generated by COMMUTER
find cases where current implementations don’t scale?

• What techniques are necessary to achieve scalabil-
ity for cases where current file and virtual memory
systems do not scale?

• What situations might be too difficult or impractical
to make scale, despite being commutative?

6.1 POSIX test cases
To answer the first question, we developed a simplified
model of the POSIX file system and virtual memory APIs
in COMMUTER. The model covers 18 system calls, and
includes inodes, file names, file descriptors and their off-
sets, hard links, link counts, file lengths, file contents, file
times, pipes, memory-mapped files, anonymous memory,
processes, and threads. Our model also supports nested
directories, but we disable them because Z3 does not
currently handle the resulting constraints. We restrict file
sizes and offsets to page granularity; some sv6 data struc-
tures are conflict-free for offsets on different pages, but
offsets within a page conflict. COMMUTER generates a
total of 13,664 test cases from our model. Generating the
test cases and running them on both Linux and sv6 takes
a total of 8 minutes on the machine described in §7.1.

The model implementation and its model-specific test
code generator are 596 and 675 lines of Python code,
respectively. Figure 4 showed a part of our model, and
Figure 5 gave an example test case generated by COM-
MUTER. We verified that all test cases return the expected
results on both Linux and sv6.

6.2 Current implementation scalability
To evaluate the scalability of existing file and virtual
memory systems, we used MTRACE to check the above
test cases against Linux kernel version 3.8. Linux devel-
opers have invested significant effort in making the file
system scale [9], and it already scales in many interesting
cases, such as concurrent operations in different directo-
ries or concurrent operations on different files in the same
directory that already exist [17]. We evaluated the ramfs
file system because ramfs is effectively a user-space in-
terface to the Linux buffer cache. Since exercising ramfs
is equivalent to exercising the buffer cache and the buffer
cache underlies all Linux file systems, this represents the
best-case scalability for a Linux file system. Linux’s vir-
tual memory system, in contrast, involves process-wide
locks that are known to limit its scalability and impact
real applications [9, 14, 41].

The left half of Figure 6 shows the results. Out of
13,664 test cases, 4,275 cases, widely distributed across
the system call pairs, were not conflict-free. This indi-
cates that even a mature and reasonably scalable operat-
ing system implementation misses many cases that can
be made to scale according to the commutativity rule.

A common source of access conflicts is shared refer-
ence counts. For example, most file name lookup opera-
tions update the reference count on a struct dentry; the
resulting write conflicts cause them to not scale. Simi-
larly, most operations that take a file descriptor update the
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Figure 6: Scalability for system call pairs, showing the fraction and number of test cases generated by COM-
MUTER that are not conflict-free for each system call pair. One example test case was shown in Figure 5.

reference count on a struct file, making commutative op-
erations such as two fstat calls on the same file descriptor
not scale. Coarse-grained locks are another source of ac-
cess conflicts. For instance, Linux locks the parent direc-
tory for any operation that creates file names, even though
operations that create distinct names generally commute.
Similarly, we see that coarse-grained locking in the vir-
tual memory system severely limits the conflict-freedom
of address space manipulation operations. This agrees
with previous findings [9, 14, 15], which demonstrated
these problems in the context of several applications.

6.3 Making test cases scale
Given that Linux does not scale in many cases, how hard
is it to implement scalable file systems and virtual mem-
ory systems? To answer this question, we designed and
implemented a ramfs-like in-memory file system called
ScaleFS and a virtual memory system called RadixVM
for sv6, our research kernel based on xv6 [18]. RadixVM
appeared in previous work [15], so we focus on ScaleFS
here. Although it is in principle possible to make the same
changes in Linux, we chose not to implement ScaleFS
in Linux because ScaleFS’s design would have required
modifying code throughout the Linux kernel. The de-
signs of both RadixVM and ScaleFS were guided by
the commutativity rule. For ScaleFS, we relied heavily
on COMMUTER throughout development to guide its de-
sign and identify sharing problems in its implementation
(RadixVM was built prior to COMMUTER). The right half

of Figure 6 shows the result of applying COMMUTER to
sv6.

ScaleFS makes extensive use of existing techniques for
scalable implementations, such as per-core resource allo-
cation, double-checked locking, lock-free readers using
RCU [31], scalable reference counts using Refcache [15],
and seqlocks [28: §6]. These techniques lead to several
common patterns, as follows; we illustrate the patterns
with example test cases from COMMUTER that led us to
discover these situations:

Layer scalability. ScaleFS uses data structures that
themselves naturally satisfy the commutativity rule, such
as linear arrays, radix arrays [15], and hash tables. In
contrast with structures like balanced trees, these data
structures typically share no cache lines when different
elements are accessed or modified. For example, ScaleFS
stores the cached data pages for a given inode using a
radix array, so that concurrent reads or writes to different
file pages scale, even in the presence of operations ex-
tending or truncating the file. Many operations also use
this radix array to determine if some offset is within the
file’s bounds without risking conflicts with operations
that change the file’s size.

Defer work. Many kernel resources are shared, such
as files and pages, and must be freed when no longer
referenced. Typically, kernels release resources imme-
diately, but this requires eagerly tracking references to
resources, causing commutative operations that access
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the same resource to conflict. Where releasing a resource
is not time-sensitive, ScaleFS uses Refcache [15] to batch
reference count reconciliation and zero detection. This
way, resources are eventually released, but within each
Refcache epoch commutative operations can be conflict-
free.

Some resources are artificially scarce, such as inode
numbers in a typical Unix file system. When a typical
Unix file system runs out of free inodes, it must reuse an
inode from a recently deleted file. However, the POSIX
interface does not require that inode numbers be reused,
only that the same inode number is not used for two
files at once. Thus, ScaleFS never reuses inode numbers.
Instead, inode numbers are generated by a monotonically
increasing per-core counter, concatenated with the core
number that allocated the inode. This allows ScaleFS to
defer inode garbage collection for longer periods of time,
and enables scalable per-core inode allocation.

Precede pessimism with optimism. Many operations
in ScaleFS have an optimistic check stage followed by
a pessimistic update stage, a generalized sort of double-
checked locking. The optimistic stage checks conditions
for the operation and returns immediately if no updates
are necessary (this is often the case for error returns, but
can also happen for success returns). This stage does no
writes or locking, but because no updates are necessary,
it is often easy to make atomic. If updates are necessary,
the operation acquires locks or uses lock-free protocols,
re-verifies its conditions to ensure atomicity of the update
stage, and performs updates. For example, lseek first com-
putes the new offset using a lock-free read-only protocol
and returns early if the new offset is invalid or equal to
the current offset. Otherwise, lseek locks the file offset,
and re-computes the new offset to ensure consistency.

rename is similar. If two file names a and b point to
the same inode, rename(a, b) should remove the directory
entry for a, but it does not need to modify the directory
entry for b, since it already points at the right inode. By
checking the directory entry for b before updating it,
rename(a, b) avoids conflicts with other operations that
look up b.

Don’t read unless necessary. A common internal in-
terface in a file system implementation is a namei func-
tion that checks whether a path name exists, and if so,
returns the inode for that path. However, reading the inode
is unnecessary if the caller wants to know only whether a
path name existed, such as an access(F_OK) system call.
In particular, the namei interface makes it impossible for
concurrent access(b, F_OK) and rename(a, b) operations
to scale when a and b point to different inodes, even
though they commute. ScaleFS has a separate internal
interface to check for existence of a file name, without

looking up the inode, which allows access and rename to
scale in such situations.

6.4 Difficult-to-scale cases
As Figure 6 illustrates, there are a few (136 out of 13,664)
commutative test cases for which ScaleFS is not conflict-
free. The majority of these tests involve idempotent up-
dates to internal state, such as two lseek operations that
both seek a file descriptor to the same offset, or two
anonymous mmap operations with the same fixed base
address and permissions. While it is possible implement
these scalably, every implementation we considered sig-
nificantly impacted the performance of more common
operations, so we explicitly chose to favor common-case
performance over total scalability. Even though we de-
cided to forego scalability in these cases, the commutativ-
ity rule and COMMUTER forced us to consciously make
this trade-off.

Other difficult-to-scale cases are more varied. Several
involve reference counting of pipe file descriptors. Clos-
ing the last file descriptor for one end of a pipe must
immediately affect the other end; however, since there’s
generally no way to know a priori if a close will close the
pipe, a shared reference count is used in some situations.
Other cases involve operations that return the same result
in either order, but for different reasons, such as two reads
from a file filled with identical bytes.

7 Performance evaluation
The previous section showed that ScaleFS and RadixVM
achieve conflict-freedom for nearly all commutative oper-
ations, which should result in perfect scalability in theory.
This section shows that these results translate to scalabil-
ity on real hardware for a complete operating system by
answering the following questions:

• Do non-commutative operations limit performance on
real hardware?

• Do conflict-free implementations of commutative op-
erations scale on real hardware?

• Does optimizing for scalability sacrifice sequential
performance?

7.1 Experimental setup
To answer these questions, we use sv6. In addition to the
operations analyzed in §6, we scalably implemented other
commutative operations (e.g., posix_spawn) and many of
the modified POSIX APIs from §4. All told, sv6 totals
51,732 lines of code, including user space and library
code.

We ran experiments on an 80-core machine with eight
2.4 GHz 10-core Intel E7-8870 chips and 256 GB of
RAM. When varying the number of cores, benchmarks
enable whole sockets at a time, so each 30 MB socket-
level L3 cache is shared by exactly 10 enabled cores. We
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also report single-core numbers for comparison, though
these are expected to be higher because one core can use
the entire 30 MB cache.

We run all benchmarks with the hardware prefetcher
disabled because we found that it often prefetched con-
tended cache lines to cores that did not ultimately ac-
cess those cache lines, causing significant variability in
our benchmark results and hampering our efforts to pre-
cisely control sharing. We believe that, as large multicores
and highly parallel applications become more prevalent,
prefetcher heuristics will likewise evolve to avoid induc-
ing this false sharing.

As a single core performance baseline, we compare
against the same benchmarks running on Linux 3.5.7
from Ubuntu Quantal. Direct comparison is difficult be-
cause Linux implements many features sv6 does not, but
this comparison indicates sv6’s performance is sensible.

7.2 Microbenchmarks
We evaluate scalability and performance on real hardware
using two microbenchmarks and an application-level
benchmark. Each benchmark has two variants, one that
uses standard, non-commutative POSIX APIs and another
that accomplishes the same task using the modified, more
broadly commutative APIs from §4. By benchmarking
the standard interfaces against their commutative counter-
parts, we can isolate the cost of non-commutativity and
also examine the scalability of conflict-free implementa-
tions of commutative operations.

We run each benchmark three times and report the
mean. Variance from the mean is always under 4% and
typically under 1%.

statbench. In general, it’s difficult to argue that an im-
plementation of a non-commutative interface achieves
the best possible scalability for that interface and that no
implementation could scale better. However, in limited
cases, we can do exactly this. We start with statbench,
which measures the scalability of fstat with respect to
link. This benchmark creates a single file that n/2 cores
repeatedly fstat. The other n/2 cores repeatedly link this
file to a new, unique file name, and then unlink the new
file name. As discussed in §4, fstat does not commute
with link or unlink on the same file because fstat returns
the link count. In practice, applications rarely invoke
fstat to get the link count, so sv6 introduces fstatx, which
allows applications to request specific fields (a similar
system call has been proposed for Linux [25]).

We run statbench in two modes: one mode uses fstat,
which does not commute with the link and unlink opera-
tions performed by the other threads, and the other mode
uses fstatx to request all fields except the link count, an
operation that does commute with link and unlink. We use
a Refcache scalable counter [15] for the link count so that
the links and unlinks do not conflict, and place it on its

own cache line to avoid false sharing. Figure 7(a) shows
the results. With the commutative fstatx, statbench scales
perfectly and experiences zero L2 cache misses in fstatx,
while fstat severely limits the scalability of statbench.

To better isolate the difference between fstat and fstatx,
we run statbench in a third mode that uses fstat, but rep-
resents the link count using a simple shared counter in-
stead of Refcache. In this mode, fstat performs better (at
the expense of link and unlink), but still does not scale.
With a shared link count, each fstat call experiences ex-
actly one L2 cache miss (for the cache line containing
the link count), which means this is the most scalable
that fstat can possibly be in the presence of concurrent
links and unlinks. Yet, despite sharing only a single cache
line, this seemingly innocuous non-commutativity lim-
its the implementation’s scalability. One small tweak to
make the operation commute by omitting st_nlink elim-
inates the barrier to scaling, demonstrating the cost of
non-commutativity.

In the case of fstat, optimizing for scalability sacrifices
some sequential performance. Tracking the link count
with Refcache (or some scalable counter) is necessary
to make link and unlink scale linearly, but requires fstat
to reconcile the distributed link count to return st_nlink.
The exact overhead depends on the core count (which
determines the number of Refcache caches), but with
80 cores, fstat is 3.9× more expensive than on Linux. In
contrast, fstatx can avoid this overhead unless link counts
are requested; like fstat with a shared count, it performs
similarly to Linux’s fstat on a single core.

openbench. Figure 7(b) shows the results of open-
bench, which stresses the file descriptor allocation per-
formed by open. In openbench, n threads concurrently
open and close per-thread files. These calls do not com-
mute because each open must allocate the lowest unused
file descriptor in the process. For many applications, it
suffices to return any unused file descriptor (in which
case the open calls commute), so sv6 adds an O_ANYFD
flag to open, which it implements using per-core par-
titions of the FD space. Much like statbench, the stan-
dard, non-commutative open interface limits openbench’s
scalability, while openbench with O_ANYFD scales lin-
early. Furthermore, there appears to be no performance
penalty to ScaleFS’s open, with or without O_ANYFD:
at one core, both cases perform identically and outper-
form Linux’s open by 27%. Some of the performance
difference is because sv6 doesn’t implement things like
permissions checking, but much of Linux’s overhead
comes from locking that ScaleFS avoids.

7.3 Application performance
Finally, we perform a similar experiment using a simple
mail server to produce a system call workload more rep-
resentative of a real application. Our mail server uses a se-
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Figure 7: Benchmark throughput in operations per second per core with varying core counts on sv6. The blue
dots indicate single core Linux performance for comparison.

quence of separate, communicating processes, each with
a specific task, roughly like qmail [5]. mail-enqueue takes
a mailbox name and a single message on stdin, writes the
message and the envelope to two files in a mail queue
directory, and notifies the queue manager by writing the
envelope file name to a Unix domain datagram socket.
mail-qman is a long-lived multithreaded process where
each thread reads from the notification socket, reads the
envelope information, opens the queued message, spawns
and waits for the delivery process, and then deletes the
queued message. Finally, mail-deliver takes a mailbox
name and a single message on stdin and delivers the mes-
sage to the appropriate Maildir. The benchmark models a
mail client with n threads that continuously deliver email
by spawning and feeding mail-enqueue.

As in the microbenchmarks, we run the mail server in
two configurations: in one we use lowest FD, an order-
preserving socket for queue notifications, and fork/exec
to spawn helper processes; in the other we use O_ANYFD,
an unordered notification socket, and posix_spawn, all
as described in §4. For queue notifications, we use a
Unix domain datagram socket; sv6 implements this with
a single shared queue in ordered mode and with per-
core message queues with scalable load balancing in
unordered mode. Finally, because fork commutes with
essentially no other operations in the same process, sv6
implements posix_spawn by constructing the new process
image directly and building the new file table. This im-
plementation is conflict-free with most other operations,
including operations on O_CLOEXEC files (except those
specifically duped into the new process).

Figure 7(c) shows the resulting scalability of these two
configurations. Even though the mail server performs a
much broader mix of operations than the microbench-
marks and doesn’t focus solely on non-commutative op-
erations, the results are quite similar. Non-commutative
operations cause the benchmark’s throughput to collapse
at a small number of cores, while the configuration that
uses commutative APIs achieves 7.5× scalability from
1 socket (10 cores) to 8 sockets.

8 Conclusion
The scalable commutativity rule provides a new approach
for software developers to understand and exploit mul-
ticore scalability starting at the software interface. We
defined SIM commutativity, which allows developers to
apply the rule to complex, stateful interfaces. We further
introduced COMMUTER to help programmers analyze
interface commutativity and test that an implementation
scales in commutative situations. Finally, using sv6, we
showed that it is practical to achieve a broadly scalable
implementation of POSIX by applying the rule, and that
commutativity is essential to achieving scalability and
performance on real hardware. We hope that program-
mers will find the commutativity rule helpful to produce
software that is scalable by design.

COMMUTER, sv6, and a browser for the data in this
paper are available at http://pdos.csail.mit.edu/
commuter.
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Abstract
Silo is a new in-memory database that achieves excel-
lent performance and scalability on modern multicore
machines. Silo was designed from the ground up to use
system memory and caches efficiently. For instance, it
avoids all centralized contention points, including that of
centralized transaction ID assignment. Silo’s key contri-
bution is a commit protocol based on optimistic concur-
rency control that provides serializability while avoid-
ing all shared-memory writes for records that were only
read. Though this might seem to complicate the en-
forcement of a serial order, correct logging and recov-
ery is provided by linking periodically-updated epochs
with the commit protocol. Silo provides the same guar-
antees as any serializable database without unnecessary
scalability bottlenecks or much additional latency. Silo
achieves almost 700,000 transactions per second on a
standard TPC-C workload mix on a 32-core machine, as
well as near-linear scalability. Considered per core, this
is several times higher than previously reported results.

1 Introduction
Thanks to drastic increases in main memory sizes and
processor core counts for server-class machines, modern
high-end servers can have several terabytes of RAM and
80 or more cores. When used effectively, this is enough
processing power and memory to handle data sets and
computations that used to be spread across many disks
and machines. However, harnassing this power is tricky;
even single points of contention, like compare-and-
swaps on a shared-memory word, can limit scalability.

This paper presents Silo, a new main-memory
database that achieves excellent performance on multi-
core machines. We designed Silo from the ground up
to use system memory and caches efficiently. We avoid
all centralized contention points and make all synchro-
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nization scale with the data, allowing larger databases to
support more concurrency.

Silo uses a Masstree-inspired tree structure for its un-
derlying indexes. Masstree [23] is a fast concurrent B-
tree-like structure optimized for multicore performance.
But Masstree only supports non-serializable, single-key
transactions, whereas any real database must support
transactions that affect multiple keys and occur in some
serial order. Our core result, the Silo commit protocol, is
a minimal-contention serializable commit protocol that
provides these properties.

Silo uses a variant of optimistic concurrency control
(OCC) [18]. An OCC transaction tracks the records it
reads and writes in thread-local storage. At commit time,
after validating that no concurrent transaction’s writes
overlapped with its read set, the transaction installs all
written records at once. If validation fails, the transaction
aborts. This approach has several benefits for scalability.
OCC writes to shared memory only at commit time, af-
ter the transaction’s compute phase has completed; this
short write period reduces contention. And thanks to the
validation step, read-set records need not be locked. This
matters because the memory writes required for read
locks can induce contention [11].

Previous OCC implementations are not free of scal-
ing bottlenecks, however, with a key reason being the re-
quirement for tracking “anti-dependencies” (write-after-
read conflicts). Consider a transaction t1 that reads a
record from the database, and a concurrent transaction
t2 that overwrites the value t1 saw. A serializable sys-
tem must order t1 before t2 even after a potential crash
and recovery from persistent logs. To achieve this order-
ing, most systems require that t1 communicate with t2,
such as by posting its read sets to shared memory or via
a centrally-assigned, monotonically-increasing transac-
tion ID [18, 19]. Some non-serializable systems can
avoid this communication, but they suffer from anoma-
lies like snapshot isolation’s “write skew” [2].

Silo provides serializability while avoiding all shared-
memory writes for read transactions. The commit proto-
col was carefully designed using memory fences to scal-
ably produce results consistent with a serial order. This
leaves the problem of correct recovery, which we solve
using a form of epoch-based group commit. Time is di-
vided into a series of short epochs. Even though transac-
tion results always agree with a serial order, the system
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does not explicitly know the serial order except across
epoch boundaries: if t1’s epoch is before t2’s, then t1 pre-
cedes t2 in the serial order. The system logs transactions
in units of whole epochs and releases results to clients
at epoch boundaries. As a result, Silo provides the same
guarantees as any serializable database without unneces-
sary scalability bottlenecks or much additional latency.
Epochs have other benefits as well; for example, we use
them to provide database snapshots that long-lived read-
only transactions can use to reduce aborts.

On a single 32-core machine, Silo achieves roughly
700,000 transactions per second on the standard TPC-
C benchmark for online transaction processing (OLTP).
This is about 22,000 transactions per second per core.
Per-core transaction throughput at 32 cores is 91%
of that at 8 cores, a small drop indicating that Silo
scales well. For context, the database literature for high-
performance in-memory OLTP systems cites per-core
TPC-C throughput at least several times lower than
Silo’s [16, 25, 27, 28], and benchmarks on our hardware
with a commercial main-memory database system per-
form at most 3,000 transactions per second per core.

An important Silo design choice is its shared-memory
store: any database worker can potentially access the
whole database. Several recent main-memory database
designs instead use data partitioning, in which database
workers effectively own subsets of the data [25, 32]. Par-
titioning can shrink table sizes and avoids the expense of
managing fine-grained locks, but works best when the
query load matches the partitioning. To understand the
tradeoffs, we built and evaluated a partitioned variant of
Silo. Partitioning performs better for some workloads,
but a shared-memory design wins when cross-partition
transactions are frequent or partitions are overloaded.

Silo assumes a one-shot request model in which
all parameters for each client request are available at
the start, and requests always complete without further
client interaction. This model is well-suited for OLTP
workloads. If high-latency client communication were
part of a transaction, the likelihood of abort due to con-
current updates would grow.

Our performance is higher than a full system would
observe since our clients do not currently use the net-
work. (In Masstree, network communication reduced
throughput by 23% [23]; we would expect a similar
reduction for key-value workloads, less for workloads
with more computation-heavy transactions.) Neverthe-
less, our experiments show that Silo has very high per-
formance, that transactions can be serialized without
contention, and that cache-friendly design principles
work well for shared-memory serializable databases.

2 Related work
A number of recent systems have proposed storage
abstractions for main-memory and multicore systems.
These can be broadly classified according to whether or
not they provide transactional support.

2.1 Non-transactional systems
The non-transactional system most related to Silo
is Masstree [23], an extremely scalable and high-
throughput main-memory B+-tree. Masstree uses tech-
niques such as version validation instead of read locks
and efficient fine-grained locking algorithms. It builds
on several prior trees, including OLFIT [4], Bronson et
al. [3], and Blink-trees [20], and adds new techniques, in-
cluding a trie-like structure that speeds up key compar-
isons. Silo’s underlying concurrent B+-tree implemen-
tation was inspired by Masstree.

PALM [31] is another high-throughput B+-tree struc-
ture designed for multicore systems. It uses a batch-
ing technique, extensive prefetching, and intra-core
SIMD parallelism to provide extremely high throughput.
PALM’s techniques could potentially speed up Silo’s
tree operations.

The Bw-tree [21] is a high-throughput multiversion
tree structure optimized for multicore flash storage. New
versions of data are installed using delta records and
compare-and-swaps on a mapping table; there are no
locks or overwrites (we found both helpful for perfor-
mance). Silo’s data structures are designed for main
memory, whereas many of the Bw-tree’s structures are
designed for flash. Like Silo, the Bw-tree uses RCU-
style epochs for garbage collection; Silo’s epochs also
support scalable serializable logging and snapshots.
LLAMA [22] adds support for transactional logging, but
its logger is centralized.

2.2 Transactional systems
Silo uses optimistic concurrency control [10, 18], which
has several advantages on multicore machines, including
a relatively short period of contention. However, OCC
and its variants (e.g., [1, 12, 34]) often induce contention
in the commit phase, such as centralized transaction ID
assignment or communication among all concurrently
executing transactions.

Larson et al. [19] recently revisited the performance
of locking and OCC-based multi-version concurrency
control (MVCC) systems versus that of traditional
single-copy locking systems in the context of multi-
core main-memory databases. Their OCC implementa-
tion exploits MVCC to avoid installing writes until com-
mit time, and avoids many of the centralized critical sec-
tions present in classic OCC. These techniques form the
basis for concurrency control in Hekaton [8], the main-
memory component of SQL Server. However, their de-
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sign lacks many of the multicore-specific optimizations
of Silo. For example, it has a global critical section when
assigning timestamps, and reads must perform non-local
memory writes to update other transactions’ dependency
sets. It performs about 50% worse on simple key-value
workloads than a single-copy locking system even un-
der low levels of contention, whereas Silo’s OCC-based
implementation is within a few percent of a key-value
system for small key-value workloads.

Several recent transactional systems for multicores
have proposed partitioning as the primary mechanism
for scalability. DORA [25] is a locking-based system
that partitions data and locks among cores, eliminating
long chains of lock waits on a centralized lock manager
and increasing cache affinity. Though this does improve
scalability, overall the performance gains are modest—
about 20% in most cases—compared to a locking sys-
tem. Additionally, in some cases, this partitioning can
cause the system to perform worse than a conventional
system when transactions touch many partitions.

PLP [26] is follow-on work to DORA. In PLP, the
database is physically partitioned among many trees
such that only a single thread manages a tree. The par-
titioning scheme is flexible, and thus requires maintain-
ing a centralized routing table. As in DORA, running a
transaction requires decomposing it into a graph of ac-
tions that each run against a single partition; this necessi-
tates the use of rendezvous points, which are additional
sources of contention. The authors only demonstrate a
modest improvement over a two-phase locking (2PL)
implementation.

H-Store [32] and its commercial successor VoltDB
employ an extreme form of partitioning, treating each
partition as a separate logical database even when par-
titions are collocated on the same physical node. Trans-
actions local to a single partition run without locking at
all, and multi-partition transactions are executed via the
use of whole-partition locks. This makes single-partition
transactions extremely fast, but creates additional scala-
bility problems for multi-partition transactions. We com-
pare Silo to a partitioned approach and confirm the intu-
ition that this partitioning scheme is effective with few
multi-partition transactions, but does not scale well in
the presence of many such transactions.

Multimed [30] runs OLTP on a single multicore ma-
chine by running multiple database instances on separate
cores in a replicated setup. A single master applies all
writes and assigns a total order to all updates, which are
then applied asynchronously at the read-only replicas.
Multimed only enforces snapshot isolation, a weaker no-
tion of consistency than serializability. Read scalability
is achieved at the expense of keeping multiple copies of
the data, and write-heavy workloads eventually bottle-
neck on the master.

In Silo, we eliminate the bottleneck of a centralized
lock manager by co-locating locks with each record.
VLL [29] also adopts this approach, but is not focused
on optimizing for multicore performance.

Shore-MT [15], Jung et al. [17], and Horikawa [14]
take traditional disk- and 2PL-based relational database
systems and improve multicore scalability by removing
centralized locking and latching bottlenecks. However,
2PL’s long locking periods and requirement for read
locking introduce inherent scalability concerns on multi-
core architectures.

Porobic et al. [28] perform a detailed performance
analysis of shared-nothing versus shared-everything
OLTP on a single multicore machine, and conclude that
shared-nothing configurations are preferable due to the
effects of non-uniform memory accesses (NUMA). Our
results argue otherwise.

Snapshot transactions like Silo’s have been imple-
mented before, including in distributed transactional
systems [7]. Our implementation offers very recent
snapshots and tightly integrates with our epoch system.

2.3 Transactional memory
Silo’s goals (fast transactions on an in-memory
database) resemble those of a software transactional
memory system (fast transactions on arbitrary memory).
Recent STM systems, including TL2 [9], are based on
optimistic concurrency control and maintain read and
write sets similar to those in OCC databases. Some STM
implementation techniques, such as read validation and
collocation of lock bits and versions, resemble Silo’s.
(Many of these ideas predate STM.) Other STM im-
plementation techniques are quite different, and overall
Silo has more in common with databases than STMs.
Our durability concerns are irrelevant in STMs; Silo’s
database structures are designed for efficient locking and
concurrency, whereas STM deals with an arbitrary mem-
ory model.

STM would not be an appropriate implementation
technique for Silo. Our transactions access many shared
memory words with no transactionally relevant mean-
ing, such as nodes in the interior of the tree. Unlike STM
systems, Silo can distinguish relevant from irrelevant
modifications. Ignoring irrelevant modifications is crit-
ical for avoiding unnecessary aborts. Finally, we know
of no STM that beats efficient locking-based code.

3 Architecture
Silo is a relational database that provides tables of typed,
named records. Its clients issue one-shot requests: all pa-
rameters are available when a request begins, and the re-
quest does not interact with its caller until it completes.
One-shot requests are powerful; each consists of one
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or more serializable database transactions that may in-
clude arbitrary application logic. We write one-shot re-
quests in C++, with statements to read and manipulate
the Silo database directly embedded. Of course a one-
shot request could also be written in SQL (although we
have not implemented that). Supporting only one-shot
requests allows us to avoid the potential for stalls that is
present when requests involve client interaction.

Silo tables are implemented as collections of index
trees, including one primary tree and zero or more sec-
ondary trees per table (see Figure 1). Each record in a
table is stored in a separately-allocated chunk of mem-
ory pointed to by the table’s primary tree. To access a
record by primary key, Silo walks the primary tree us-
ing that key. Primary keys must be unique, so if a table
has no natural unique primary key, Silo will invent one.
In secondary indexes, the index key maps to a secondary
record that contains the relevant record’s primary key(s).
Thus, looking up a record by a secondary index requires
two tree accesses. All keys are treated as strings. This
organization is typical of databases.

Each index tree is stored in an ordered key-value
structure based on Masstree [23]. Masstree read opera-
tions never write to shared memory; instead, readers co-
ordinate with writers using version numbers and fence-
based synchronization. Compared to other concurrent
B-trees [4, 31], Masstree adopts some aspects of tries,
which optimizes key comparisons. Each Masstree leaf
contains information about a range of keys, but for keys
in that range, the leaf may point either directly to a
record or to a lower-level tree where the search can be
continued. Although our implementation uses tree struc-
tures, our commit protocol is easily adaptable to other
index structures such as hash tables.

Each one-shot request is dispatched to a single
database worker thread, which carries out the request to
completion (commit or abort) without blocking. We run
one worker thread per physical core of the server ma-
chine, and have designed Silo to scale well on modern
multicore machines with tens of cores. Because trees are
stored in (shared) main memory, in Silo any worker can
access the entire database.

Although the primary copy of data in Silo is in main
memory, transactions are made durable via logging to
stable storage. Results are not returned to users until they
are durable.

Read-only transactions may, at the client’s discretion,
run on a recent consistent snapshot of the database in-
stead of its current state. These snapshot transactions
return slightly stale results, but never abort due to con-
current modification.

Records in leaves

Secondary leaves contain 
primary key values

Client

Worker 1
thread 1

Worker n
thread n…

Transaction Logic:
T = FIND(A.x,>10)
foreach t in T:
     UPDATE(t.x,10)

Request Response

key1,dat1

 Primary 
Tree for 
Table A

Secondary 
Trees

for Table A

Client Client

key2,dat2 …

key7 key2 …

Figure 1: The architecture of Silo.

4 Design
This section describes how we execute transactions in
Silo. Our key organizing principle is to eliminate un-
necessary contention by reducing writes to shared mem-
ory. Our variant of OCC achieves serializability, even
after recovery, using periodically-updated epochs; epoch
boundaries form natural serialization points. Epochs also
help make garbage collection efficient and enable snap-
shot transactions. Several design choices, such as trans-
action ID design, record overwriting, and range query
support, simplify and speed up transaction execution
further, and the decentralized durability subsystem also
avoids contention. In the rest of this section we describe
the fundamentals of our design (epochs, transaction IDs,
and record layout), then present the commit protocol and
explain how database operations are implemented. Later
subsections describe garbage collection, snapshot trans-
action execution, and durability support.

4.1 Epochs
Silo is based on time periods called epochs, which are
used to ensure serializable recovery, to remove garbage
(e.g., due to deletes), and to provide read-only snapshots.
Each epoch has an epoch number.

A global epoch number E is visible to all threads. A
designated thread periodically advances E; other threads
access E while committing transactions. E should ad-
vance frequently, since the epoch period affects transac-
tion latency, but epoch change should be rare compared
to transaction duration so that the value of E is gener-
ally cached. Our implementation updates E once every
40 ms; shorter epochs would also work. No locking is
required to handle E.
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Each worker w also maintains a local epoch num-
ber ew. This can lag behind E while the worker com-
putes, and is used to determine when it is safe to collect
garbage. Silo requires that E and ew never diverge too
far: E − ew ≤ 1 for all w. This is not usually a prob-
lem since transactions are short, but if a worker does fall
behind, the epoch-advancing thread delays its epoch up-
date. Workers running very long transactions should pe-
riodically refresh their ew values to ensure the system
makes progress.

Snapshot transactions use additional epoch variables
described below.

4.2 Transaction IDs
Silo concurrency control centers on transaction IDs, or
TIDs, which identify transactions and record versions,
serve as locks, and detect conflicts. Each record contains
the TID of the transaction that most recently modified it.

TIDs are 64-bit integers. The high bits of each TID
contain an epoch number, which equals the global epoch
at the corresponding transaction’s commit time. The
middle bits distinguish transactions within the same
epoch. The lower three bits are the status bits described
below. We ignore wraparound, which is rare.

Unlike many systems, Silo assigns TIDs in a decen-
tralized fashion. A worker chooses a transaction’s TID
only after verifying that the transaction can commit.
At that point, it calculates the smallest number that is
(a) larger than the TID of any record read or written
by the transaction, (b) larger than the worker’s most re-
cently chosen TID, and (c) in the current global epoch.
The result is written into each record modified by the
transaction.

The TID order often reflects the serial order, but not
always. Consider transactions t1 and t2 where t1 hap-
pened first in the serial order. If t1 wrote a tuple that t2
observed (by reading it or overwriting it), then t2’s TID
must be greater than t1’s, thanks to (a) above. However,
TIDs do not reflect anti-dependencies (write-after-read
conflicts). If t1 merely observed a tuple that t2 later over-
wrote, t1’s TID might be either less than or greater than
t2’s! Nevertheless, the TIDs chosen by a worker increase
monotonically and agree with the serial order, the TIDs
assigned to a particular record increase monotonically
and agree with the serial order, and the ordering of TIDs
with different epochs agrees with the serial order.

The lower three bits of each TID word are status bits
that are logically separate from the TID itself. Includ-
ing these bits with the TIDs simplifies concurrency con-
trol; for example, Silo can update a record’s version
and unlock the record in one atomic step. The bits are
a lock bit, a latest-version bit, and an absent bit. The
lock bit protects record memory from concurrent up-
dates; in database terms it is a latch, a short-term lock

that protects memory structures. The latest-version bit
is 1 when a record holds the latest data for the corre-
sponding key. When a record is superseded (for instance,
when an obsolete record is saved temporarily for snap-
shot transactions), the bit is turned off. Finally, the ab-
sent bit marks the record as equivalent to a nonexistent
key; such records are created in our implementations of
insert and remove.

We use “TID” to refer to a pure transaction ID and
“TID word” for a TID plus status bits, including the lock.

4.3 Data layout
A record in Silo contains the following information:

• A TID word as above.

• A previous-version pointer. The pointer is null if
there is no previous version. The previous version is
used to support snapshot transactions (§4.9).

• The record data. When possible, the actual record
data is stored in the same cache line as the record
header, avoiding an additional memory fetch to ac-
cess field values.

Committed transactions usually modify record data
in place. This speeds up performance for short writes,
mainly by reducing the memory allocation overhead for
record objects. However, readers must then use a ver-
sion validation protocol to ensure that they have read a
consistent version of each record’s data (§4.5).

Excluding data, records are 32 bytes on our system.

4.4 Commit protocol
We now describe how we run transactions. We first dis-
cuss transactions that only read and update existing keys.
We describe how to handle inserts and deletes in §4.5
and range queries in §4.6.

As a worker runs a transaction, it maintains a read-set
that identifies all records that were read, along with the
TID of each record at the time it was accessed. For mod-
ified records, it maintains a write-set that stores the new
state of the record (but not the previous TID). Records
that were both read and modified occur in both the read-
set and the write-set. In normal operation, all records in
the write-set also occur in the read-set.

On transaction completion, a worker attempts to com-
mit using the following protocol (see Figure 2).

In Phase 1, the worker examines all records in the
transaction’s write-set and locks each record by acquir-
ing the record’s lock bit. To avoid deadlocks, workers
lock records in a global order. Any deterministic global
order is fine; Silo uses the pointer addresses of records.

After all write locks are acquired, the worker takes
a snapshot of the global epoch number using a single
memory access. Fences are required to ensure that this
read goes to main memory (rather than an out-of-date
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Data: read set R, write set W , node set N,
global epoch number E

// Phase 1
for record, new-value in sorted(W ) do

lock(record);
compiler-fence();
e← E; // serialization point
compiler-fence();
// Phase 2
for record, read-tid in R do

if record.tid 6= read-tid or not record.latest
or (record.locked and record 6∈W )

then abort();
for node, version in N do

if node.version 6= version then abort();
commit-tid← generate-tid(R, W, e);
// Phase 3
for record, new-value in W do

write(record, new-value, commit-tid);
unlock(record);

Figure 2: Commit protocol run at the end of every
transaction.

cache), happens logically after all previous memory ac-
cesses, and happens logically before all following mem-
ory accesses. On x86 and other TSO (total store order)
machines, however, these fences are compiler fences that
do not affect compiled instructions; they just prevent the
compiler from moving code aggressively. The snapshot
of the global epoch number is the serialization point for
transactions that commit.

In Phase 2, the worker examines all the records in the
transaction’s read-set (which may contain some records
that were both read and written). If some record either
has a different TID than that observed during execution,
is no longer the latest version for its key, or is locked by
a different transaction, the transaction releases its locks
and aborts.

If the TIDs of all read records are unchanged, the
transaction is allowed to commit, because we know that
all its reads are consistent. The worker uses the snapshot
of the global epoch number taken in Phase 1 to assign
the transaction a TID as described in §4.2.

Finally, in Phase 3, the worker writes its modified
records to the tree and updates their TIDs to the transac-
tion ID computed in the previous phase. Each lock can
be released immediately after its record is written. Silo
must ensure that the new TID is visible as soon as the
lock is released; this is simple since the TID and lock
share a word and can be written atomically.

Serializability This protocol is serializable because
(1) it locks all written records before validating the TIDs

Thread 1 Thread 2
t1← read(x) t2← read(y)
write(y← t1 +1) write(x← t2 +1)

Figure 3: A read-write conflict between transactions.

of read records, (2) it treats locked records as dirty and
aborts on encountering them, and (3) the fences that
close Phase 1 ensure that TID validation sees all con-
current updates. We argue its serializability by reduction
to strict two-phase locking (S2PL): if our OCC valida-
tion protocol commits, then so would S2PL. To simplify
the explanation, assume that the write-set is a subset of
the read-set. S2PL acquires read locks on all records
read (which, here, includes all records written) and re-
leases them only after commit. Consider a record in the
read-set. We verify in Phase 2 that the record’s TID has
not changed since its original access, and that the record
is not locked by any other transaction. This means that
S2PL would have been able to obtain a read lock on that
record and hold it up to the commit point. For updated
records, S2PL can be modeled as upgrading shared read
locks to exclusive write locks at commit time. Our pro-
tocol obtains exclusive locks for all written records in
Phase 1, then in Phase 2 verifies that this is equivalent to
a read lock that was held since the first access and then
upgraded. The fences that close Phase 1 ensure that the
version checks in Phase 2 access records’ most recent
TID words.

The protocol also ensures that epoch boundaries agree
with the serial order. Specifically, committed transac-
tions in earlier epochs never transitively depend on trans-
actions in later epochs. This holds because the memory
fences ensure that all workers load the latest version of
E before read validation and after write locking. Plac-
ing the load before read validation ensures that com-
mitted transactions’ read- and node-sets never contain
data from later epochs; placing it after write locking en-
sures that all transactions in later epochs would observe
at least the lock bits acquired in Phase 1. Thus, epochs
obey both dependencies and anti-dependencies.

For example, consider two records x and y that both
start out with value zero. Given the two transactions
shown in Figure 3, the state x = y = 1 is not a valid seri-
alizable outcome. We illustrate why this final state is im-
possible in Silo. For it to occur, thread 1 must read x = 0,
thread 2 must read y = 0, and both threads must com-
mit. So assume that thread 1 reads x = 0 and commits,
which means that thread 1’s Phase 2 validation verified
that x was unlocked and unchanged. Since thread 2 locks
x as part of its Phase 1, we know then that thread 2’s se-
rialization point follows thread 1’s. Thus, thread 2 will
observe either thread 1’s lock on y (which was acquired
before thread 1’s serialization point) or a new version
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number for y. It will either set y← 2 or abort.

4.5 Database operations
This section provides more detail about how we support
different database operations.

Reads and writes When a transaction commits, we
overwrite modified records if possible since this im-
proves performance. If it is not possible (e.g., because
the new record is larger), we create new storage to con-
tain the new data, mark the old record as no longer being
most recent, and modify the tree to point to the new ver-
sion. Modification in place means that concurrent read-
ers might not see consistent record data. The version val-
idation protocol described below is used to detect this
problem.

To modify record data during Phase 3 of the commit
protocol, a worker while holding the lock (a) updates the
record, (b) performs a memory fence, and (c) stores the
TID and releases the lock. The consistency requirement
is that if a concurrent reader sees a released lock, it must
see both the new data and the new TID. Step (b) ensures
that the new data is visible first (on TSO machines this
is a compiler fence); Step (c) exposes the new TID and
released lock atomically since the lock is located in the
TID word.

To access record data during transaction execution
(outside the commit protocol), a worker (a) reads the
TID word, spinning until the lock is clear, (b) checks
whether the record is the latest version, (c) reads the
data, (d) performs a memory fence, and (e) checks the
TID word again. If the record is not the latest version in
step (b) or the TID word changes between steps (a) and
(e), the worker must retry or abort.

Deletes Snapshot transactions require that deleted
records stay in the tree: linked versions relevant for snap-
shots must remain accessible. A delete operation there-
fore marks its record as “absent” using the absent bit and
registers the record for later garbage collection. Clients
treat absent records like missing keys, but internally, ab-
sent records are treated like present records that must
be validated on read. Since most absent records are reg-
istered for future garbage collection, Silo writes do not
overwrite absent record data.

Inserts Phase 2 handles write-write conflicts by re-
quiring transactions to first lock records. However, when
the record does not exist, there is nothing to lock. To
avoid this problem, we insert a new record for the insert
request before starting the commit protocol.

An insert operation on key k works as follows. If k al-
ready maps to an non-absent record, the insert fails and
the transaction is aborted. Otherwise, a new record r is

constructed in the absent state and with TID 0, a map-
ping from k → r is added to the tree (using an insert-
if-absent primitive), and r is added to both the read-set
and the write-set as if a regular put occurred. The insert-
if-absent primitive ensures that there is never more than
one record for a given key; Phase 2’s read-set validation
ensures that no other transactions have superseded the
placeholder.

A transaction that does an insert commits in the usual
way. If the commit succeeds, the new record is overwrit-
ten with its proper value and the transaction’s TID. If
the commit fails, the commit protocol registers the ab-
sent record for future garbage collection.

4.6 Range queries and phantoms
Silo supports range queries that allow a transaction to
access a range of the keys in a table. Range queries are
complicated by the phantom problem [10]: if we scanned
a particular range but only kept track of the records that
were present during the scan, membership in the range
could change without being detected by the protocol, vi-
olating serializability.

The typical solution to this problem in database sys-
tems is next-key locking [24]. Next-key locking, how-
ever, requires locking for reads, which goes against
Silo’s design philosophy.

Silo deals with this issue by taking advantage of the
underlying B+-tree’s version number on each leaf node.
The underlying B+-tree guarantees that structural modi-
fications to a tree node result in a version number change
for all nodes involved. A scan on the interval [a,b)
therefore works as follows: in addition to registering all
records in the interval in the read-set, we also maintain
an additional set, called the node-set. We add the leaf
nodes that overlap with the key space [a,b) to the node-
set along with the version numbers examined during the
scan. Phase 2 checks that the version numbers of all tree
nodes in the node-set have not changed, which ensures
that no new keys have been added or removed within the
ranges examined.

Phantoms are also possible due to lookups and deletes
that fail because there is no entry for the key in the tree;
in either case the transaction can commit only if the key
is still not in the tree at commit time. In this case the
node that would contain the missing key is added to the
node-set.

The careful reader will have noticed an issue with
insert operations, which can trigger structural modi-
fications, and node-set tracking. Indeed, we need to
distinguish between structural modifications caused by
concurrent transactions (which must cause aborts) and
modifications caused by the current transaction (which
should not). We fix this problem as follows. Recall that
the tree modifications for an insertion actually occur be-
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fore commit time. For each tree node n that is affected by
the insert (there can be more than one due to splits), let
vold be its version number before the insert, and vnew its
version number afterwards. The insertion then updates
the node-set: if n is in the node-set with version num-
ber vold, it is changed to vnew, otherwise the transaction
is aborted. This means only other concurrent modifica-
tions to n will cause an abort.

4.7 Secondary indexes
To Silo’s commit protocol, secondary indexes are sim-
ply additional tables that map secondary keys to records
containing primary keys. When a modification affects a
secondary index, the index is explicitly changed via ex-
tra accesses in the code for the transaction that did the
modification. These modifications will cause aborts in
the usual way: a transaction that used a secondary index
will abort if the record it accessed there has changed.

4.8 Garbage collection
Silo transactions generate two sources of garbage that
must be reaped: B+-tree nodes and database records.
Rather than reference count these objects (which would
require that all accesses write to shared memory), Silo
leverages its epochs into an epoch-based reclamation
scheme à la read-copy update (RCU) [11, 13].

When a worker generates garbage—for example, by
deleting a record or by removing a B+-tree node—it reg-
isters the garbage object and its reclamation epoch in a
per-core list for that object type. The reclamation epoch
is the epoch after which no thread could possibly access
the object; once it is reached, we can free the object.
This could happen either in a separate background task
or in the workers themselves. We do it in the workers
between requests, which reduces the number of helper
threads and can avoid unnecessary data movement be-
tween cores.

Silo’s snapshot transactions mean that different kinds
of objects have different reclamation policies, though all
are similar. The simplest policy is for B+-tree nodes. Re-
call that every worker w maintains a local epoch number
ew that is set to E just before the start of each transaction.
A tree node freed during a transaction is given reclama-
tion epoch ew. Thanks to the way epochs advance, no
thread will ever access tree nodes freed during an epoch
e≤minew−1. The epoch-advancing thread periodically
checks all ew values and sets a global tree reclamation
epoch to minew−1. Garbage tree nodes with smaller or
equal reclamation epochs can safely be freed.

4.9 Snapshot transactions
We support running read-only transactions on recent-
past snapshots by retaining additional versions for
records. These versions form a consistent snapshot that
contains all modifications of transactions up to some

point in the serial order, and none from transactions af-
ter that point. Snapshots are used for running snapshot
transactions (and could also be helpful for checkpoint-
ing). Managing snapshots has two tricky parts: ensuring
that the snapshot is consistent and complete, and ensur-
ing that its memory is eventually reclaimed.

We provide consistent snapshots using snapshot
epochs. Snapshot epoch boundaries align with epoch
boundaries, and thus are consistent points in the serial
order. However, snapshot epochs advance more slowly
than epochs. (We want to avoid frequent snapshot cre-
ation because snapshots are not free.) The snapshot
epoch snap(e) for epoch e equals k · be/kc; currently
k = 25, so a new snapshot is taken about once a second.

The epoch-advancing thread periodically computes a
global snapshot epoch SE← snap(E− k). Every worker
w also maintains a local snapshot epoch sew; at the start
of each transaction, it sets sew ← SE. Snapshot trans-
actions use this value to find the right record versions.
For record r, the relevant version is the most recent one
with epoch ≤ sew. When a snapshot transaction com-
pletes it commits without checking; it never aborts, since
the snapshot is consistent and is never modified.

Read/write transactions must not delete or overwrite
record versions relevant for a snapshot. Consider a trans-
action committing in epoch E. When modifying or delet-
ing a record r in Phase 3, the transaction compares
snap(epoch(r.tid)) and snap(E). If these values are the
same, then it is safe to overwrite the record; the new
version would supersede the old one in any snapshot.
If the values differ, the old version must be preserved for
current or future snapshot transactions, so the read/write
transaction installs a new record whose previous-version
pointer links to the old one. Snapshot transactions will
find the old version via the link. (When possible, we
actually copy the old version into new memory linked
from the existing record, so as to avoid dirtying tree-
node cache lines, but the semantics are the same.)

A record version should be freed once no snap-
shot transaction will access it. This is tied to snap-
shot epochs. When a transaction committing in epoch
E allocates memory for a snapshot version, it regis-
ters that memory for reclamation with epoch snap(E).
The epoch-advancing thread periodically computes a
snapshot reclamation epoch as minsew − 1. Snapshot
versions with equal or smaller reclamation epochs can
safely be freed. The reclamation process need not ad-
just any previous-version pointers: the dangling pointer
to the old version will never be traversed, since any fu-
ture snapshot transaction will prefer the newer version.

Deletions, however, require special handling. Deleted
records should be unhooked from the tree, but this can-
not happen right away: snapshot transactions must be
able to find the linked older versions. The commit pro-
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cess therefore creates an “absent” record whose status
bits mark the value as deleted; the space for record data
instead stores the relevant key. This absent record is reg-
istered for cleanup at reclamation epoch snap(E). When
the snapshot reclamation epoch reaches this value, the
cleanup procedure modifies the tree to remove the ref-
erence to the record (which requires the key), and then
registers the absent record for reclamation based on the
tree reclamation epoch (the record cannot be freed right
away since a concurrent transaction might be accessing
it). However, if the absent record was itself superseded
by a later insert, the tree should not be modified. The
cleanup procedure checks whether the absent record is
still the latest version; if not, it simply ignores the record.
No further action is required, because such a record was
marked for future reclamation by the inserting transac-
tion.

4.10 Durability
Durability is a transitive property: a transaction is
durable if all its modifications are recorded on durable
storage and all transactions serialized before it are
durable. Thus, durability requires the system to recover
the effects of a set of transactions that form a prefix of
the serial order. In Silo, epochs provide the key to re-
covering this prefix, just as they do for snapshot trans-
actions. Since epoch boundaries are consistent with the
serial order, Silo treats whole epochs as the durability
commit units. The results of transactions in epoch e are
not released to clients until all transactions with epochs
≤ e have been stored durably.

Durable storage could be obtained through replica-
tion, but our current implementation uses logging and lo-
cal storage (disks). All transactions in epoch e are logged
together. After a failure, the system examines the logs
and finds the durable epoch D, which is the latest epoch
whose transactions were all successfully logged. It then
recovers all transactions with epochs ≤ D, and no more.
Not recovering more is crucial: although epochs as a
whole are serially consistent, the serial order within an
epoch is not recoverable from the information we log,
so replaying a subset of an epoch’s transactions might
produce an inconsistent state. This also means the epoch
period directly affects the average case latency required
for a transaction to commit.

Logging in Silo is handled by a small number of log-
ger threads, each of which is responsible for a disjoint
subset of the workers. Each logger writes to a log file on
a separate disk.

When a worker commits a transaction, it creates a log
record consisting of the transaction’s TID and the ta-
ble/key/value information for all modified records. This
log record is stored in a local memory buffer in disk for-
mat. When the buffer fills or a new epoch begins, the

worker publishes its buffer to its corresponding logger
using a per-worker queue, and then publishes its last
committed TID by writing to a global variable ctidw.

Loggers operate in a continuous loop. At the start of
each iteration, the logger calculates t = minctidw for its
workers. From this TID, it computes a local durable
epoch d = epoch(t)− 1. All its workers have published
all their transactions with epochs ≤ d, so as far as this
logger is concerned, epochs≤ d are complete. It appends
all the buffers plus a final record containing d to the end
of a log file and waits for these writes to complete. (It
never needs to examine the actual log buffer memory.)
It then publishes d to a per-logger global variable dl and
returns the buffers back to the workers for recycling.

A thread periodically computes and publishes a global
durable epoch D = mindl . All transactions with epochs
≤ D are known to have been durably logged. Workers
can thus respond to clients whose transactions occurred
in epochs ≤ D.

Silo uses record-level redo logging exclusively, not
undo logging or operation logging. Undo logging is not
necessary for our system since we log after transactions
commit; logging at record level simplifies recovery.

To recover, Silo would read the most recent dl for each
logger, compute D = mindl , and then replay the logs,
ignoring entries for transactions whose TIDs are from
epochs after D. Log records for the same record must be
applied in TID order to ensure that the result equals the
latest version, but replaying can otherwise be performed
concurrently.

A full system would recover from a combination of
logs and checkpoints to support log truncation. Check-
points could take advantage of snapshots to avoid inter-
fering with read/write transactions. Though checkpoint-
ing would reduce worker performance somewhat, it need
not happen frequently. We evaluate common-case log-
ging, but have not yet implemented full checkpointing
or recovery.

5 Evaluation
In this section, we evaluate the effectiveness of the tech-
niques in Silo, confirming the following performance
hypotheses:

• The cost of Silo’s read/write set tracking for a simple
key-value workload is low (§5.2).

• Silo scales as more cores become available, even
when transactions are made persistent (§5.3).

• Silo’s performance is more robust to workload
changes compared to a partitioned data store, specfi-
cially as we increase the level of cross-partition con-
tention and the skew of the workload (§5.4).

• Large read-only transactions benefit substantially
from Silo’s snapshot transactions (§5.5). This mech-
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anism incurs only a small space overhead, even for a
write heavy workload (§5.6).

We also show in §5.7 the relative importance of several
of Silo’s implementation techniques.

5.1 Experimental setup

All our experiments were run on a single machine with
four 8-core Intel Xeon E7-4830 processors clocked at
2.1GHz, yielding a total of 32 physical cores. Each
core has a private 32KB L1 cache and a private 256KB
L2 cache. The eight cores on a single processor share
a 24MB L3 cache. We disabled hyperthreading on all
CPUs; we found slightly worse results with hyperthread-
ing enabled. The machine has 256GB of DRAM with
64GB of DRAM attached to each socket, and runs 64-
bit Linux 3.2.0.

In all graphs, each point reported is the median of
three consecutive runs, with the minimum and maxi-
mum values shown as error bars. In our experiments, we
follow the direction of Masstree and size both internal
nodes and leaf nodes of our B+-tree to be roughly four
cache lines (a cache line is 64 bytes on our machine), and
use software prefetching when reading B+-tree nodes.

We pay careful attention to memory allocation and
thread affinity in our experiments. We use a custom
memory allocator for both B+-tree nodes and records.
Our allocator takes advantage of 2MB “superpages” (a
feature supported in recent Linux kernels) to reduce TLB
pressure. We pin threads to cores so that the memory
allocated by a particular thread resides on that thread’s
NUMA node. Before we run an experiment, we make
sure to pre-fault our memory pools so that the scalabil-
ity bottlenecks of Linux’s virtual memory system [5] are
not an issue in our benchmarks.

For experiments which run with persistence enabled,
we use four logger threads and assign each logger a file
residing on a separate device. Three loggers are assigned
different Fusion IO ioDrive2 devices, and the fourth is
assigned to six 7200RPM SATA drives in a RAID-5 con-
figuration. Collectively, these devices provide enough
bandwidth that writing to disk is not a bottleneck.

Our experiments do not use networked clients. We
would expect networking to reduce our throughput
somewhat; in Masstree, networked clients reduced
throughput by 23% [23]. In our experiments, each thread
combines a database worker with a workload generator.
These threads run within the same process, and share
Silo trees in the same address space. We run each exper-
iment for 60 seconds. When durability is not an issue,
our experiments use MemSilo, which is Silo with log-
ging disabled.
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Figure 4: Overhead of MemSilo versus Key-Value
when running a variant of the YCSB benchmark.

5.2 Overhead of small transactions
This section shows that Silo’s read/write set tracking has
low overhead by comparing to the underlying key-value
store, which does not perform any tracking.

We evaluate two systems. The first system, Key-Value,
is simply the concurrent B+-tree underneath Silo. That
is, Key-Value provides only single-key gets and puts. The
second system is MemSilo. We ran a variant of YCSB
workload mix A; YCSB [6] is Yahoo’s popular key-
value benchmark. Our variant differs in the following
ways: (a) we fix the read/write ratio to 80/20 (instead of
50/50), (b) we change write operations to read-modify-
writes, which in MemSilo happen in a single transaction,
and (c) we shrink the size of records to 100 bytes (in-
stead of 1000 bytes). These modifications prevent unin-
teresting overheads that affect both systems from hiding
overheads that affect only MemSilo. More specifically,
(a) prevents the memory allocator for new records from
becoming the primary bottleneck, (b) creates a transac-
tion that actually generates read-write conflicts, which
stresses MemSilo’s protocol, and (c) prevents memcpy

from becoming the primary bottleneck. Both transac-
tions sample keys uniformly from the key space. We fix
the tree size to contain 160M keys, and vary the number
of workers performing transactions against the tree.

Figure 4 shows the results of running the YCSB
benchmark on both systems. The overhead of MemSilo
compared to Key-Value is negligible; Key-Value outper-
forms MemSilo by a maximum of 1.07×.

Globally generated TIDs Figure 4 also quantifies
the benefits of designing Silo to avoid a single glob-
ally unique TID assigned at commit time. Mem-
Silo+GlobalTID follows an identical commit protocol
as Silo, except it generates TIDs from a single shared
counter. This is similar to the critical section found
in Larson et al. [19] Here we see a scalability col-
lapse after 24 workers; Key-Value outperforms Mem-
Silo+GlobalTID by 1.80× at 32 workers. This demon-
strates the necessity of avoiding even a single global
atomic instruction during the commit phase.
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Figure 5: Throughput of Silo when running the TPC-
C benchmark, including persistence.
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Figure 6: Per-core throughput of Silo when running
the TPC-C benchmark.

5.3 Scalability and persistence
Our next experiment shows that Silo scales effectively
as we increase the number of workers. We use the popu-
lar TPC-C benchmark [33], which models a retail oper-
ation and is a common benchmark for OLTP workloads.
Transactions in TPC-C involve customers assigned to
a set of districts within a local warehouse, placing or-
ders in those districts. Most orders can be fulfilled en-
tirely from the local warehouse, but a small fraction re-
quest a product from a remote warehouse. To run TPC-C
on Silo, we assign all clients with the same local ware-
house to the same thread. This models client affinity, and
means memory accessed by a transaction usually resides
on the same NUMA node as the worker. We size the
database such that the number of warehouses equals the
number of workers, so the database grows as more work-
ers are introduced (in other words, we fix the contention
ratio of the workload). We do not model client “think”
time, and we run the standard workload mix involving all
five transactions. To show how durability affects scala-
bility, we run both MemSilo and Silo.

Figures 5 and 6 show the throughput of running TPC-
C as we increase the number of workers (and thus ware-
houses) in both MemSilo and Silo. Scaling is close to lin-
ear for MemSilo up to 32 workers. The per-core through-
put of MemSilo at 32 workers is 81% of the throughput
at one worker, and 98% of the per-core throughput at
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Figure 7: Silo transaction latency for TPC-C with
logging to either durable storage or an in-memory
file system.

8 workers. This drop happens because of several fac-
tors, including increasing database size and sharing of
resources such as the L3 cache (particularly important
from one to 8 threads) as well as actual contention. Silo
performs slightly slower, and its scalability is degraded
by logging past 28 workers, since worker threads and the
four logger threads start to contend for cores.

We also ran experiments to separate the impact of
Silo’s logging subsystem from that of our durable stor-
age devices. With Silo’s loggers writing to an in-memory
file system instead of stable storage (Silo+tmpfs), we ob-
served at most a 1.03× gain in throughput over Silo.
This argues that most of the loss in throughput when en-
abling durability is due to the overhead of transferring
log records from worker threads to logger threads, rather
than the overhead of writing to physical hardware (given
sufficient hardware bandwidth).

Figure 7 shows transaction latency for this experiment
(the latency of MemSilo is negligible and therefore not
shown). For both Silo+tmpfs and Silo, we see a spike in
latency around 28 workers due to worker/logger thread
contention. The effect is more pronounced with Silo, il-
lustrating the fact that latency is more sensitive to real
hardware than throughput is.

Overall, we see that logging does not significantly de-
grade the throughput of Silo and incurs only a modest
increase in latency. MemSilo outperforms Silo by only a
maximum of 1.16× at 32 workers.

5.4 Comparison with Partitioned-Store
This section describes our evaluation of Silo versus a
statically partitioned data store, which is a common con-
figuration for running OLTP on a single shared-memory
node [25, 30, 32]. Most of the time Silo is preferable.

Tables in TPC-C are typically partitioned on
warehouse-id, such that each partition is responsible for
the districts, customers, and stock levels for a particu-
lar warehouse. This is a natural partitioning, because as
mentioned in §5.3, each transaction in TPC-C is cen-
tered around a single local warehouse.
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Figure 8: Performance of Partitioned-Store versus
MemSilo as the percentage of cross-partition trans-
actions is varied.

The design of Partitioned-Store is motivated by H-
Store/VoltDB [32]. We physically partition the data by
warehouse so that each partition has a separate set of
B+-trees for each table, and we associate each parti-
tion with a single worker. The workers are all in the
same process to avoid IPC overhead. We then associate
a global partition lock with each partition. Every trans-
action first obtains all partition locks (in sorted order).
Once all locks are obtained, the transaction can pro-
ceed as in a single-threaded data store, without the need
for additional validation. We assume that we have per-
fect knowledge of the partition locks needed by each
transaction, so once the locks are obtained the trans-
action is guaranteed to commit and never has to ac-
quire new locks. We implement these partition locks us-
ing spinlocks, and take extra precaution to allocate the
memory for the locks on separate cache lines to pre-
vent false sharing. When single-partition transactions
are common, these spinlocks are cached by their local
threads and obtaining them is inexpensive. We believe
this scheme performs at least as well on a multicore ma-
chine as the cross-partition locking schemes described
for H-Store. Partitioned-Store does not support snap-
shot transactions, so it incurs no overhead for maintain-
ing multiple record versions. Partitioned-Store uses the
same B+-trees that Key-Value and Silo use, except we
remove the concurrency control mechanisms in place in
the B+-tree. Additionally, we remove the concurrency
control for record values (which Key-Value needed to
ensure atomic reads/writes to a single key). Partitioned-
Store does not implement durability.

We evaluate the costs and benefits of partitioning by
comparing a partitioned version of Silo (Partitioned-
Store) with Silo itself (MemSilo). We run two separate
experiments: the first varies the percentage of cross-
partition transactions in the workload, and the sec-
ond varies the number of concurrent workers executing
transactions against a fixed-size database.
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Figure 9: Performance of Partitioned-Store versus
MemSilo as the number of workers processing the
same size database is varied.

Cross-partition transactions We first fix the database
size and number of workers, and vary the percentage of
cross-partition transactions.

As in our previous experiments on TPC-C, Silo exe-
cutes transactions by associating each worker with a lo-
cal warehouse and issuing queries against the shared B+-
trees. We focus on the most frequent transaction in TPC-
C, the new-order transaction. Even though the new-order
transaction is bound to a local warehouse, each transac-
tion has some probability, which we vary, of writing to
records in non-local warehouses (these records are in the
stock table). Our benchmark explores the tradeoffs be-
tween Partitioned-Store and various versions of Silo as
we increase the probability of a cross-partition transac-
tion from zero to over 60 percent.

Figure 8 shows the throughput of running all new-
order transactions on various versions of Silo and
Partitioned-Store as we increase the number of cross-
partition transactions. Both the number of warehouses
and the number of workers are fixed at 28. The parameter
varied is the probability that a single item is drawn from
a remote warehouse. On the x-axis we plot the proba-
bility that any given transaction will touch at least one
remote warehouse (each new-order transaction includes
between 5 to 15 items, inclusive) and thus require grab-
bing more than one partition lock in Partitioned-Store.

The curves in Figure 8 show that Partitioned-Store is
clearly the optimal solution for perfectly partitionable
workloads. The advantages are two-fold: no concurrency
control mechanisms are required, and there is better
cache locality due to the partitioned trees being smaller.
Partitioned-Store outperforms MemSilo by 1.54× at no
cross-partition transactions. However, performance suf-
fers as soon as cross-partition transactions are intro-
duced. At roughly 20%, the throughput of Partitioned-
Store drops below MemSilo and gets worse with increas-
ing contention, whereas MemSilo maintains relatively
steady throughput for the entire experiment. At roughly
60% cross-partition transactions, MemSilo outperforms
Partitioned-Store by 2.98×. The results here can be un-
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derstood as the tradeoff between coarse and fine-grained
locking. While Silo’s OCC protocol initially pays a non-
trivial overhead for tracking record-level changes in low
contention regimes, this work pays off as the contention
increases.

To understand the overhead in more detail, we intro-
duce MemSilo+Split, which extends MemSilo by phys-
ically splitting its tables the same way as Partitioned-
Store does. This yields a 13% gain over MemSilo. The
remaining difference is due to Partitioned-Store requir-
ing no fine-grained concurrency control.

Skewed workloads This next experiment shows the
impact of workload skew, or “hotspots,” on performance
in Partitioned-Store and Silo. We run a 100% new-order
workload mix, fixing the database size to four ware-
houses in a single partition. We then vary the number
of available workers, which simulates increased work-
load skew (more workers processing transactions over a
fixed size database). Figure 9 shows the results of this
experiment.

For Partitioned-Store, the throughput stays constant
as we increase workers, because multiple workers can-
not execute in parallel on a single partition (they serial-
ize around the partition lock). For MemSilo, throughput
increases, but not linearly, because of actual workload
contention when running 100% new-order transactions.
Specifically, a counter record per unique (warehouse-id,
district-id) pair is used to generate new-order IDs. As
we add more workers, we increase the number of read-
write conflicts over this shared counter, which increases
the number of aborted transactions. Note that this is not
unique to OCC; in 2PL, conflicting workers would seri-
alize around write locks held on the shared counter. In
Figure 9, we see that MemSilo outperforms Partitioned-
Store by a maximum of 8.20× at 24 workers.

Because the contention in this workload is a property
of the workload itself and not so much the system, it
is interesting to see how MemSilo responds if the con-
tention is removed. We substantially reduce this con-
tention in MemSilo+FastIds by generating IDs outside
the new-order transaction. The new-order client request
runs two transactions, where the first generates a unique
ID and the second uses that ID. (This sacrifices the in-
variant that the new-order ID space is contiguous, since
counters do not roll back on abort.) The result is through-
put scaling nicely until 28 workers, when the next
contention bottleneck in the workload appears. Over-
all MemSilo+FastIds outperforms Partitioned-Store by
a maximum of 17.21× at 32 workers.

5.5 Effectiveness of snapshot transactions
In this section we show that Silo’s snapshot transactions
are effective for certain challenging workloads. Main-
taining snapshots is not free (see §5.7); for some work-

Transactions/sec Aborts/sec
MemSilo 200,252 2,570
MemSilo+NoSS 168,062 15,756

Figure 10: Evaluation of Silo’s snapshot transactions
on a modified TPC-C benchmark.

loads where the frequency of large read-only transac-
tions is low, such as the standard TPC-C workload, the
benefits of snapshots do not outweigh their overhead.
However, for other workloads involving many large
read-only transactions over frequently updated records,
such as the one evaluated in this section, we show that
snapshots provide performance gains.

We again use the TPC-C benchmark, changing the
setup as follows. We fix the number of warehouses to 8
and the number of workers to 16 (each warehouse is as-
signed to two workers). We run a transaction mix of 50%
new-order and 50% stock-level; this is the largest of two
read-only queries from TPC-C. On average, stock-level
touches several hundred records in tables frequently up-
dated by the new-order transaction, performing a nested-
loop join between the order-line table and the stock ta-
ble.

We measure the throughput of Silo under this load
in two scenarios: one where we use Silo’s snapshot
transactions to execute the stock-level transaction at
roughly one second in the past (MemSilo), and one
where we execute stock-level as a regular transaction
in the present (MemSilo+NoSS). In both scenarios, the
new-order transaction executes as usual.

Figure 10 shows the results of this experiment. Mem-
Silo outperforms MemSilo+NoSS by 1.19×. This is due
to the larger number of aborts that occur when a large
read-only transaction executes with concurrent modifi-
cations (recall that snapshot transactions never abort).

5.6 Space overhead of snapshots
This section shows that the space overhead of main-
taining multiple versions of records to support snapshot
transactions is low, even for update heavy workloads.

We run a variant of YCSB where every transaction is a
read-modify-write operation on a single record. We pick
this operation because each transaction has a very high
probability of generating a new version of a record (since
we size the tree to contain 160M keys). This stresses
our garbage collector (and memory allocator), because
at every snapshot epoch boundary a large number of old
records need to be garbage collected. As in §5.2, we
use 100 byte records and uniformly sample from the key
space. We run MemSilo with 28 workers.

In this experiment, the database records initially oc-
cupied 19.5GB of memory. Throughout the entire run,
this increased by only a maximum of 672.3MB, repre-
senting a 3.4% increase in memory for snapshots. This
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shows that, despite having to keep old versions around,
space overhead is reasonable and garbage collection is
very effective at reaping old versions.

5.7 Factor analysis
To understand in greater detail the overheads and bene-
fits of various aspects of Silo, we show a factor analysis
in Figure 11 that highlights the key factors for perfor-
mance. The workload here is the standard TPC-C mix
running with 28 warehouses and 28 workers. We per-
form analysis in two groups of cumulative changes: the
Regular group deals with changes that do not affect the
persistence subsystem, and the Persistence group deals
only with changes in the persistence layer.

In the Regular group, Simple refers to Silo running
with no NUMA aware memory allocator and allocat-
ing a new record for each write. +Allocator adds the
NUMA aware allocator described in §5.1. +Overwrites
allows Silo to write record modifications in place when
possible (and is equivalent to MemSilo as presented in
Figure 5). +NoSnapshots disables keeping multiple ver-
sions of records for snapshots, and does not provide
any snapshot query mechanism. +NoGC disables the
garbage collector described in §4.8.

The two major takeaways from Figure 11 are that per-
forming in-place updates is an important optimization
for Silo and that the overhead of maintaining snapshots
plus garbage collection is low.

For persistence analysis, we break down the follow-
ing factors: MemSilo refers to running without logging.
+SmallRecs enables logging, but only writes log records
that are eight bytes long (containing a TID only, omitting
record modifications); this illustrates an upper bound on
performance for any logging scheme. +FullRecs is Silo
running with persistence enabled (and is equivalent to
Silo in Figure 5). +Compress uses LZ4 compression1 to
compress log records before writing to disk.

1http://code.google.com/p/lz4/

The takeaways from Figure 11 are that spending extra
CPU cycles to reduce the amount of bytes written to disk
surprisingly does not pay off for this TPC-C workload,
and that the overhead of copying record modifications
into logger buffers and then into persistent storage is low.

6 Conclusions
We have presented Silo, a new OCC-based serializable
database storage engine designed for excellent perfor-
mance at scale on large multicore machines. Silo’s con-
currency control protocol is optimized for multicore per-
formance, avoiding global critical sections and non-local
memory writes for read operations. Its use of epochs fa-
cilitates serializable recovery, garbage collection, and ef-
ficient read-only snapshot transactions. Our results show
Silo’s near-linear scalability on YCSB-A and TPC-C,
very high transaction throughput on TPC-C, and low
overheads relative to a non-transactional system. To-
gether, these results show that transactional consistency
and scalability can coexist at high performance levels in
shared-memory databases.

Given the encouraging performance of Silo, we are in-
vestigating a number of areas for future work, designed
to further improve its performance and augment its us-
ability. These include further exploiting “soft partition-
ing” techniques to improve performance on highly parti-
tionable workloads; fully implementing checkpointing,
recovery, and replication; investigating how to balance
load across workers most effectively, perhaps in a way
that exploits core-to-data affinity; and integrating into a
full-featured SQL engine.
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Abstract
This paper presents the most exhaustive study of syn-
chronization to date. We span multiple layers, from
hardware cache-coherence protocols up to high-level
concurrent software. We do so on different types of
architectures, from single-socket – uniform and non-
uniform – to multi-socket – directory and broadcast-
based – many-cores. We draw a set of observations that,
roughly speaking, imply that scalability of synchroniza-
tion is mainly a property of the hardware.

1 Introduction
Scaling software systems to many-core architectures is
one of the most important challenges in computing to-
day. A major impediment to scalability is synchroniza-
tion. From the Greek “syn”, i.e., with, and “khronos”,
i.e., time, synchronization denotes the act of coordinat-
ing the timeline of a set of processes. Synchronization
basically translates into cores slowing each other, some-
times affecting performance to the point of annihilating
the overall purpose of increasing their number [3, 21].

A synchronization scheme is said to scale if its per-
formance does not degrade as the number of cores in-
creases. Ideally, acquiring a lock should for example
take the same time regardless of the number of cores
sharing that lock. In the last few decades, a large body
of work has been devoted to the design, implemen-
tation, evaluation, and application of synchronization
schemes [1, 4, 6, 7, 10, 11, 14, 15, 26–29, 38–40, 43–
45]. Yet, the designer of a concurrent system still has
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Figure 1: Analysis method.

little indication, a priori, of whether a given synchro-
nization scheme will scale on a given modern many-core
architecture and, a posteriori, about exactly why a given
scheme did, or did not, scale.

One of the reasons for this state of affairs is that there
are no results on modern architectures connecting the
low-level details of the underlying hardware, e.g., the
cache-coherence protocol, with synchronization at the
software level. Recent work that evaluated the scal-
ability of synchronization on modern hardware, e.g.,
[11, 26], was typically put in a specific application and
architecture context, making the evaluation hard to gen-
eralize. In most cases, when scalability issues are faced,
it is not clear if they are due to the underlying hardware,
to the synchronization algorithm itself, to its usage of
specific atomic operations, to the application context, or
to the workload.

Of course, getting the complete picture of how syn-
chronization schemes behave, in every single context, is
very difficult. Nevertheless, in an attempt to shed some
light on such a picture, we present the most exhaustive
study of synchronization on many-cores to date. Our
analysis seeks completeness in two directions (Figure 1).

1. We consider multiple synchronization layers, from
basic many-core hardware up to complex con-
current software. First, we dissect the laten-
cies of cache-coherence protocols. Then, we
study the performance of various atomic opera-
tions, e.g., compare-and-swap, test-and-set, fetch-
and-increment. Next, we proceed with locking and
message passing techniques. Finally, we examine
a concurrent hash table, an in-memory key-value
store, and a software transactional memory.
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2. We vary a set of important architectural at-
tributes to better understand their effect on syn-
chronization. We explore both single-socket
(chip multi-processor) and multi-socket (multi-
processor) many-cores. In the former category, we
consider uniform (e.g., Sun Niagara 2) and non-
uniform (e.g, Tilera TILE-Gx36) designs. In the
latter category, we consider platforms that imple-
ment coherence based on a directory (e.g., AMD
Opteron) or broadcast (e.g., Intel Xeon).

Our set of experiments, of what we believe constitute
the most commonly used synchronization schemes and
hardware architectures today, induces the following set
of observations.

Crossing sockets is a killer. The latency of perform-
ing any operation on a cache line, e.g., a store or a
compare-and-swap, simply does not scale across sock-
ets. Our results indicate an increase from 2 to 7.5 times
compared to intra-socket latencies, even under no con-
tention. These differences amplify with contention at
all synchronization layers and suggest that cross-socket
sharing should be avoided.

Sharing within a socket is necessary but not suffi-
cient. If threads are not explicitly placed on the same
socket, the operating system might try to load balance
them across sockets, inducing expensive communica-
tion. But, surprisingly, even with explicit placement
within the same socket, an incomplete cache directory,
combined with a non-inclusive last-level cache (LLC),
might still induce cross-socket communication. On the
Opteron for instance, this phenomenon entails a 3-fold
increase compared to the actual intra-socket latencies.
We discuss one way to alleviate this problem by circum-
venting certain access patterns.

Intra-socket (non-)uniformity does matter. Within a
socket, the fact that the distance from the cores to the
LLC is the same, or differs among cores, even only
slightly, impacts the scalability of synchronization. For
instance, under high contention, the Niagara (uniform)
enables approximately 1.7 times higher scalability than
the Tilera (non-uniform) for all locking schemes. The
developer of a concurrent system should thus be aware
that highly contended data pose a higher threat in the
presence of even the slightest non-uniformity, e.g., non-
uniformity inside a socket.

Loads and stores can be as expensive as atomic op-
erations. In the context of synchronization, where
memory operations are often accompanied with mem-
ory fences, loads and stores are generally not signifi-
cantly cheaper than atomic operations with higher con-
sensus numbers [19]. Even without fences, on data that
are not locally cached, a compare-and-swap is roughly
only 1.35 (on the Opteron) and 1.15 (on the Xeon) times

more expensive than a load.

Message passing shines when contention is very high.
Structuring an application with message passing reduces
sharing and proves beneficial when a large number of
threads contend for a few data. However, under low con-
tention and/or a small number of cores, locks perform
better on higher-layer concurrent testbeds, e.g., a hash
table and a software transactional memory, even when
message passing is provided in hardware (e.g., Tilera).
This suggests the exclusive use of message passing for
optimizing certain highly contended parts of a system.

Every locking scheme has its fifteen minutes of fame.
None of the nine locking schemes we consider consis-
tently outperforms any other one, on all target architec-
tures or workloads. Strictly speaking, to seek optimality,
a lock algorithm should thus be selected based on the
hardware platform and the expected workload.

Simple locks are powerful. Overall, an efficient im-
plementation of a ticket lock is the best performing syn-
chronization scheme in most low contention workloads.
Even under rather high contention, the ticket lock per-
forms comparably to more complex locks, in particular
within a socket. Consequently, given their small mem-
ory footprint, ticket locks should be preferred, unless it
is sure that a specific lock will be very highly contended.

A high-level ramification of many of these observa-
tions is that the scalability of synchronization appears,
first and above all, to be a property of the hardware,
in the following sense. Basically, in order to be able
to scale, synchronization should better be confined to a
single socket, ideally a uniform one. On certain plat-
forms (e.g., Opteron), this is simply impossible. Within
a socket, sophisticated synchronization schemes are gen-
erally not worthwhile. Even if, strictly speaking, no size
fits all, a proper implementation of a simple ticket lock
seems enough.

In summary, our main contribution is the most ex-
haustive study of synchronization to date. Results of
this study can be used to help predict the cost of a syn-
chronization scheme, explain its behavior, design bet-
ter schemes, as well as possibly improve future hard-
ware design. SSYNC, the cross-platform synchroniza-
tion suite we built to perform the study is, we believe,
a contribution of independent interest. SSYNC abstracts
various lock algorithms behind a common interface: it
not only includes most state-of-the-art algorithms, but
also provides platform specific optimizations with sub-
stantial performance improvements. SSYNC also con-
tains a library that abstracts message passing on vari-
ous platforms, and a set of microbenchmarks for mea-
suring the latencies of the cache-coherence protocols,
the locks, and the message passing. In addition, we
provide implementations of a portable software transac-
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Name Opteron Xeon Niagara Tilera
System AMD Magny Cours Intel Westmere-EX SUN SPARC-T5120 Tilera TILE-Gx36

Processors 4× AMD Opteron 6172 8× Intel Xeon E7-8867L SUN UltraSPARC-T2 TILE-Gx CPU
# Cores 48 80 (no hyper-threading) 8 (64 hardware threads) 36

Core clock 2.1 GHz 2.13 GHz 1.2 GHz 1.2 GHz
L1 Cache 64/64 KiB I/D 32/32 KiB I/D 16/8 KiB I/D 32/32 KiB I/D
L2 Cache 512 KiB 256 KiB 256 KiB

Last-level Cache 2×6 MiB (shared per die) 30 MiB (shared) 4 MiB (shared) 9 MiB Distributed
Interconnect 6.4 GT/s HyperTransport

(HT) 3.0
6.4 GT/s QuickPath
Interconnect (QPI)

Niagara2 Crossbar Tilera iMesh

Memory 128 GiB DDR3-1333 192 GiB Sync DDR3-1067 32 GiB FB-DIMM-400 16 GiB DDR3-800
#Channels / #Nodes 4 per socket / 8 4 per socket / 8 8 / 1 4 / 2

OS Ubuntu 12.04.2 / 3.4.2 Red Hat EL 6.3 / 2.6.32 Solaris 10 u7 Tilera EL 6.3 / 2.6.40

Table 1: The hardware and the OS characteristics of the target platforms.

tional memory, a concurrent hash table, and a key-value
store (Memcached [30]), all built using the libraries of
SSYNC. SSYNC is available at:

http://lpd.epfl.ch/site/ssync
The rest of the paper is organized as follows. We re-

call in Section 2 some background notions and present
in Section 3 our target platforms. We describe SSYNC in
Section 4. We present our analyses of synchronization
from the hardware and software perspectives, in Sec-
tions 5 and 6, respectively. We discuss related work in
Section 7. In Section 8, we summarize our contributions,
discuss some experimental results that we omit from the
paper because of space limitations, and highlight some
opportunities for future work.

2 Background and Context
Hardware-based Synchronization. Cache coherence
is the hardware protocol responsible for maintaining the
consistency of data in the caches. The cache-coherence
protocol implements the two fundamental operations of
an architecture: load (read) and store (write). In addition
to these two operations, other, more sophisticated opera-
tions, i.e., atomic, are typically also provided: compare-
and-swap, fetch-and-increment, etc.

Most contemporary processors use the MESI [37]
cache-coherence protocol, or a variant of it. MESI sup-
ports the following states for a cache line: Modified: the
data are stale in the memory and no other cache has a
copy of this line; Exclusive: the data are up-to-date in
the memory and no other cache has a copy of this line;
Shared: the data are up-to-date in the memory and other
caches might have copies of the line; Invalid: the data
are invalid.

Coherence is usually implemented by either snooping
or using a directory. By snooping, the individual caches
monitor any traffic on the addresses they hold in order to
ensure coherence. A directory keeps approximate or pre-
cise information of which caches hold copies of a mem-
ory location. An operation has to consult the directory,
enforce coherence, and then update the directory.
Software-based Synchronization. The most popular
software abstractions are locks, used to ensure mutual

exclusion. Locks can be implemented using various
techniques. The simplest are spin locks [4, 20], in which
processes spin on a common memory location until they
acquire the lock. Spin locks are generally considered
to scale poorly because they involve high contention on
a single cache line [4], an issue which is addressed by
queue locks [29, 43]. To acquire a queue lock, a thread
adds an entry to a queue and spins until the previous
holder hands the lock. Hierarchical locks [14, 27] are
tailored to today’s non-uniform architectures by using
node-local data structures and minimizing accesses to
remote data. Whereas the aforementioned locks employ
busy-waiting techniques, other implementations are co-
operative. For example, in case of contention, the com-
monly used Pthread Mutex adds the core to a wait queue
and is then suspended until it can acquire the lock.

An alternative to locks we consider in our study is
to partition the system resources between processes. In
this view, synchronization is achieved through message
passing, which is either provided by the hardware or im-
plemented in software [5]. Software implementations
are generally built over cache-coherence protocols and
impose a single-writer and a single-reader for the used
cache lines.

3 Target Platforms
This section describes the four platforms considered in
our experiments. Each is representative of a specific type
of many-core architecture. We consider two large-scale
multi-socket multi-cores, henceforth called the multi-
sockets1, and two large-scale chip multi-processors
(CMPs), henceforth called the single-sockets. The multi-
sockets are a 4-socket AMD Opteron (Opteron) and an
8-socket Intel Xeon (Xeon), whereas the CMPs are an
8-core Sun Niagara 2 (Niagara) and a 36-core Tilera
TILE-Gx36 (Tilera). The characteristics of the four plat-
forms are detailed in Table 1.

All platforms have a single die per socket, aside from
the Opteron, that has two. Given that these two dies are
actually organized in a 2-socket topology, we use the
term socket to refer to a single die for simplicity.

1We also test a 2-socket Intel Xeon and a 2-socket AMD Opteron.
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3.1 Multi-socket – Directory-based:
Opteron

The 48-core AMD Opteron contains four multi-chip
modules (MCMs). Each MCM has two 6-core dies with
independent memory controllers. Hence, the system
comprises, overall, eight memory nodes. The topology
of the system is depicted in Figure 2(a). The maximum
distance between two dies is two hops. The dies of an
MCM are situated at a 1-hop distance, but they share
more bandwidth than two dies of different MCMs.

The caches of the Opteron are write-back and non-
inclusive [13]. Nevertheless, the hierarchy is not strictly
exclusive; on an LLC hit the data are pulled in the L1
but may or may not be removed from the LLC (decided
by the hardware [2]). The Opteron uses the MOESI
protocol for cache coherence. The ‘O’ stands for the
owned state, which indicates that this cache line has been
modified (by the owner) but there might be more shared
copies on other cores. This state allows a core to load
a modified line of another core without the need to in-
validate the modified line. The modified cache line sim-
ply changes to owned and the new core receives the line
in shared state. Cache coherence is implemented with
a broadcast-based protocol, assisted by what is called
the HyperTransport Assist (also known as the probe fil-
ter) [13]. The probe filter is, essentially, a directory re-
siding in the LLC2. An entry in the directory holds the
owner of the cache line, which can be used to directly
probe or invalidate the copy in the local caches of the
owner core.

3.2 Multi-socket – Broadcast-based: Xeon
The 80-core Intel Xeon consists of eight sockets of 10-
cores. These form a twisted hypercube, as depicted in
Figure 2(b), maximizing the distance between two nodes
to two hops. The Xeon uses inclusive caches [23], i.e.,
every new cache-line fill occurs in all the three levels
of the hierarchy. The LLC is write-back; the data are
written to the memory only upon an eviction of a mod-
ified line due to space or coherence. Within a socket,
the Xeon implements coherence by snooping. Across
sockets, it broadcasts snoop requests to the other sock-
ets. Within the socket, the LLC keeps track of which
cores might have a copy of a cache line. Additionally,

2Typically, the probe filter occupies 1MiB of the LLC.

(a) AMD Opteron (b) Intel Xeon

Figure 2: The system topologies.

the Xeon extends the MESI protocol with the forward
state [22]. This state is a special form of the shared state
and indicates the only cache that will respond to a load
request for that line (thus reducing bandwidth usage).

3.3 Single-socket – Uniform: Niagara
The Sun Niagara 2 is a single-die processor that incor-
porates 8 cores. It is based on the chip multi-threading
architecture; it provides 8 hardware threads per core, to-
taling 64 hardware threads. Each L1 cache is shared
among the 8 hardware threads of a core and is write-
through to the LLC. The 8 cores communicate with the
shared LLC through a crossbar [36], which means that
each core is equidistant from the LLC (uniform). The
cache-coherence implementation is directory-based and
uses duplicate tags [32], i.e., the LLC cache holds a di-
rectory of all the L1 lines.

3.4 Single-socket – Non-uniform: Tilera
The Tilera TILE-Gx36 [41] is a 36-core chip multi-
processor. The cores, also called tiles, are allocated on
a 2-dimensional mesh and are connected with Tilera’s
iMesh on-chip network. iMesh handles the coherence
of the data and also provides hardware message passing
to the applications. The Tilera implements the Dynamic
Distributed Cache technology [41]. All L2 caches are
accessible by every core on the chip, thus, the L2s are
used as a 9 MiB coherent LLC. The hardware uses a dis-
tributed directory to implement coherence. Each cache
line has a home tile, i.e., the actual L2 cache where the
data reside if cached by the distributed LLC. Consider,
for example, the case of core x loading an address homed
on tile y. If the data are not cached in the local L1 and
L2 caches of x, a request for the data is sent to the L2
cache of y, which plays the role of the LLC for this ad-
dress. Clearly, the latency of accessing the LLC depends
on the distance between x and y, hence the Tilera is a
non-uniform cache architecture.

4 SSYNC
SSYNC is our cross-platform synchronization suite;
it works on x86 64, SPARC, and Tilera processors.
SSYNC contains libslock, a library that abstracts lock
algorithms behind a common interface and libssmp,
a library with fine-tuned implementations of message
passing for each of the four platforms. SSYNC also in-
cludes microbenchmarks for measuring the latencies of
the cache coherence, the locks, and the message pass-
ing, as well as ssht, i.e., a cache efficient hash table
and TM2C, i.e., a highly portable transactional memory.

4.1 Libraries
libslock. This library contains a common interface and
optimized implementations of a number of widely used
locks. libslock includes three spin locks, namely
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the test-and-set lock, the test-and-test-and-set lock with
exponential back-off [4, 20], and the ticket lock [29].
The queue locks are the MCS lock [29] and the CLH
lock [43]. We also employ an array-based lock [20].
libslock also contains hierarchical locks, such as the
hierarchical CLH lock [27] and the hierarchical ticket
lock (hticket) [14]3. Finally, libslock abstracts the
Pthread Mutex interface. libslock also contains
a cross-platform interface for atomic instructions and
other architecture dependent operations, such as fences,
thread and memory placement functions.
libssmp. libssmp is our implementation of message
passing over cache coherence4 (similar to the one in Bar-
relfish [6]). It uses cache line-sized buffers (messages)
in order to complete message transmissions with single
cache-line transfers. Each buffer is one-directional and
includes a byte flag to designate whether the buffer is
empty or contains a message. For client-server commu-
nication, libssmp implements functions for receiving
from any other, or from a specific subset of the threads.
Even though the design of libssmp is identical on all
platforms, we leverage the results of Section 5 to tailor
libssmp to the specifics of each platform individually.

4.2 Microbenchmarks
ccbench. ccbench is a tool for measuring the cost of
operations on a cache line, depending on the line’s MESI
state and placement in the system. ccbench brings
the cache line in the desired state and then accesses it
from either a local or a remote core. ccbench supports
30 cases, such as store on modified and test-and-set on
shared lines.
stress tests. SSYNC provides tests for the primitives in
libslock and libssmp. These tests can be used to
measure the primitives’ latency or throughput under var-
ious conditions, e.g., number and placement of threads,
level of contention.

4.3 Concurrent Software
Hash Table (ssht). ssht is a concurrent hash table that
exports three operations: put, get, and remove. It is
designed to place the data as efficiently as possible in the
caches in order to (i) allow for efficient prefetching and
(ii) avoid false sharing. ssht can be configured to use
any of the locks of libslock or the message passing
of libssmp.
Transactional Memory (TM2C). TM2C [16] is a
message passing-based software transactional memory
system for many-cores. TM2C is implemented using
libssmp. TM2C also has a shared memory version
built with the spin locks of libslock.

3In fact, based on the results of Section 5 and without being aware
of [14], we designed and implemented the hticket algorithm.

4On the Tilera, it is an interface to the hardware message passing.

5 Hardware-Level Analysis
In this section, we report on the latencies incurred by the
hardware cache-coherence protocols and discuss how to
reduce them in certain cases. These latencies constitute
a good estimation of the cost of sharing a cache line in
a many-core platform and have a significant impact on
the scalability of any synchronization scheme. We use
ccbench to measure basic operations such as load and
store, as well as compare-and-swap (CAS), fetch-and-
increment (FAI), test-and-set (TAS), and swap (SWAP).

5.1 Local Accesses
Table 3 contains the latencies for accessing the local
caches of a core. In the context of synchronization,
the values for the LLCs are worth highlighting. On the
Xeon, the 44 cycles is the local latency to the LLC, but
also corresponds to the fastest communication between
two cores on the same socket. The LLC plays the same
role for the single-socket platforms, however, it is di-
rectly accessible by all the cores of the system. On the
Opteron, the non-inclusive LLC holds both data and the
cache directory, so the 40 cycles is the latency to both.
However, the LLC is filled with data only upon an evic-
tion from the L2, hence the access to the directory is
more relevant to synchronization.

5.2 Remote Accesses
Table 2 contains the latencies to load, store, or perform
an atomic operation on a cache line based on its previ-
ous state and location. Notice that the accesses to an
invalid line are accesses to the main memory. In the fol-
lowing, we discuss all cache-coherence states, except for
the invalid. We do not explicitly measure the effects of
the forward state of the Xeon: there is no direct way to
bring a cache line to this state. Its effects are included in
the load from shared case.
Loads. On the Opteron, a load has basically the same
latency regardless of the previous state of the line; es-
sentially, the steps taken by the cache-coherence pro-
tocol are always the same. Interestingly, although the
two dies of an MCM are tightly coupled, the benefits
are rather small. The latencies between two dies in an
MCM and two dies that are simply directly connected
differ by roughly 12 cycles. One extra hop adds an ad-
ditional overhead of 80 cycles. Overall, an access over
two hops is approximately 3 times more expensive than
an access within a die.

The results in Table 2 represent the best-case scenario

Opteron Xeon Niagara Tilera
L1 3 5 3 2
L2 15 11 11

LLC 40 44 24 45
RAM 136 355 176 118

Table 3: Local caches and memory latencies (cycles).
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System Opteron Xeon Niagara Tilera
PPPPPPState

Hops same same one two same one two same other one max
die MCM hop hops die hop hops core core hop hops

loads
Modified 81 161 172 252 109 289 400 3 24 45 65
Owned 83 163 175 254 - - - - - - -

Exclusive 83 163 175 253 92 273 383 3 24 45 65
Shared 83 164 176 254 44 223 334 3 24 45 65
Invalid 136 237 247 327 355 492 601 176 176 118 162

stores
Modified 83 172 191 273 115 320 431 24 24 57 77
Owned 244 255 286 291 - - - - - - -

Exclusive 83 171 191 271 115 315 425 24 24 57 77
Shared 246 255 286 296 116 318 428 24 24 86 106

atomic operations: CAS (C), FAI (F), TAS (T), SWAP (S)
Operation all all all all all all all C/F/T/S C/F/T/S C/F/T/S C/F/T/S
Modified 110 197 216 296 120 324 430 71/108/64/95 66/99/55/90 77/51/70/63 98/71/89/84
Shared 272 283 312 332 113 312 423 76/99/67/93 66/99/55/90 124/82/121/95 142/102/141/115

Table 2: Latencies (cycles) of the cache coherence to load/store/CAS/FAI/TAS/SWAP a cache line depending on
the MESI state and the distance. The values are the average of 10000 repetitions with < 3% standard deviation.

for the Opteron: at least one of the involved cores resides
on the memory node of the directory. If the directory is
remote to both cores, the latencies increase proportion-
ally to the distance. In the worst case, where two cores
are on different nodes, both 2-hops away from the direc-
tory, the latencies are 312 cycles. Even worse, even if
both cores reside on the same node, they still have to ac-
cess the remote directory, wasting any locality benefits.

In contrast, the Xeon does not have the locality is-
sues of the Opteron. If the data are present within the
socket, a load can be completed locally due to the inclu-
sive LLC. Loading from the shared state is particularly
interesting, because the LLC can directly serve the data
without needing to probe the local caches of the previous
holder (unlike the modified and exclusive states). How-
ever, the overhead of going off-socket on the Xeon is
very high. For instance, loading from the shared state
is 7.5 times more expensive over two hops than loading
within the socket.

Unlike the large variability of the multi-sockets, the
results are more stable on the single-sockets. On the Ni-
agara, a load costs either an L1 or an L2 access, depend-
ing on whether the two threads reside on the same core.
On the Tilera, the LLC is distributed, hence the laten-
cies depend on the distance of the requesting core from
the home tile of the cache line. The cost for two adja-
cent cores is 45 cycles, whereas for the two most remote
cores5, it is 20 cycles higher (2 cycles per hop).
Stores. On the Opteron, both loads and stores on a mod-
ified or an exclusive cache line have similar latencies (no
write-back to memory). However, a store on a shared
line is different6. Every store on a shared or owned
cache line incurs a broadcast invalidation to all nodes.
This happens because the cache directory is incomplete

510 hops distance on the 6-by-6 2-dimensional mesh of the Tilera.
6For the store on shared test, we place two different sharers on the

indicated distance from a third core that performs the store.

(it does not keep track of the sharers) and does not in any
way detect whether sharing is limited within the node7.
Therefore, even if all sharers reside on the same node,
a store needs to pay the overhead of a broadcast, thus
increasing the cost from around 83 to 244 cycles. Ob-
viously, the problem is aggravated if the directory is not
local to any of the cores involved in the store. Finally,
the scenario of storing on a cache line shared by all 48
cores costs 296 cycles.

Again, the Xeon has the advantage of being able to
locally complete an operation that involves solely cores
of a single node. In general, stores behave similarly re-
gardless of the previous state of the cache line. Finally,
storing on a cache line shared by all 80 cores on the Xeon
costs 445 cycles.

Similarly to a load, the results for a store exhibit much
lower variability on the single-sockets. A store on the
Niagara has essentially the latency of the L2, regardless
of the previous state of the cache line and the number of
sharers. On the Tilera, stores on a shared line are a bit
more expensive due to the invalidation of the cache lines
of the sharers. The cost of a store reaches a maximum of
200 cycles when all 36 cores share that line.

Atomic Operations. On the multi-sockets, CAS, TAS,
FAI, and SWAP have essentially the same latencies.
These latencies are similar to a store followed by a
memory barrier. On the single-sockets, some operations
clearly have different hardware implementations. For in-
stance, on the Tilera, the FAI operation is faster than the
others. Another interesting point is the latencies for per-
forming an operation when the line is shared by all the
cores of the system. On all platforms, the latencies fol-
low the exact same trends as a store in the same scenario.

7On the Xeon, the inclusive LLC is able to detect if there is sharing
solely within the socket.
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Implications. The latencies of cache coherence re-
veal some important issues that should be addressed in
order to implement efficient synchronization. Cross-
socket communication is 2 to 7.5 times more expensive
than intra-socket communication. The problem on the
broadcast-based design of Xeon is larger than on the
Opteron. However, within the socket, the inclusive LLC
of the Xeon provides strong locality, which in turn trans-
lates into efficient intra-socket synchronization. In terms
of locality, the incomplete directory of the Opteron is
problematic in two ways. First, a read-write pattern of
sharing will cause stores on owned and shared cache
lines to exhibit the latency of a cross-socket operation,
even if all sharers reside on the same socket. We thus
expect intra-socket synchronization to behave similarly
to the cross-socket. Second, the location of the directory
is crucial: if the cores that use some memory are remote
to the directory, they pay the remote access overhead.
To achieve good synchronization performance, the data
have to originate from the local memory node (or to be
migrated to the local one). Overall, an Opteron MCM
should be treated as a two-node platform.

The single-sockets exhibit quite a different behavior:
they both use their LLCs for sharing. The latencies (to
the LLC) on the Niagara are uniform, i.e., they are af-
fected by neither the distance nor the number of the in-
volved cores. We expect this uniformity to translate to
synchronization that is not prone to contention. The non-
uniform Tilera is affected both by the distance and the
number of involved cores, therefore we expect scalabil-
ity to be affected by contention. Regarding the atomic
operations, both single-sockets have faster implementa-
tions for some of the operations (see Table 2). These
should be preferred to achieve the best performance.

5.3 Enforcing Locality
A store to a shared or owned cache line on the Opteron
induces an unnecessary broadcast of invalidations, even
if all the involved cores reside on the same node (see Ta-
ble 2). This results in a 3-fold increase of the latency
of the store operation. In fact, to avoid this issue, we
propose to explicitly maintain the cache line to the mod-
ified state. This can be easily achieved by calling the
prefetchw x86 instruction before any load reference
to that line. Of course, this optimization should be used
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Figure 3: Latency of acquire and release using differ-
ent implementations of a ticket lock on the Opteron.

with care because it disallows two cores to simultane-
ously hold a copy of the line.

To illustrate the potential of this optimization, we en-
gineer an efficient implementation of a ticket lock. A
ticket lock consists of two counters: the next and the
current. To acquire the lock, a thread atomically fetches
and increases the next counter, i.e., it obtains a ticket.
If the ticket equals the current, the thread has acquired
the lock, otherwise, it spins until this becomes true. To
release the lock, the thread increases the value of the
current counter.

A particularly appealing characteristic of the ticket
lock is the fact that the ticket, subtracted by the current
counter, is the number of threads queued before the cur-
rent thread. Accordingly, it is intuitive to spin with a
back-off proportional to the number of threads queued in
front [29]. We use this back-off technique with and with-
out the prefetchw optimization and compare the re-
sults with a non-optimized implementation of the ticket
lock. Figure 3 depicts the latencies for acquiring and im-
mediately releasing a single lock. Obviously, the non-
optimized version scales terribly, delivering a latency
of 720K cycles on 48 cores. In contrast, the versions
with the proportional back-off scale significantly better.
The prefetchw gives an extra performance boost, per-
forming up to 2 times better on 48 cores.

SSYNC uses the aforementioned optimization wher-
ever possible. For example, the message passing imple-
mentation on the Opteron with this technique is up to 2.5
times faster than without it.

5.4 Stressing Atomic Operations
In this test, we stress the atomic operations. Each thread
repeatedly tries to perform an atomic operation on a sin-
gle shared location. For FAI, SWAP, and CAS FAI these
calls are always eventually successful, i.e., they write
to the target memory, whereas for TAS and CAS they
are not. CAS FAI implements a FAI operation based on
CAS. This enables us to highlight both the costs of spin-
ning until the CAS is successful and the benefits of hav-
ing a FAI instruction supported by the hardware. After
completing a call, the thread pauses for a sufficient num-
ber of cycles to prevent the same thread from completing
consecutive operations locally (long runs [31])8.

On the multi-sockets, we allocate threads on the same
socket and continue on the next socket once all cores
of the previous one have been used. On the Niagara, we
divide the threads evenly among the eight physical cores.
On all platforms, we ensure that each thread allocates its
local data from the local memory node. We repeat each
experiment five times and show the average value.

8The delay is proportional to the maximum latency across the in-
volved cores and does not affect the total throughput in a way other
than the intended.
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Figure 4: Throughput of different atomic operations on a single memory location.

Figure 4 shows the results of this experiment. The
multi-sockets exhibit a very steep decrease in the
throughput once the location is accessed by more than
one core. The latency of the operations increases from
approximately 20 to 120 cycles. In contrast, the single-
sockets generally show an increase in the throughput on
the first few cores. This can be attributed to the cost
of the local parts of the benchmark (e.g., a while loop)
that consume time comparable to the latency of the op-
erations. For more than six cores, however, the results
stabilize (with a few exceptions).

Both the Opteron and the Xeon exhibit a stable
throughput close to 20 Mops/s within a socket, which
drops once there are cores on a second socket. Not sur-
prisingly (see Table 2), the drop on the Xeon is larger
than on the Opteron. The throughput on these platforms
is dictated by the cache-coherence latencies, given that
an atomic operation actually brings the data in its local
cache. In contrast, on the single-sockets the throughput
converges to a maximum value and exhibits no subse-
quent decrease. Some further interesting points worth
highlighting are as follows. First, the Niagara (SPARC
architecture) does not provide an atomic increment or
swap instruction. Their implementations are based on
CAS, therefore the behavior of FAI and CAS FAI are
practically identical. SWAP shows some fluctuations on
the Niagara, which we believe are caused by the schedul-
ing of the hardware threads. However, SPARC pro-
vides a hardware TAS implementation that proves to be
highly efficient. Likewise, the FAI implementation on
the Tilera slightly outperforms the other operations.
Implications. Both multi-sockets have a very fast
single-thread performance, that drops on two or more
cores and decreases further when there is cross-socket
communication. Contrarily, both single-sockets have a
lower single-thread throughput, but scale to a maximum
value, that is subsequently maintained regardless of the
number of cores. This behavior indicates that globally
stressing a cache line with atomic operations will in-
troduce performance bottlenecks on the multi-sockets,
while being somewhat less of a problem on the single-

sockets. Finally, a system designer should take advan-
tage of the best performing atomic operations available
on each platform, like the TAS on the Niagara.

6 Software-Level Analysis
This section describes the software-oriented part of this
study. We start by analyzing the behavior of locks under
different levels of contention and continue with message
passing. We use the same methodology as in Section 5.4.
In addition, the globally shared data are allocated from
the first participating memory node. We finally report on
our findings on higher-level concurrent software.

6.1 Locks
We evaluate the locks in SSYNC under various degrees
of contention on our platforms.

6.1.1 Uncontested Locking
In this experiment we measure the latency to acquire a
lock based on the location of the previous holder. Al-
though in a number of cases acquiring a lock does in-
volve contention, a large portion of acquisitions in ap-
plications are uncontested, hence they have a similar be-
havior to this experiment.

Initially, we place a single thread that repeatedly ac-
quires and releases the lock. We then add a second
thread, as close as possible to the first one, and pin it
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Figure 6: Uncontested lock acquisition latency based
on the location of the previous owner of the lock.
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Figure 5: Throughput of different lock algorithms using a single lock.

further in subsequent runs. Figure 6 contains the laten-
cies of the different locks when the previous holder is at
various distances. Latencies suffer important increases
on the multi-sockets as the second thread moves further
from the first. In general, acquisitions that need to trans-
fer data across sockets have a high cost. Remote acquisi-
tions can be up to 12.5 and 11 times more expensive than
local ones on the Opteron and the Xeon respectively. In
contrast, due to the shared and distributed LLCs, the Ni-
agara and the Tilera suffer no and slight performance de-
crease, respectively, as the location of the second thread
changes. The latencies of the locks are in accordance
with the cache-coherence latencies presented in Table 2.

Moreover, the differences in the latencies are signifi-
cantly larger between locks on the multi-sockets than on
the single-sockets, making the choice of the lock algo-
rithm in an uncontested scenario paramount to perfor-
mance. More precisely, while spin locks closely follow
the cache-coherence latencies, more complex locks gen-
erally introduce some additional overhead.
Implications. Using a lock, even if no contention is in-
volved, is up to one order of magnitude more expensive
when crossing sockets. The 350-450 cycles on a multi-
socket, and the roughly 200 cycles on a single-socket,
are not negligible, especially if the critical sections are
short. Moreover, the penalties induced when crossing
sockets in terms of latency tend to be higher for com-
plex locks than for simple locks. Therefore, regardless
of the platform, simple locks should be preferred, when
contention is very low.

6.1.2 Lock Algorithm Behavior
We study the behavior of locks under extreme and very
low contention. On the one hand, highly contended
locks are often the main scalability bottleneck. On the
other hand, a large number of systems use locking strate-
gies, such as fine-grained locks, that induce low con-
tention. Therefore, good performance in these two sce-
narios is essential. We measure the total throughput of
lock acquisitions that can be performed using each of
the locks. Each thread acquires a random lock, reads

and writes one corresponding cache line of data, and re-
leases the lock. Similarly to the atomic operations stress
test (Section 5.4) in the extreme contention experiment
(one lock), a thread pauses after it releases the lock, in
order to ensure that the release becomes visible to the
other cores before retrying to acquire the lock. Given
the uniform structure of the platforms, we do not use hi-
erarchical locks on the single-socket machines.

Extreme contention. The results of the maximum con-
tention experiment (one lock) are depicted in Figure 5.
As we described in Section 5, the Xeon exhibits very
strong locality within a socket. Accordingly, the hierar-
chical locks, i.e., hticket and HCLH, perform the best by
taking advantage of that. Although there is a very big
drop from one to two cores on the multi-sockets, within
the socket both the Opteron and the Xeon manage to
keep a rather stable performance. However, once a sec-
ond socket is involved the throughput decreases again.

Not surprisingly, the CLH and the MCS locks are the
most resilient to contention. They both guarantee that a
single thread is spinning on each cache line and use the
globally shared data only to enqueue for acquiring the
lock. The ticket lock proves to be the best spin lock
on this workload. Overall, the throughput on two or
more cores on the multi-sockets is an order of magni-
tude lower than the single-core performance. In contrast,
the single-sockets maintain a comparable performance
on multiple cores.

Very low contention. The very low contention results
(512 locks) are shown in Figure 7. Once again, one
can observe the strong intra-socket locality of the Xeon.
In general, simple locks match or even outperform the
more complex queue locks. While on the Xeon the dif-
ferences between locks become insignificant for a large
number of cores, it is generally the ticket lock that per-
forms the best on the Opteron, the Niagara, and the
Tilera. On a low-contention scenario it is thus difficult
to justify the memory requirements that complex lock
algorithms have. It should be noted that, aside from the
acquisitions and releases, the load and the store on the
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Figure 7: Throughput of different lock algorithms using 512 locks.
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Figure 8: Throughput and scalability of locks depending on the number of locks. The “X : Y” labels on top of
each bar indicate the best-performing lock (Y) and the scalability over the single-thread execution (X).

protected data also contribute to the lack of scalability of
multi-sockets, for the reasons pointed out in Section 5.
Implications. None of the locks is consistently the
best on all platforms. Moreover, no lock is consis-
tently the best within a platform. While complex locks
are generally the best under extreme contention, sim-
ple locks perform better under low contention. Under
high contention, hierarchical locks should be used on
multi-sockets with strong intra-socket locality, such as
the Xeon. The Opteron, due to the previously discussed
locality issues, and the single-sockets favor queue locks.
In case of low contention, simple locks are better than
complex implementations within a socket. Under ex-
treme contention, while not as good as more complex
locks, a ticket lock can avoid performance collapse
within a socket. On the Xeon, the best performance is
achieved when all threads run on the same socket, both
for high and for low contention. Therefore, synchroniza-
tion between sockets should be limited to the absolute
minimum on such platforms. Finally, we observe that
when each core is dedicated to a single thread there is
no scenario in which Pthread Mutexes perform the best.
Mutexes are however useful when threads contend for a
core. Therefore, unless multiple threads run on the same
core, alternative implementations should be preferred.

6.1.3 Cross-Platform Lock Behavior
In this experiment, we compare lock behavior under var-
ious degrees of contention across architectures. In order

to have a straightforward cross-platform comparison, we
run the tests on up to 36 cores. Having already explored
the lock behavior of different algorithms, we only report
the highest throughput achieved by any of the locks on
each platform. We vary the contention by running ex-
periments with 4, 16, 32, and 128 locks, thus examining
high, intermediate, and low degrees of contention.

The results are shown in Figure 8. In all cases, the
differences between the single and multi-sockets are no-
ticeable. Under high contention, single-sockets pre-
vent performance collapse from one thread to two or
more, whereas in the lower contention cases these plat-
forms scale well. As noted in Section 5, stores and
atomic operations are affected by contention on the
Tilera, resulting in slightly less scalability than on the
Niagara: on high contention workloads, the uniformity
of the Niagara delivers up to 1.7 times more scalabil-
ity than the Tilera, i.e., the rate at which performance
increases. In contrast, multi-sockets exhibit a signifi-
cantly lower throughput for high contention, when com-
pared to single-thread performance. Multi-sockets pro-
vide limited scalability even on the low contention sce-
narios. The direct cause of this contrasting behavior
is the higher latencies for the cache-coherence transi-
tions on multi-sockets, as well as the differences in the
throughput of the atomic operations. It is worth noticing
that the Xeon scales well when all the threads are within
a socket. Performance, however, severely degrades even
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Figure 9: One-to-one communication latencies of
message passing depending on the distance between
the two cores.

with one thread on a remote socket. In contrast, the
Opteron shows poor scalability regardless of the number
of threads. The reason for this difference is the limited
locality of the Opteron we discussed in Section 5.
Implications. There is a significant difference in scal-
ability trends between multi and single-sockets across
various degrees of contention. Moreover, even a small
degree of non-uniformity can have an impact on scala-
bility. As contention drops, simple locks should be used
in order to achieve high throughput on all architectures.
Overall, we argue that synchronization intensive systems
should favor platforms that provide locality, i.e., they can
prevent cross-socket communication.

6.2 Message Passing
We evaluate the message passing implementations of
SSYNC. To capture the most prominent communication
patterns of a message passing application we evaluate
both one-to-one and client-server communication. The
size of a message is 64 bytes (a cache line).
One-to-One Communication. Figure 9 depicts the la-
tencies of two cores that exchange one-way and round-
trip messages. As expected, the Tilera’s hardware mes-
sage passing performs the best. Not surprisingly, a one-
way message over cache coherence costs roughly twice
the latency of transferring a cache line. Once a core x
receives a message, it brings the receive buffer (i.e., a
cache line) to its local caches. Consequently, the second
core y has to fetch the buffer (first cache-line transfer) in
order to write a new message. Afterwards, x has to re-
fetch the buffer (second transfer) to get the message. Ac-
cordingly, the round-trip case takes approximately four
times the cost of a cache-line transfer. The reasoning is
exactly the same with one-way messages, but applies to
both ways: send and then receive.
Client-Server Communication. Figure 10 depicts the
one-way and round-trip throughput for a client-server
pattern with a single server. Again, the hardware mes-
sage passing of the Tilera performs the best. With 35
clients, one server delivers up to 16 Mops/s (round-trip)
on the Tilera (less on the other platforms). In this bench-

5

10

15

20

50

 0  6  12  18  24  30  36

T
h
ro

u
g
h
p
u
t 
(M

o
p
s
/s

)

Number of clients

Opteron, one-way
Opteron, round-trip

Xeon, one-way
Xeon, round-trip

Niagara, one-way
Niagara, round-trip

Tilera, one-way
Tilera, round-trip

Figure 10: Total throughput of client-server commu-
nication.

mark, the server does not perform any computation be-
tween messages, therefore the 16 Mops constitutes an
upper bound on the performance of a single server. It
is interesting to note that if we reduce the size of the
message to a single word, the throughput on the Tilera is
27 Mops/s for round-trip and more than 100 Mops/s for
one-way messages, respectively.

Two additional observations are worth mentioning.
First, the Xeon performs very well within a socket, espe-
cially for one-way messages. The inclusive LLC cache
plays the role of the buffer for exchanging messages.
However, even with a single client on a remote socket,
the throughput drops from 25 to 8 Mops/s. The sec-
ond point is that as the number of cores increases, the
round-trip throughput becomes higher than the one-way
on the Xeon. We also observe this effect on the Opteron,
once the length of the local computation of the server
increases (not shown in the graph). This happens be-
cause the request-response model enables the server to
efficiently prefetch the incoming messages. On one-way
messages, the clients keep trying to send messages, sat-
urating the incoming queues of the server. This leads to
the clients busy-waiting on cache lines that already con-
tain a message. Therefore, even if the server prefetches
a message, the client will soon bring the cache line to
its own caches (or transform it to shared), making the
consequent operations of the server more expensive.
Implications. Message passing can achieve latencies
similar to transferring a cache line from one core to an-
other. This behavior is slightly affected by contention,
because each pair of cores uses individual cache lines
for communication. The previous applies both to one-to-
one and client-server communication. However, a single
server has a rather low upper bound on the throughput it
can achieve, even when not executing any computation.
In a sense, we have to trade performance for scalability.

6.3 Hash Table (ssht)
We evaluate ssht, i.e., the concurrent hash table im-
plementation of SSYNC, under low (512 buckets) and
high (12 buckets) contention, as well as short (12 ele-
ments) and long (48 elements) buckets. We use 80%
get, 10% put, and 10% remove operations, so as to
keep the size of the hash table constant. We configure
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Figure 11: Throughput and scalability of the hash table (ssht) on different configurations. The “X : Y” labels
on top of each bar indicate the best-performing lock (Y) and the scalability over the single-thread execution (X).

ssht so that each bucket is protected by a single lock,
the keys are 64 bit integers, and the payload size is 64
bytes. The trends on scalability pertain on other configu-
rations as well. Finally, we configure the message pass-
ing (mp) version to use (i) one server per three cores9

and (ii) round-trip operations, i.e., all operations block,
waiting for a response from the server. It should be noted
that dedicating some threads as servers reduces the con-
tention induced on the shared data of the application.
Figure 11 depicts the results on the four target platforms
on the aforementioned scenarios10.
Low Contention. Increasing the length of the criti-
cal sections increases the scalability of the lock-based
ssht on all platforms, except for the Tilera. The multi-
sockets benefit from the efficient prefetching of the data
of a bucket. All three systems benefit from the lower
single-thread performance, which leads to higher scala-
bility ratios. On the Tilera, the local data contend with
the shared data for the L2 cache space, reducing scalabil-
ity. On this workload, the message passing implementa-
tion is strictly slower than the lock-based ones, even on
the Tilera. It is interesting to note that the Xeon scales
slightly even outside the 10 cores of a socket, thus de-
livering the highest throughput among all platforms. Fi-
nally, the best performance in this scenario is achieved
by simple spin locks.
High Contention. The situation is radically different
for high contention. First, the message passing version
not only outperforms the lock-based ones on three out
of the four platforms (for high core counts), but it also
delivers by far the highest throughput. The hardware
threads of the Niagara do not favor client-server solu-
tions; the servers are delayed due to the sharing of the
core’s resources with other threads. However, the Ni-
agara achieves a 10-fold performance increase on 36
threads, which is the best scalability among the lock-
based versions and approaches the optimal 12-fold scal-
ability. It is worth mentioning that if we do not explicitly

9This configuration achieves the highest throughput.
10The single-thread throughput for message passing is actually a re-

sult of a one server / one client execution.

pin the threads on cores, the multi-sockets deliver 4 to 6
times lower maximum throughput on this workload.
Summary. These experiments illustrate two major
points. First, increasing the length of a critical section
can partially hide the costs of synchronization under low
contention. This, of course, assumes that the data ac-
cessed in the critical section are mostly being read (so
they can be shared) and follow a specific access pattern
(so they can be prefetched). Second, the results illustrate
how message passing can provide better scalability and
performance than locking under extreme contention.

6.4 Key-Value Store (Memcached)
Memcached (v. 1.4.15) [30] is an in-memory key-value
store, based on a hash table. The hash table has a large
number of buckets and is protected by fine-grain locks.
However, during certain rebalancing and maintenance
tasks, it dynamically switches to a global lock for short
periods of time. Since we are interested in the effect of
synchronization on performance and scalability, we re-
place the default Pthread Mutexes that protect the hash
table, as well as the global locks, with the interface pro-
vided by libslock. In order to stress Memcached,
we use the memslap tool from the libmemcached li-
brary [25] (v. 1.0.15). We deploy memslap on a re-
mote server and use its default configuration. We use
500 client threads and run a get-only and a set-only test.
Get. The get test does not cause any switches to global
locks. Due to the essentially non-existent contention, the
lock algorithm has little effect in this test. In fact, even
completely removing the locks of the hash table does not
result in any performance difference. This indicates that
there are bottlenecks other than synchronization.
Set. A write-intensive workload however stresses a
number of global locks, which introduces contention.
In the set test the differences in lock behavior translate
in a difference in the performance of the application as
well. Figure 12 shows the throughput on various plat-
forms using different locks. We do not present the re-
sults on more than 18 cores, since none of the platforms
scales further. Changing the Mutexes to ticket, MCS,
or TAS locks achieves speedups between 29% and 50%
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Figure 12: Throughput of Memcached using a set-
only test. The maximum speed-up vs. single thread
is indicated under the platform names.

on three of the four platforms11. Moreover, the cache-
coherence implementation of the Opteron proves again
problematic. Due to the periodic accesses to global
locks, the previously presented issues strongly manifest,
resulting in a maximum speedup of 3.9. On the Xeon,
the throughput increases while all threads are running
within a socket, after which it starts to decrease. Finally,
thread scheduling has an important impact on perfor-
mance. Not allocating threads to the appropriate cores
decreases performance by 20% on the multi-sockets.
Summary. Even in an application where the main lim-
itations to performance are networking and the main
memory, when contention is involved, the impact of the
cache coherence and synchronization primitives is still
important. When there is no contention and the data is
either prefetched or read from the main memory, syn-
chronization is less of an issue.

7 Related Work
Our study of synchronization is, to date, the most ex-
haustive in that it covers a wide range of schemes, span-
ning different layers, and different many-core architec-
tures. In the following, we discuss specific related work
that concerns the main layers of our study.
Leveraging Cache Coherence. The characteristics of
cache-coherence protocols on x86 multi-sockets have
been investigated by a number of studies [17, 33], whose
focus is on bandwidth limitations. The cache-coherence
latencies are measured from the point of view of load-
ing data. We extend these studies by also measuring
stores and atomic operations and analyzing the impact
on higher-level concurrent software. Molka et al. [33]
consider the effect of the AMD and Intel memory hier-
archy characteristics on various workloads from SPEC
OMPM2001 and conclude that throughput is mainly dic-
tated by memory limitations. The results are thus of
limited relevance for systems involving high contention.
Moses et al. [35] use simulations to show that increasing

11The bottleneck on the Niagara is due to network and OS issues.

non-uniformity entails a decrease in the performance of
the TTAS lock under high contention. However, the con-
clusions are limited to spin locks and one specific hard-
ware model. We generalize and quantify such observa-
tions on commonly used architectures and synchroniza-
tion schemes, while also analyzing their implications.
Scaling Locks. Mellor-Crumney et al. [29] and An-
derson [4] point out the lack of scalability with tradi-
tional spin locks. They introduce and test several al-
ternatives, such as queue locks. Their evaluation is
performed on large scale multi-processors, on which
the memory latency distribution is significantly different
than on today’s many-cores. Luchangco et. al [27] study
a NUMA-aware hierarchical CLH lock and compare its
performance with a number of well-known locks. Aside
from a Niagara processor, no other modern many-core
is used. Our analysis extends their evaluation with more
locks, more hardware platforms, and more layers.

Other studies focus on the Linux kernel [12] and con-
clude that the default ticket lock implementation causes
important performance bottlenecks in the OS on a multi-
core. Performance is improved in a number of differ-
ent scenarios by replacing the ticket locks with complex
locks. We confirm that plain spin locks do not scale
across sockets and present some optimizations that al-
leviate the issue.

Various techniques have been proposed in order to im-
prove the performance of highly contended locks, espe-
cially on multi-sockets. For example, combining [18] is
an approach in which a thread can execute critical sec-
tions on behalf of others. In particular, RCL [26] re-
places the “lock, execute, and unlock” pattern with re-
mote procedure calls to a dedicated server core. For
highly contended critical sections this approach hides
the contention behind messages and enables the server
to locally access the protected data. However, as the
RCL paper mentions, the scope of this solution is lim-
ited to high contention and a large number of cores, as
our results on message passing confirm.
Scaling Systems on Many-Cores. In order to improve
OS scalability on many-cores, a number of approaches
deviate from traditional kernel designs. The OS is typ-
ically restructured to either improve locality (e.g., Tor-
nado [15]), limit sharing (e.g., Corey [10]), or avoid
resource sharing altogether by using message passing
(e.g., Barrelfish [6], fos [45]). Boyd-Wickizer et al.
[11] aim at verifying whether these scalability issues
are indeed inherent to the Linux kernel design. The
authors show how optimizing, using various concurrent
programming techniques, removes several scalability is-
sues from both the kernel and the applications. By do-
ing so, they conclude that it is not necessary to give up
the traditional kernel structure just yet. Our study con-
firms these papers’ observation that synchronization can
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be an important bottleneck. We also go a step further:
we study the roots of the problem and observe that many
of the detected issues are in fact hardware-related and
would not necessarily manifest on different platforms.

8 Concluding Remarks
Summary. This paper dissects the cost of synchroniza-
tion and studies its scalability along different directions.
Our analysis extends from basic hardware synchroniza-
tion protocols and primitives all the way to complex
concurrent software. We also consider different repre-
sentative hardware architectures. The results of our ex-
periments and our cross-platform synchronization suite,
SSYNC, can be used to evaluate the potential for scaling
synchronization on different platforms and to develop
concurrent applications and systems.
Observations & Ramifications. Our experimentation
induces various observations about synchronization on
many-cores. The first obvious one is that crossing
sockets significantly impacts synchronization, regard-
less of the layer, e.g., cache coherence, atomic opera-
tions, locks. Synchronization scales much better within
a single socket, irrespective of the contention level. Sys-
tems with heavy sharing should reduce cross-socket syn-
chronization to the minimum. As we pointed out, this
is not always possible (e.g., on a multi-socket AMD
Opteron), for hardware can still induce cross-socket traf-
fic, even if sharing is explicitly restricted within a socket.
Message passing can be viewed as a way to reduce shar-
ing as it enforces partitioning of the shared data. How-
ever, it comes at the cost of lower performance (than
locks) on a few cores or low contention.

Another observation is that non-uniformity affects
scalability even within a single-socket many-core, i.e.,
synchronization on a Sun Niagara 2 scales better than
on a Tilera TILE-Gx36. Consequently, even on a single-
socket many-core such as the TILE-Gx36, a system
should reduce the amount of highly contended data to
avoid performance degradation (due to the hardware).

We also notice that each of the nine state-of-the-art
lock algorithms we evaluate performs the best on at least
one workload/platform combination. Nevertheless, if we
reduce the context of synchronization to a single socket
(either one socket of a multi-socket, or a single-socket
many-core), then our results indicate that spin locks
should be preferred over more complex locks. Complex
locks have a lower uncontested performance, a larger
memory footprint, and only outperform spin locks un-
der relatively high contention.

Finally, regarding hardware, we highlight the fact that
implementing multi-socket coherence using broadcast or
an incomplete directory (as on the Opteron) is not favor-
able to synchronization. One way to cope with this is
to employ a directory combined with an inclusive LLC,

both for intra-socket sharing and for detecting whether a
cache line is shared outside the socket.

Miscellaneous. Due to the lack of space, we had to omit
some rather interesting results. In particular, we con-
ducted our analysis on small-scale multi-sockets, i.e., a
2-socket AMD Opteron 2384 and a 2-socket Intel Xeon
X5660. Overall, the scalability trends on these platforms
are practically identical to the large-scale multi-sockets.
For instance, the cross-socket cache-coherence latencies
are roughly 1.6 and 2.7 higher than the intra-socket on
the 2-socket Opteron and Xeon, respectively. In addi-
tion, we did not include the results of the software trans-
actional memory. In brief, these results are in accor-
dance with the results of the hash table (Section 6.3),
both for locks and message passing. Furthermore, we
also considered the MonetDB [34] column-store. In
short, the behavior of the TPC-H benchmarks [42] on
MonetDB is similar to the get workload of Memcached
(Section 6.4): synchronization is not a bottleneck.

Limitations & Future Work. We cover what we be-
lieve to be the “standard” synchronization schemes and
many-core architectures used today. Nevertheless, we do
not study lock-free [19] techniques, an appealing way of
designing mutual exclusion-free data structures. There
is also a recent body of work focusing on serializing crit-
ical sections over message passing by sending requests
to a single server [18, 26]. It would be interesting to
extend our experiments to those schemes as well.

Moreover, since the beginning of the multi-core revo-
lution, power consumption has become increasingly im-
portant [8, 9]. It would be interesting to compare dif-
ferent platforms and synchronization schemes in terms
of performance per watt. Finally, to facilitate synchro-
nization, Intel has introduced the Transactional Synchro-
nization Extensions (TSX) [24] in its Haswell micro-
architecture. We will experiment with TSX in SSYNC.
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Abstract

Computer systems increasingly rely on heterogeneity
to achieve greater performance, scalability and en-
ergy efficiency. Because heterogeneous systems typi-
cally comprise multiple execution contexts with differ-
ent programming abstractions and runtimes, program-
ming them remains extremely challenging.

Dandelion is a system designed to address this pro-
grammability challenge for data-parallel applications.
Dandelion provides a unified programming model for
heterogeneous systems that span diverse execution con-
texts including CPUs, GPUs, FPGAs, and the cloud. It
adopts the .NET LINQ (Language INtegrated Query) ap-
proach, integrating data-parallel operators into general
purpose programming languages such as C# and F#. It
therefore provides an expressive data model and native
language integration for user-defined functions, enabling
programmers to write applications using standard high-
level languages and development tools.

Dandelion automatically and transparently distributes
data-parallel portions of a program to available comput-
ing resources, including compute clusters for distributed
execution and CPU and GPU cores of individual nodes
for parallel execution. To enable automatic execution of
.NET code on GPUs, Dandelion cross-compiles .NET
code to CUDA kernels and uses the PTask runtime [85]
to manage GPU execution. This paper discusses the de-
sign and implementation of Dandelion, focusing on the
distributed CPU and GPU implementation. We evaluate
the system using a diverse set of workloads.
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1 Introduction
The computing industry is experiencing a paradigm shift
to heterogeneous systems in which general-purpose pro-
cessors, specialized cores such as GPUs and FPGAs, and
the cloud are combined to achieve greater performance,
scalability and energy efficiency. Such systems typ-
ically comprise multiple execution contexts with very
different programming abstractions and runtimes: this
diversity gives rise to a number of programming chal-
lenges such as managing the complexities of archi-
tectural heterogeneity, resource scheduling, and fault-
tolerance. The need for programming abstractions and
runtimes that allow programmers to write applications
in a high-level programming language portable across a
wide range of execution contexts is increasingly urgent.

In Dandelion, we consider the research problem of
writing data-parallel applications for heterogeneous sys-
tems. Our target systems are compute clusters whose
compute nodes are equipped with multi-core CPUs and
GPUs. We envision that a typical Dandelion cluster con-
sists of a small number of moderately powerful comput-
ers. Such a cluster can easily have aggregated compute
resources of more than 100,000 cores and 10TB of mem-
ory, and represents an attractive and affordable comput-
ing platform for many demanding applications such as
large-scale machine learning and computational biology.
Our goal is to make it simple for programmers to write
high performance applications for this kind of heteroge-
neous system, leveraging all the resources available in
the system.

Dandelion provides a “single machine” abstraction:
the programmer writes sequential code in a high-level
programming language such as C# or F#, and the sys-
tem automatically executes it utilizing all the parallel
compute resources available in the execution environ-
ment. Achieving this goal requires substantial work at
many layers of the technology stack including program-
ming languages, compilers, and distributed and parallel
runtimes. Dandelion addresses two primary challenges.
First, the architectural heterogeneity of the system com-
ponents must be well encapsulated: the programming
model must remain simple and familiar while insulat-
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ing the programmer from challenges arising from the
presence of diverse execution models, memory models
and ISAs. Second, the system must integrate multiple
runtimes efficiently to enable high performance for the
overall system.

At the programming language level, the language
integration approach has enjoyed great success [101,
27, 103], and provides the most attractive high-level
programming abstraction. We use LINQ [3], a gen-
eral language integration framework, as the program-
ming model. In order to run the same code in differ-
ent architectural contexts, Dandelion introduces a new
general-purpose cross compiler framework that enables
the translation of .NET byte-code to multiple back-ends
including GPU, FPGA, and vector processors. In this
paper, we focus on our implementation for GPUs. The
FPGA backend [29] was implemented by others and re-
ported elsewhere.

At the runtime level, architectural heterogeneity de-
mands that the system’s multiple execution contexts
seamlessly interoperate and compose. We adopt the
dataflow execution model, where vertices of a graph rep-
resent computation and the edges represent data or con-
trol communication channels. Dandelion comprises sev-
eral execution engines: a distributed cluster engine, a
multi-core CPU engine, and a GPU engine. Each engine
represents its computation as a dataflow graph, and the
dataflow graphs of all the engines are composed by asyn-
chronous communication channels to form the global
dataflow graph for a Dandelion computation. Data
transfers among the execution engines are automatically
managed by Dandelion and completely transparent to
the programmer. This design offers great composabil-
ity and flexibility while making the parallelism of the
computation explicit to the runtimes.

A large number of research efforts have the same
goal as Dandelion: building scalable heterogeneous sys-
tems [58, 49, 98]. Most of these systems retrofit accel-
erators such as GPUs, FPGAs, or vector processors into
existing frameworks such as MapReduce or MPI. With
Dandelion, by contrast, we take on the task of building
a general framework for an array of execution contexts.
We believe that it is now time to take a fresh look at the
entire software stack, and Dandelion represents a step in
that direction. This paper makes the following contribu-
tions:

• The Dandelion prototype demonstrates the viability
of using a rich object-oriented programming language
as the programming abstraction for data-parallel com-
puting on heterogeneous systems.
• We build a general-purpose compiler framework that
automatically compiles a data-parallel program to run
on distributed heterogeneous systems. Multiple back-

ends including GPU and FPGA are supported. While
this framework enables the programmer to write code
in a mostly familiar way, target architectures do give
rise to some limitations on the programming model.
• We validate our design choice of treating a hetero-
geneous system as the composition of a collection of
dataflow engines. Dandelion composes three dataflow
engines: cluster, multi-core CPU, and GPU.
• We build a general purpose GPU library for a large
set of parallel operators including most of the relational
operators supported by LINQ. The library is built on
top of PTask [85], a high performance dataflow engine
for GPUs.

The remainder of this paper is organized as follows.
Section 2 introduces the programming model for Dan-
delion. Sections 3 and 4 describe the design and imple-
mentation of Dandelion, respectively. In Section 5, we
evaluate the Dandelion system using a variety of exam-
ple applications. Section 6 discusses related work and
Section 7 concludes.

2 Programming Model
To support data-parallel computation, Dandelion em-
beds a rich set of data-parallel operators using the LINQ
language integration framework. This leads to a pro-
gramming model in which the developer writes pro-
grams using a single unified programming front-end of
C# or F#. This section provides a high-level overview of
this programming model.

2.1 LINQ
LINQ is a .NET framework for language integration.
It introduces a set of declarative operators to manipu-
late collections of .NET objects. The operators are in-
tegrated seamlessly into high-level .NET programming
languages, giving developers direct access to all the
.NET libraries and user-defined application code. Col-
lections manipulated by LINQ operators can contain ob-
jects of any .NET type, making it easy to compute with
complex data such as vectors, matrices, and images.

LINQ operators perform transformations on .NET
data collections, and LINQ queries are computations
formed by composing these operators. Most LINQ op-
erators are familiar relational operators including projec-
tion (Select), filters (Where), grouping (GroupBy),
aggregation (Aggregate), and join (Join). LINQ
also supports set operations such as union (Union) and
intersection (Intersect).

The base type for a LINQ collection is
IEnumerable<T>, representing a sequence of .NET
objects of type T. LINQ also exposes a query interface
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1 IQueryable<Vector>
2 OneStep(IQueryable<Vector> vectors,
3 IQueryable<Vector> centers) {
4 return vectors
5 .GroupBy(v => NearestCenter(v, centers))
6 .Select(g => g.Aggregate((x, y) => x+y)/g.Count());
7 }
8
9 int

10 NearestCenter(Vector vector,
11 IEnumerable<Vector> centers) {
12 int minIndex = 0;
13 double minValue = Double.MaxValue;
14 int curIndex = 0;
15 foreach (Vector center in centers) {
16 double curValue = (center - vector).Norm2();
17 if (minValue > curValue) {
18 minValue = curValue;
19 minIndex = curIndex;
20 }
21 curIndex++;
22 }
23 return minIndex;
24 }

Figure 1: A simplified k-means implementation in
LINQ.

IQueryable<T> (a subtype of IEnumerable<T>)
to enable deferred execution of LINQ queries by a
custom execution provider. Dandelion is implemented
as a new execution provider that compiles LINQ queries
to run on a distributed heterogeneous system.

As an example, Figure 1 shows a simplified version of
k-means written in C#/LINQ. The k-means algorithm is
a classical clustering algorithm for dividing a collection
of vectors into k clusters. It is a simple, iterative com-
putation that repeatedly performs OneStep until some
convergence criterion is reached.

At each iteration, OneStep first groups the input
vectors vectors by their nearest center, and then com-
putes the center for each new group by computing the
average of the vectors in the group. OneStep invokes
the user-defined function NearestCenter to com-
pute the nearest center of a vector. To run k-means on a
GPU, Dandelion cross-compiles the user-defined func-
tions to CUDA and uses the resulting GPU binaries to
instantiate primitives from a library of primitives that
are common to the underlying relational algebra. These
primitives are treated in detail in Section 4.2.

2.2 Dandelion Extension

The overriding goal of Dandelion is to enable the au-
tomatic execution of programs such as the one shown
in Figure 1 on distributed heterogeneous systems with-
out any modification. Our main challenge is therefore
to preserve the LINQ/.NET programming model, rather
than designing new language features. This section de-
scribes a very small set of Dandelion specific extensions

that we believe are essential. They are integrated in the
LINQ programming model as user-defined operators and
language attributes.

Dandelion extends LINQ with three
new operators. The first operator is
source.AsDandelion(gpuType). It turns
the LINQ collection source into a Dandelion col-
lection, enabling any LINQ query using it as input to
be executed by Dandelion. For example, to run the
k-means program in Figure 1 using Dandelion, we add
a call to AsDandelion to the two inputs as follows:

vectors = vectors.AsDandelion();
centers = centers.AsDandelion();
OneStep(vectors, centers);

The argument gpuType of AsDandelion is op-
tional. It specifies the GPU type of the objects in the in-
put collection. Dandelion can improve the performance
of computations on the GPU when it knows ahead of
time that it is operating on a sequence of fixed-length
records. This argument informs the Dandelion runtime
of the record size. In k-means, the vectors are all the
same size; if we know the size is, e.g. 100, we write
AsDandelion(GPU.Array(100)). Section 4 ex-
plains how this information is used to generate a more
efficient execution plan for the GPU.

The second operator added in Dandelion is
source.DoWhile(body, cond), a do while
loop construct for iterative computations. The argu-
ments body and cond are both Dandelion query
functions, and DoWhile repeatedly executes body
until cond is false. For example, our iterative k-means
program is expressed as follows. DoWhile enables
Dandelion to ship the execution of the entire conditional
loop to the cluster or GPU, thus avoiding unnecessary
context switching.

vectors = vectors.AsDandelion();
centers = centers.AsDandelion();
centers.DoWhile(
centers => OneStep(vectors, centers),
(centers, newCenters) =>

NotConverged(centers, newCenters)
);

The third operator is source.Apply(f), which is
semantically equivalent to f(source) but its execu-
tion is deferred, along with the other LINQ operators. At
the cluster level, the input data is partitioned across the
cluster machines, and the function f is applied to each
of the partitions independently in parallel. At the ma-
chine level, the function f runs on either CPU or GPU,
depending on its implementation. The primary use of
Apply is to integrate existing CPU and GPU libraries
such as CUBLAS [78] and MKL [56] into Dandelion,
making the primitives defined in those libraries accessi-
ble at the programming API. Unlike all the other LINQ
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operators, the correct use of Apply may require that the
input data be partitioned in a certain way. The Apply
operator has overloads that allows the programmer to
specify the data partitioning of the input. Hash and range
partitioning are supported. Dandelion introduces a data
partitioning operation in the execution plan if it cannot
infer that the input is not already partitioned correctly.

Dandelion also introduces an Accelerated anno-
tation. By default, Dandelion automatically “kernelizes”
the user-defined .NET functions invoked by the LINQ
operators to run on the GPUs. However, some func-
tions may already have an existing high-performance
GPU implementation, which the developer would def-
initely like to use. In Dandelion, the developer can
add an Accelerated(dev, dll, op) attribute to
a .NET function to override the cross-compilation by
Dandelion. The annotation tells the system that the cur-
rent .NET function can be replaced by the function op in
the DLL dll on the computing device type dev. This is
similar to the .NET PInvoke and Java JNI mechanisms.

2.3 Limitations

Dandelion imposes some restrictions on programs. First,
all the user-defined functions invoked by the LINQ oper-
ators must be side-effect free, and Dandelion makes this
assumption about user programs without either static or
runtime checking. Similar systems [101, 27] we are
aware of make the same assumption.

Second, Dandelion depends on low-level GPU run-
times such as CUDA. These runtimes have very lim-
ited support for device-side dynamic memory allocation,
and even when it is supported, the performance can be
poor. Consequently, we choose not to kernelize any
.NET function that contains dynamic memory alloca-
tion, and execute such functions on CPUs. When cross-
compiling .NET code, Dandelion uses static analysis to
infer the size of .NET memory allocations in the code
and translates the fixed-size allocations to stack alloca-
tions on GPUs. In our k-means example above, Dande-
lion is able to infer the sizes for all the memory alloca-
tions in the code, given the size of the input vectors.

3 System Architecture
Figure 2 shows an architectural overview of the Dande-
lion system. There are two main components: the Dan-
delion compiler generates the execution plans and the
worker code to be run on the CPUs and GPUs of cluster
machines, and the Dandelion runtime uses the execution
plans to manage the computation on the cluster, taking
care of issues such as scheduling and distribution at mul-
tiple levels of the cluster. An execution plan describes
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Figure 2: The Dandelion system architecture.

a computation as a dataflow graph. Each vertex in the
dataflow graph represents a fragment of the computation
and the edges represent communication channels. This
section provides an overview of the system, highlighting
its key features.

3.1 Dandelion Compiler

Consider the k-means example shown in Figure 1. To
run it on a compute cluster comprising CPUs and GPUs,
the Dandelion compiler generates CUDA code, and
three levels of dataflow graphs to orchestrate the execu-
tion. In this case, Dandelion generates CUDA impleme-
nations for the NearestCenter function, along with
the other supporting functions such as Norm2 and other
vector arithmetic operators.

The first dataflow graph is at the cluster level. The
compiler applies query rewrite rules to the LINQ pro-
gram to transform it into a dataflow graph that is op-
timized for parallel execution on the distributed com-
pute substrate. At runtime, the graph is then anno-
tated, deciding on which machine each vertex should
execute, leveraging information gleaned at runtime. Be-
cause this aspect of the system is similar to existing sys-
tems [101, 103, 52] we do not elaborate on it further.

At the next level, as vertices from the cluster-level
dataflow graph are assigned to machines, they are ex-
panded into a machine-level dataflow graph describing
the execution on that machine. The system decides
which vertices are executed on GPUs. In our k-means
example, the entire computation can be offloaded to
GPU(s).

Finally, for vertices that are assigned to the GPU, a
GPU-level dataflow graph is generated to describe the
computation. It combines the CUDA-code generated
earlier with GPU code for the LINQ operators that use
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Figure 3: A global view of a Dandelion dataflow
graph.

them. Dandelion implements LINQ operators via a GPU
library consisting of a large collection of modular primi-
tives. Most of the primitives are implemented as generic
templates. For example, the primitive for Select is
parameterized by both the data type and the processing
function, which Dandelion instantiates using the cross-
compiled CUDA code. The primitives are designed for
composability: new composite primitives can be formed
from more basic ones. The library supports relational
operators and a number of well-known basic parallel op-
erators and data structures such as parallel scan (inclu-
sive and exclusive prefix sum), hash-table and sorting.

3.2 Dandelion Runtime
Figure 3 shows the three dataflow graphs, each corre-
sponding to an execution layer in the system. These
three layers together form the Dandelion runtime, and
the composition of those graphs forms the global
dataflow graph for the entire computation.

The cluster execution engine assigns vertices to avail-
able machines and distributes code and graphs, orches-
trating the computation. Each machine executes its own
dataflow graph, managing input/output and execution
threads. Vertices in the machine dataflow graph run on
either CPUs or GPUs. The execution of the GPU ver-
tices is delegated to the GPU dataflow engine; we use
PTask [85] as our GPU dataflow engine.

Dandelion manages machine-machine and CPU-GPU
data communication automatically. The compiler gen-
erates efficient serialization code for all the data types
involved in both cases. All data communication is im-
plemented using asynchronous channels.

4 Implementation
This section provides implementation details of the com-
ponents of the Dandelion system, including various lay-
ers of the compiler and runtime. Dandelion is a complex
system and it leverages a number of existing technolo-
gies that have been published elsewhere. We therefore

focus our attention mainly on the novel aspects of the
system. We continue to use the k-means example in Fig-
ure 1 as a running example.

4.1 GPU Compiler and Code Generation

A key goal of Dandelion is to enable automatic ex-
ecution on GPUs for programs written in C# or F#.
The Dandelion compiler relies on a library of generic
primitives to construct the execution plans and a cross-
compiler to translate user-defined types and lambda
functions from .NET to GPU code. This compilation
step takes .NET bytecode as input and produces CUDA
source code as output. Working at the bytecode level
allows us to handle binary-only application code.

We build our cross-compiler using the Common Com-
piler Infrastructure (CCI) [2]. CCI provides the ba-
sic mechanism of reading the bytecode from a .NET
assembly into an abstract representation (AST) that is
amenable to analysis. To perform the cross-compilation,
Dandelion maps all referenced .NET object types to
CUDA struct types, translating all the reachable .NET
methods into GPU kernel functions. For generic meth-
ods, each reachable instance is translated into a sep-
arate CUDA function. The compiler must also gen-
erate serialization and deserialization code so that ob-
jects in managed space can be translated back and
forth between C# and GPU-compatible representations
as Dandelion performs data transfers between CPU
and GPU memory. Figure 4 shows the CUDA code
generated by Dandelion for the user-defined function
NearestCenter in the k-means example. Functions
called by NearestCenter such as Norm2 are also
translated by recursively walking through the call graph.
KernelVector is the translated CUDA type for the
.NET type Vector.

While Dandelion’s cross-compiler is quite general,
there are limitations on its ability to find a usable map-
ping between .NET code and GPU code. The primary
constraint, discussed in Section 2.3, derives from the
presence of dynamic memory allocation. Dandelion
converts dynamic allocation to stack allocation in cases
where the object size can be unambiguously inferred,
and falls back to executing on the CPU when it cannot
infer the size.

Converting from dynamic (heap) allocation to stack
allocation requires Dandelion to know the allocation size
statically. Dandelion applies standard static analysis
techniques to infer the allocation size at each allocation
site. It makes three passes of the AST. The first pass col-
lects summary information for each basic block and each
assignment statement. The second pass performs type
inference and constant propagation through the code us-
ing the summary. The final pass emits the CUDA code.
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In languages such as C# and Java, array size is dy-
namic, so Dandelion will fail to convert any functions
involving array allocations. Dandelion provides an an-
notation that allows the programmer to specify the size
when the array actually has a known fixed size. For ex-
ample, the vector size in k-means is known and fixed:
annotation on the inputs of k-means enables Dandelion
to convert the entire k-means computation to run on
GPU.

A major issue with GPU computing is the difficulty
of handling variable-length records. To address this
problem, Dandelion treats a variable-length record as an
opaque byte array, coupled with metadata recording the
total size of the record and the offset of each field. In
the generated CUDA code, field accesses are converted
into kernel functions that take the byte array and meta-
data as arguments and return a properly typed CUDA
value. Such data are logically decoupled into separate
channels: records in the data channel are laid out in a
format optimal for GPU processing. To avoid destroying
that data layout, metadata are kept in a separate chan-
nel that is associated with the data channel to transfer
the metadata. Dandelion performs this transformation
for all the inputs to GPU when it generates the serial-
ization code. This enables us to automate the handling
of variable-length input records. This is a very general
scheme and works for nested data types, but the over-
head of the metadata and additional wrappers functions
can cause performance problems. Dandelion resorts to
this general mapping only when it fails to statically infer
the size of the record type.

Another important problem that Dandelion must ad-
dress is the GPU execution context for a cross-compiled
kernel function. This involves capturing all the global
variables referenced by the function and transferring
their values to GPU. When the compiler comes across
a global variable, if its value is small, the compiler just
inlines it in the generated code. If a value is large, the
compiler adds a binding in the context and uses it to ref-
erence the value in the generated code. The context is
treated as a GPU value and transferred to GPU using a
dedicated vertex in the PTask computation graph.

4.2 GPU Primitive Library

The GPU primitive library exposes a set of primitives
that are used by the Dandelion compiler to construct the
GPU dataflow graph. It also provides an API that al-
lows programmers to form new primitives by compos-
ing existing ones. The primitives exposed include low-
level building blocks (e.g., parallel scan and hash tables)
and high-level primitives for relational operators (e.g.,
GroupBy and Join).

Almost all the primitives are generic: the input/out-

1 __device__ __host__ int
2 NearestCenter(KernelVector point,
3 KernelVector *centers,
4 int centers_n) {
5 KernelVector local_6;
6 int local_0 = 0;
7 double local_1 = 1.79769313486232E+308;
8 int local_2 = 0;
9 int centers_n_idx = -1;

10 goto IL_0041;
11 {
12 IL_0018:
13 KernelVector local_3 = centers[centers_n_idx];
14 local_6 = op_Subtraction_Kernel(local_3, point);
15 double local_4 = ((double)(Norm2_Kernel(local_6)));
16 if (((local_1) > (local_4))) {
17 local_1 = local_4;
18 local_0 = local_2;
19 }
20 local_2 = ((local_2) + (1));
21 IL_0041:
22 if (((++centers_n_idx) < centers_n)) {
23 goto IL_0018;
24 }
25 goto IL_0058;
26 }
27 IL_0058:
28 return local_0;
29 }

Figure 4: CUDA code generated by the Dandelion
compiler for the C# code in the k-means workload.

put datatypes and user-defined functions are template
parameters of the primitives. When constructing GPU
dataflow graphs, the Dandelion compiler instantiates the
primitives using generated GPU datatypes and code.
This design leads to a clean separation of graph con-
struction and cross compilation. The parallelization
strategy for each operator is primarily the concern of the
primitive implementation rather than of compiler, yield-
ing a general approach to parallelization.

We again use the k-means example to illustrate the
primitives and their compositions to form new prim-
itives. Figure 5 shows the GPU dataflow graph for
k-means. Recall that the k-means LINQ query is a
GroupBy followed by an aggregation expressed as
a Select operation. A naı̈ve implementation of
this query would connect a subgraph that implements
the GroupBy with a subgraph that implements the
Select. However, as described in [100], a better ap-
proach is to fuse the aggregation with the grouping on
each input datablock. The k-means graph uses this opti-
mization.

The graph starts with a stateless incremental group-
ing primitive (grouper). Mapping the grouping oper-
ation to the parallel architecture leverages its fundamen-
tal similarity to shuffling: shuffle a block of records into
contiguous regions such that the records with the same
keys end up in the same region. To perform this op-
eration in parallel, each hardware thread reads a single
input record and writes it to the output at some offset in
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its key region. 1 Finding the output offset for each record
requires us to know the start index of each group in the
output, which in turn requires us to know the number of
groups and the number of elements in each group. The
grouper primitive computes these numbers in several
stages.

In the first stage, the buildHT primitive uses a lock-
free hash table to maintain the set of unique group keys:
each hash entry is a record containing a key and an
integer-valued group identifier, which is assigned upon
successful insertion. Each thread computes the key for a
record and attempts to insert it into the hash table. The
hash-table uses a CAS operation on hash table record
pointers to ensure that only the first attempting to insert a
particular key value will succeed; upon successful inser-
tion, we rely on atomic increment support on the GPU to
maintain the number of unique groups. The result of this
increment becomes the group identifier for a new group.
The buildHT primitive produces two outputs: the hash
table (hashtbl) and the unique key count (unq cnt).
The keymap primitive uses the hash table and the key
counts to build a map from each record in the current
input datablock to its group identifier. The hash table
and key count are then returned on back edges of the
dataflow graph to be used in subsequent invocations of
buildHT.

The groupsizes primitive then uses the output of
keymap to compute the number of elements present in
each group. It allocates an array of counters for the keys,
and each thread increments the count in the array for
an input key using the atomic increment operation. The
output of groupsizes is the array of counters, which
is used by prefixsum to compute the start offsets for
each group. The shuffle primitive then uses the off-
sets to shuffle the original input datablock. The output
of the shuffle primitive is a triple of arrays: the group
keys, the group sizes, and the records shuffled into con-
tiguous groups. When the grouper is not followed by
an aggregation, the three arrays are synthesizeed into an
object of type IEnumerable<IGrouping<K,T>>,
the return type of the LINQ GroupBy API.

When, as is the case with k-means, the grouper is
followed by an aggregator, the graph is extended with
a subgraph consisting of aggregate, accumulate,
and reduce primitives. The aggregate primitive
computes a segmented prefix scan (implemented us-
ing thrust [77]) over each shuffled datablock, produc-
ing a partial aggregated value for each group. The
accumulate primitive then accumulates those par-

1In practice, we take advantage of memory coalescing support on
the GPU by mapping each thread to multiple input records at some
fixed stride apart, but for purposes of understanding the primitives, it
suffices to think of all input records being processed in parallel, each
by a unique hardware thread.
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Figure 5: The GPU dataflow graph for the k-means
workload.

tial aggregated values over all input datablocks. The
reduce primitive produces a final aggregation value
for each group, which in k-means gives us the set of new
centers.

4.3 GPU Dataflow Engine
The primitives that compose the computation are linked
together in a dataflow graph driven by PTask, Dande-
lion’s GPU dataflow engine. PTask extends the DAG-
based dataflow execution engine described in [85] with
constructs that can be composed to express iterative
structures and data-dependent control flow; these con-
structs are required to handle cyclic dataflow and stream-
ing for Dandelion. PTask is a token model [35] dataflow
system: computations, or nodes in the graph are tasks,
whose inputs and outputs manifest as ports. Ports are
connected by channels, and data moves through chan-
nels discretized into chunks called datablocks. The
programmer codes to an API to construct graphs from
these objects, and drives the computation by pushing
and pulling datablocks to and from channels. A task
is ready for execution when all of its input ports have
available datablocks and all of its output ports have ca-
pacity. PTask multiplexes a number of threads over the
tasks in a graph, ideally mapping a unique thread to each
task, and degrading to a pool-based assignment when the
number of nodes in the graph is large. This approach al-
lows PTask to overlap data movement and computation
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for many concurrent tasks. We extended PTask with the
following abstractions to expose control flow constructs
needed by Dandelion:

ControlSignals. PTask graphs carry control signals
by annotating each datablock with a stack of control
codes. Operations that examine control codes always
examine the top of the stack. The programmer defines
arbitrary flow paths for these signals using an API to
define scope entries and scope exits, and control propa-
gation pairs. Scope entries and exits can be either ports
or channels and represent locations in the graph where a
subgraph that requires its own control signals can push
and pop control signals as datablocks enter and leave the
subgraph. PTask additionally supports an API for defin-
ing actions that occur in response to control signals ob-
served at scope entries and exits. Control propagation
pairs connect ports: the control code stack observed on
a datablock received at the first port, will be propagated
in its entirety to the datablock at the second port (or to
the next one that is bound to the second port). Exam-
ples of control signals include BEGIN/END-STREAM
for streaming and BEGIN/END-ITERATION for it-
eration. In the k-means example described above,
BEGIN/END-STREAM control signals are used exten-
sively to enable stateful primitives to emit output only
when all the input datablocks have been processed, and
scope entries and exits are used to enable composition of
stateful primitives.

MultiPort. A MultiPort is a specialized input port
that can be connected to multiple (prioritized) input
channels. If a datablock is available on any of the in-
put channels, the MultiPort will dequeue it, preferring
the highest priority channel if many are ready. Dande-
lion relies heavily on MultiPorts to support cyclic con-
structs and to allow primitives to unambiguously choose
amongst input datablocks when they may be available
on both forward and back channels bound to a port.

PredicatedChannel. PredicatedChannelsare used to
define conditional routing for datablocks. A Predicat-
edChannel allows a datablock to pass through it only
if the predicate holds for the datablock. In general,
the predicate function is a programmer-supplied call-
back, but we provide common predicates for prede-
fined control signals such as BEGIN/END-STREAM
and BEGIN/END-ITERATION. For example, in the k-
means graph from Figure 5, the forward and back chan-
nels labelled acc and accnt are predicated such that
the forward channels block any datablocks that do not
have an END-STREAM control signal, while the back
channels do the converse: as a result, the accumulate
primitive produces an output datablock only when all in-
put datablocks have been processed upstream.

InitializerChannel. An InitializerChannel provides a
pre-defined initial value datablock. InitializerChannels

can be predicated similarly to PredicatedChannels: they
are always ready, except when the predicate fails. Initial-
izerChannels simplify construction of sub-graphs where
the initial iteration of a loop requires an initial value that
is difficult to supply through an externally exposed chan-
nel. InitializerChannels are convenient for providing
seed values for stateful primitives and for avoiding the
proliferation of channels exposed to the runtime: their
primary use is to provide initial values in response to
control signals. For example, in the k-means graph, the
unq cnt and hashtbl inputs are InitializerChannel-
swith predicates that allow them to produce a new ini-
tial value only when a BEGIN-STREAM control signal
is observed on a datablock received at the in(p,c) in-
put to buildHT. This enables the grouper primitive
to create new hash table and unique key count blocks
for each distinct stream of datablocks without requiring
synchronous intervention from the runtime to reset the
primitives to an initial state.

IteratorPort. An IteratorPort is a port responsible
for maintaining iteration state and propagating control
signals when iterations begin and end. An Iterator-
Port maintains a list of ports within its scope, which
are signaled when iteration state changes. An Iterator-
Port also propagates BEGIN/END-ITERATION con-
trol signals along programmer-defined control propaga-
tion paths, which in combination with backward/forward
PredicatedChannels can conditionally route data either
back to the top for another iteration, or forward in the
graph when a loop completes. IteratorPorts can use call-
backs to implement arbitrary iterators, or select from a
handful of pre-defined functions, such as integer-valued
loop induction variables.

Collectively, these constructs allow us to implement
rich control flow constructs and iteration in PTask.
The routing decisions for datablocks are by construc-
tion always made locally, so scheduling and resource-
management for tasks remain conceptually simple.

Our goal with Dandelion is to bring GPUs to general-
purpose programs, which in turn implies some kind of
OS multiplexing of the machine between multiple appli-
cations. PTask, as originally envisioned, proposes OS-
level abstractions for building and managing dataflow
graphs that perform heterogeneous computations: in re-
turn for expressing computations as a graph, the user
gets an environment where the OS can make (potentially
best-effort) guarantees about fairness and isolation in the
presence of multiple computations, as well as minimal
(or zero-) copy data movement as data are shared dy-
namically across devices that may have disjoint or in-
coherent memory spaces. Due to lack of direct PTask
support in Windows, we rely on a user-mode implemen-
tation of PTask. However, we hold that a production im-
plementation of Dandelion would rely on OS-level sup-
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port from a kernel-mode PTask implementation to en-
sure that local machine resources are well-multiplexed
across concurrent computations that share the cluster.

4.4 Cluster Dataflow Engine

Dandelion can run in two modes on a compute cluster.
When it runs on a large cluster where fine grained fault
tolerance matters, it uses the Dryad dataflow execution
engine. In this design, the output of a vertex is written to
disk files so transient failures can be recovered by vertex
re-execution using its disk inputs. However, for our main
target platform of relatively small clusters of powerful
machines with GPUs, we favor a different design that
attempts to maximize performance. We therefore built
a new distributed dataflow engine called Moxie that al-
lows the entire computation to stay in memory when the
aggregate cluster memory is sufficient. Disk I/O is only
needed at the very beginning (to load the input) and at
the very end (to write the result). Similarly to Spark’s
RDD [103], Moxie holds intermediate data in memory
and can checkpoint them to disk. The high-level archi-
tecture of Moxie is similar to Dryad and YARN [1]. A
Moxie job consists of an application master and a col-
lection of containers, all running on the compute nodes
of a cluster. The application master is responsible for as-
signing tasks to the containers which perform the actual
computations. Below we highlight some of the impor-
tant features of Moxie.

First, Moxie aggressively caches in memory datasets
(including intermediate data) that will be used multi-
ple times in a single job. This is especially important
for applications involving iterative computations such as
k-means or PageRank that would otherwise reload the
same large input for each iteration. Each container main-
tains a cache. A cached value is exposed as a .NET col-
lection, but it could be stored either in the CPU mem-
ory or the GPU memory. A cache entry is reference-
counted and is removed when its reference count reaches
0. When there is memory pressure, Moxie automatically
detects it and spills some of the cached datasets to disk.
To maximize the benefits of caching, the Moxie applica-
tion master tries to assign a vertex to the container where
its input was generated and possibly cached in memory.
This allows us to reuse the cached objects by pointer
passing. In the event that the input of a vertex is in a
remote cache, Moxie uses TCP to transfer the data from
the remote memory to the current container.

Second, Moxie uses asynchronous checkpoints to
support coarse-grained fault tolerance. Moxie selec-
tively checkpoints the intermediate results that it con-
siders to be important to protect. For example, Moxie
may choose to protect the output of an expensive task.
In the current implementation, Moxie creates a check-

point for the outputs of every iteration of the DoWhile
operator. Any failure would trigger the re-execution of
all the unprotected upstream tasks. The checkpointing is
asynchronous so it does not introduce unnecessary syn-
chronization barriers in the execution. Checkpoints are
stored in a distributed fault tolerant file system.

4.5 Machine Dataflow Engine

The machine dataflow engine manages the computa-
tions on a compute node. Each vertex of its dataflow
graph represents a unit of computation that can always
be executed on CPU and possibly on GPU. For ver-
tices running on CPU, the dataflow engine schedules
and parallelizes them to execute on the multiple CPU
cores. Dandelion contains a new multi-core implemen-
tation of LINQ operators that substantially outperforms
PLINQ [4] for the kind of data intensive workloads we
are interested in. To run a vertex on GPU, it dispatches
the computation to the GPU dataflow engine described
in Section 4.3.

Asynchronous channels are created to transfer data
between the CPU and GPU memory spaces. In general
Dandelion tries to discover a well-balanced chunk size
for input and output streams, and will dynamically ad-
just the chunk size to attempt to overlap stream I/O with
compute. The presence of a GPU substrate can compli-
cate this effort for a number of reasons. First since PCI
express transfer latency is non-linear in the transfer size,
latencies for larger transfers are more easily amortized.
Second, some primitives may be unable to handle dis-
cretized views of input streams for some inputs. For ex-
ample the hash join implementation from our primitive
library assumes that the outer relation is not streamed
while the inner relation may be. This requires that prim-
itives be able to interact dynamically with readers and
writers on channels connecting local dataflow graphs to
the global graph, and in some cases all the input for a
particular channel must be accumulated before a transfer
can be initiated between GPU and CPU memory spaces
and GPU side computation can begin.

5 Evaluation

In this section, we evaluate Dandelion in both single-
machine and distributed cluster environments. We com-
pare the performance of the sequential LINQ implemen-
tation shipped in .NET against Dandelion using only
multiple CPU cores and Dandelion using GPUs to of-
fload parallel work. Additionally, to provide perspective
on the quality of Dandelion’s generated code and query
plans, we compare the performance of Dandelion’s k-
means on a single machine against a number of hand
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benchmark small medium large description
k-means k:10, N :20, M :106 k:10, N :20, M :106 k:80, N :40, M :106 k-means: M N -dim points→ k clusters
pagerank P :100k L:20 P :500k L:20 P :1m L:20 page rank: P pages, L links per page
skyserver O:105 N :106 O:105 N :107 O:105 N :5x107 skyserver Q18 [102]: O objects, N neighbors
black-scholes P:105 P:106 P:107 option pricing: P prices
terasort R:106 R:107 R:108 sort R 100-byte records [5]
decision tree R:105, A:100 R:106, A:100 R:105, A:1000 ID3 decision trees R records, A attributes
bm25f D:218 D:219 D:220 search engine ranking [104], D documents

Table 1: Benchmarks used to evaluate Dandelion. For skyserver, and pagerank, inputs for the single-machine
experiments are synthesized to match the profile of the cluster scale inputs. For bm25f, inputs are drawn
from [19].

Configuration
Processor 2×Intel Xeon E5-2630 2.30GHz
CPU Cores 12 (2 threads per core)
L1 32 KB i + 32 KB d per core
L2 unified 256 KB per core
L3 15MB
Memory 256 GB
GPU 1 × NVIDIA Tesla K20M
GPU cores 13 SMs→ 2496 cores per GPU
GPU Memory 5 GB GDDR5
GPU Engine user-mode PTask, CUDA 5.0
OS Windows Server 2008 R2 64-bit
Network Mellanox ConnectX-3 10 Gigabit Ethernet

Table 2: Machine and platform parameters for all
experiments.

tuned C#, C++, and CUDA implementations. Table 1
provides a summary of benchmarks and inputs used in
the evaluation, while machine and platform parameters
are detailed in Table 2.

5.1 Single Machine Performance

In this section we consider the performance of Dande-
lion running on a single host with a multi-core CPU
and one GPU. Figure 6 shows speedups over sequen-
tial LINQ (labelled LINQ), Dandelion using only CPU
parallelism (labelled Dandelion-M), and two versions of
Dandelion using only GPU parallelism. The first (la-
belled Dandelion) represents the Dandelion default con-
figuration. The second (labelled Dandelion-H) reflects
the performance of Dandelion with additional hints, pro-
vided with annotations, about expected dataset sizes. In
all cases, we measure wall-clock time, which for the
GPU case, includes serialization and de-serialization of
C# objects as well as PCI transfer latencies incurred
moving data to and from the GPU memory.

In its default configuration, Dandelion is generally
able to outperform parallel CPU dandelion: the geo-
metric mean across all benchmarks for Dandelion-M is
3.1×, while the GPU dandelion sees 6.1× and 6.4× for

the default and hint-based variants respectively. Because
serialization and PCI transfer costs are fundamental in
any GPU offload system we do not report device-only
execution times; however, it is worth noting that if we
neglect such costs, the geometric mean speedup of Dan-
delion over all benchmarks is over 30×.

The Dandelion-H data demonstrate that memory man-
agement and transfer overheads are a first order concern:
additional speedup is available if the runtime has some
hints to help it avoid memory allocation and PCI trans-
fers. Device-side memory allocations force the GPU
driver to synchronize with the host, eliminating the run-
time’s ability to hide data transfer latencies with GPU
execution. However dynamic memory allocation is a re-
quirement in many of our benchmarks. For example, a
group-by operation must compute the number of groups
before allocating downstream buffers for those groups.
Pooling of datablocks, the PTask encapsulation of GPU
buffers, can mostly eliminate device memory allocation
on the critical path: PTask adopts a strategy similar to the
Linux slab allocator to provision in advance for such dy-
namic allocations. However, because PTask’s pools are
sized heuristically, the runtime may still need to perform
memory allocation at GPU dispatch time if pools are
poorly sized for the workload. The Dandelion-H vari-
ant shown in Figure 6 shows the performance achiev-
able when block pools are sized to avoid critical-path al-
locations. The improvements enabled by this optimiza-
tion range from under 1% to 20% over Dandelion in its
default configuration, with a geometric mean across all
benchmarks of 8.9%. We do not consider the need for
such hints fundamental to Dandelion: this need could
be eliminated by fully virtualizing all of GPU memory
within PTask. We leave this virtualization effort as fu-
ture work; in the current prototype, we use annotation to
communicate such hints to the runtime.

While Dandelion is performance profitable over se-
quential and multi-core CPUs, the extent of that prof-
itability depends heavily on the ratio of arithmetic com-
putation to memory access, as illustrated by the perfor-
mance of PageRank. In LINQ, PageRank is expressed
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Figure 6: The speedup over sequential CPU (LINQ) of parallel CPU (Dandelion-M), GPU enabled (Dandelion)
and GPU enabled with memory allocation hints (Dandelion-H) versions of Dandelion, for different workloads
and input data sizes.

using join, groupby and select, where the key extractor
and join predicates are very simple computations, mak-
ing it a mostly memory-bound workload on the GPU.
Nonetheless, while Dandelion PageRank performance
on the GPU is modest compared to the other bench-
marks, it still improves over sequential implementations
by a geometric mean of 2.9× over all the input sizes. Be-
cause Dandelion’s join implementation is a hash join, the
performance of the GPU version has some sensitivity to
the size of the outer relation. Our lock-free GPU hash-
table manages its own memory allocation for hash ta-
ble entries to avoid relying on the performance-sapping
CUDA malloc implementation; however, we do fall
back to CUDA malloc under heavy memory pressure,
which occurs with the large input, explaining a drop off
from 3.2× to 2.44× moving from the medium to large
input. We believe this performance loss can be ame-
liorated with better heuristics for provisioning our hash-
table sub-allocator.

5.2 K-means in depth
In this section we compare the performance of 15 imple-
mentations of k-means across 3 different input sizes to
provide a detailed characterization the trade-offs in per-
formance and developer effort for Dandelion relative to
more familiar tool-chains such as C++, C#, as well as a
GPU-specific tool-chain: CUDA. Table 3 describes the
implementations, characterizes them in terms of imple-
mentation difficulty (a subjective estimate based on the
level of architectural expertise required of the program-
mer for each implementation), the number of lines of
code, as well as the speedup of each over the sequential
C++ implementation. Figure 7 plots the speedups over

C++ for the medium size input only; other input sizes
show the same trend.

The number of CUDA implementations illustrates the
range of optimization strategies that any performance-
hungry CUDA programmer must explore, and provides
a backdrop against which to consider the performance
of the GPU code generated by Dandelion. A typical
CUDA optimization effort must consider multiple spe-
cialized low-latency memories, such as constant and
shared, and hard-to-manage optimizations like memory
coalescing [79]. To ensure we characterize this space
with reasonable fidelity, we implement CUDA versions
of k-means that represent a cross-product of these strate-
gies: in Table 3, only those that illustrate an impor-
tant performance delta are represented. Similar to Sec-
tion 5.1, we evaluate Dandelion in both default and hint-
driven configurations.

The data illustrate that Dandelion provides a com-
pelling fraction of the available performance for min-
imal programmer effort, out-performing sequential na-
tive managed code by 45×, 56×, and beating multi-
threaded C# (using 24 cores) by 4×, simultaneously re-
ducing the number of lines of code required to express
the workload by 10×, 4.9×, and 12.4× respectively.
Performance of the CUDA implementations varies dra-
matically across input sizes: an optimization strategy ef-
fective for one input may be ineffective for another (e.g.
the constant memory optimization does little to improve
the cuda-ro variant for the small input but provides a
dramatic benefit for the medium input because the L1
GPU cache is able to provide the same reduction in ef-
fective memory latency). In general, the most effective
optimization is the arrangement of input data to pro-
mote memory coalescing (which for k-means can be rea-
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Figure 7: The speedup over sequential C++ for vari-
ous hand-optimized implementations and the Dande-
lion implementation of k-means, shown only for the
“medium” input, as the trend across other input sizes
is similar. Speedups are shown in logarithmic scale -
higher is better.

sonably understood as arranging input vectors column-
major instead row-major), followed closely by the abil-
ity to leverage the GPU shared memory.

All these optimizations require programmer exper-
tise, and all of the hand-optimized CUDA versions re-
quire 20× more lines of code to express than Dande-
lion. However, Dandelion’s generated implementation
provides performance that we consider to be a reason-
able fraction of that achieved by the hand-optimized im-
plementations, ranging from 2× to 6.7×, 1.6× to 2.8×,
and 2.8× to 7× slower for the small, medium, and large
inputs respectively. With the benefit of memory alloca-
tion hints, Dandelion is able to make up much of the re-
maining performance gaps, coming within a factor of 1.9
of the best-case hand-optimized CUDA for the medium
input. Finally, we believe that many of these optimiza-
tions can be automated in the future in Dandelion (see
the Automatable column in Table 3). For example,
LINQ collections are immutable, giving the Dandelion
compiler the flexibility to place them in GPU constant
memory when a collection is small enough.

5.3 Distributed Performance

In this section we consider the performance of Dande-
lion running on a small GPU cluster of 10 machines. The
primary objective is to evaluate the effectiveness of GPU
offloading in a distributed setting. Similar to our single
machine evaluation, we first take an in-depth look at the
performance of a single benchmark, k-means, and then
report on the overall system performance of Dandelion
by comparing Dandelion running with the GPU against
Dandelion running single-threaded and multi-threaded
without the GPU.

Table 4 details the benchmarks. There are four

experiment data
k-means 1B 40-dimensional points, 120 centers. 152.7 GB.
PageRank CatB ClueWeb dataset, 14.5 GB.
SkyServer SkyServer datasets. 53.6 GB .
Terasort 500M 10-byte keys, 100-byte records. 50 GB.

Table 4: Input sizes for distributed experiments.
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Figure 8: k-means performance comparison against
DryadLINQ and Dandelion-M.

benchmarks: k-means, PageRank, SkyServer and Sort.
For PageRank, the input dataset is the “Category B”
dataset of the widely used ClueWeb09 datasets. Sky-
Server is the most time consuming query (Q18) from
the Sloan Digital Sky Survey database [44]. Terasort
is a general-purpose sort running on 50GB of Terasort
records, evenly partitioned over the 10 machines. The
benchmarks were originally written for CPU; running
them on Dandelion required no modification beyond the
AsDandelion() extension discussed in Section 2.2.

K-means. Figure 8 compares the k-means perfor-
mance of Dandelion against DryadLINQ and two vari-
ants of Dandelion. Dandelion-S and Dandelion-M both
use the Dandelion distributed execution engine but run
the vertex code using single threaded and multi-threaded
CPU LINQ implementations respectively. In this exper-
iment, we run one iteration of k-means. The evalua-
tion shows that Dandelion with GPU has the best perfor-
mance, approximately 5× and 3.9× faster than the base
system DryadLINQ and our CPU variant Dandelion-M
respectively. Since DryadLINQ and Dandelion-M use
a very similar CPU execution engines, we attribute the
speedup gained by Dandelion-M over DryadLINQ to
two factors: a) keeping the data in memory and using
TCP for data transfer as opposed to disk file based com-
munication and b) a bigger constant job startup/exit costs
of DryadLINQ. While the performance gain from using
GPU is quite good, it is significantly less than the single
machine case. We attribute it to the overhead associ-
ated to distributed execution. For example, in this exper-
iment, the input data need to be read from disk files, de-
serialized to CPU memory, and then transferred to GPU
memory.
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Speedup over sequential C++
Name Description Difficulty Automatable LOC Small Medium Large
C++ sequential C++, CPU easy 491 1.0 1.0 1.0
LINQ sequential LINQ, CPU easy 38 0.2 0.26 0.24
Dandelion-M parallel LINQ, CPU easy 38 0.5 0.56 0.64
C# sequential C#, CPU easy 186 0.7 0.8 0.78
C#-mt parallel C#, 24 cores moderate 473 3.64 9.88 6.66
cuda basic CUDA moderate 651 15.8 71.4 45.6
cuda-S CUDA + shared memory hard yes 781 25.8 81.4 49.6
cuda-ro CUDA + constant memory moderate yes 668 17.1 114.6 62.7
cuda-roS CUDA + const + shared mem hard yes 815 30.7 125.3 70.8
cuda-C CUDA coalesced mem access moderate maybe 731 38.9 104.1 83.6
cuda-CS CUDA + coalesced + shared hard no 874 41.6 81.22 77.5
cuda-roC CUDA + coalesced + const moderate no 757 46.0 70.6 112.7
cuda-roCS CUDA + coalesced + const + shared hard no 909 50.8 60.2 102.5
Dandelion dandelion default configuration easy 38 7.7 45.2 16.6
Dandelion-H dandelion, memalloc hints moderate no 42 14.4 66.2 28.8

Table 3: Comparison of different implementations of k-means, in terms of difficulty of implementation, lines
of code and speedup over C++ CPU variant. The Difficulty and Automatable columns represent our subjective
appraisal of the level of programming challenge and whether or not a the set of GPU optimizations could be
applied automatically by the Dandelion compiler.
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Figure 9: The performance of 5 steps k-means.

We next evaluate the k-means performance of Dan-
delion running five iterations (Figure 9), which make
the benefits of caching datasets in memory apparent:
Dandelion-M outperforms DryadLINQ by more than
2×. The speedup is primarily due to the effective use
of caching to avoid reading the points dataset from disk
at every iteration as DryadLINQ does. Dandelion with
the GPU gives a further factor of 2×. The GPU speedup
is less than in the single iteration evaluation, largely be-
cause garbage collection of PTask datablocks and graph
structures between iterations introduces some synchro-
nization.

We use the k-means benchmark to measure Dande-
lion’s scalability by varying the size of the inputs. Fig-
ure 10 shows the performance of one step k-means on
two datasets. We observe that the total running time is
roughly proportional to the size of the input.

Overall system performance. Figure 11 shows
the overall system performance of Dandelion on the
four benchmarks, comparing runtime on the 10-machine
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Figure 10: k-means data scaling

name Dandelion-S Dandelion-M Dandelion
kmeans-5x 10033s 723s 153s
PageRank-5x 272s 257s 190s
SkyServer 421s 126s 229s
Terasort 243s 101s 79s

Figure 11: Overall system performance

cluster using a single thread per machine (Dandelion-
S), all 24 cores (Dandelion-M), and using GPUs (Dan-
delion). For k-means and PageRank, the computations
is for 5 iterations. The data show that while Dande-
lion is able to improve performance using parallel hard-
ware in all cases, the end-to-end speedup can erode sig-
nificantly due to I/O. Moreover, the degree to which
GPU parallelism is profitable relative to CPU parallelism
varies significantly as a function of Dandelion’s ability
to hide data marshalling, transfer, and memory manage-
ment latencies with device-side execution. For example,
Dandelion is able to achieve 65.6× and 4.7× speedups
over Dandelion-S and Dandelion-M for k-means not just
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because the computation is overwhelmingly compute-
bound, but because of its modest state requirements:
only the centers list must remain in GPU memory ( 230K
for the problem size reported here), while the points
list can be streamed through GPU memory freely. This
property combines with abundant GPU compute, to en-
able Dandelion to effectively hide almost all serializa-
tion costs and PCI transfer costs.

In contrast, SkyServer is in many respects a worst-
case workload for Dandelion due to unmaskable mar-
shalling costs and memory managment overheads. Sky-
Server features two joins, implemented in Dandelion
as GPU hash joins which require one relation to be
fully present in memory while the other relation may be
streamed. This places the serialization from C# objects
to GPU memory for one relation on the critical path. In-
termediate state required for the computation is large rel-
ative to GPU memory, forcing PTask to perform frequent
garbage collection to avoid exhaustion of GPU memory.
In the SkyServer executions reported in Table 11, GPU
memory pressure resulted in over 100 GC sweeps. The
result is that Dandelion-M, which enjoys no serializa-
tion costs and abundant CPU memory, is 1.8× faster
for SkyServer. We argue that while some marshalling
overheads are imposed by our design, their performance
impact can be dramatically reduced through engineer-
ing effort. By contrast, memory management overheads
are imposed by the hardware. While our cluster com-
prises latest-generation GPU and CPU hardware, nodes
in our cluster have over 50× more CPU memory than
GPU memory. Our experience with Dandelion suggests
that for GPUs to be more generally applicable to more
“big-data” workloads, a better balance of GPU to CPU
memory is necessary, regardless of whether such sys-
tems rely on front-end programming and runtime sys-
tems like Dandelion.

6 Related work

General-purpose GPU computing. The research com-
munity has focused considerable effort on the problem
of general-purpose programming interfaces for GPUs
and other specialized hardware [6, 62, 84, 28, 34]. GPU
frameworks such as CUDA [79], OpenCL [63], and
others [88, 17, 71, 22, 48, 94] provide rich front-end
programming models, specific to the underlying par-
allel GPU architecture. Dandelion, provides a high-
level managed programming model that generalizes well
across diverse execution environments and exposes the
programmer to comparatively little architectural detail.

OS-support for GPUs and peripherals The Dande-
lion prototype relies on user-mode PTask, making OS-
level support a largely orthogonal concern. A production
implementation of Dandelion could benefit significantly

from kernel- or hypervisor-level support for GPUs to
enable fairness and/or isolation guarantees [85, 47] in
the presence of cluster sharing, or to optimize data
movement with demand-driven data movement to the
GPU [89] or with zero-copy I/O [36].

Dataflow and streaming. execution directly in hard-
ware. Click [65], CODE2 [76], and P-RIO [68] pro-
vide graph-based programming models but do not gen-
eralize across diverse hardware. Self/star [42] and
Dryad [57] are graph-based programming models for
distributed execution, the latter of which is extended by
DryadLINQ [101] to support LINQ. Dandelion provides
the same programming abstraction over a cluster of het-
erogeneous compute nodes: DryandLINQ can use only
CPUs. Dandelion’s support for caching of intermediate
data in RAM is similar to the RDDs used in Spark [103].

FFPF [20] provides support for compiling code writ-
ten in different languages such as FPL [32, 31] and
Ruler [54] to heterogeneous targets, composing the re-
sult in a graph-like structure. Dandelion shares many
basic objectives and similarly relies on dataflow to ad-
dress heterogeneity; however, Dandelion targets GPU-
based clusters and general-purpose computations, mak-
ing the application and execution domains quite differ-
ent. FFPF later evolved into Streamline [37], which
details I/O optimizations and front-end programming
model techniques that could benefit Dandelion’s GPU
engine, PTask, significantly. PTask requires a program-
mer (or the Dandelion compiler) to construct dataflow
graphs explicitly through API calls, while Streamline
enables a much more compact and easily encapsulated
graph construction front end that manipulates graph ob-
jects through the file system interface. PTask imple-
ments many of the copy-minimization techniques de-
scribed by FFPF and Streamline, however the presence
of disjoint, non-coherent memory spaces required to tar-
get GPUs requires a coherence protocol not required by
these systems.

GPUs and Dataflow. StreamIt [93] and Di-
rectShow [67] support graph-based parallelism.
OmpSs [23], Hydra [96], and PTask [85] all provide
a graph-based dataflow programming models for of-
floading tasks across heterogeneous devices. IDEA [33]
extends PTask to support cyclic and iterative graph
structures required to efficiently support relational
operators on GPUs. Liquid Metal [55] and Lime [9]
are programming platforms for heterogeneous targets
such as systems comprising CPUs and FGPAs. Lime’s
filters, and I/O containers allow a computation to be
expressed as a pipeline. Flextream [53] is compilation
framework for synchronous dataflow models that
dynamically adapts applications to FPGA, GPU, or
CPU target architectures, and Flextream applications
are represented as a graph. Unlike these systems,
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Dandelion does not directly expose the graph-based
execution model. Extending dataflow systems to
support iteration [21, 40, 70, 75] or incremental iterative
computation [72, 41, 73, 74] is an active research
area. Dandelion provides front support for expressing
iteration that it maps to the control flow constructs in
PTask.

Front-end programming models Many systems pro-
vide GPU support in a high-level language: C++ [45],
Java [99, 8, 81, 24], Matlab [7, 80], Python [25, 64].
While some go beyond simple GPU API bindings, and
provide support for compiling the high-level language
to GPU code, none have Dandelion’s cluster-scale sup-
port; unlike Dandelion, all expose the underlying de-
vice abstraction. Merge [66] provides a high-level lan-
guage based on MapReduce that transparently chooses
amongst implementations dynamically, it is targeted at
a single machine unlike Dandelion. Many workloads
we evaluate have enjoyed research attention in a single-
machine GPU context [39, 60] or cluster-scale GPU
implementations [86], using GPU programming frame-
works directly; Dandelion represents a new level of pro-
grammability for such platforms and workloads.

Dandelion explores an automatic parallelization prob-
lem that has challenged the research community for
decades, and in its current form, relies entirely on
language-level support in .NET for relational algebra via
LINQ to identify code regions that may be safely paral-
lelized. Liszt’s [38] static meshes, Halide’s [82] coor-
dinate spaces, and Legion’s [16] logical regions provide
runtimes and compilers with similar leverage for identi-
fying automatically parallelizable code: all enable high-
level programs to be parallelized and compiled to differ-
ent target architectures. All define new front-end pro-
gramming models and language, while Dandelion relies
on model and language support that have been present
in production tool-chains. Moreover, Liszt, Halide, and
Legion all rely on static schedules: Dandelion supports
dynamic scheduling and dynamic re-targeting of com-
putations based on the available resources at each node
in a heterogeneous cluster.

Scheduling and Execution engines for heteroge-
neous processors. Scheduling for heterogeneous sys-
tems is an active research area: systems such as
PTask [85], TimeGraph [61] and others [95] focus on
eliminating destructive performance interference in the
presence of GPU sharing. Maestro [90] also shares
GPUs but focuses on task decomposition, automatic data
transfer, and auto-tuning of dynamic execution parame-
ters in some cases. Sun et al. [91] share GPUs using task
queuing. Others focus on making sure that both the CPU
and GPU can be shared [59], on sharing CPUs from mul-
tiple (heterogeneous) computers [14, 15], or on schedul-
ing on multiple (heterogeneous) CPU cores [18, 13].

Several systems [69, 46] automatically choose whether
to send jobs to the CPU or GPU [11, 12, 10, 30, 87],
others focus on support for scheduling in the presence
of heterogeneity in a cluster [23]. Several systems con-
sider support a MapReduce primitive on GPUs, taking
care of scheduling the various tasks and moving data in
and out of memory [49, 26, 97]. The same abstraction
can be extended to a cluster of machines with CPUs and
GPUS [58]. This work was later improved with better
scheduling [83]. Teodoro et al. describe a runtime that
accelerates the analysis of microscopy image data sets
on GPU-CPU clusters [92]. Like Dandelion, the result-
ing system relies on task-level dataflow to map the ap-
plication to a heterogeneous platform, and requires sup-
port for cyclic structures in the di-graphs that express the
image-processing pipeline; unlike Dandelion the sys-
tem is absent the front-end language support enabling
a programmer to express the application in a high-level,
declarative language.

Relational Algebra on GPUs The Thrust [77] library,
included with CUDA, offers some higher level opera-
tions like reduces, sorts, or prefix sums. Dandelion uses
the sort and scan primitives from Thrust library in sev-
eral higher-level relational primitives. Others have ex-
plored primitives for supporting GPU-based relational
algebra [51, 50] and database operations [43], with em-
phasis on optimization and performance for operations
over a very limited set of data types (primitive types).

7 Conclusion
Heterogeneous systems have entered the mainstream of
computing. The adoption of these systems by the de-
veloper community hinges on their programmability. In
Dandelion, we take on the ambitious goal to address
this challenge for data-parallel applications on hetero-
geneous clusters.

Dandelion is a research prototype under active devel-
opment. The design goal of Dandelion is to build a com-
plete, high performance system for a small to medium
sized cluster of powerful machines with GPUs. We be-
lieve that there are a lot of potential applications of such
a system, in particular in the areas of machine learning
and computational biology. We plan to continue to in-
vestigate the applicability of Dandelion across a broader
range of workloads in the future.

8 Acknowledgements
We thank Igor Ostrovsky for sharing his GPU Kernel-
izer work, which served as a starting point for our cross-
compiler. We thank Herman Venter and Mike Barnett
for answering CCI related questions. Thanks also to the
SOSP review committee and our shepherd Herbert Bos
for valuable feedback.

63



References
[1] Apache YARN. http://hadoop.apache.

org/docs/current/hadoop-yarn/
hadoop-yarn-site/YARN.html.

[2] The CCI project.
http://cciast.codeplex.com/.

[3] The LINQ project.
http://msdn.microsoft.com/en-us/
library/vstudio/bb397926.aspx.

[4] The PLINQ project.
http://msdn.microsoft.com/en-us/
library/dd460688.aspx.

[5] Sort benchmark home page.
http://sortbenchmark.org/.

[6] IBM 709 electronic data-processing system: ad-
vance description. I.B.M., White Plains, NY,
1957.

[7] Matlab plug-in for CUDA. https://
developer.nvidia.com/matlab-cuda,
2007.

[8] JCuda: Java bindings for CUDA. http:
//www.jcuda.org/jcuda/JCuda.html,
2012.

[9] J. S. Auerbach, D. F. Bacon, P. Cheng, and R. M.
Rabbah. Lime: a java-compatible and synthesiz-
able language for heterogeneous architectures. In
OOPSLA, 2010.

[10] C. Augonnet, J. Clet-Ortega, S. Thibault, and
R. Namyst. Data-Aware Task Scheduling on
Multi-Accelerator based Platforms. In 16th Inter-
national Conference on Parallel and Distributed
Systems, Shangai, Chine, Dec. 2010.

[11] C. Augonnet and R. Namyst. StarPU: A Uni-
fied Runtime System for Heterogeneous Multi-
core Architectures.

[12] C. Augonnet, S. Thibault, R. Namyst, and M. Ni-
jhuis. Exploiting the Cell/BE Architecture with
the StarPU Unified Runtime System. In SAMOS
’09, pages 329–339, 2009.
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Abstract
Large-scale data analytics frameworks are shifting to-
wards shorter task durations and larger degrees of paral-
lelism to provide low latency. Scheduling highly parallel
jobs that complete in hundreds of milliseconds poses a
major challenge for task schedulers, which will need to
schedule millions of tasks per second on appropriatema-
chines while offering millisecond-level latency and high
availability. We demonstrate that a decentralized, ran-
domized sampling approach provides near-optimal per-
formance while avoiding the throughput and availability
limitations of a centralized design. We implement and
deploy our scheduler, Sparrow, on a 110-machine clus-
ter and demonstrate that Sparrow performs within 12%
of an ideal scheduler.

1 Introduction
Today’s data analytics clusters are running ever shorter
and higher-fanout jobs. Spurred by demand for lower-
latency interactive data processing, efforts in re-
search and industry alike have produced frameworks
(e.g., Dremel [12], Spark [26], Impala [11]) that stripe
work across thousands of machines or store data in
memory in order to analyze large volumes of data in
seconds, as shown in Figure 1. We expect this trend to
continue with a new generation of frameworks target-
ing sub-second response times. Bringing response times
into the 100ms range will enable powerful new appli-
cations; for example, user-facing services will be able
to run sophisticated parallel computations, such as lan-
guage translation and highly personalized search, on a
per-query basis.
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Figure 1: Data analytics frameworks can analyze
large volumes of data with ever lower latency.

Jobs composed of short, sub-second tasks present a
difficult scheduling challenge. These jobs arise not only
due to frameworks targeting low latency, but also as a
result of breaking long-running batch jobs into a large
number of short tasks, a technique that improves fair-
ness and mitigates stragglers [17]. When tasks run in
hundreds of milliseconds, scheduling decisions must be
made at very high throughput: a cluster containing ten
thousand 16-core machines and running 100ms tasks
may require over 1 million scheduling decisions per
second. Scheduling must also be performed with low
latency: for 100ms tasks, scheduling delays (includ-
ing queueing delays) above tens of milliseconds repre-
sent intolerable overhead. Finally, as processing frame-
works approach interactive time-scales and are used in
customer-facing systems, high system availability be-
comes a requirement. These design requirements differ
from those of traditional batch workloads.
Modifying today’s centralized schedulers to support

sub-second parallel tasks presents a difficult engineer-
ing challenge. Supporting sub-second tasks requires
handling two orders of magnitude higher throughput
than the fastest existing schedulers (e.g., Mesos [8],
YARN [16], SLURM [10]); meeting this design require-
ment would be difficult with a design that schedules and
launches all tasks through a single node. Additionally,
achieving high availability would require the replication
or recovery of large amounts of state in sub-second time.
This paper explores the opposite extreme in the design

space: we propose scheduling from a set of machines
that operate autonomously and without centralized or
logically centralized state. A decentralized design offers
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attractive scaling and availability properties. The system
can support more requests by adding additional sched-
ulers, and if a scheduler fails, users can direct requests to
an alternate scheduler. The key challenge with a decen-
tralized design is providing response times comparable
to those provided by a centralized scheduler, given that
concurrently operating schedulers may make conflicting
scheduling decisions.
We present Sparrow, a stateless distributed scheduler

that adapts the power of two choices load balancing tech-
nique [14] to the domain of parallel task scheduling.
The power of two choices technique proposes schedul-
ing each task by probing two random servers and placing
the task on the server with fewer queued tasks. We intro-
duce three techniques to make the power of two choices
effective in a cluster running parallel jobs:
Batch Sampling: The power of two choices performs
poorly for parallel jobs because job response time is sen-
sitive to tail task wait time (because a job cannot com-
plete until its last task finishes) and tail wait times remain
high with the power of two choices. Batch sampling
solves this problem by applying the recently developed
multiple choices approach [18] to the domain of parallel
job scheduling. Rather than sampling for each task indi-
vidually, batch sampling places the m tasks in a job on
the least loaded of d ·m randomly selected worker ma-
chines (for d > 1). We demonstrate analytically that, un-
like the power of two choices, batch sampling’s perfor-
mance does not degrade as a job’s parallelism increases.
Late Binding: The power of two choices suffers from
two remaining performance problems: first, server queue
length is a poor indicator of wait time, and second, due
to messaging delays, multiple schedulers sampling in
parallel may experience race conditions. Late binding
avoids these problems by delaying assignment of tasks
to worker machines until workers are ready to run the
task, and reduces median job response time by as much
as 45% compared to batch sampling alone.
Policies and Constraints: Sparrow uses multiple
queues on worker machines to enforce global policies,
and supports the per-job and per-task placement con-
straints needed by analytics frameworks. Neither pol-
icy enforcement nor constraint handling are addressed
in simpler theoretical models, but both play an impor-
tant role in real clusters [21].
We have deployed Sparrow on a 110-machine clus-

ter to evaluate its performance. When scheduling TPC-
H queries, Sparrow provides response times within 12%
of an ideal scheduler, schedules with median queueing
delay of less than 9ms, and recovers from scheduler fail-
ures in less than 120ms. Sparrow provides low response
times for jobs with short tasks, even in the presence
of tasks that take up to 3 orders of magnitude longer.
In spite of its decentralized design, Sparrow maintains

aggregate fair shares, and isolates users with different
priorities such that a misbehaving low priority user in-
creases response times for high priority jobs by at most
40%. Simulation results suggest that Sparrow will con-
tinue to perform well as cluster size increases to tens
of thousands of cores. Our results demonstrate that dis-
tributed scheduling using Sparrow presents a viable al-
ternative to centralized scheduling for low latency, par-
allel workloads.

2 Design Goals
This paper focuses on fine-grained task scheduling for
low-latency applications.
Low-latency workloads have more demanding

scheduling requirements than batch workloads do,
because batch workloads acquire resources for long pe-
riods of time and thus require infrequent task scheduling.
To support a workload composed of sub-second tasks,
a scheduler must provide millisecond-scale scheduling
delay and support millions of task scheduling decisions
per second. Additionally, because low-latency frame-
works may be used to power user-facing services, a
scheduler for low-latency workloads should be able to
tolerate scheduler failure.
Sparrow provides fine-grained task scheduling, which

is complementary to the functionality provided by clus-
ter resource managers. Sparrow does not launch new
processes for each task; instead, Sparrow assumes that
a long-running executor process is already running on
each worker machine for each framework, so that Spar-
row need only send a short task description (rather than
a large binary) when a task is launched. These execu-
tor processes may be launched within a static portion
of a cluster, or via a cluster resource manager (e.g.,
YARN [16], Mesos [8], Omega [20]) that allocates re-
sources to Sparrow along with other frameworks (e.g.,
traditional batch workloads).
Sparrow also makes approximations when scheduling

and trades off many of the complex features supported
by sophisticated, centralized schedulers in order to pro-
vide higher scheduling throughput and lower latency. In
particular, Sparrow does not allow certain types of place-
ment constraints (e.g., “my job should not be run on ma-
chines where User X’s jobs are running”), does not per-
form bin packing, and does not support gang scheduling.
Sparrow supports a small set of features in a way that

can be easily scaled, minimizes latency, and keeps the
design of the system simple. Many applications run low-
latency queries frommultiple users, so Sparrow enforces
strict priorities or weighted fair shares when aggregate
demand exceeds capacity. Sparrow also supports basic
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constraints over job placement, such as per-task con-
straints (e.g. each task needs to be co-resident with in-
put data) and per-job constraints (e.g., all tasks must be
placed on machines with GPUs). This feature set is simi-
lar to that of the Hadoop MapReduce scheduler [23] and
the Spark [26] scheduler.

3 Sample-Based Scheduling for
Parallel Jobs

A traditional task scheduler maintains a complete view
of which tasks are running on which worker machines,
and uses this view to assign incoming tasks to avail-
able workers. Sparrow takes a radically different ap-
proach: many schedulers operate in parallel, and sched-
ulers do not maintain any state about cluster load. To
schedule a job’s tasks, schedulers rely on instantaneous
load information acquired from worker machines. Spar-
row’s approach extends existing load balancing tech-
niques [14, 18] to the domain of parallel job scheduling
and introduces late binding to improve performance.

3.1 Terminology and job model
We consider a cluster composed ofworker machines that
execute tasks and schedulers that assign tasks to worker
machines. A job consists of m tasks that are each allo-
cated to a worker machine. Jobs can be handled by any
scheduler. Workers run tasks in a fixed number of slots;
we avoid more sophisticated bin packing because it adds
complexity to the design. If a worker machine is as-
signed more tasks than it can run concurrently, it queues
new tasks until existing tasks release enough resources
for the new task to be run. We use wait time to describe
the time from when a task is submitted to the sched-
uler until when the task begins executing and service
time to describe the time the task spends executing on
a worker machine. Job response time describes the time
from when the job is submitted to the scheduler until
the last task finishes executing. We use delay to describe
the total delay within a job due to both scheduling and
queueing.We compute delay by taking the difference be-
tween the job response time using a given scheduling
technique, and job response time if all of the job’s tasks
had been scheduled with zero wait time (equivalent to
the longest service time across all tasks in the job).
In evaluating different scheduling approaches, we as-

sume that each job runs as a single wave of tasks. In
real clusters, jobs may run as multiple waves of tasks
when, for example,m is greater than the number of slots
assigned to the user; for multiwave jobs, the scheduler
can place some early tasks on machines with longer
queueing delay without affecting job response time.

We assume a single wave job model when we evalu-
ate scheduling techniques because single wave jobs are
most negatively affected by the approximations involved
in our distributed scheduling approach: even a single
delayed task affects the job’s response time. However,
Sparrow also handles multiwave jobs.

3.2 Per-task sampling

Sparrow’s design takes inspiration from the power of
two choices load balancing technique [14], which pro-
vides low expected task wait times using a stateless, ran-
domized approach. The power of two choices technique
proposes a simple improvement over purely random as-
signment of tasks to worker machines: place each task
on the least loaded of two randomly selected worker
machines. Assigning tasks in this manner improves ex-
pected wait time exponentially compared to using ran-
dom placement [14].1
We first consider a direct application of the power of

two choices technique to parallel job scheduling. The
scheduler randomly selects two worker machines for
each task and sends a probe to each, where a probe is
a lightweight RPC. The worker machines each reply to
the probe with the number of currently queued tasks, and
the scheduler places the task on the worker machine with
the shortest queue. The scheduler repeats this process for
each task in the job, as illustrated in Figure 2(a).We refer
to this application of the power of two choices technique
as per-task sampling.
Per-task sampling improves performance compared to

random placement but still performs 2! or more worse
than an omniscient scheduler.2 Intuitively, the problem
with per-task sampling is that a job’s response time is
dictated by the longest wait time of any of the job’s tasks,
making average job response time much higher (and also
much more sensitive to tail performance) than average
task response time. We simulated per-task sampling and
random placement in cluster composed of 10,000 4-core
machines with 1ms network round trip time. Jobs ar-
rive as a Poisson process and are each composed of 100
tasks. The duration of a job’s tasks is chosen from the
exponential distribution such that across jobs, task du-
rations are exponentially distributed with mean 100ms,
but within a particular job, all tasks are the same du-

1More precisely, expected task wait time using random placement
is 1/(1" ρ), where ρ represents load. Using the least loaded of d
choices, wait time in an initially empty system over the first T units

of time is upper bounded by ∑∞i=1 ρ
di"d
d"1 +o(1) [14].

2 The omniscient scheduler uses a greedy scheduling algorithm
based on complete information about which worker machines are busy.
For each incoming job, the scheduler places the job’s tasks on idle
workers, if any exist, and otherwise uses FIFO queueing.
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Figure 2: Placing a parallel, two-task job. Batch sampling outperforms per-task sampling because tasks are
placed in the least loaded of the entire batch of sampled queues.
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Figure 3: Comparison of scheduling techniques in a
simulated cluster of 10,000 4-core machines running
100-task jobs.

ration.3 As shown in Figure 3, response time increases
with increasing load, because schedulers have less suc-
cess finding free machines on which to place tasks. At
80% load, per-task sampling improves performance by
over 3! compared to random placement, but still results
in response times equal to over 2.6! those offered by a
omniscient scheduler.

3.3 Batch sampling
Batch sampling improves on per-task sampling by shar-
ing information across all of the probes for a particular
job. Batch sampling is similar to a technique recently
proposed in the context of storage systems [18]. With
per-task sampling, one pair of probes may have gotten
unlucky and sampled two heavily loaded machines (e.g.,
Task 1 in Figure 2(a)), while another pair may have got-
ten lucky and sampled two lightly loaded machines (e.g,
Task 2 in Figure 2(a)); one of the two lightly loaded ma-
chines will go unused. Batch sampling aggregates load

3 We use this distribution because it puts the most stress on our
approximate, distributed scheduling technique. When tasks within a
job are of different duration, the shorter tasks can have longer wait
times without affecting job response time.

information from the probes sent for all of a job’s tasks,
and places the job’s m tasks on the least loaded of all the
worker machines probed. In the example shown in Fig-
ure 2, per-task sampling places tasks in queues of length
1 and 3; batch sampling reduces the maximum queue
length to 2 by using both workers that were probed by
Task 2 with per-task sampling.
To schedule using batch sampling, a scheduler ran-

domly selects dm worker machines (for d # 1). The
scheduler sends a probe to each of the dm workers; as
with per-task sampling, each worker replies with the
number of queued tasks. The scheduler places one of the
job’s m tasks on each of the m least loaded workers. Un-
less otherwise specified, we use d = 2; we justify this
choice of d in §7.9.
As shown in Figure 3, batch sampling improves per-

formance compared to per-task sampling. At 80% load,
batch sampling provides response times 0.73! those
with per-task sampling. Nonetheless, response times
with batch sampling remain a factor of 1.92!worse than
those provided by an omniscient scheduler.

3.4 Problems with sample-based schedul-
ing

Sample-based techniques perform poorly at high load
due to two problems. First, schedulers place tasks based
on the queue length at worker nodes. However, queue
length provides only a coarse prediction of wait time.
Consider a case where the scheduler probes two work-
ers to place one task, one of which has two 50ms tasks
queued and the other of which has one 300ms task
queued. The scheduler will place the task in the queue
with only one task, even though that queue will result
in a 200ms longer wait time. While workers could re-
ply with an estimate of task duration rather than queue
length, accurately predicting task durations is notori-
ously difficult. Furthermore, almost all task duration es-
timates would need to be accurate for such a technique
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to be effective, because each job includes many parallel
tasks, all of which must be placed on machines with low
wait time to ensure good performance.
Sampling also suffers from a race condition where

multiple schedulers concurrently place tasks on a worker
that appears lightly loaded [13]. Consider a case where
two different schedulers probe the same idle worker ma-
chine, w, at the same time. Since w is idle, both sched-
ulers are likely to place a task on w; however, only one
of the two tasks placed on the worker will arrive in an
empty queue. The queued task might have been placed
in a different queue had the corresponding scheduler
known that w was not going to be idle when the task
arrived.

3.5 Late binding
Sparrow introduces late binding to solve the aforemen-
tioned problems. With late binding, workers do not re-
ply immediately to probes and instead place a reserva-
tion for the task at the end of an internal work queue.
When this reservation reaches the front of the queue, the
worker sends an RPC to the scheduler that initiated the
probe requesting a task for the corresponding job. The
scheduler assigns the job’s tasks to the first m workers
to reply, and replies to the remaining (d" 1)m workers
with a no-op signaling that all of the job’s tasks have
been launched. In this manner, the scheduler guarantees
that the tasks will be placed on the m probed workers
where they will be launched soonest. For exponentially-
distributed task durations at 80% load, late binding pro-
vides response times 0.55! those with batch sampling,
bringing response time to within 5% (4ms) of an omni-
scient scheduler (as shown in Figure 3).
The downside of late binding is that workers are

idle while they are sending an RPC to request a new
task from a scheduler. All current cluster schedulers
we are aware of make this tradeoff: schedulers wait to
assign tasks until a worker signals that it has enough
free resources to launch the task. In our target set-
ting, this tradeoff leads to a 2% efficiency loss com-
pared to queueing tasks at worker machines. The frac-
tion of time a worker spends idle while requesting tasks
is (d ·RTT)/(t + d ·RTT) (where d denotes the num-
ber of probes per task, RTT denotes the mean network
round trip time, and t denotes mean task service time). In
our deployment on EC2 with an un-optimized network
stack, mean network round trip time was 1 millisecond.
We expect that the shortest tasks will complete in 100ms
and that scheduler will use a probe ratio of no more than
2, leading to at most a 2% efficiency loss. For our tar-
get workload, this tradeoff is worthwhile, as illustrated
by the results shown in Figure 3, which incorporate net-
work delays. In environments where network latencies

and task runtimes are comparable, late binding will not
present a worthwhile tradeoff.

3.6 Proactive Cancellation
When a scheduler has launched all of the tasks for a par-
ticular job, it can handle remaining outstanding probes
in one of two ways: it can proactively send a cancel-
lation RPC to all workers with outstanding probes, or
it can wait for the workers to request a task and reply
to those requests with a message indicating that no un-
launched tasks remain. We use our simulation to model
the benefit of using proactive cancellation and find that
proactive cancellation reduces median response time by
6% at 95% cluster load. At a given load ρ , workers are
busy more than ρ of the time: they spend ρ proportion of
time executing tasks, but they spend additional time re-
questing tasks from schedulers. Using cancellation with
1ms network RTT, a probe ratio of 2, and with tasks that
are an average of 100ms long reduces the time work-
ers spend busy by approximately 1%; because response
times approach infinity as load approaches 100%, the
1% reduction in time workers spend busy leads to a no-
ticeable reduction in response times. Cancellation leads
to additional RPCs if a worker receives a cancellation for
a reservation after it has already requested a task for that
reservation: at 95% load, cancellation leads to 2% ad-
ditional RPCs. We argue that the additional RPCs are a
worthwhile tradeoff for the improved performance, and
the full Sparrow implementation includes cancellation.
Cancellation helps more when the ratio of network de-
lay to task duration increases, so will become more im-
portant as task durations decrease, and less important as
network delay decreases.

4 Scheduling Policies and Con-
straints

Sparrow aims to support a small but useful set of poli-
cies within its decentralized framework. This section
describes support for two types of popular scheduler
policies: constraints over where individual tasks are
launched and inter-user isolation policies to govern the
relative performance of users when resources are con-
tended.

4.1 Handling placement constraints
Sparrow handles two types of constraints, per-job and
per-task constraints. Such constraints are commonly re-
quired in data-parallel frameworks, for instance, to run
tasks on a machine that holds the task’s input data
on disk or in memory. As mentioned in §2, Sparrow
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does not support many types of constraints (e.g., inter-
job constraints) supported by some general-purpose re-
source managers.
Per-job constraints (e.g., all tasks should be run on

a worker with a GPU) are trivially handled at a Spar-
row scheduler. Sparrow randomly selects the dm candi-
date workers from the subset of workers that satisfy the
constraint. Once the dm workers to probe are selected,
scheduling proceeds as described previously.
Sparrow also handles jobs with per-task constraints,

such as constraints that limit tasks to run on machines
where input data is located. Co-locating tasks with input
data typically reduces response time, because input data
does not need to be transferred over the network. For
jobs with per-task constraints, each task may have a dif-
ferent set of machines on which it can run, so Sparrow
cannot aggregate information over all of the probes in
the job using batch sampling. Instead, Sparrow uses per-
task sampling, where the scheduler selects the two ma-
chines to probe for each task from the set of machines
that the task is constrained to run on, along with late
binding.
Sparrow implements a small optimization over per-

task sampling for jobs with per-task constraints. Rather
than probing individually for each task, Sparrow shares
information across tasks when possible. For example,
consider a case where task 0 is constrained to run in
machines A, B, and C, and task 1 is constrained to run
on machines C, D, and E. Suppose the scheduler probed
machines A and B for task 0, which were heavily loaded,
and probed machines C and D for task 1, which were
both idle. In this case, Sparrow will place task 0 on ma-
chine C and task 1 on machine D, even though both ma-
chines were selected to be probed for task 1.
Although Sparrow cannot use batch sampling for jobs

with per-task constraints, our distributed approach still
provides near-optimal response times for these jobs, be-
cause even a centralized scheduler has only a small num-
ber of choices for where to place each task. Jobs with
per-task constraints can still use late binding, so the
scheduler is guaranteed to place each task on whichever
of the two probed machines where the task will run
sooner. Storage layers like HDFS typically replicate data
on three different machines, so tasks that read input data
will be constrained to run on one of three machines
where the input data is located. As a result, even an
ideal, omniscient scheduler would only have one addi-
tional choice for where to place each task.

4.2 Resource allocation policies
Cluster schedulers seek to allocate resources accord-
ing to a specific policy when aggregate demand for re-
sources exceeds capacity. Sparrow supports two types of

policies: strict priorities andweighted fair sharing. These
policies mirror those offered by other schedulers, includ-
ing the Hadoop Map Reduce scheduler [25].
Many cluster sharing policies reduce to using strict

priorities; Sparrow supports all such policies by main-
taining multiple queues on worker nodes. FIFO, earliest
deadline first, and shortest job first all reduce to assign-
ing a priority to each job, and running the highest pri-
ority jobs first. For example, with earliest deadline first,
jobs with earlier deadlines are assigned higher priority.
Cluster operators may also wish to directly assign pri-
orities; for example, to give production jobs high prior-
ity and ad-hoc jobs low priority. To support these poli-
cies, Sparrow maintains one queue for each priority at
each worker node. When resources become free, Spar-
row responds to the reservation from the highest prior-
ity non-empty queue. This mechanism trades simplicity
for accuracy: nodes need not use complex gossip proto-
cols to exchange information about jobs that are waiting
to be scheduled, but low priority jobs may run before
high priority jobs if a probe for a low priority job ar-
rives at a node where no high priority jobs happen to
be queued. We believe this is a worthwhile tradeoff: as
shown in §7.8, this distributed mechanism provides good
performance for high priority users. Sparrow does not
currently support preemption when a high priority task
arrives at a machine running a lower priority task; we
leave exploration of preemption to future work.
Sparrow can also enforce weighted fair shares. Each

worker maintains a separate queue for each user, and
performs weighted fair queuing [6] over those queues.
This mechanism provides cluster-wide fair shares in ex-
pectation: two users using the same worker will get
shares proportional to their weight, so by extension, two
users using the same set of machines will also be as-
signed shares proportional to their weight. We choose
this simple mechanism because more accurate mecha-
nisms (e.g., Pisces [22]) add considerable complexity;
as we demonstrate in §7.7, Sparrow’s simple mechanism
provides near-perfect fair shares.

5 Analysis
Before delving into our experimental evaluation,we ana-
lytically show that batch sampling achieves near-optimal
performance, regardless of the task duration distribu-
tion, given some simplifying assumptions. Section 3
demonstrated that Sparrow performs well, but only un-
der one particular workload; this section generalizes
those results to all workloads. We also demonstrate that
with per-task sampling, performance decreases expo-
nentially with the number of tasks in a job, making it
poorly suited for parallel workloads.
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n Number of servers in the cluster
ρ Load (fraction non-idle workers)
m Tasks per job
d Probes per task
t Mean task service time

ρn/(mt) Mean request arrival rate

Table 1: Summary of notation.
Random Placement (1"ρ)m

Per-Task Sampling (1"ρd)m

Batch Sampling ∑d·mi=m(1"ρ)iρd·m"i
!d·m

i
"

Table 2: Probability that a job will experience zero
wait time under three different scheduling tech-
niques.

To analyze the performance of batch and per-task
sampling, we examine the probability of placing all tasks
in a job on idle machines, or equivalently, providing zero
wait time. Quantifying how often our approach places
jobs on idle workers provides a bound on how Sparrow
performs compared to an optimal scheduler.
We make a few simplifying assumptions for the pur-

pose of this analysis. We assume zero network delay, an
infinitely large number of servers, and that each server
runs one task at a time. Our experimental evaluation
shows results in the absence of these assumptions.
Mathematical analysis corroborates the results in §3

demonstrating that per-task sampling performs poorly
for parallel jobs. The probability that a particular task is
placed on an idle machine is one minus the probability
that all probes hit busy machines: 1"ρd (where ρ rep-
resents cluster load and d represents the probe ratio; Ta-
ble 1 summarizes notation). The probability that all tasks
in a job are assigned to idle machines is (1" ρd)m (as
shown in Table 2) because all m sets of probes must hit
at least one idle machine. This probability decreases ex-
ponentially with the number of tasks in a job, rendering
per-task sampling inappropriate for scheduling parallel
jobs. Figure 4 illustrates the probability that a job expe-
riences zero wait time for both 10 and 100-task jobs, and
demonstrates that the probability of experiencing zero
wait time for a 100-task job drops to < 2% at 20% load.
Batch sampling can place all of a job’s tasks on idle

machines at much higher loads than per-task sampling.
In expectation, batch sampling will be able to place all
m tasks in empty queues as long as d # 1/(1"ρ). Cru-
cially, this expression does not depend on the number
of tasks in a job (m). Figure 4 illustrates this effect: for
both 10 and 100-task jobs, the probability of experienc-
ing zero wait time drops from 1 to 0 at 50% load.4

4With the larger, 100-task job, the drop happens more rapidly be-
cause the job uses more total probes, which decreases the variance in
the proportion of probes that hit idle machines.
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Figure 5: Probability that a job will experience zero
wait time in a system of 4-core servers.

Our analysis thus far has consideredmachines that can
run only one task at a time; however, today’s clusters
typically feature multi-core machines. Multicore ma-
chines significantly improve the performance of batch
sampling. Consider a model where each server can run
up to c tasks concurrently. Each probe implicitly de-
scribes load on c processing units rather than just one,
which increases the likelihood of finding an idle process-
ing unit on which to run each task. To analyze perfor-
mance in a multicore environment, we make two simpli-
fying assumptions: first, we assume that the probability
that a core is idle is independent of whether other cores
on the same machine are idle; and second, we assume
that the scheduler places at most 1 task on each machine,
even if multiple cores are idle (placing multiple tasks on
an idle machine exacerbates the “gold rush effect” where
many schedulers concurrently place tasks on an idle ma-
chine). Based on these assumptions, we can replace ρ in
Table 2 with ρc to obtain the results shown in Figure 5.
These results improve dramatically on the single-core
results: for batch sampling with 4 cores per machine and
100 tasks per job, batch sampling achieves near perfect
performance (99.9% of jobs experience zero wait time)
at up to 79% load. This result demonstrates that, under
some simplifying assumptions, batch sampling performs
well regardless of the distribution of task durations.
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Figure 6: Frameworks that use Sparrow are decom-
posed into frontends, which generate tasks, and ex-
ecutors, which run tasks. Frameworks schedule jobs
by communicating with any one of a set of distributed
Sparrow schedulers. Sparrow node monitors run on
each worker machine and federate resource usage.

6 Implementation
We implemented Sparrow to evaluate its performance
on a cluster of 110 Amazon EC2 virtual machines. The
Sparrow code, including scripts to replicate our exper-
imental evaluation, is publicly available at http://
github.com/radlab/sparrow.

6.1 System components
As shown in Figure 6, Sparrow schedules from a dis-
tributed set of schedulers that are each responsible for
assigning tasks to workers. Because Sparrow does not
require any communication between schedulers, arbi-
trarily many schedulers may operate concurrently, and
users or applications may use any available scheduler
to place jobs. Schedulers expose a service (illustrated in
Figure 7) that allows frameworks to submit job schedul-
ing requests using Thrift remote procedure calls [1].
Thrift can generate client bindings in many languages,
so applications that use Sparrow for scheduling are not
tied to a particular language. Each scheduling request in-
cludes a list of task specifications; the specification for a
task includes a task description and a list of constraints
governing where the task can be placed.
A Sparrow node monitor runs on each worker, and

federates resource usage on the worker by enqueu-
ing reservations and requesting task specifications from
schedulers when resources become available. Node
monitors run tasks in a fixed number of slots; slots can
be configured based on the resources of the underlying
machine, such as CPU cores and memory.
Sparrow performs task scheduling for one or more

concurrently operating frameworks. As shown in Fig-
ure 6, frameworks are composed of long-lived frontend
and executor processes, a model employed by many
systems (e.g., Mesos [8]). Frontends accept high level

Application 
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reserve time 
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time 

queue time 
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taskComplete() 
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Figure 7: RPCs (parameters not shown) and timings
associated with launching a job. Sparrow’s external
interface is shown in bold text and internal RPCs are
shown in grey text.

queries or job specifications (e.g., a SQL query) from ex-
ogenous sources (e.g., a data analyst, web service, busi-
ness application, etc.) and compile them into parallel
tasks for execution on workers. Frontends are typically
distributed over multiple machines to provide high per-
formance and availability. Because Sparrow schedulers
are lightweight, in our deployment, we run a scheduler
on each machine where an application frontend is run-
ning to ensure minimum scheduling latency.
Executor processes are responsible for executing

tasks, and are long-lived to avoid startup overhead such
as shipping binaries or caching large datasets in memory.
Executor processes for multiple frameworksmay run co-
resident on a single machine; the node monitor federates
resource usage between co-located frameworks. Spar-
row requires executors to accept a launchTask()
RPC from a local node monitor, as shown in Figure 7;
Sparrow uses the launchTask() RPC to pass on the
task description (opaque to Sparrow) originally supplied
by the application frontend.

6.2 Spark on Sparrow
In order to test Sparrow using a realistic workload,
we ported Spark [26] to Sparrow by writing a Spark
scheduling plugin. This plugin is 280 lines of Scala
code, and can be found at https://github.com/
kayousterhout/spark/tree/sparrow.
The execution of a Spark query begins at a Spark

frontend, which compiles a functional query definition
into multiple parallel stages. Each stage is submitted as
a Sparrow job, including a list of task descriptions and
any associated placement constraints. The first stage is
typically constrained to execute on machines that con-
tain input data, while the remaining stages (which read
data shuffled or broadcasted over the network) are un-
constrained. When one stage completes, Spark requests
scheduling of the tasks in the subsequent stage.
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6.3 Fault tolerance
Because Sparrow schedulers do not have any logically
centralized state, the failure of one scheduler does not af-
fect the operation of other schedulers. Frameworks that
were using the failed scheduler need to detect the failure
and connect to a backup scheduler. Sparrow includes a
Java client that handles failover between Sparrow sched-
ulers. The client accepts a list of schedulers from the ap-
plication and connects to the first scheduler in the list.
The client sends a heartbeat message to the scheduler it
is using every 100ms to ensure that the scheduler is still
alive; if the scheduler has failed, the client connects to
the next scheduler in the list and triggers a callback at the
application. This approach allows frameworks to decide
how to handle tasks that were in-flight during the sched-
uler failure. Some frameworks may choose to ignore
failed tasks and proceed with a partial result; for Spark,
the handler instantly relaunches any phases that were in-
flight when the scheduler failed. Frameworks that elect
to re-launch tasks must ensure that tasks are idempotent,
because the task may have been partway through execu-
tion when the scheduler died. Sparrow does not attempt
to learn about in-progress jobs that were launched by the
failed scheduler, and instead relies on applications to re-
launch such jobs. Because Sparrow is designed for short
jobs, the simplicity benefit of this approach outweighs
the efficiency loss from needing to restart jobs that were
in the process of being scheduled by the failed scheduler.
While Sparrow’s design allows for scheduler failures,

Sparrow does not provide any safeguards against rogue
schedulers. A misbehaving scheduler could use a larger
probe ratio to improve performance, at the expensive of
other jobs. In trusted environments where schedulers are
run by a trusted entity (e.g., within a company), this
should not be a problem; in more adversarial environ-
ments, schedulers may need to be authenticated and rate-
limited to prevent misbehaving schedulers from wasting
resources.
Sparrow does not handle worker failures, as discussed

in §8, nor does it handle the case where the entire clus-
ter fails. Because Sparrow does not persist scheduling
state to disk, in the event that all machines in the clus-
ter fail (for example, due to a power loss event), all jobs
that were in progress will need to be restarted. As in the
case when a scheduler fails, the efficiency loss from this
approach is minimal because jobs are short.

7 Experimental Evaluation
We evaluate Sparrow using a cluster composed of 100
worker machines and 10 schedulers running on Ama-
zon EC2. Unless otherwise specified, we use a probe
ratio of 2. First, we use Sparrow to schedule tasks for

a TPC-H workload, which features heterogeneous an-
alytics queries. We provide fine-grained tracing of the
overhead that Sparrow incurs and quantify its perfor-
mance in comparison with an ideal scheduler. Second,
we demonstrate Sparrow’s ability to handle scheduler
failures. Third, we evaluate Sparrow’s ability to isolate
users from one another in accordance with cluster-wide
scheduling policies. Finally, we perform a sensitivity
analysis of key parameters in Sparrow’s design.

7.1 Performance on TPC-H workload

We measure Sparrow’s performance scheduling queries
from the TPC-H decision support benchmark. The TPC-
H benchmark is representative of ad-hoc queries on busi-
ness data, which are a common use case for low-latency
data parallel frameworks.
Each TPC-H query is executed using Shark [24],

a large scale data analytics platform built on top of
Spark [26]. Shark queries are compiled into multiple
Spark stages that each trigger a scheduling request using
Sparrow’s submitRequest() RPC. Tasks in the first
stage are constrained to run on one of three machines
holding the task’s input data, while tasks in remaining
stages are unconstrained. The response time of a query
is the sum of the response times of each stage. Because
Shark is resource-intensive, we use EC2 high-memory
quadruple extra large instances, which each have 8 cores
and 68.4GB of memory, and use 4 slots on each worker.
Ten different users launch random permutations of the
TPC-H queries to sustain an average cluster load of 80%
for a period of approximately 15 minutes. We report re-
sponse times from a 200 second period in the middle
of the experiment; during the 200 second period, Spar-
row schedules over 20k jobs that make up 6.2k TPC-H
queries. Each user runs queries on a distinct denormal-
ized copy of the TPC-H dataset; each copy of the data set
is approximately 2GB (scale factor 2) and is broken into
33 partitions that are each triply replicated in memory.
The TPC-H query workload has four qualities repre-

sentative of a real cluster workload. First, cluster utiliza-
tion fluctuates around the mean value of 80% depending
on whether the users are collectively in more resource-
intensive or less resource-intensive stages. Second, the
stages have different numbers of tasks: the first stage has
33 tasks, and subsequent stages have either 8 tasks (for
reduce-like stages that read shuffled data) or 1 task (for
aggregation stages). Third, the duration of each stage is
non-uniform, varying from a few tens of milliseconds to
several hundred. Finally, the queries have a mix of con-
strained and unconstrained scheduling requests: 6.2k re-
quests are constrained (the first stage in each query) and
the remaining 14k requests are unconstrained.
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Figure 8: Response times for TPC-H queries using
different placement stategies. Whiskers depict 5th
and 95th percentiles; boxes depict median, 25th, and
75th percentiles.

To evaluate Sparrow’s performance, we compare
Sparrow to an ideal scheduler that always places all tasks
with zero wait time, as described in §3.1. To compute the
ideal response time for a query, we compute the response
time for each stage if all of the tasks in the stage had been
placed with zero wait time, and then sum the ideal re-
sponse times for all stages in the query. Sparrow always
satisfies data locality constraints; because the ideal re-
sponse times are computed using the service times when
Sparrow executed the job, the ideal response time as-
sumes data locality for all tasks. The ideal response time
does not include the time needed to send tasks to worker
machines, nor does it include queueing that is inevitable
during utilization bursts, making it a conservative lower
bound on the response time attainable with a centralized
scheduler.
Figure 8 demonstrates that Sparrow outperforms al-

ternate techniques and provides response times within
12% of an ideal scheduler. Compared to randomly as-
signing tasks to workers, Sparrow (batch sampling with
late binding) reduces median query response time by 4–
8! and reduces 95th percentile response time by over
10!. Sparrow also reduces response time compared to
per-task sampling (a naı̈ve implementation based on the
power of two choices): batch sampling with late bind-
ing provides query response times an average of 0.8!
those provided by per-task sampling. Ninety-fifth per-
centile response times drop by almost a factor of two
with Sparrow, compared to per-task sampling. Late bind-
ing reduces median query response time by an average
of 14% compared to batch sampling alone. Sparrow also
provides good absolute performance: Sparrow provides
median response times just 12% higher than those pro-
vided by an ideal scheduler.
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7.2 Deconstructing performance
To understand the components of the delay that Spar-
row adds relative to an ideal scheduler, we deconstruct
Sparrow scheduling latency in Figure 9. Each line cor-
responds to one of the phases of the Sparrow schedul-
ing algorithm depicted in Figure 7. The reserve time
and queue times are unique to Sparrow—a centralized
scheduler might be able to reduce these times to zero.
However, the get task time is unavoidable: no matter the
scheduling algorithm, the scheduler will need to ship the
task to the worker machine.

7.3 How do task constraints affect perfor-
mance?

Sparrow provides good absolute performance and im-
proves over per-task sampling for both constrained and
unconstrained tasks. Figure 10 depicts the delay for con-
strained and unconstrained stages in the TPC-H work-
load using both Sparrow and per-task sampling. Sparrow
schedules with a median of 7ms of delay for jobs with
unconstrained tasks and a median of 14ms of delay for
jobs with constrained tasks; because Sparrow cannot ag-
gregate information across the tasks in a job when tasks
are constrained, delay is longer. Nonetheless, even for
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submitting queries to a 100-node cluster. Node 1 suf-
fers from a scheduler failure at 20 seconds.

constrained tasks, Sparrow provides a performance im-
provement over per-task sampling due to its use of late
binding.

7.4 How do scheduler failures impact job
response time?

Sparrow provides automatic failover between schedulers
and can failover to a new scheduler in less than 120ms.
Figure 11 plots the response time for ongoing TPC-H
queries in an experiment parameterized as in §7.1, with
10 Shark frontends that submit queries. Each frontend
connects to a co-resident Sparrow scheduler but is ini-
tialized with a list of alternate schedulers to connect to in
case of failure. At time t=20, we terminate the Sparrow
scheduler on node 1. The plot depicts response times for
jobs launched from the Spark frontend on node 1, which
fails over to the scheduler on node 2. The plot also shows
response times for jobs launched from the Spark fron-
tend on node 2, which uses the scheduler on node 2 for
the entire duration of the experiment. When the Sparrow
scheduler on node 1 fails, it takes 100ms for the Spar-
row client to detect the failure, less than 5ms to for the
Sparrow client to connect to the scheduler on node 2,
and less than 15ms for Spark to relaunch all outstand-
ing tasks. Because of the speed at which failure recov-
ery occurs, only 2 queries have tasks in flight during the
failure; these queries suffer some overhead.

7.5 Synthetic workload
The remaining sections evaluate Sparrow using a syn-
thetic workload composed of jobs with constant dura-
tion tasks. In this workload, ideal job completion time
is always equal to task duration, which helps to isolate
the performance of Sparrow from application-layer vari-
ations in service time. As in previous experiments, these
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Figure 12: Response time when scheduling 10-task
jobs in a 100 node cluster using both Sparrow and
Spark’s native scheduler. Utilization is fixed at 80%,
while task duration decreases.

experiments run on a cluster of 110 EC2 servers, with 10
schedulers and 100 workers.

7.6 How does Sparrow compare to Spark’s
native, centralized scheduler?

Even in the relatively small, 100-node cluster in which
we conducted our evaluation, Spark’s existing central-
ized scheduler cannot provide high enough throughput
to support sub-second tasks.5 We use a synthetic work-
load where each job is composed of 10 tasks that each
sleep for a specified period of time, and measure job re-
sponse time. Since all tasks in the job are the same du-
ration, ideal job response time (if all tasks are launched
immediately) is the duration of a single task. To stress
the schedulers, we use 8 slots on each machine (one per
core). Figure 12 depicts job response time as a function
of task duration. We fix cluster load at 80%, and vary
task submission rate to keep load constant as task du-
ration decreases. For tasks longer than 2 seconds, Spar-
row and Spark’s native scheduler both provide near-ideal
response times. However, when tasks are shorter than
1355ms, Spark’s native scheduler cannot keep up with
the rate at which tasks are completing so jobs experience
infinite queueing.
To ensure that Sparrow’s distributed scheduling is

necessary, we performed extensive profiling of the Spark
scheduler to understand how much we could increase
scheduling throughput with improved engineering. We
did not find any one bottleneck in the Spark sched-
uler; instead, messaging overhead, virtual function call
overhead, and context switching lead to a best-case
throughput (achievable when Spark is scheduling only
a single job) of approximately 1500 tasks per second.
Some of these factors could be mitigated, but at the ex-
pense of code readability and understandability. A clus-

5 For these experiments, we use Spark’s standalone mode, which
relies on a simple, centralized scheduler. Spark also allows for schedul-
ing using Mesos; Mesos is more heavyweight and provides worse per-
formance than standalone mode for short tasks.
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ter with tens of thousands of machines running sub-
second tasks may require millions of scheduling deci-
sions per second; supporting such an environmentwould
require 1000! higher scheduling throughput, which is
difficult to imagine even with a significant rearchitecting
of the scheduler. Clusters running low latency workloads
will need to shift from using centralized task schedulers
like Spark’s native scheduler to using more scalable dis-
tributed schedulers like Sparrow.

7.7 How well can Sparrow’s distributed
fairness enforcement maintain fair
shares?

Figure 13 demonstrates that Sparrow’s distributed fair-
ness mechanism enforces cluster-wide fair shares and
quickly adapts to changing user demand. Users 0 and
1 are both given equal shares in a cluster with 400 slots.
Unlike other experiments, we use 100 4-core EC2 ma-
chines; Sparrow’s distributed enforcement works better
as the number of cores increases, so to avoid over stating
performance, we evaluate it under the smallest number
of cores we would expect in a cluster today. User 0 sub-
mits at a rate to fully utilize the cluster for the entire
duration of the experiment. User 1 changes her demand
every 10 seconds: she submits at a rate to consume 0%,
25%, 50%, 25%, and finally 0% of the cluster’s available
slots. Under max-min fairness, each user is allocated her
fair share of the cluster unless the user’s demand is less
than her share, in which case the unused share is dis-
tributed evenly amongst the remaining users. Thus, user
1’s max-min share for each 10-second interval is 0 con-
currently running tasks, 100 tasks, 200 tasks, 100 tasks,
and finally 0 tasks; user 0’s max-min fair share is the re-
maining resources. Sparrow’s fairness mechanism lacks
any central authority with a complete view of how many
tasks each user is running, leading to imperfect fairness

HP LP HP response LP response
load load time in ms time in ms
0.25 0 106 (111) N/A
0.25 0.25 108 (114) 108 (115)
0.25 0.5 110 (148) 110 (449)
0.25 0.75 136 (170) 40.2k (46.2k)
0.25 1.75 141 (226) 255k (270k)

Table 3:Median and 95th percentile (shown in paren-
theses) response times for a high priority (HP) and
low priority (LP) user running jobs composed of 10
100ms tasks in a 100-node cluster. Sparrow success-
fully shields the high priority user from a low prior-
ity user. When aggregate load is 1 or more, response
time will grow to be unbounded for at least one user.

over short time intervals. Nonetheless, as shown in Fig-
ure 13, Sparrow quickly allocates enough resources to
User 1 when she begins submitting scheduling requests
(10 seconds into the experiment), and the cluster share
allocated by Sparrow exhibits only small fluctuations
from the correct fair share.

7.8 How much can low priority users hurt
response times for high priority users?

Table 3 demonstrates that Sparrow provides response
times within 40% of an ideal scheduler for a high priority
user in the presence of a misbehaving low priority user.
This experiment uses workers that each have 16 slots.
The high priority user submits jobs at a rate to fill 25%
of the cluster, while the low priority user increases her
submission rate to well beyond the capacity of the clus-
ter. Without any isolation mechanisms, when the aggre-
gate submission rate exceeds the cluster capacity, both
users would experience infinite queueing. As described
in §4.2, Sparrow node monitors run all queued high pri-
ority tasks before launching any low priority tasks, al-
lowing Sparrow to shield high priority users from mis-
behaving low priority users. While Sparrow prevents the
high priority user from experiencing infinite queueing
delay, the high priority user still experiences 40% worse
response times when sharing with a demanding low pri-
ority user than when running alone on the cluster. This is
because Sparrow does not use preemption: high priority
tasks may need to wait to be launched until low prior-
ity tasks complete. In the worst case, this wait time may
be as long as the longest running low-priority task. Ex-
ploring the impact of preemption is a subject of future
work.
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7.9 How sensitive is Sparrow to the probe
ratio?

Changing the probe ratio affects Sparrow’s performance
most at high cluster load. Figure 14 depicts response
time as a function of probe ratio in a 110-machine clus-
ter of 8-core machines running the synthetic workload
(each job has 10 100ms tasks). The figure demonstrates
that using a small amount of oversampling significantly
improves performance compared to placing tasks ran-
domly: oversampling by just 10% (probe ratio of 1.1)
reduces median response time by more than 2.5! com-
pared to random sampling (probe ratio of 1) at 90% load.
The figure also demonstrates a sweet spot in the probe
ratio: a low probe ratio negatively impacts performance
because schedulers do not oversample enough to find
lightly loaded machines, but additional oversampling
eventually hurts performance due to increased messag-
ing. This effect is most apparent at 90% load; at 80%
load, median response time with a probe ratio of 1.1 is
just 1.4! higher than median response time with a larger
probe ratio of 2. We use a probe ratio of 2 throughout
our evaluation to facilitate comparison with the power
of two choices and because non-integral probe ratios are
not possible with constrained tasks.

7.10 Handling task heterogeneity
Sparrow does not perform as well under extreme task
heterogeneity: if some workers are running long tasks,
Sparrow schedulers are less likely to find idle machines
on which to run tasks. Sparrow works well unless a large
fraction of tasks are long and the long tasks are many or-
ders of magnitude longer than the short tasks. We ran
a series of experiments with two types of jobs: short
jobs, composed of 10 100ms tasks, and long jobs, com-
posed of 10 tasks of longer duration. Jobs are submitted
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Figure 15: Sparrow provides low median response
time for jobs composed of 10 100ms tasks, even when
those tasks are run alongside much longer jobs. Er-
ror bars depict 5th and 95th percentiles.

to sustain 80% cluster load. Figure 15 illustrates the re-
sponse time of short jobs when sharing the cluster with
long jobs. We vary the percentage of jobs that are long,
the duration of the long jobs, and the number of cores
on the machine, to illustrate where performance breaks
down. Sparrow provides response times for short tasks
within 11% of ideal (100ms) when running on 16-core
machines, even when 50% of tasks are 3 orders of mag-
nitude longer. When 50% of tasks are 3 orders of magni-
titude longer, over 99% of the execution time across all
jobs is spent executing long tasks; given this, Sparrow’s
performance is impressive. Short tasks see more signifi-
cant performance degredation in a 4-core environment.

7.11 Scaling to large clusters
We used simulation to evaluate Sparrow’s performance
in larger clusters. Figure 3 suggests that Sparrow will
continue to provide good performance in a 10,000 node
cluster; of course, the only way to conclusively evaluate
Sparrow’s performance at scale will be to deploy it on a
large cluster.

8 Limitations and Future Work
To handle the latency and throughput demands of low-
latency frameworks, our approach sacrifices features
available in general purpose resourcemanagers. Some of
these limitations of our approach are fundamental, while
others are the focus of future work.
Scheduling policies When a cluster becomes over-

subscribed, Sparrow supports aggregate fair-sharing or
priority-based scheduling. Sparrow’s distributed setting
lends itself to approximated policy enforcement in or-
der to minimize system complexity; exploring whether
Sparrow can provide more exact policy enforcement
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without adding significant complexity is a focus of fu-
ture work. Adding pre-emption, for example, would be a
simple way to mitigate the effects of low-priority users’
jobs on higher priority users.
ConstraintsOur current design does not handle inter-

job constraints (e.g. “the tasks for job A must not run on
racks with tasks for job B”). Supporting inter-job con-
straints across frontends is difficult to do without signif-
icantly altering Sparrow’s design.
Gang scheduling Some applications require gang

scheduling, a feature not implemented by Sparrow. Gang
scheduling is typically implemented using bin-packing
algorithms that search for and reserve time slots in which
an entire job can run. Because Sparrow queues tasks on
several machines, it lacks a central point from which
to perform bin-packing. While Sparrow often places all
jobs on entirely idle machines, this is not guaranteed,
and deadlocks between multiple jobs that require gang
scheduling may occur. Sparrow is not alone: many clus-
ter schedulers do not support gang scheduling [8, 9, 16].
Query-level policies Sparrow’s performance could be

improved by adding query-level scheduling policies. A
user query (e.g., a SQL query executed using Shark)
may be composed of many stages that are each exe-
cuted using a separate Sparrow scheduling request; to
optimize query response time, Sparrow should sched-
ule queries in FIFO order. Currently, Sparrow’s algo-
rithm attempts to schedule jobs in FIFO order; adding
query-level scheduling policies should improve end-to-
end query performance.
Worker failures Handling worker failures is compli-

cated by Sparrow’s distributed design, because when a
worker fails, all schedulers with outstanding requests
at that worker must be informed. We envision handling
worker failures with a centralized state store that relies
on occasional heartbeats to maintain a list of currently
alive workers. The state store would periodically dissem-
inate the list of live workers to all schedulers. Since the
information stored in the state store would be soft state,
it could easily be recreated in the event of a state store
failure.
Dynamically adapting the probe ratio Sparrow

could potentially improve performance by dynamically
adapting the probe ratio based on cluster load; however,
such an approach sacrifices some of the simplicity of
Sparrow’s current design. Exploring whether dynami-
cally changing the probe ratio would significantly in-
crease performance is the subject of ongoing work.

9 Related Work
Scheduling in distributed systems has been extensively
studied in earlier work. Most existing cluster schedulers

rely on centralized architectures. Among logically de-
centralized schedulers, Sparrow is the first to sched-
ule all of a job’s tasks together, rather than scheduling
each task independently, which improves performance
for parallel jobs.
Dean’s work on reducing the latency tail in serving

systems [5] is most similar to ours. He proposes using
hedged requests where the client sends each request to
two workers and cancels remaining outstanding requests
when the first result is received. He also describes tied
requests, where clients send each request to two servers,
but the servers communicate directly about the status of
the request: when one server begins executing the re-
quest, it cancels the counterpart. Both mechanisms are
similar to Sparrow’s late binding, but target an envi-
ronment where each task needs to be scheduled inde-
pendently (for data locality), so information cannot be
shared across the tasks in a job.
Work on load sharing in distributed systems (e.g., [7])

also uses randomized techniques similar to Sparrow’s.
In load sharing systems, each processor both generates
and processes work; by default, work is processed where
it is generated. Processors re-distribute queued tasks if
the number of tasks queued at a processor exceeds some
threshold, using either receiver-initiated policies, where
lightly loaded processors request work from randomly
selected other processors, or sender-initiated policies,
where heavily loaded processors offload work to ran-
domly selected recipients. Sparrow represents a combi-
nation of sender-initiated and receiver-initiated policies:
schedulers (“senders”) initiate the assignment of tasks
to workers (“receivers”) by sending probes, but work-
ers finalize the assignment by responding to probes and
requesting tasks as resources become available.
Projects that explore load balancing tasks in multi-

processor shared-memory architectures (e.g., [19]) echo
many of the design tradeoffs underlying our approach,
such as the need to avoid centralized scheduling points.
They differ from our approach because they focus
on a single machine where the majority of the ef-
fort is spent determining when to reschedule processes
amongst cores to balance load.
Quincy [9] targets task-level scheduling in compute

clusters, similar to Sparrow. Quincy maps the schedul-
ing problem onto a graph in order to compute an optimal
schedule that balances data locality, fairness, and starva-
tion freedom. Quincy’s graph solver supports more so-
phisticated scheduling policies than Sparrow but takes
over a second to compute a scheduling assignment in
a 2500 node cluster, making it too slow for our target
workload.
In the realm of data analytics frameworks,

Dremel [12] achieves response times of seconds
with extremely high fanout. Dremel uses a hierarchical
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scheduler design whereby each query is decomposed
into a serving tree; this approach exploits the inter-
nal structure of Dremel queries so is not generally
applicable.
Many schedulers aim to allocate resources at coarse

granularity, either because tasks tend to be long-running
or because the cluster supports many applications
that each acquire some amount of resources and per-
form their own task-level scheduling (e.g., Mesos [8],
YARN [16], Omega [20]). These schedulers sacrifice re-
quest granularity in order to enforce complex schedul-
ing policies; as a result, they provide insufficient latency
and/or throughput for scheduling sub-second tasks. High
performance computing schedulers fall into this cate-
gory: they optimize for large jobs with complex con-
straints, and target maximum throughput in the tens
to hundreds of scheduling decisions per second (e.g.,
SLURM [10]). Similarly, Condor supports complex fea-
tures including a rich constraint language, job check-
pointing, and gang scheduling using a heavy-weight
matchmaking process that results in maximum schedul-
ing throughput of 10 to 100 jobs per second [4].
In the theory literature, a substantial body of work

analyzes the performance of the power of two choices
load balancing technique, as summarized by Mitzen-
macher [15]. To the best of our knowledge, no exist-
ing work explores performance for parallel jobs. Many
existing analyses consider placing balls into bins, and
recent work [18] has generalized this to placing multi-
ple balls concurrently into multiple bins. This analysis
is not appropriate for a scheduling setting, because un-
like bins, worker machines process tasks to empty their
queue. Other work analyzes scheduling for single tasks;
parallel jobs are fundamentally different because a par-
allel job cannot complete until the last of a large number
of tasks completes.
Straggler mitigation techniques (e.g., Dolly [2],

LATE [27], Mantri [3]) focus on variation in task ex-
ecution time (rather than task wait time) and are com-
plementary to Sparrow. For example, Mantri launches a
task on a second machine if the first version of the task
is progressing too slowly, a technique that could easily
be used by Sparrow’s distributed schedulers.

10 Conclusion
This paper presents Sparrow, a stateless decentralized
scheduler that provides near optimal performance using
two key techniques: batch sampling and late binding.We
use a TPC-H workload to demonstrate that Sparrow can
provide median response times within 12% of an ideal
scheduler and survives scheduler failures. Sparrow en-
forces popular scheduler policies, including fair sharing

and strict priorities. Experiments using a synthetic work-
load demonstrate that Sparrow is resilient to different
probe ratios and distributions of task durations. In light
of these results, we believe that distributed scheduling
using Sparrow presents a viable alternative to central-
ized schedulers for low latency parallel workloads.
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Abstract
Providing consistent response times to users of mo-
bile applications is challenging because there are several
variable delays between the start of a user’s request and
the completion of the response. These delays include
location lookup, sensor data acquisition, radio wake-up,
network transmissions, and processing on both the client
and server. To allow applications to achieve consistent
response times in the face of these variable delays, this
paper presents the design, implementation, and evalu-
ation of the Timecard system. Timecard provides two
abstractions: the first returns the time elapsed since the
user started the request, and the second returns an esti-
mate of the time it would take to transmit the response
from the server to the client and process the response
at the client. With these abstractions, the server can
adapt its processing time to control the end-to-end de-
lay for the request. Implementing these abstractions re-
quires Timecard to track delays across multiple asyn-
chronous activities, handle time skew between client and
server, and estimate network transfer times. Experi-
ments with Timecard incorporated into two mobile ap-
plications show that the end-to-end delay is within 50
ms of the target delay of 1200 ms over 90% of the time.

1 Introduction
Interactive mobile applications, or “apps”, are a large
and rapidly growing fraction of software written today.
Because users expect a timely response to their requests,
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app developers worry about responding to each request
promptly. Responses that arrive within a predictable pe-
riod of time improve the user experience, whereas the
failure to provide consistent response times has adverse
financial implications for even small degradations in re-
sponse times [15, 5, 30].

This task is difficult enough for sophisticated devel-
opers and well-funded organizations, but for the legion
of less-experienced developers with fewer resources at
hand, the problem is acute. The problem is difficult
because the end-to-end delay between a user’s request
and its response has several different components, each
highly variable. For example, to service a user’s action,
the app may need to gather GPS or other sensor data on
the mobile device, then form and transmit a request to
one or more servers in the “cloud”. The required net-
work transmission may entail waking up the radio inter-
face on the mobile device. After the server processes the
request, the time required to transmit the response to the
client is subject to numerous vagaries of the wireless net-
work. Finally, even after the response reaches the mobile
device, the time needed to render the response may vary
depending on the client’s hardware and OS.

In this paper, we focus on mobile apps that use servers
in the cloud for some of their functions. Our goal is to
develop a system for app developers to ensure that the
end-to-end delay between the initiation of a request and
the rendering of the response does not exceed a specified
value. The system does not provide hard delay guaran-
tees, but instead makes a best-effort attempt to achieve
the delay goal.

Given the desired end-to-end delay, the idea is to al-
low the server to obtain answers to two questions:

1. Elapsed time: How much time has elapsed since
the initiation of the request?

2. Predicted remaining time: How much time will it
take for the client to receive an intended response
over the network and then process it?

The server can use the difference between the desired de-
lay bound and the sum of the elapsed time and predicted
remaining time to determine the work time for the re-
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quest. To control the end-to-end delay, the server should
compute its response within the work time.

Although few services are designed with this flexibil-
ity today, many are amenable to such adaptation by strik-
ing a balance between response quality and work time.
For example, speech-to-text services naturally produce
results whose fidelity is roughly proportional to process-
ing time [13, 7]. Similarly, search services spawn work-
ers for different content types and aggregate results only
from the workers that respond within a deadline [3];
different deadlines lead to different quality of results.
Services can also adapt by changing the amount of re-
sources used for request processing, the priority with
which response is processed, or the scope of the work
(e.g., radius for a location-based query). The adaptation
mechanisms are service-specific and not the focus of our
work; we focus on answering the two questions above.

Answering these questions poses several challenges.
Tracking elapsed time requires accurate and lightweight
accounting across multiple, overlapping asynchronous
activities that constitute the processing of a request on
both the mobile device and the server. When the request
reaches the server, we must also factor in the clock skew
between the client and the server. Inference of this skew
is hindered by the high variability in the delay of cellu-
lar network links. Estimating remaining time is difficult
because it depends on many factors such as device type,
network type, network provider, response size, and prior
transfers between the client and server (which dictate the
TCP window size at the start of the current transfer).

We address these challenges by automatically instru-
menting both the mobile app code, and the cloud ser-
vice code. To this end, we extend the AppInsight in-
strumentation framework [29] to track the accumulated
elapsed time, carrying this value across the stream of
thread and function invocations on both the mobile client
and server. We also develop a method to accurately in-
fer clock skew, in which probes are sent only when the
mobile network link is idle and stable. To predict the
remaining time, we train and use a classifier that takes
several relevant factors into account, including the in-
tended response size, the round-trip time, the number of
bytes already transferred on the connection prior to this
response, and the network provider.

We have implemented these ideas in the Timecard
system. To study its effectiveness, we have modified
two mobile services to adapt their response quality us-
ing the Timecard API. Using these services and other
data, we answer two questions. First, is Timecard useful
in practice? We find that 80% of user interactions across
4000 popular Windows Phone apps that involved net-
work communication could have benefited from Time-
card. We also find that small reductions in work time for
our two services lead to proportionally small reductions
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Figure 1: A typical transaction in an interactive app.

in the response quality, implying that Timecard would
enable these services to effectively trade response qual-
ity for delay. Second, how often does Timecard meet
the end-to-end delay bound for various network condi-
tions and device types? We find that the response time is
within 50 ms of the desired bound (1200 ms) 90% of the
time. These results suggest that Timecard is a practical
and useful way to build cloud-based mobile apps with
predictable response times.

2 Timecard Architecture

Timecard uses the notion of a user transaction defined
in AppInsight [29]. A user transaction in an app begins
with a user request, expressed through a user interface
(UI) action such as a button press, swipe, speech utter-
ance, device shake, or gesture. The transaction ends with
the completion of all synchronous and asynchronous
tasks (threads) in the app that were triggered by the re-
quest.

Figure 1 shows the anatomy of a user transaction. The
request starts at time t0. The app does some initial pro-
cessing, which entails local actions such as reading sen-
sor data and possibly network operations like DNS re-
quests. At time t1 the app makes a request to the server,
which reaches the server at time t2. The server processes
the request, and sends the response at time t3, which
reaches the client at time t4. The app processes the re-
sponse and renders the final results to the user at time
t5. In some cases, transactions have richer patterns that
involve multiple calls sequential or parallel to the server.
We focus on the single request-response pattern because,
as we show in §6.1, it is dominant.

The user-perceived delay for this user transaction is
the duration t5 − t0. (In some cases a background task
may continue past the final user-visible task without im-
pacting user-perceived delay.) User-perceived delays for
mobile apps vary widely, ranging from a few hundred
milliseconds to several seconds (§6.1).
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The work time at the server is t3 − t2. The client’s
processing is made up of two parts, C1 = t1 − t0 and
C2 = t5 − t4, which correspond to the duration before
the request is sent and the duration after the response is
received. We denote the request (“uplink”) and response
(“downlink”) network transfer times by N1 and N2, re-
spectively: N1 = t2 − t1 and N2 = t4 − t3.

Timecard helps app developers control the user-
perceived delay for user transactions. It provides an API
with two functions for this purpose:

1. GetElapsedTime(): Any component on the
processing path at the server can obtain the time
elapsed since t0.

2. GetRemainingTime(bytesInResponse):
At the server, a component can obtain an estimate
of N2 + C2. Timecard provides this estimate as a
function of the size of the intended response.

These two functions help control the user-perceived
delay. Servers that generate fixed-size responses can in-
fer how much time they have to compute the response by
querying for elapsed time and for remaining time with
the response size as input. Their work time should be
less than the desired user-perceived delay minus the sum
of times obtained from those API calls. Servers that can
generate variable-sized responses can call this function
multiple times to learn how much work time they have
for different response sizes, to decide what response they
should generate to stay within a given user-perceived de-
lay. The desired user-perceived delay for a transaction
is specified by the mobile app developer, based on the
responsiveness needs of the app and other factors (e.g.,
how often the user is refreshing). The API may also be
used for other purposes, as discussed in §7.

Determining the elapsed time requires tracking user
transactions across multiple asynchronous threads and
between the client and server, as well as synchronizing
the time between the client and the server. Estimating
the remaining time requires a robust way to predict N2

and C2. Figure 2 shows the high-level architecture of
Timecard, depicting the information flow. Transaction
tracking and time synchronization are described in detail
in §3, while N2 and C2 prediction is covered in §4.

3 Tracking elapsed time
To track elapsed time, Timecard uniquely identifies each
user transaction and tracks information about it, includ-
ing its start time, in a transaction context object (§3.1).
Timecard also synchronizes the time between the client
and the server (§3.2). The transaction context is avail-
able to any client or server thread working on that trans-
action. The elapsed time is the difference between the
thread’s current time and the transaction’s start time.

3.1 Transaction tracking
Transaction tracking is challenging because of the asyn-
chronous programming model used by mobile apps and
cloud services. Consider the execution trace of a sim-
ple app shown in Figure 3. On a user request, the app
makes an asynchronous call to obtain its location. After
getting the result on a background thread, the app con-
tacts a server to get location-specific data (e.g., list of
nearby restaurants). The server receives the request on
a listening thread and hands it off to a worker thread.
The worker thread sends the response, which is received
by the app on a background thread. The background
thread processes the response and updates the UI via a
dispatcher call, completing the transaction.

To track the elapsed time for this transaction, Time-
card passes the transaction’s identity and start time
across asynchronous calls, and across the client/server
boundary.1 Timecard instruments the client and the
server code to collect the appropriate information, and
stores it in a transaction context (TC) object (Table 1).
The instrumentation techniques used by Timecard ex-
tend the AppInsight [29] framework in four key aspects:
(i) Timecard’s instrumentation tracks transactions on the
client, on the server, and across the client-server bound-
ary, whereas AppInsight tracks transactions only on the
client; (ii) Timecard’s instrumentation enables time syn-
chronization between client and server (§3.2), unlike
AppInsight; (iii) Timecard collects additional data to
enable N2 and C2 prediction; and (iv) Timecard is an
online system, while AppInsight collected user transac-
tion data for offline analysis.

We now describe how TC is initialized and tracked
(§3.1.1), how tracking TC enables Timecard to collect
training data for predicting N2 and C2 (§3.1.2), and how
TC is reclaimed upon transaction completion.

3.1.1 Transaction Context

Timecard identifies all UI event handlers in the app using
techniques similar to AppInsight [29]. It instruments the
handlers to create a new TC, assigning it a unique ID

1See (§7) for transactions that use multiple servers.
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Tracked information Purpose Set by Used by
Application Id Unique application identifier Client Server and Predictor
Transaction Id Unique transaction identifier Client Client and Server

Deadline To calculate remaining time Client Server
t3 To calculate N2 for training data Server Predictor
t4 To calculate N2 and C2 for training data Client Predictor
t5 To calculate C2 for training Client Predictor

Entry Point To predict C2, and to label training data Client Server and Predictor
RTT To predict N2, and to label training data Client Server and Predictor

Network type To predict N2 and to label training data Client Server and Predictor
Client type To predict N2 and to label training data Client Server and Predictor

Size of response from cloud service To predict N2 and to label training data Server Predictor
Pending threads and async calls To determine when transaction ends Client Client

Table 1: Transaction context. The three timestamps are named as per Figure 1.
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Figure 3: A location-based app that queries a server.

and timestamp t0. It maintains a reference to the newly
created object in the thread’s local storage.
Tracking a transaction across asynchronous calls:
To pass a reference to the TC from the thread that makes
an asynchronous call to the resulting callback thread,
Timecard builds upon AppInsight’s “detouring” tech-
nique [29]. Before the asynchronous call is made, a
unique tracking object is created at runtime. The object
contains a method that encapsulates the original call-
back method, and has a signature that is identical to the
callback method. Timecard rewrites the asynchronous
call to include a reference to this newly created method.
Thus, when the callback is made, we can match the call-
back to the right asynchronous call. Timecard includes a
reference to the TC in the tracking object, which allows
the thread that executes the callback to access the TC.
Passing TC from client to server: When an app makes
a request to the server, the client passes some fields in
the TC to the server (Table 1) by encoding it in a special
HTTP header called x-timecard-request. To add
the header to the HTTP request, Timecard modifies all
HTTP request calls in the application.
Tracking transaction at the server: Timecard instru-
ments the service entry methods that handle client re-
quests to create a new TC object using the informa-
tion specified in the x-timecard-request header.
Timecard then tracks the TC across server threads using
the same techniques as for client threads.

Handling server response and UI updates: When
the response arrives, the client OS invokes a callback
method to handle the response. This method has ac-
cess to the correct TC due to the detouring technique de-
scribed earlier. The method processes the response and
updates the UI via asynchronous calls to a dispatcher.

3.1.2 Collecting Data to Predict C2 and N2

Transaction tracking also enables Timecard to collect the
data to train the N2 and C2 predictors for subsequent
transactions. Figure 1 shows that N2 and C2 may be
calculated from t3, t4, and t5. Timecard instruments the
server to log t3 just before it sends the response to the
client. Timecard also records the number of bytes sent
in the response. This information, along with transac-
tion id, the device type, client OS, and network provider
(Table 1) are sent to the predictor.

Timecard instruments the client’s callback handler to
log t4 as well as the time of the last UI update, t5. Once
the transaction is complete (§ 3.1.3), the values of t4 and
t5 along with the transaction id are sent to the predictor.
To reduce overhead, this data is sent using a background
transfer service on the mobile that schedules the transfer
after the app terminates [6].

3.1.3 Tracking Transaction Completion

When a transaction completes, Timecard can remove the
TC on the client. On the server, Timecard can remove
the TC as soon as t3 is recorded and sent to the predictor.

A transaction is complete when none of the associated
threads are active and no asynchronous calls associated
with the transaction are pending. Thus, to track transac-
tion completion on client, Timecard keeps track of active
threads and pending asynchronous calls. Because Time-
card instruments the start and end of all upcalls, and
is able to match asynchronous calls to their callbacks,
it can maintain an accurate list of pending threads and
asynchronous calls in the TC.

Tracking transaction completion also allows Time-
card to detect idle time on the client. When there are
no active transactions on the client, it means that the
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app is currently idle (most likely waiting for user in-
teraction). Timecard maintains a list of currently active
transactions. When the list is empty, it assumes that the
application is “idle”.2 Timecard uses the application’s
idle time in two ways. First, Timecard garbage-collects
some of the data structures it needs to maintain to take
care of several corner cases of transaction tracking. Sec-
ond, Timecard uses the start of an idle period to trigger
and process time synchronization messages (§3.2).

3.2 Synchronizing time

The timestamps in the TC are meaningful across the
client-server boundary only if the client and the server
clocks are synchronized. Timecard treats the server’s
clock as the reference and implements mechanisms at
the mobile client to map its local time to the server’s.
The TimeSync component code to synchronize the
two times is added to the client and server using bi-
nary instrumentation. The transaction tracker queries
TimeSync on the client for a timestamp, instead of the
system time.

Before describing our method, we note that two ob-
vious approaches do not work. The first is to run the
Network Time Protocol (NTP) [20] on the clients and
servers. The problem is that NTP does not handle the
significant variability in delay that wireless clients expe-
rience; for example, the 3G or LTE interface in idle state
takes a few seconds to wake up and transmit data, and
in different power states, sending a packet takes differ-
ent amounts of time. The second approach is to assume
that the device can obtain the correct time from a cellular
base station or from GPS. Both approaches are problem-
atic: cellular base stations do not provide clients with
time accurate to milliseconds, many mobile devices may
not have a cellular service, GPS does not work indoors,
and also consumes significant energy. For these reasons,
Timecard adopts a different solution.

We conducted several measurements to conclude that
the clocks on smartphones and servers usually have a
linear drift relative to each other, and that the linearity
is maintained over long periods of time (§6). We as-
sume that the delay between the client and the server is
symmetric3. Given the linearity of the drift and the sym-
metry assumption, client and server clocks can be syn-
chronized using Paxson’s algorithm [26, 21]. Briefly, the
method works as follows:

1. At time τ0 (client clock), send an RTT probe. The
server responds, telling the client that it received

2This does not mean that the entire system is idle because other
apps may be active in the background.

3NTP makes this assumption as well. Cellular links can have asym-
metric delays, but the difference is typically small. See §6 for details.

the probe at time τ1 (server clock). Suppose this
response is received at time τ2 (client clock).

2. Assuming symmetric delays, τ1 = τ0 + (τ2 −
τ0)/2 + ε, where ε is an error term consisting of
a fixed offset, c, and a drift that increases at a con-
stant rate, m.

3. Two or more probes produce information that al-
lows the client to determine m and c. As probe re-
sults arrive, the client runs robust linear regression
to estimate m and c.

However, in case of clients connecting over wireless
networks, delays introduced by radio wake-up [17] and
by the queuing of on-going network traffic confound this
method. These delays are variable, and could be any-
where between a few tens of milliseconds to a few sec-
onds. We develop a new probing technique that is aware
of the state of the radio and traffic to produce accurate
and robust results. We apply this technique to synchro-
nize the client with each of its servers.

A useful insight is that the ideal time to send RTT
probes is soon after a transaction’s response completely
arrives from the server, as long as no additional transfers
are forthcoming. At this time, the radio will likely be in
its high-power (“ready-to-transmit”) state, ensuring that
there is no wake-up delay and a lower marginal energy
consumption relative to sending a probe when the radio
is in any other state. Furthermore, the likelihood of the
probe encountering queuing delay at either the client or
the base station is also low because mobile devices typ-
ically run only one app in the foreground. Background
apps are typically not scheduled when a foreground app
is active. Base stations maintain per-device queues and
implement fair schedulers, so queuing delays are likely
to be low at this time. The methods used for client-side
transaction tracking know when a transaction has ended
and determine when an RTT probe should be sent.

Figure 4 shows the performance of our probing
method. The graphs are based on data collected from
an app that downloads between 1 and 50 Kbytes of data
from a server over HSPA and LTE networks. The server
and the app were instrumented with Timecard. Apart
from the RTT probes sent by Timecard, the app sent its
own RTT probes. These additional probes were care-
fully timed to ensure that they were sent either when the
network was busy, or when the network was idle, and the
radio was in an idle state (we used the Monsoon hard-
ware power monitor to keep track of the power state of
the radio interface). These results show that compared to
the probes sent by Timecard, the additional probes expe-
rience highly variable round-trip delays, demonstrating
the importance of sending probes only when the radio is
in a high-power state and when the network is idle.

We conclude the discussion of TimeSync by noting a
few additional features of this component. First, Time-

89



 0

 0.2

 0.4

 0.6

 0.8

 1

 0  50  100  150  200  250  300  350  400

C
D

F

RTT (ms)

Timecard
Network Busy

Radio in High Power Idle State

(a) HSPA network. When the Radio is in Idle state, pings take
1800 ms to 2300 ms! (Not shown.)

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  50  100  150  200  250  300  350  400

C
D

F

RTT (ms)

Timecard
Network Busy

Radio in Idle State

(b) LTE network.

Figure 4: RTTs of probes from an app to a server
with Timecard, when the network is busy, and when
the radio is either idle or busy. (Note: There is
no high-power idle state in LTE.) Timecard’s probe
transmissions strategy results in lower variability.

card includes an optimization not shown in the graphs
above: it collects RTT samples only when the signal
strength is above a threshold. The reason is that our data
shows that uplink delays are highly variable when the
signal strength is low. Second, to minimize the impact
on app performance, Timecard computes the linear re-
gression in a background process that runs only when no
foreground app is running. Third, the TimeSync compo-
nent of each app is independent because apps typically
use different servers, which may each have a different
notion of the current time.

4 Predicting Remaining Time
Timecard’s GetRemainingTime function returns es-
timates of N2 and C2 for a specified response size. The
sum of the two is the total amount of time required to
receive and render the response at the client. The esti-
mates are generated by decision tree algorithms that use
models built from historical data.

4.1 Predicting N2

N2 is the amount of time required to transmit a spec-
ified amount of data from the server to the client. N2

depends on a number of factors including the data size,
the round-trip time (RTT) of the connection, the number
of RTTs required to send the data, the bandwidth of the
bottleneck link, and packet loss rate.

Our analysis of traces from over 4000 apps (§6.1),
shows that (i) 99% of the data transfers are over HTTP
(and hence TCP), and (ii) most are quite short – the 90th
percentile of the response length is 37 KB, and median
is just 3 KB. Hence our focus is to accurately predict
duration of short HTTP transfers.

The duration of short TCP transfers over high-
bandwidth, high-RTT, low-loss paths is determined pri-
marily by the number of RTTs needed to deliver the
data [24]. Modern cellular networks (3G, 4G, LTE) of-
fer exactly such environment: bandwidths can high as
5Mbps, packet losses are rare [33]. However, RTTs can
be as high as 200ms [33]. Thus, to predict N2, we need
to predict the RTT and estimate the number of RTTs re-
quired to transfer a given amount of data.

The number of RTTs required to download a given
amount of data depends on the value of the TCP win-
dow at the sender when the response is sent. It would
seem that the TCP window size and RTT can be eas-
ily queried at the server’s networking stack. However,
many cellular networks deploy middleboxes [32] that,
terminate and split an end-to-end TCP connection into
a server-to-middlebox connection and a middlebox-to-
client connection. With such middleboxes, the server’s
window size or RTT estimate are not useful to predict
N2. Other factors that confound the prediction of N2

include the TCP receiver window settings in the client
OS, whether TCP SACK is used or not, and other TCP
details. Under these circumstances, a method that mea-
sures the factors mentioned above and plug them into
an analytic TCP throughput formula does not work well.
Hence, we use an empirical data-driven model to predict
N2. After some experimentation, we settled on a model
with the following features:

1. The response size: The size of the response, and
TCP dynamics (see below), together determine the
number of RTTs required.

2. Recent RTT between the client and server: We
re-use the ping data collected by the TimeSync
component (§3.2). We also keep track of TCP con-
nection delay for these probes, to account for pres-
ence of middleboxes [32].

3. Number of bytes transmitted on the same con-
nection before the current transfer: This feature
is a proxy for the TCP window size at the sender,
which can either be the server or the middlebox, if
one is present. We are forced to use this metric be-
cause we have no way to measure the TCP window
size at a middlebox. However, since TCP sender’s
window size generally grows with the number of
bytes already sent over the connection, we can use
the cumulative number of bytes that were previ-
ously transferred on the connection as a proxy for
the sender’s TCP window size.
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Figure 5: C2 from one of the data-intensive user
transactions in the Facebook app.

4. Client OS version and client network provider:
This combined feature is a proxy for the TCP pa-
rameters of the client and the middlebox. The client
OS version determines the maximum TCP receiver
window size and other TCP details. The network
provider is the combination of the cellular carrier
(Verizon, AT&T, etc.) and network type (LTE, 4G,
3G, etc.). WiFi is a distinct network provider.

Each user transaction provides information about
these features and the corresponding response time to
the prediction module. The module buckets the ob-
served response-time data into the features mentioned
above. Multiple observed response time samples may
map to the same bucket, creating a histogram of values
for each bucket. The predictor is implemented as a deci-
sion tree on these features, It finds the best match among
the buckets and returns the median4 response time value
for the bucket. The buckets used by the predictor are
updated each time a Timecard-enabled app uploads the
feature vector and response time information. Thus, this
is an online predictor, with a constantly updating model.

The model used by the N2 predictor is independent
of the application or the service. Thus, we can combine
data from multiple Timecard-enabled apps and services
to build a more accurate model. We can also bootstrap
the model by using offline measurements done by a ded-
icated measurement app (§6).

4.2 Predicting C2

To understand the factors that affect the processing and
rendering time on the client after the response is received
(i.e. C2), we analyzed thirty apps that had 1653 types
of transactions. For most transactions, C2 was highly
correlated with the size of the response. Figure 5 plots
C2 for a popular transaction in the Facebook application,
showing that C2 is roughly linear in the response length.
C2 typically includes two components: parsing de-

lay and rendering delay. Many servers send data in the
form of JSON, XML or binary (for images). On a mo-
bile device, parsing or de-serializing such data takes a

4In future, we plan to experiment with other statistics such as the
mean or the 90th percentile.

non-trivial amount of time. Our controlled experiments
on popular off-the-shelf JSON, XML and image parsers
show that, for a given data structure, this delay is linear
in the data size. We also found that the rendering delay
is linear in the data size consumed by the UI which is
typically a subset of the response data.

Since the downstream processing is typically
computation-bound, C2 also depends on the device type
and its processing speed. In general, it also depends on
whether the current set of apps being run on the device
is exhausting memory or CPU resources.

To predict C2, we build a decision tree model simi-
lar to N2 with app id, transaction type, device type, and
response data size as the features5. The C2 predictor
continuously learns from previously completed transac-
tions. After each transaction, the Timecard client logs
the above specified features with a measured value ofC2

and sends it to the predictor. Thus, like the N2 predictor,
the C2 predictor is also an online predictor. However,
unlike the N2 predictor, the C2 predictor uses numer-
ous models, one per transaction type (which includes the
app id), making this predictor difficult to bootstrap. Cur-
rently, Timecard requires the app developer to provide
rough models for the transaction types in the app, and
refines them as more data becomes available. Without
developer-provided models, Timecard can simply dis-
able predictions until enough data is available.

5 Implementation
Timecard is implemented in C# with 18467 lines of
code. It is currently targeted for Windows Phone Apps
and .NET services. We do binary instrumentation of
both the client- and server-side code. Our instrumen-
tation framework is currently designed for .NET. Over
80% of the apps in the Windows Phone app store is writ-
ten in Silverlight. Many web services are powered by
.NET (for e.g. ASP.NET) and hosted through IIS. With
the popularity of cloud providers such as Amazon Web
Services and Azure, developers are able to easily host
their services with minimal infrastructure support.

Incorporating Timecard into an app or a service re-
quires little developer effort. We provide Timecard as a
Visual Studio package, which can be added into a ser-
vice or a app project workspace. Once added, it auto-
matically includes a library into the project that exposes
the Timecard APIs to the developer. It also modifies
the project metadata to include a post-build step where
it runs a tool to automatically instrument the built bi-
nary. When the instrumented server and the app are de-
ployed, they jointly track transactions, synchronize time,
estimate elapsed time, and predict remaining time.

5We currently do not consider memory and CPU utilization.
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Timecard does not require any modification to Sil-
verlight, the Phone OS, IIS, or the cloud framework.

6 Evaluation
In §6.1 we demonstrate that network and client delays
are highly variable, motivating the potential benefits of
Timecard. In §6.2 we show that Timecard can success-
fully control the end-to-end delays for mobile apps. In
§6.3 we measure the accuracy of the methods to predict
N2 and C2. In §6.4 we validate the two key assumptions
in the TimeSync component. Finally, we evaluate the
overhead of Timecard in §6.5.

6.1 Is Timecard Useful?
The usefulness of Timecard depends on the answers
to three questions. First, how common is the single
request-response transaction (Figure 1) in mobile apps?
This question is important because Timecard is designed
specifically for such transactions. Second, how variable
are user-perceived delays? Using Timecard, app devel-
opers can reduce variability and maintain the end-to-
end delay close to a desired value. Third, how variable
are the four components (C1, C2, N1, N2) of the user-
perceived delay that Timecard must measure or predict?
If these delays are not highly variable, a sophisticated
system like Timecard may not be needed.

6.1.1 Common Communication Patterns

We study common communication patterns in mobile
apps using the AppInsight and PhoneMonkey datasets
(Table 2). The AppInsight dataset is based on 30 popu-
lar Windows Phone apps instrumented with AppInsight.
We only instrument the clients because we have no con-
trol over the servers that these apps use. We persuaded
30 users to use these instrumented apps on their personal
phones for over 6 months. Our dataset set contains over
24,000 user transactions that contact a server and 1,653
transaction types. This data set is an extended version of
the dataset used in previous work [29].

Over 99% of the transactions in the dataset use
HTTP-based request-response communication. More-
over, 62% of these transactions involve exactly one
request-response communication of the form shown in
Figure 1.

The dominance of this pattern is further confirmed by
our study of 4000 top Windows Phone apps. We instru-
mented these apps with AppInsight and ran them using
an UI automation tool called PhoneMonkey. PhoneMon-
key runs the apps in an emulator. It starts the app, se-
lects a random UI control on the current screen, and acts
on it to navigate to the next screen. Across all apps,
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Figure 6: Size of data downloaded by apps in the Ap-
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Figure 7: Mean user-perceived response time and its
standard deviation for different transactions.

we obtained over 10,000 unique user transactions with
at least one request to a server. We call these traces
the PhoneMonkey dataset. Over 80% of PhoneMonkey
transactions have the single request-response pattern.

Recall that our network prediction model is geared
towards short HTTP transfers (§4.1). Figure 6 shows
the amount of data downloaded in the AppInsight and
PhoneMonkey data. The median is only about 3 KBytes,
and the 99th percentile is less than 40 KBytes.

To summarize: Timecard addresses the dominant
communication pattern in today’s mobile apps.

6.1.2 Variability of User-perceived Delay

Figure 7 shows a scatter plot of user-perceived delay
and its standard deviation for different types of user
transactions in the AppInsight dataset. Each point cor-
responds to a unique transaction type. We see that
the user-perceived delays for a transaction are high—
the mean delay is more than 2 seconds for half of the
transactions—and also highly variable. This finding
highlights the need for a system like Timecard that can
control the variability.

6.1.3 Variability of Individual Components

We now show that client-side processing (C1 and C2)
and network transfer times (N1 and N2) both contribute
to this variability.
Client processing delays (C1 and C2): Figures 8(a)
and 8(b) show the absolute values of C1 and C2 and the
fraction they contribute to the user-perceived response
delay seen in the AppInsight data set. The median delays
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Name Summary Used in
AppInsight 30 instrumented apps, 30 users, 6 months. Over 24K network transactions. 6.1, 6.3
PhoneMonkey 4000 instrumented apps driven by UI automation tool. 6.1
NetMeasure 250K downloads over WiFi/3G/HSPA/LTE over ATT/Sprint/Verizon/TMobile. 20 users + lab. 1 month. 6.1, 6.3
EndToEnd 2 instrumented apps on 20 user phones sending requests to 2 instrumented services. Over 300K transactions. 6.2

Table 2: Data sets used for evaluation of Timecard.
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Figure 8: Client processing delays.

are around 500 and 300 ms for C1 and C2, while the me-
dian fractions are 0.3 and 0.15, respectively. Figure 8(c)
shows the Coefficient of Variation (CoV) (σ/µ) for each
unique transaction type. The median values of CoV for
C1 and C2 are 0.4 and 0.5, suggesting high variability.
We discussed the reasons for the variability of C1 and
C2 in §3 and §4.
Networking delays (N1 andN2): The AppInsight data
cannot be used to analyze N1 and N2 because it does
not have server-side instrumentation. Thus, we built a
custom background app for Windows Phone and An-
droid. The app periodically wakes up and repeatedly
downloads random amounts of data from a server. Be-
tween successive downloads, the app waits for a random
amount of time (mean of 10 seconds, distributed uni-
formly). The download size is drawn from the AppIn-
sight distribution (Figure 6). The app and the server run
the TimeSync method and log N1 and N2.
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Figure 9: Network transfer delays.
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Figure 11: Elapsed time (C1 +N1) from two apps.

We ran the app on the personal phones of 20 users,
all in the same U.S. city, as well as four Android test
devices in two different cities. These phones used a
variety of wireless networks and providers such as 3G,
4G (HSPA+), and LTE, on AT&T, T-Mobile, Verizon,
and Sprint. The users went about their day normally,
providing data across different locations and mobility
patterns (indoors and outdoors, static, walking, driving,
etc.). The interval between successive wake-ups of the
apps was set to anywhere between 1 and 30 minutes de-
pending on user’s preference. In all, we collected data
from over 250K downloads over a period of one month.
We term this the NetMeasure dataset (Table 2).

Figure 9 shows the CDF of N1 and N2. We see that
the delays are both high and highly variable. The me-
dian delays are 75 and 175 ms, respectively. 30% of
the N2 samples are over 400 ms. Given the values of
user-perceived response times in mobile apps (Figure 7),
these delays represent a substantial fraction of the total.

6.2 End-to-End Evaluation

To conduct an end-to-end evaluation of Timecard, we in-
corporated Timecard into two mobile services and their
associated apps. The apps were installed on the primary
mobile phones of twenty users, configured to run in the
background to collect detailed traces. We term these
traces the EndToEnd data set (Table 2).
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Figure 10: User-perceived delays for two apps. With Timecard, delays are tightly controlled around the desired
value.
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Figure 12: Deadline control errors: discrete work time in one app and N2 prediction errors.

We first describe the services and the associated apps.
Next, we show that Timecard helps apps not exceed a
desired end-to-end delay. Finally, we discuss the quality
vs. timeliness trade-off for these two services.

The first service is an ad server that delivers contex-
tual ads to apps [22]. The ad server is coupled with a
mobile ad control, which is a small DLL that the app
developer incorporates into the app. At run time, the
mobile ad control scrapes the page displayed by the app
for keywords and forwards them to the ad server. The
server spawns multiple requests to an ad provider using
these keywords. It sorts the received ads according to
their relevance and returns the top ad to the app. The
returned ad is a small text string, less than 1KB in size.
The ad provider needs at least 500 ms to generate one
response. By waiting longer, the server can receive ad-
ditional responses from the ad provider, which can im-
prove the relevance of the returned ad. Hence, there is
a trade-off between server work time and the ad quality.
The ad server uses the API described in §2 to determine
how long the service should wait before sending an ad
to the client. Note that the specified delay is not a hard
deadline; Timecard tries to keep the actual delay around
the specified value, seeking to reduce the delay variance
around that value.

We built a simple app and added the ad control to it.
The app wakes up at random times and feeds randomly
selected keywords based on data in [22] to the ad control.

We set the desired end-to-end delay for fetching ads to
be 1.2 seconds.

The second service is a Twitter analysis service, with
an associated mobile app that has been in the Windows
Phone store for over 2 years. The app lets the user spec-
ify a keyword, which it sends to the analysis service. The
service fetches recent tweets for the keyword, catego-
rizes them into positive and negative tweets (sentiment),
and finally sends an aggregated sentiment score to the
app.

We modified the app to specify a desired delay of
1.1 seconds in addition to specifying the keyword. The
server uses Timecard to decide how many tweets to fetch
and analyze, given the desired delay. The quality of the
response (sentiment analysis and the aggregated score)
improves with the number of tweets, but fetching and
analyzing more tweets takes more time. If more tweets
are fetched, the size of the response sent to the app in-
creases as well. The service sends between 8 KB to 40
KB of data per request. The app simply parses and ren-
ders the response.

Because of restrictions imposed by Twitter’s web API,
the service can only fetch and process tweets in multi-
ples of 100, so the work time can be adjusted only in
steps of roughly 150 ms. As a result, we cannot al-
ways meet the deadline precisely, but the server attempts
to ensure that the user-perceived delay is smaller than
the 1.1-second deadline. We pre-computed the expected
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work times for fetching and analyzing different numbers
of tweets by separately profiling the service.

We bootstrapped the N2 predictor for both services
using the NetMeasure data set. We bootstrapped the C2

predictor using offline measurements.
Figure 10 shows that with Timecard these two apps

achieve user-perceived delays that are tightly distributed
around the desired value. This result is significant be-
cause the upstream elapsed time when the request hits
the server is highly variable, as shown in Figure 11. Over
90% of the transactions are completed within 50 ms of
the specified deadline for ad control.

The difference between the observed and the desired
delay is due to two main factors. For the Twitter anal-
ysis service, the work time is limited to be a multiple
of 150 ms. Figure 12(a) shows that this causes 80% of
the transactions to finish before the deadline, and over
half the transactions to finish 50 ms early. The error in
N2 and C2 prediction is the other main reason for the
observed delay being different than the desired delay.
Figure 12(b) shows that the median error in N2 + C2

is only 15 ms for the ad control app, because the service
returns a small amount of data for each request. The
median error is higher (42.5 ms) for the Twitter analysis
app. TimeSync error also likely contributes to the down-
stream prediction error; unfortunately we have no way
of measuring its precise impact.

As the two services described above try to meet the
end to end deadline, they trade-off quality of results for
timeliness of response.

Figure 13(a) shows the trade-off between the ad server
work time and probability of fetching the best ad. Re-
call that we had set the total deadline to be 1.2 seconds.
Thus, the best ad is the ad that would have been top rated
if the server had spent the entire 1.2 seconds on the job.
If the server spends less time, it may not always find the
best ad. Using trace data from 353 apps, 5000 ad key-
words [22], and about 1 million queries to the ad server,
we calculate the probability that the best ad is found for
various work times. As one might expect, the probabil-
ity increases as the server spends more time. Similarly,
Figure 13(b) shows the trade-off between fetching and
analyzing different number of tweets (mapped to aver-
age server work time) and the quality of sentiment anal-
ysis. The data is based on over 150,000 tweets for 100
popular keywords. We see that the as the server spends
more time to fetch and analyze more tweets, the error
in aggregated sentiment score compared to fetching and
analyzing the maximum of tweets (1500) from twitter is
reduced.

We stress that these trade-off curves are specific to
each service; we do not claim that the above curves are
representative in any manner.
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Figure 14: Accuracy of N2 and C2 prediction

6.3 Prediction Accuracy

Accuracy of N2 Prediction: We evaluate accuracy of
N2 prediction using the NetMeasure dataset (Table 2).
We randomly split the data into two halves for training
and testing. Figure 14(a) shows the CDF of absolute
errors in the prediction. The median error is 23 ms; the
90th percentile error is 139 ms. To dig deeper, we look
at WiFi and cellular links separately. We find that our
prediction is more accurate for WiFi (median error 11.5
ms median, 90th percentile 31 ms) than it is for cellular
networks (median 31 ms, 90th percentile 179 ms). Some
of the longer tail errors (>100 ms) for cellular networks
are due to radio wake-up delays on the downlink. In
certain device models and carriers, the radio does not
go to highest power state during upload, since upload
transfers (i.e. client requests) are assumed to be small.
Full wake-up happens only when the download begins.

The data size also has an impact on prediction delay,
due to complex interactions between server TCP state,
middlebox TCP state, and client TCP parameters. For
smaller data sizes, these interactions do not matter as
much, so the prediction error is low when we download
less than 37 KBytes (median 17 ms, 90th percentile 86
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Figure 15: Clock drift in smartphones.

ms). Recall that in the AppInsight data set, 37 KBytes
represents the 90th percentile download size (Figure 6).

Recall from §4.1 that we use the amount of data al-
ready transferred on the connection as a coarse way of
modeling the TCP window behavior at the middlebox
or the server. Figure 14(b) shows that it is important to
include this feature in the model. Without the cumula-
tive data sent, the median error in N2 prediction is 54%
higher, and almost double for the 90th percentile.
Accuracy of C2 prediction: We use the AppInsight
data set to evaluate the accuracy of C2 predictor. In 30
apps, we identity 100 transaction types that have at least
20 transactions each from different users or different ses-
sions. We use half the data for training and the other half
for testing. Figure 14(c) plots the absolute error in C2

prediction. The median error is 8 ms, but the 90th per-
centile error is 261 ms. When normalized for transaction
duration, the median error is 4.6%, while 90th percentile
is 22%. Both the percentage and absolute errors are low
for shorter transactions. The graph shows that for trans-
actions with C2 < 1 second, the 90th percentile C2 pre-
diction error is 100 ms (10%). It also shows that C2

predictor must take the size of the downloaded data into
account. Without it, the median error is over 150 ms.

6.4 TimeSync
Our TimeSync method assumes that the clock drift is
linear and that the uplink and downlink delays are sym-
metric. We now test these hypotheses.

We connected a smartphone to a desktop machine and
sent TimeSync RTT probes from the smartphone to the
desktop over the low delay USB link. We found that

the combined drift between the smartphone clock and
desktop clock is linear, and stayed linear over several
days. We repeated this experiment on many different
smartphone models and obtained similar results. Fig-
ure 15 shows the clock drift on seven different smart-
phones over a day. A simple linear regression fits the
data and the mean error is 0.8 ms.

Cellular networks can have asymmetric uplink and
downlink delays [17]. To estimate the asymmetry, we
connected a smartphone to a desktop and sent probes
from the desktop through the phone’s cellular connec-
tion (tethering), back to the desktop’s Ethernet connec-
tion. By using a single clock to measure uplink and
downlink delays, we can measure the difference between
the two (i.e., the asymmetry). We find that for three
LTE networks, the difference between the uplink and
downlink delay is less than 5 ms. But on 3G networks,
the difference can be as high as 30 ms. The error in
time synchronization can be as high as this difference,
which impacts the accuracy of the elapsed time estima-
tion. Thus, highly asymmetric links can cause the Time-
card to miss the overall deadline. We also find that low
signal strength greatly impacts the cellular uplink, mak-
ing the probe delays asymmetric. Thus, we do not col-
lect probes samples when the signal strength is low.

6.5 Overhead

To quantify the overhead of Timecard, we use an HTC
Mazaa running Windows Phone 7.1 as client and an HP
Z400 2.8 GHz dual-core with 16 GB RAM as server.
App run time: The impact of Timecard on app’s run
time is negligible. The average overhead of tracking an
edge in the transaction graph is 50 µs. For the apps in the
AppInsight data set, we estimate that the average total
increase in app’s run time would be 2 ms, which is less
than 0.1% of the average transaction length. Overhead of
sending and processing of RTT probes is minimal, due to
various optimizations described in (§3.2). Timecard in-
creases app launch time slightly (2 ms), since it needs
to initialize various data structures. Regular garbage
collection and bookkeeping of various data structures
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is done during app idle time. The AppInsight data set
shows that all apps have more than 10% idle time, which
is sufficient for our needs.
Service run time: The overhead of Timecard at the
server is small. The average time required for tracking
an edge is less 10 µs. Overall, for the two services we
instrumented, Timecard adds less than 0.1 ms to process-
ing of each request.
Memory: Timecard consumes between 20 KB to 200
KB of additional memory to keep track of various data
structures. Since the average memory consumption of
apps in the AppInsight data set is 25 MB, the memory
overhead of Timecard is less than 1%. On the server, the
memory overhead of Timecard is negligible.
Network: Timecard consumes network bandwidth dur-
ing app execution to send transaction context to server
(§3.1) and to send RTT probes for TimeSync (§3.2). It
also sends log data to the predictor to improve the pre-
diction models. The size of the extra header is only 50–
100 bytes. In rare cases, however, adding extra bytes can
increase the request size just enough so that TCP incurs
an extra round trip to send the request. TimeSync probes
are small packets and transfer only a few bytes of data.
The amount of data sent to predictor per transaction is
just 20 bytes. Furthermore the training data is uploaded
using background transfer. The total network overhead
is less than 1% for the apps we instrumented.

The server incurs roughly the same network overhead.
Most cloud services are deployed in well-provisioned
data centers, and the marginal overhead is insignificant.
Battery: The battery overhead of Timecard that results
from additional network usage is worth discussing; the
CPU overhead is small. We time our RTT probes to
avoid a radio wake-up power surge (§3.2). The battery
impact of the few additional bytes sent in each request
header is small. Thus, although we have not actually
measured the marginal battery consumption, we see no
reason why it would be significant.

7 Discussion and Limitations

Limitations of the N2 predictor: Our approach for
predicting N2 has several limitations. First, for large
transfer sizes, the number of RTTs matters less than the
bottleneck rate of the connection. This limitation does
not matter much for our purposes, because our focus is
on request-response interactions (the common case for
mobile apps). Second, a cellular provider could arbi-
trarily alter middlebox parameters, so the learning has to
be continuous and may require retraining. In our exper-
iments we observed consistent middlebox behavior for
over a month, but that behavior may not always hold.
Third, our model does not use the client’s location as a

feature. A network provider could deploy differently-
behaving middleboxes in different areas, reducing the
predictor’s effectiveness. If that is observed, we would
need to include the location as a feature. Fourth, our
predictor depends on recent RTT samples. For geo-
replicated servers, we could end up measuring RTT to
a different server than the one client eventually down-
loads data from. If that happens, our prediction can be
erroneous. In practice, we believe that this situation is
uncommon because of the nature of replica selection al-
gorithms.
Complex transactions: We focused on user transac-
tions that included a single request to a cloud service.
However, Timecard can be extended to more complex
patterns (parallel or sequential requests to servers, com-
plex dependencies between server requests, etc.) as well.
For the GetElapsedTime() call, Timecard needs to
ensure that the right timestamp is used with the right
server. Extending GetRemainingTime() is more
complex, and may require the developer to apportion
budgets among multiple servers.
Privacy and security: Timecard does not collect any
information that app developers cannot collect for them-
selves today. However, any logging and tracing system
must carefully consider privacy implications, a topic for
future work. For example, it is worth investigating the
smallest amount of information that Timecard needs to
log to function effectively. There are other security im-
plications as well. For example, clients may manipulate
the transaction data sent to the server, so that they get the
“best possible” service.
Server processing time: We have not shown that the
server processing time (S in Figure 1) is a significant
portion of the user-perceived delay for popular mobile
apps. To do so, we would need to instrument several
third-party mobile services6, which is a challenging, if
not impossible, task. We also note that while several
services such as search offer a clear trade-off between
processing time and quality of results, such a trade-off
is not possible for all services. However, even such ser-
vices can use Timecard, as discussed next.
Other applications of Timecard: The API functions
GetElapsedTime() and GetRemainingTime()
can be used even by services that cannot control the
response quality versus processing time trade-off. For
instance, a server can use the APIs to prioritize the
order in which requests are served, so that requests
most in danger of missing user-perceived delay dead-
lines are served first. The server can also allocate dif-
ferent amount of resources to requests based on their
deadline. A component on the mobile device may use
the GetElapsedTime() to decide not to contact the

6Without such instrumentation, we cannot tease apart S and N2.
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server but use a cached response if the elapsed time is al-
ready too long. Alternatively, if the request involves the
delivery of speech or sensor samples, it can adjust the
sampling rate depending on the elapsed time. We leave
the exploration of such alternative uses to future work.
Applicability to other platforms: The current imple-
mentation of Timecard focuses on Windows Phone apps
and .NET services. However, we believe that Timecard
can be easily ported to other platforms as well. In Time-
card, the N2 predictor, the C2 predictor, and TimeSync
are independent of the framework and can be reused with
small modifications. The instrumentation and transac-
tion tracking are specific to Silverlight and .NET. The
client instrumentation can be ported to other mobile plat-
forms [29]. The server instrumentation can be ported to
any platform where we can correctly identify the entry
points of a service, as well as all thread synchronization
primitives.

8 Related Work

Mobile app monitoring and analysis: Timecard
extends AppInsight’s [29] instrumentation framework.
AppInsight is primarily an analytic tool, focused on
client performance. In contrast, Timecard allows devel-
opers to manage user-perceived delays. SIF [16] is an-
other system closely related to AppInsight. Unlike Ap-
pInsight, SIF includes a programming framework to help
the developer instrument selected code points and paths
in the code. Like AppInsight, SIF focuses on client per-
formance only. Other systems for monitoring mobile
apps have primarily focused on profiling battery con-
sumption [28, 25]. Flurry [11] and PreEmptive [27] pro-
vide mobile app usage monitoring. These systems do
not provide tools for managing end-user response times,
nor handle server-based mobile apps.
Predicting mobile network performance: A num-
ber of recent studies have focused on mobile network
performance; we discuss two recent ones that have fo-
cused on prediction. Sprout [33] is a UDP-based end-
to-end protocol for mobile applications such as video-
conferencing that require both low delays for interac-
tivity and high throughput. Sprout uses a model based
on packet inter-arrival times to predict network perfor-
mance over short time periods. Proteus [34] passively
collects packet sequencing and timing information us-
ing a modified socket API, and uses a regression tree
to predict network performance over short time periods.
Proteus is also primarily applicable to UDP flows. Time-
card can use any improvements in techniques to predict
mobile network performance. Our implementation does
not borrow from either Sprout or Proteus, however, be-
cause our primary focus is on apps that use TCP.

Server performance monitoring: The literature on
monitoring transactions in distributed systems goes back
several decades. We highlight three recent proposals.
Magpie [4] monitors and models server workload, but
unlike Timecard, has no client component. XTrace [12]
and Pinpoint [8] trace the path of a request using a spe-
cial identifier. Timecard uses similar techniques, with a
focus on managing end-to-end delays.

Data center networking: Much effort has been de-
voted to understanding and minimizing delays in data
centers that host delay-sensitive services. This work in-
cludes new network architectures [14, 2, 18], new trans-
port protocols [3, 31], and techniques to rearrange com-
putation and storage [1, 23]. None of these proposals is
concerned with managing end-to-end deadlines.

Time synchronization: A number of innovative pro-
posals for time synchronization in various domains, such
as the Internet [26, 21, 20], wireless sensor networks [10,
19], and large globally-distributed databases [9] have
been developed. Timecard currently uses algorithms
proposed in [26, 21], but can benefit from any appro-
priate advances in this area.

9 Conclusion

Timecard helps manage end-to-end delays for server-
based interactive mobile apps. For any user transaction,
Timecard tracks the elapsed time and predicts the re-
maining time, allowing the server to adjust its work time
to control the end-to-end delay of the transaction. Time-
card incorporates techniques to track delays across mul-
tiple asynchronous activities, handle time skew between
client and server, and estimate network transfer times.
Our experiments showed that Timecard can effectively
manage user-perceived delays in interactive mobile ap-
plications. These results suggest that Timecard’s API
functions may be used by developers to re-design their
services to achieve good trade-offs between the quality
of responses to requests and user-perceived delay.
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Abstract

Dynamic binary translation (DBT) is a powerful tech-

nique with several important applications. System-level

binary translators have been used for implementing a

Virtual Machine Monitor [2] and for instrumentation in

the OS kernel [10]. In current designs, the performance

overhead of binary translation on kernel-intensive work-

loads is high. e.g., over 10x slowdowns were reported on

the syscall nanobenchmark in [2], 2-5x slowdowns were

reported on lmbench microbenchmarks in [10]. These

overheads are primarily due to the extra work required to

correctly handle kernel mechanisms like interrupts, ex-

ceptions, and physical CPU concurrency.

We present a kernel-level binary translation mecha-

nism which exhibits near-native performance even on

applications with large kernel activity. Our translator re-

laxes transparency requirements and aggressively takes

advantage of kernel invariants to eliminate sources of

slowdown. We have implemented our translator as a

loadable module in unmodified Linux, and present per-

formance and scalability experiments on multiprocessor

hardware. Although our implementation is Linux spe-

cific, our mechanisms are quite general; we only take

advantage of typical kernel design patterns, not Linux-

specific features. For example, our translator performs

3x faster than previous kernel-level DBT implementa-

tions while running the Apache web server.

1 Introduction

Dynamic binary translation (DBT) is a popular tech-

nique, with applications in virtualization [2], test-

ing/verification [14], debugging [20], profiling [19],
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sandboxing [12], dynamic optimizations [4], and more.

DBT can be implemented both at user-level [7] and at

system-level [2, 10]. Current system-level binary trans-

lators exhibit large performance overheads on kernel-

intensive workloads. For example, VMware’s binary

translator in a Virtual Machine Monitor (VMM) shows

10x slowdowns for the syscall nanobenchmark [2];

corresponding overheads are also observed in mac-

robenchmarks. VMware’s DBT performance also in-

cludes the overheads of other virtualization mechanisms,

like memory virtualization through shadow page tables,

etc. Another kernel-level binary translator, DRK [10],

reports 2-5x slowdowns on kernel intensive workloads.

Applications requiring high kernel activity (like high

performance fileservers, databases, webservers, soft-

ware routers, etc.) exhibit prohibitive DBT slowdowns,

and are thus seldom used with DBT frameworks.

Ideally, a translated system must run at near-native

speed. Low-overhead user-level DBT is well under-

stood [6]; kernel-level translation involves correctly

handling interrupts, exceptions, CPU concurrency, de-

vice/hardware interfaces, and is thus more complex and

expensive. We present a kernel-level dynamic binary

translator with near-native performance. Like DRK [10],

our translator works for the entire kernel including ar-

bitrary devices and their drivers. This is in contrast

with virtual-machine based approaches (e.g., VMware

[2], PinOS [9], BitBlaze [17]), where translation is only

performed for code that runs in a virtualized guest. As

also discussed by DRK authors [10], making dynamic

binary translation work for arbitrary devices and drivers

is important because drivers constitute a large fraction

of kernel code, and most of this remains unexercised in

a virtual machine. Moreover, most interesting program

behaviour (e.g., bugs, security issues, etc.) occurs in

drivers. Further, many workloads are incapable of run-

ning in virtual environments due to device constraints.

We evaluate the performance of our DBT framework

on a number of workloads, and show significant im-

provements over previous work. We also evaluate the

functionality of our DBT framework by implementing a

few important applications on it. In particular, we ob-

tained Linux kernel’s byte-level memory sharing profile

on multiprocessor hardware using our DBT framework.
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Our translator is implemented as a loadable kernel

module and can attach to a running OS kernel, ensur-

ing that all kernel instructions run translated thereafter.

It does not translate user-level code. Our translator ex-

hibits performance improvements of up to 17% over na-

tive on certain workloads. Similar improvements have

previously been observed for user-level binary transla-

tors [6], and have been attributed to improved caching

behaviour, especially at the instruction cache. Our trans-

lator can be detached from a running system at will, to

revert to native execution.

Like previous work [2, 10], our translator provides

full kernel code coverage, preserves original concur-

rency and execution interleaving, and is “transparent” to

the kernel. i.e., kernel code does not behave differently

or break if it observes the state of the instrumented sys-

tem. While VMware promises complete transparency,

both DRK and our translator have transparency limi-

tations, i.e., it is in general possible for kernel code

to inspect translated state/data structures. We only en-

sure that this does not result in incorrect behaviour dur-

ing regular kernel execution1. Our design differs from

VMware and DRK in the following important ways:

Entry Points: We replace kernel entry points (interrupt

and exception handlers) directly with their translated

counterparts. This is in contrast with VMware and DRK

which replace kernel entry points with calls to the DBT’s

dispatcher (see Figure 1 for the component diagram of

a dynamic binary translator), which in turn jumps to the

translated handlers after restoring native state on the ker-

nel stack. This extra work by DBT dispatcher causes

significant overhead on each kernel entry. In our design,

kernel entries execute at near-native speed. In doing so,

we allow the kernel handlers to potentially observe the

non-native state generated by the hardware interrupt on

stack.

Interrupts and Exceptions: Previous DBT solutions

(VMware, DRK) handle exceptions by emulating pre-

cise exceptions2 in software by rolling back execution to

the start of the translation of the current native instruc-

tion; and handle interrupts by delaying them till the start

of the translation of the next native instruction. These

mechanisms are complex and expensive, and are primar-

ily needed to ensure that the interrupt handlers observe

consistent state. In our design, we allow imprecise ex-

1Actually, VMware’s binary translator also does not guarantee full

transparency. For example, they do not translate user-level code for

performance. Most “well-behaved” operating systems work well in

this model, but an adversarial guest can expose their transparency lim-

itations.
2A precise exception means that before execution of an exception

handler, all instructions up to the executing (emulated) instruction have

been executed, and the excepting instruction and everything afterwards

have not been executed. Previous DBT implementations have pre-

served precise exception behaviour for architectures that support pre-

cise exceptions (e.g., x86).

ceptions and interrupts. Relaxing precision greatly sim-

plifies design and improves performance. In our experi-

ence, operating systems rarely depend on precise excep-

tion and interrupt behaviour.

Reentrancy and Concurrency: The translator’s code

and data structures need to be reentrant to allow in-

terrupts and exceptions to occur at arbitrary program

points. Similarly, physical CPU concurrency needs to be

handled carefully. DBT requires maintenance of CPU-

private data structures, and migration of a thread from

one CPU to another should not cause unsafe concurrent

access to common state. In our design, the presence

of imprecise exceptions and interrupts introduces more

reentrancy and concurrency challenges. We present an

efficient mechanism to provide correct translated execu-

tion.

Our optimizations result in a very different translator

design from both VMware and DRK. We are more ag-

gressive about assumptions on usual kernel behaviour.

In doing so, we sometimes relax “transparency”; for us,

ensuring correctness is enough. Essentially, we show

that many transparency requirements are unnecessary

and can be relaxed for better performance. Because our

translator is implemented as a kernel module, it can be

used both for standalone kernel translation (as done in

our implementation) or for use with VMMs (through the

“guest tools” mechanism).

The paper is organized as follows. We present a back-

ground discussion on code generation and other kernel-

level DBT mechanisms in Section 2. Section 3 presents

our faster and simpler design, and Section 4 discusses its

subtleties. Section 5 discusses our implementation and

results. Section 6 summarizes our techniques and the OS

kernel invariants that we rely upon. Section 7 discusses

related work, and finally Section 8 concludes.

2 DBT Background

We first introduce the terminology and provide a ba-

sic understanding of how a dynamic binary translator

works (also see Figure 1). We refer to the terms and

concepts described in this section, while discussing our

design and optimizations in the rest of the paper. We

call the kernel being translated, the guest kernel. Start-

ing at the first instruction, a straight-line native code se-

quence (code block) of the guest is translated by the dis-

patcher. A code block (also called a trace in previous

work) is a straight-line sequence of instructions which

terminates at an unconditional control transfer (branch,

call, or return). The instructions in a block are trans-

lated using a translation rulebook. For quick future ac-

cess, the translations are stored in a code cache. The

dispatcher ensures that it regains control when the block
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Figure 1: Control Flow of a Dynamic Binary Translator.

jmp .edge0

.edge0: save_registers_and flags

clear interrupts

set nextpc

jump to dispatcher

Figure 2: The translated (pseudo) code generated for a di-

rect unconditional branch. After the first execution of this

code, the first “jmp .edge0” instruction is replaced with “jmp

tx-nextpc” to implement direct branch chaining.

exits by replacing the terminating control flow instruc-

tion by a branch back to the dispatcher after appropri-

ately setting the next native PC (called nextpc). The

dispatcher looks up the code cache to search if a trans-

lation for nextpc already exists. If so, it jumps to this

translation. If not, the native code block beginning at

nextpc is translated and the translation is stored in the

code cache before jumping to it. We call the translated

code corresponding to nextpc, tx-nextpc.

To improve performance, direct branch chaining is

used, i.e., before the dispatcher jumps to a translation in

the code cache, it checks if the previous executed block

performed a direct branch to this address. If so, the cor-

responding branch instruction in the previous executed

block is replaced with a direct jump to the translation of

the current program counter. This allows the translated

code to directly jump from one block to another within

the code cache (without exits to the dispatcher), thus re-

sulting in near-native performance.

Figure 2 shows the translation code for a direct un-

conditional branch, to illustrate the direct branch chain-

ing mechanism. At the first execution of this translated

code, the operand of the first jmp instruction is the ad-

dress of the following instruction (.edge0). The code

at .edge0 sets nextpc before jumping to the dis-

patcher. After the first execution, the dispatcher replaces

the first instruction with “jmp tx-nextpc” to imple-

ment direct branch chaining.

If a code block ends with an indirect branch, nextpc

save flags and clear interrupts

save temporary regs %tempreg0 and %tempreg1

mov *MEM, %tempreg0

%tempreg1 := jumptable_hashfn(%tempreg0)

index %per_cpu:jumptable using %tempreg1

if jumptable hit,

restore flags and jump to tx-nextpc

else,

jump to dispatcher

Figure 3: Translation for the indirect branch instruction

“jmp *MEM”, which looks up the jumptable to convert nextpc

to tx-nextpc. As discussed in Section 4.1, a separate per-

CPU jumptable is maintained, and “%percpu:jumptable” ob-

tains the address of the jumptable of the currently executing

CPU. jumptable hashfn() represents the jumptable’s hash

function. On Linux, the %fs segment stores the value of the

%per cpu segment and is used to store CPU-private variables

(like the jumptable in this case). Section 4.1 also discusses the need

to clear interrupts before a jumptable lookup.

can only be determined at runtime. As an optimization,

a fast lookup table is maintained to convert nextpc to

tx-nextpc without having to exit into the dispatcher.

The lookup table, called jumptable, is implemented as a

small hashtable. Additions to the jumptable are done

in the dispatcher, and lookups are done using assem-

bly code (emitted in the code cache for every indirect

branch). Figure 3 shows the pseudo-code of the transla-

tion of an indirect branch.

2.1 Kernel-level DBT Background

Kernel-level DBT requires more mechanisms to cor-

rectly handle interrupts, exceptions, reentrancy and con-

currency issues. Interposition on kernel execution is en-

sured by replacing all kernel entry points (interrupt and

exception handlers) with custom handlers. In previous

work, these entry points have been replaced with a call

to the DBT dispatcher. The dispatcher receives as argu-

ment, the original PC value at the entry point. Before the

dispatcher translates and executes the handler at this PC

value, it performs more work as discussed below. (As

we discuss in Section 3, we avoid this extra work in our

design).

PC value pushed on the interrupt stack by hard-

ware is translated to its native counterpart by the dis-

patcher on every interrupt/exception. The value pushed

on stack by hardware is the PC value at the time of the

interrupt/exception. This value could be a code cache

address or a dispatcher address. In either case, the value

is replaced with the address of the native instruction that

must run after the handler finishes execution. Conse-

quently, the return-from-interrupt instruction (iret) is

translated to obtain nextpc from stack and exit to the

dispatcher.

If a synchronous exception has occurred in the middle
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of the translation of an instruction, precise exception

behaviour is emulated. The procedure requires rolling

back machine state to its state at the start of the (trans-

lation of the) current native instruction. The code to im-

plement this rollback must be provided in the transla-

tion rulebook, and is executed in the context of the dis-

patcher. After executing the rollback code and putting

the native instruction address on stack, the exception

handler is executed.

If an asynchronous interrupt was received, the deliv-

ery of this interrupt is delayed until the (translation of

the) next native instruction boundary. This is done to

ensure precise interrupts, i.e., the interrupted native in-

struction must never be seen “partially executed” by the

handler. This delayed interrupt delivery is implemented

by patching the translation of the next native instruction

with a software-interrupt instruction (to recover control

at that point). After recovering control, the interrupt

stack is setup to return to this next instruction before ex-

ecuting the interrupt handler.

These mechanisms are discussed in detail in the DRK

paper [10] and also previously in a VMware patent [8].

The complexity of these mechanisms is evident from the

5-6 long pages of explanation needed to describe them

in previous work. These mechanisms are also expensive,

as we discuss next:

First, replacing the PC value pushed by hardware on

the interrupt stack, to its native counterpart, on each in-

terrupt, results in significant overhead for an interrupt-

intensive application. Similarly, the translation code for

the iret instruction adds overhead on every return from

interrupt.

Second, the rollback operation required to ensure pre-

cise exceptions is expensive. There is a direct cost of ex-

ecuting the rollback code on each exception. But more

significantly, there is an indirect cost of having to struc-

ture a translation in a way that it can be rolled back. Typ-

ically, this involves making a copy of the old value of any

register that is being overwritten. This cost is incurred on

the straight-line non-exceptional execution path on every

execution of that instruction, and is thus significant.

Third, the delaying of interrupts involves identifying

the next native instruction, patching it, incurring an ex-

tra software trap, and then patching the interrupt stack.

These are expensive operations.

In our work, we show that a guest kernel rarely re-

lies on the PC value being pushed on stack on an in-

terrupt/exception, and is largely indifferent to imprecise

exception and interrupt behaviour, and thus these over-

heads can be avoided for a vast majority of DBT appli-

cations.

3 A Faster Design

In our design, we do not ensure precise exceptions and

interrupts. We also do not guarantee that the PC value

on the interrupt stack is a valid native address. We sim-

ply allow the PC value pushed by hardware to get ex-

posed to the interrupt handler. We also allow the inter-

rupt handler to inspect intermediate machine state if an

interrupt/exception occurred in the middle of the trans-

lation of a single instruction.

The design is simple. We disallow interrupts and ex-

ceptions in the dispatcher (see Section 4.1 for details).

Thus, interrupts and exceptions only occur while execut-

ing in the code cache, or while executing in user mode.

We replace a kernel entry point with the translation of

the code block at the original entry point. This causes

an interrupt or exception to directly jump into the code

cache (see Figure 1). Consequently, we use the identity

translation for the iret instruction (i.e., iret in native

code is translated to iret in translated code) to return

back directly to the code cache. The system thus exe-

cutes at full speed. But we need more mechanisms to

maintain correctness.

The first correctness concern is whether an inter-

rupt or exception handler could behave incorrectly if

it observes an unexpected PC value on the interrupt

stack. Fortunately, in practice, the answer is no, bar-

ring a few exceptions. For example, on Linux, only the

page fault handler depends on the value of the faulting

PC. The Linux page fault handler uses the faulting PC

value to check if the fault is due to a permissible op-

eration (like one of the special copy from user(),

copy to user() functions) or a kernel bug. To im-

plement this check, the kernel compiler generates an

“exception table” representing the PCs that are allowed

to fault and the faulting PC is searched against this table

at runtime. With DBT, because the code cache addresses

will not belong to this table, the page fault handler could

incorrectly panic.

Similar patterns, where certain exception handlers are

sensitive to the excepting PC value, are also found in

other kernels. For example, on some architectures (e.g.,

MIPS), restartable atomic sequences (RAS) [5] are im-

plemented to support fast mutual exclusion on unipro-

cessors. RAS code regions, indicating critical sections,

can be registered with the kernel using PC start and end

values. If a thread was context-switched out in the mid-

dle of the execution of a RAS region (determined by

checking the interrupted PC against the RAS registry),

the RAS region is “restarted” by the kernel by over-

writing the interrupt return address by the start address

of the RAS region. With DBT, this mutual-exclusion

mechanism could get violated because the code cache

addresses will not belong to the RAS registry. Also, ker-
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void function_that_can_cause_page_fault()

{

/* by default, pcb_onfault = 0. */

push pcb_onfault;

pcb_onfault = custom_page_fault_handler_pc;

/* code that could page fault. */

pop pcb_onfault;

}

void kernel_page_fault_handler()

{

/* handler invoked on every page fault. */

if (pcb_onfault) {

intr_stack[RETADDR_INDEX] = pcb_onfault;

}

}

Figure 4: Pseudo-code showing registry of custom page

fault handlers by kernel subsystems in BSD kernels. The

pcb onfault variable is set to the PC of the custom page fault

handler before execution of potentially faulting code. On a page

fault, the kernel’s page fault handler overwrites the interrupt re-

turn address on stack with pcb onfault.

nels implementing RAS can cause execution of native

code as they could potentially overwrite the interrupt’s

return address with a native value. A similar pattern in-

volving overwriting of the interrupt return address by

the handler is also present in the BSD kernels, namely

FreeBSD, NetBSD, and OpenBSD. The pattern is shown

in Figure 4. As explained in the figure, this is done

to allow kernel subsystems to install custom page fault

handlers for themselves. As another example of a sim-

ilar pattern, Microsoft Windows NT Structured Excep-

tion Handling model supports a try/ except con-

struct which registers the exception handler specified

by the except keyword with the code in the try

block. These constructs are implemented by maintain-

ing per-thread stacks of exception frames; on entry to a

try/ except block, an exception frame containing

the exception handler pointer is pushed to this stack and

on function return, this exception frame is popped off

the stack. If an exception occurs, the kernel’s exception

handler (e.g., page fault handler) traverses this exception

stack top-to-bottom to find and execute the appropriate

except handler 3. Because on an exception inside the

try block, the kernel’s exception handler overwrites

the excepting PC, our DBT design can incorrectly cause

execution of native untranslated code.

Fortunately, such patterns are few, and can be usu-

3On non-x86 architectures (e.g., ARM, AMD64, IA64), a some-

what different implementation for try/ except is used. A static

exception directory in the binary executable contains information

about the functions and their try/ except blocks. On an excep-

tion, the call stack is unwound and the exception directory is consulted

for each unwound frame to check if a handler has been registered for

the excepting PC.

ally handled as special cases. On Linux for example,

the kernel allows loadable modules to register custom

exception tables at load time, to extend similar function-

ality to loadable modules. On a page fault, the fault-

ing PC is also checked against the modules’ exception

tables. For our DBT implementation, we ensure that

the code cache addresses corresponding to the functions

that already existed in kernel’s exception table belong

to our module’s exception table. This ensures correct

behaviour on kernel page faults. Similarly, DBT for ker-

nels implementing RAS can be handled by manipulating

the RAS registry to also include the translated RAS re-

gions. The exception directory in Microsoft Windows

for non-x86 architectures can be handled similarly. Fur-

ther, to avoid execution of native code after interrupt

return, due to overwriting of return address by a han-

dler (e.g., custom page fault handler installation in BSD

kernels), the iret instruction can be translated to also

check the return address; if the return address does not

belong to the code cache, indicating overwriting by the

handler, the translator should jump to the dispatcher to

perform the appropriate conversion to its corresponding

translated code cache address4.

In general, we believe that for a well-designed kernel,

any interrupt or exception handler whose behaviour de-

pends on the value of the interrupted PC value, should

ideally also allow a loadable module to influence the

handler’s behaviour, because the PC values of the mod-

ule code are only determined at module load time. For

example, Linux provides the module exception table for

page fault handling. This allows a DBT module to inter-

pose without violating kernel invariants. In cases where

such interposition is not possible, our DBT design will

fail.

In some kernels, we also found instances where an

excepting PC address is compared for equality with a

kernel function address in the exception handler. These

checks against hardcoded addresses (as opposed to a ta-

ble of addresses as in Linux), pose a special problem,

as it is no longer possible for the DBT module to ma-

nipulate these checks. Fortunately, such patterns are

rare, and are primarily used for debugging purposes.

If such patterns are known to exist, special checks can

be inserted at interrupt entry (by appropriately translat-

ing the first basic block pointed to by the interrupt de-

scriptor table) to compare the interrupted PC pushed on

stack against translations of these hardcoded addresses.

If found equal, the PC pushed on stack should be re-

placed by their corresponding native code address. Sim-

4If the code cache is allocated in a contiguous address range, this

translation of iret to check the return address is cheap (4-8 instruc-

tions). This is much faster than converting native addresses to trans-

lated addresses on every interrupt return, as done in previous DBT

designs.
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OS Unconventional uses of the interrupted/excepting

PC value pushed on stack by hardware

Linux Found one check against a table of addresses (excep-

tion table) in page fault handler.

MS Windows try()/ catch() blocks implemented by

maintaining per-thread stacks of exception frames.

FreeBSD Found three equality checks against hardcoded func-

tion addresses. Found two more uses for debugging

purposes. Implements RAS. Overwrites return ad-

dress to implement custom page fault handlers.

OpenBSD Implements RAS. Overwrites return address to im-

plement custom page fault handlers.

NetBSD Found two uses for debugging purposes. Implements

RAS. Overwrites return address to implement cus-

tom page fault handlers.

BarrelFish Found no such use.

L4 Found two equality checks against harcoded function

addresses in page fault handler.

Table 1: Unconventional uses of the interrupt return address (in

ways that need special handling in our DBT design) found in the

kernels we studied.

ilar checks should be added on interrupt return with ap-

propriate conversion from native address to its translated

counterpart, if needed. Notice that these special-case

checks are much cheaper than translations from native

addresses to code cache addresses and vice-versa on ev-

ery interrupt entry and return respectively, as done in

previous designs.

Table 1 summarizes our survey findings regarding the

use of the interrupted PC address on stack in various ker-

nels. In summary, we allow fast execution of the com-

mon case (where interrupted PC value is not read or writ-

ten), and use special-case handling for the few design

patterns where the PC value is known to be read/written

in unconventional ways.

The second correctness concern has to do with the

presence of code cache addresses in the kernel’s data

structures. For example, if an interrupt occurs while the

translated kernel is executing in the code cache, the code

cache address would be pushed on the kernel stack. If

the executing thread then gets context-switched out, the

code cache address would continue to live in the kernel

data structures. If the code cache address becomes in-

valid in future (due to cache replacement, for example),

this can cause a failure.

To solve this problem, we ensure that code cache ad-

dresses do not become invalid until they have been re-

moved from all kernel data structures. Firstly, we disal-

low cache replacement; we assume that the space avail-

able for code cache is sufficient to store translations of

all kernel code. This is not an unreasonable assumption;

for example, we use a code cache of 10MB which is suf-

ficient for the Linux kernel, whose entire code section

(including code of loadable modules) is typically less

than 8MB in size. There may be corner cases, where the

size of the code cache may exceed the available space

(for example, due to repeated loading and unloading of

modules); we discuss how to handle such situations in

Section 4.4. Secondly, once a code block is created in

the code cache, we do not move or modify it (except

the one-time patch for direct branch chaining). This en-

sures that a code cache address, once created, remains

valid for the lifetime of the translated execution. Fur-

ther, translator switchoff needs to be handled carefully

— all code cache addresses should be removed from

kernel data structures before effecting a switchoff (see

Section 4.4).

The third correctness concern is regarding violation of

precise exception and interrupt behaviour. Interestingly,

none of the kernel exception handlers we encountered,

depend on precise exception behaviour. In practice, the

kernel exception handlers at most examine the contents

(opcode and operands) of the instruction at the faulting

PC to make control flow decisions. As long as the trans-

lated code does not cause any extra exceptions or does

not suppress any exception that would have occurred in

native code, the system behaves correctly. Similarly, the

kernel never depends on the PC value for interrupt han-

dling and is thus indifferent to violation of precise inter-

rupts. The handlers are also indifferent to the values of

other registers (that are not used by the faulting instruc-

tion) at interrupt/exception time5.

4 Design Subtleties

4.1 Reentrancy and Concurrency

Consider a CPU executing inside the dispatcher. An in-

terrupt or exception at this point could result in a fresh

call to the dispatcher, to translate the code in the inter-

rupt/exception handler. Similarly, consider a CPU exe-

cuting in the code cache. The translated code for an in-

struction could have multiple instructions and could po-

tentially be using temporary memory locations (scratch

space) to store intermediate values (e.g., our translation

of the indirect branch instruction uses two scratch space

locations). An interrupt/exception in the middle of the

translated code could result in race conditions on ac-

cesses to this scratch space. We call these reentrancy

problems.

In previous work, reentrancy problems were simpli-

fied because their designs ensured precise exceptions

and interrupts. An interrupt or exception was serviced

5System calls depend on register values, but they are implemented

as software exceptions in user mode, and we are discussing hardware

exceptions/interrupts received in kernel mode; interrupts/exceptions

received in user mode are irrelevant to our design as DBT does not

influence user-mode behaviour.
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restore guest registers/stack

restore guest flags (interrupts may get enabled)

jmp *%per_cpu:tx-nextpc-loc

Figure 5: The code to exit the dispatcher and enter

the code cache at tx-nextpc (which is the value stored in

tx-nextpc-loc). As discussed later, tx-nextpc-loc is a per-

cpu location accessed using the per-cpu segment.

only after the state of the system reached a native in-

struction boundary; this meant that a handler (or a dis-

patcher call made by it) never observed intermediate

state. Our design is different, and we discuss the result-

ing challenges and their solutions.

Firstly, we disallow interrupts and exceptions inside

dispatcher execution. Exceptions are disallowed by de-

sign; none of the dispatcher instructions are expected to

generate exceptions, and page faults are absent because

all kernel code pages are expected to be mapped. We

also never interpret kernel code within the dispatcher.

Interrupts are disallowed by clearing the interrupt flag

(using cli instruction) before entering the dispatcher.

To avoid clobber, the kernel’s interrupt flag is saved on

dispatcher entry and restored on dispatcher exit. (Notice

the clearing of interrupt flag in Figures 2 and 3).

At dispatcher exit (code cache entry), the kernel’s

flags need to be restored inside the dispatcher before

branching to the code cache. This presents a catch-

22 situation: restoring kernel flags could cause inter-

rupts to be enabled and thus to preserve reentrancy, there

should not be any accesses to a dispatcher memory lo-

cation after that; and yet we need some space to store

tx-nextpc (the code cache address to jump to). Fig-

ure 5 shows the code at dispatcher exit. Notice that

at the last indirect branch in this code, tx-nextpc

cannot be stored in a register (because the registers are

supposed to hold the kernel’s values at this point), and

cannot be stored on stack (because the stack should

not be any different from what the kernel expects it to

be). tx-nextpc is instead stored at a per-CPU loca-

tion called tx-nextpc-loc (a per-CPU location in

the kernel is a location that has separate values for each

CPU; we discuss the need for tx-nextpc-loc to be

per-CPU later in our discussion on concurrency). This

code at dispatcher exit is non-reentrant because an in-

terrupt after guest flags are restored and before the last

indirect branch to *tx-nextpc-loc executes, could

clobber tx-nextpc-loc.

To solve this problem, we save and restore

tx-nextpc-loc at interrupt entry and exit respec-

tively. Thus, this one dispatcher memory location has

special status. The translation of the first block of

all interrupt/exception handlers is augmented to save

tx-nextpc-loc to stack, and the translation of the

last code block before returning from an interrupt (iden-

tified by the presence of the iret instruction) is aug-

mented to restore tx-nextpc-loc from stack. Be-

cause some of the interrupt state on stack is pushed

by hardware (e.g., code segment, program counter, and

flags), simply adding another push instruction at inter-

rupt entry (to save tx-nextpc-loc) will not work, as

that will destroy the interrupt frame layout on stack. On

Linux, we identified a redundant location in the stack’s

interrupt frame structure, and used it to save and restore

tx-nextpc-loc on interrupt entry and return respec-

tively6. If a redundant stack location cannot be identi-

fied, the interrupt frame pushed by hardware could be

“shifted-down” by one word at interrupt entry (by emit-

ting appropriate code on the interrupt entry path), thus

creating space above to save tx-nextpc-loc. On

interrupt return, tx-nextpc-loc could be restored

from this location, before “shifting-up” the hardware’s

interrupt frame and executing iret. Alternatively, if

modifications to guest’s source code are possible, an ex-

tra field could be added to the interrupt frame structure

for this purpose.

Next, we consider reentrancy problems due to in-

terruption in the middle of a translation in the code

cache. To address this, we need to ensure that accesses

to scratch space (used in translated code) are reentrant.

We mandate that any extra scratch space required by a

translation rule should be allocated on the kernel’s thread

stack. The push and pop instructions are used to create

and reclaim space on stack. Because a kernel follows the

stack abstraction (i.e., no value above the stack pointer is

clobbered on an interrupt), this ensures reentrant scratch

space behaviour. Because typical space allocation for

kernel stacks (8KB on Linux) is comfortably more than

its utilization, there is no danger of stack overflow due

to the small extra space used by our translator.

Finally, accesses to the jumptable need to be reentrant.

In Figure 3 which shows the translated code of an indi-

rect branch, consider a situation where the thread exe-

cuting this translation gets interrupted after it has deter-

mined that nextpc exists in the jumptable and before

it reads the value of tx-nextpc from its location. If

the interrupt handler gets to run in between, its transla-

tion could cause addition of new entries to the jumptable,

potentially replacing the mapping between nextpc and

tx-nextpc (that has already been read). Now, when

the interrupted thread resumes, it would read an incor-

rect tx-nextpc (because it had previously determined

that nextpc exists in the table although it has been re-

placed now), causing a failure. We fix this problem by

6On Linux, the interrupt frame field to save and restore the %ds

segment selector is redundant, because the value in %ds register is

never overwritten by an interrupt/exception handler. Thus, we translate

the instructions that save and restore %ds to instructions that save and

restore tx-nextpc-loc instead.
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cmp %reg1, %reg2

jcc .edge0

cmp %reg3, %reg4

jcc .edge1

mov %reg3, %reg2

jmp .edge2

.edge0: save_registers_and flags

clear interrupts

set nextpc

jump to dispatcher

.edge1: ... (similar to .edge0)

.edge2: ... (similar to .edge0)

Figure 6: The translated (pseudo) code generated for a code

block involving multiple conditional branches (jcc).

clearing the interrupt flag before executing the jumpt-

able lookup logic, and restoring it before branching to

tx-nextpc, as shown in Figure 3. This was the most

subtle issue we encountered in our design.

To avoid concurrency issues arising from execution

by multiple CPUs simultaneously, we maintain CPU-

private data structures: the dispatcher executes on a

CPU-private stack, all temporary variables are stored

on the stack, and per-CPU jumptables for indirect

branches are used. The dispatcher code is also reen-

trant and thread-safe (no global variables). The spe-

cial tx-nextpc-loc variable is also maintained per-

CPU. The only inter-CPU synchronization required is

for mutual exclusion during addition of blocks to the

shared code cache7.

4.2 Code Cache Layout

Figure 6 shows an example of a code block with multi-

ple conditional branches. Notice that jcc instructions

initially point to the corresponding “edge” code (code

which sets nextpc and branches to the dispatcher). On

the first execution of this edge code, the target of the jcc

instruction is replaced to point to a code cache address

(direct branch chaining). After direct branch chaining,

the code cache layout looks very similar to the native

code layout, differing only at block termination points.

We experimentally found that the extra edge code in-

troduced for each block results in poorer spatial locality

for the instruction cache. This edge code is executed

only once at the first execution of the corresponding

branch, but shares the same cache lines as frequently ex-

ecuted code. We fix this situation by allocating space for

the edge code from a separate memory pool. This allows

better icache locality for frequently executed code in the

7The cost of this synchronization is small because additions to the

code cache are relatively rare in steady state. This synchronization

could have been avoided by using multiple per-CPU code caches but

that results in poor icache performance as also discussed in Section 4.2.

code cache. In our experiments, we observed a notice-

able performance improvement after this optimization.

We also found that multiple code copies resulting

from CPU-private code caches result in poor icache be-

haviour. For this reason, we use a shared code cache

among CPUs. This does not result in concurrency issues

because instructions in code cache are read-only, except

the one-time patching of branch instructions for direct

branch chaining.

4.3 Function call/return optimization

Our design eliminates most DBT overheads; the biggest

remaining overhead is that of indirect branch handling.

Each indirect branch is translated into code to first gen-

erate nextpc, then lookup the jumptable in assembly,

and finally, if the jumptable misses, branch to the dis-

patcher. Even if the jumptable always hits, 2-3x slow-

downs are still observed on code containing a high per-

centage of indirect branches. The most common type of

indirect branches are function returns (ret instruction

on x86). We optimize by using identity translations for

call and ret instructions. In doing so, we let a func-

tion call push a code cache address to the stack; at func-

tion return, the thread simply returns to the pushed code

cache address. This optimization works because after

the kernel has fully booted, the return address on stack

is only accessed using bracketed call/return instructions.

We find that this optimization yields significant improve-

ments.

Because this optimization uses the identity transla-

tion for ret, all calls must push only code cache ad-

dresses. This poses a special challenge for calls with

indirect operands. Indirect calls of the type “call

*REG” and “call *MEM” are supported on the x86 ar-

chitecture. Without the call/ret optimization, handling

of these instructions is straightforward: the target ad-

dress (nextpc) is obtained at runtime, the jumptable is

searched, and if the jumptable hits, the address of the na-

tive return address is pushed to the stack, and a branch

to tx-nextpc is executed. If the jumptable misses, the

code still pushes the native return address to stack, sets

nextpc and then exits to the dispatcher; the dispatcher

converts nextpc to tx-nextpc and jumps to it.

With our call/ret optimization, this translation of indi-

rect calls becomes more difficult. First, nextpc is ob-

tained at runtime from the operands of the indirect call

instruction, and the jumptable is indexed to try and ob-

tain tx-nextpc. If the jumptable hits, the address of

the code cache address corresponding to the native re-

turn address (let’s call this tx-retaddr) needs to be

pushed to stack. The code at the native return address

may not have been translated yet, and so tx-retaddr

may not even be known at this point. To handle this, on

108



set nextpc

obtain tx-nextpc from jumptable

if not found, jump to .miss

call tx-nextpc

<<jmp tx-retaddr>>

.miss: call dispatcher-entry

<<jmp tx-retaddr>>

Figure 7: The translation code for an indirect call instruc-

tion of the type “call *MEM” or “call *REG”, with call/ret

optimization. The “<<jmp tx-retaddr>>” line represents the

full direct branch chaining code (as shown in Figure 2), replacing

tx-retaddr for tx-nextpc (and retaddr for nextpc).

the jumptable hit path, we emit a “call tx-nextpc”

instruction immediately followed by an extra uncondi-

tional direct branch to tx-retaddr (see Figure 7).

This extra unconditional direct branch to tx-retaddr

is supplemented by code to branch to the dispatcher if

tx-retaddr is not known (similar to how it is done

for any other direct branch through “direct branch chain-

ing”). A “<<jmp tx-retaddr>>” line in Figure 7

represents the full direct branch chaining code (as shown

in Figure 2) for branching to tx-retaddr.

If the jumptable misses for nextpc, the dispatcher

is burdened with having to push tx-retaddr to stack

before branching to tx-nextpc. We handle this case

by using a call instruction to exit to the dispatcher (in-

stead of using the jmp instruction), thus pushing the ad-

dress of the code cache instruction following the call

instruction to stack. The dispatcher proceeds as before,

converting nextpc to tx-nextpc and then jumping

to it. A future execution of the ret instruction will

return control to the instruction following the call-into-

dispatcher instruction. At this location, we emit a direct

unconditional branch to tx-retaddr using the same

direct branch chaining paradigm, as used for a jumpt-

able hit (see Figure 7).

Note that this call/ret optimization allows code cache

addresses to live on globally visible kernel stacks. This

global visibility of code cache addresses is acceptable

in our design, but will fail if used with previous designs

which allow code cache replacement.

4.4 Translator Switchoff and Cache Re-

placement

Our design creates more complications at switchoff. Be-

cause we store code cache addresses in kernel stacks,

we must wait for all such addresses to be removed be-

fore overwriting the code cache. To ensure this, we it-

erate over the kernel’s list of threads, replacing PC val-

ues on each thread’s stack to their translated/native val-

ues at switchon/switchoff respectively. At switchon, if

the translated value of a PC does not already exist, the

translation is generated before replacing the value. The

PC values are identified by following the stack’s frame

pointers.

Finally, we discuss code cache replacement. As dis-

cussed previously, we do not allow code cache blocks

to get replaced in normal operation. It is possible to hit

the code cache space limit if translation blocks are fre-

quently created and later invalidated (e.g., due to module

loading and unloading). If we hit the code cache space

limit, we switchoff the translator and switch it back on

to wipeout the code cache to create fresh space. We only

need to ensure that no kernel code is executed between

the switchoff and switchon; this is done by pausing all

CPUs at a kernel entry (except the CPU on which the

switchoff/switchon routine is running) till the new cache

is operational. We expect such translator reboots to be

rare in practice.

5 Implementation and Results

For evaluation, we discuss our implementation, experi-

mental setup, single-core performance, scalability with

number of cores, and DBT applications. We finish with

a design discussion.

5.1 Implementation

Our translator is implemented as a loadable kernel mod-

ule in Linux. The module exports DBT functional-

ity by exposing switchon() and switchoff()

ioctl calls to the user. A switchon() call on

a CPU replaces the current interrupt descriptor ta-

ble (IDT) with its translated counterpart. Similarly,

the switchoff() call reverts to the original IDT.

We also provide init() and finalize() calls.

The init() call preallocates code cache memory

and initializes the translator’s data structures, and the

finalize() call deallocates memory after ensuring

that there are no code cache addresses in kernel data

structures.

A user level program is used to start and stop the

translator on all CPUs. To start, the program calls

init() in the beginning. To stop, the program calls

finalize() at the end. In both cases, the program

spawns n threads (where n is the number of CPUs on the

system), pins each thread to its respective CPU (using

setaffinity() calls), and finally each thread exe-

cutes switchon()/switchoff() (for start/stop re-

spectively).

For efficiency, we use a two-level jumptable. Lookup

to the first level jumptable does not involve hash colli-

sion handling and is thus faster. The second level jumpt-

able is indexed only if the first level jumptable misses.

The second level uses linear probing for collision han-
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dling and allows up to 4 collisions for a hash location.

The most recent access at a location is moved to the front

of the collision chain for faster future accesses.

Our code generator is efficient and configurable. It

takes as input a set of translation rules. The translation

rules are pattern matching rules; patterns can involve

multiple native instructions. Our code generator allows

codification of all well-known instrumentation applica-

tions. Our implementation is stable and we have used it

to translate a Linux machine over several weeks without

error. Our implementation is freely available for down-

load as a tool called BTKERNEL [1].

5.2 Experimental Setup and Benchmarks

We ran our experiments on a server with 2x6 Intel Xeon

X5650 2.67 GHz SMP processor cores, 4GB memory,

and 300GB 15K RPM disk. For experiments involv-

ing network activity, our client ran on a machine with

identical configuration connected through 10Gbps eth-

ernet. We compare DBT slowdowns of our imple-

mentation with the slowdowns reported in DRK and

VMware’s VMM. We could not make direct compar-

isons as we did not have access to DRK; and VMware’s

VMM uses more virtualization mechanisms like shadow

page tables, which make direct comparisons impossible.

Hence, to compare, we use the same workloads as used

in the DRK paper [10] (with identical configurations).

All our benchmarks are kernel-intensive; the perfor-

mance overhead of our system on user-level compute-

intensive benchmarks is negligible, as we only inter-

pose on kernel-level execution. We evaluate on both

compute-intensive and I/O-intensive applications. I/O-

intensive applications result in a large number of inter-

rupts, and are thus expected to expose the gap between

our design and previous approaches. Some of our work-

loads also involve a large number of exceptions/page

faults.

We use programs in lmbench-3.0 and

filebench-1.4.9 benchmark suites as workloads.

We also measure performance for apache-2.2.17

web server with apachebench-2.3 client, using

500K requests and a concurrency level of 200. We

also compare performance overheads during the com-

pilation of a Linux kernel source tree; an example of

a desktop-like application with both compute and I/O

activity.

We plot performance for two variants of our trans-

lator: default (all optimizations are enabled),

no-callret (all except call/ret optimization are en-

abled). We also implement a profiling client (prof)

to count the number of instructions executed, the num-

ber of indirect branches, the number of hits to the

jumptables (first and second level), and the number of

System(s) User(s) Wall(s)

native.1 249 3633 4280

default.1 235 3625 4257

prof-default.1 263 3631 4295

no-callret.1 417 3647 4565

prof-no-callret.1 504 3670 4666

native.12 275 3704 573

default.12 273 3702 555

prof-default.12 304 3698 560

no-callret.12 491 3726 590

prof-no-callret.12 573 3740 594

Table 2: Linux build time for 1 and 12 CPUs

dispatcher entries. The corresponding results are la-

beled prof-default (all optimizations enabled) and

prof-no-callret (all except call/ret optimization

enabled) in our figures. Table 3 lists the profiling statis-

tics obtained using the prof client.

5.3 Performance

We first discuss the performance overhead on a single

core. Figures 8, 9, and 12 plot our performance results.

All these workloads intensely exercise the interrupt and

exception subsystem of the kernel. The “fast” kernel op-

erations in Figure 8 exhibit less than 20% overhead, ex-

cept write (35% overhead) and read (25% overhead).

We find 11% improvement in Protection(Prot).

Figure 9 plots the performance of fork operations in

lmbench. Here, we observe 1-1.5% performance im-

provement with DBT. Similarly, Figure 12 plots the per-

formance on communication-related microbenchmarks.

DBT overhead is higher for tcp (69%) and sock

(22%); for others, overhead is less than 15%. DRK ex-

hibited 2-3x slowdowns on all these programs. These

experiments confirm the high performance of our design

on workloads with high interrupt and exception rates.

5.4 Scalability

To further study the scalability and performance of our

translator, we plot performance of different programs

with increasing number of processors. Figures 10 and 11

plot the throughput of filebench programs with in-

creasing number of cores. To eliminate disk bottlenecks,

we used RAMdisk for these experiments. As expected,

the throughput increases with more cores, but our trans-

lation overheads remain constant. This confirms the

scalability of our design (CPU-private structures, min-

imal synchronization). Interestingly, our translator re-

sults in performance improvements of up to 5% for

fileserver on 8 processors. For other filebench

workloads, DBT overhead is between 0-10%.

Figure 13 shows the throughput of apache web-

server, when used with apachebench client over net-
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Figure 8: lmbench fast operations
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Figure 9: lmbench fork operations
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Figure 10: filebench on 1, 4, 8, and 12 processors:

fileserver(fsrv) and webserver(wsrv)
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Figure 11: filebench on 1, 4, 8, and 12 processors:

varmail(vmail) and webproxy(wpxy)
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Figure 12: lmbench communication related operations
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Figure 13: Apache on 1, 2, 4, 8, and 12 processors
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Without Call Optimization With Call Optimization

Total Indirect Jumptable1 Jumptable2 Dispatcher Total Indirect Jumptable1 Jumptable2 Dispatcher

(x1B) (x1M) (x1K) (x1K) Entries (x1B) (x1M) (x1K) (x1K) Entries

fileserver 56.54 1285.55 1234107 51205 238907 94.51 337.49 330934 6562 17

webserver 62.25 1335.91 1289146 46674 94351 98.50 401.15 393973 7179 12

webproxy 62.19 1337.71 1287155 50389 169203 100.1 406.47 398994 7485 4

varmail 65.07 1395.25 1337528 57503 224263 109.7 448.73 439561 9170 8

linux build 569.1 16038.0 15622945 342962 72153153 589.9 626.30 613978 12302 33059

apache 55.65 1650.14 1469932 173057 7158220 59.10 202.18 171743 30445 125

tcp500 0.142 3.316 3311 4 1344 0.268 1.934 1934 1 0

pgfault 5.294 158.631 158617 12 2835 5.836 6.915 6915 1 2

Table 3: Statistics on the total number of instructions executed, number of indirect instructions executed, number of first-level and

second-level jumptable hits, and the number of dispatcher entries with and without call/ret optimization (obtained by prof client). Values

in columns labeled (x1B) are to be multiplied by one billion, labeled (x1M) are to be multiplied by one million and labeled (x1K) are to

be multiplied by one thousand.

work. DBT overheads are always less than 12%. We

observe performance improvement of 17% (for 8 pro-

cessors) and 2.5% (for 1 processor) on apache. DRK

reported 3x overhead for this workload. Table 2 shows

the time taken to build the Linux source tree using

“make -j” with and without translation. The time

spent in kernel while building Linux improves by 5.6%

on one processor, and exhibits near-zero overhead on 12

processors.

Fair comparisons with VMware’s VMM are harder,

because VMware’s VMM also implements many other

virtualization mechanisms, namely shadow page tables,

device virtualization, etc. However, we qualitatively

compare our results with those presented in the VMware

paper [2]. The VMware paper reported roughly 36%

overheads for Linux build (compared with -5.6% us-

ing our tool) and 58% overhead for apache (compared

with 12% using our tool).

All our performance results confirm that call/ret op-

timizations result in significant runtime improvements.

Table 3 reports statistics on the number of indirect

branches (that needed jumptable lookups) with/without

the call/ret optimization on a single core. Clearly, the

majority of indirect branches are function returns. We

also present jumptable hit rates (for both levels) and the

number of dispatcher entries for different benchmarks in

the table. These statistics were generated in steady state

configuration, when the code cache has already warmed

up. Without call/ret optimization, the jumptable hit rates

for apache were 99.56% (89.07% first level, 10.48%

second level). With call/ret optimization, the jumptable

hit rates were always above 99.99% (84.94% first level,

15.05% second level). In all our experiments, the num-

ber of dispatcher entries was roughly equal to the num-

ber of jumptable misses.

5.5 Applications

To test functionality, we successfully implemented a

shadow memory client using our translator. Our shadow

memory implementation maintains type information for

each byte in the shadow byte, and this type informa-

tion flows through memory and registers based on in-

struction logic. More rules were added to our transla-

tion rulebook to implement shadow memory functional-

ity. We modified the kernel to reserve space for shadow

memory. We used shadow memory to implement two

analyses, namely addressability-checking and sharing-

statistics. Like previous work [10], we successfully

used addressability checking to ascertain the absence

of double-free errors. It is worth noting that relaxing

transparency does not effect DBT functionality; our plat-

form is equally usable for bug-finding, or any other type

of instrumentation-based analyses. We discuss our sec-

ond analysis (sharing-statistics) in more detail. For each

memory byte, we store in shadow memory its sharing

behaviour. In particular, we distinguish CPU-private

bytes from CPU-shared bytes. We also track the IDs

of the CPUs that accessed that byte and their access type

(read-only/read-write). In future work, we are using this

information to implement efficient multiprocessor VM

record/replay.

To implement fast shadow memory, we allocate a

shadow byte at a constant offset from its corresponding

physical memory byte. All page table updates are inter-

cepted to make appropriate mappings for shadow mem-

ory in virtual address space. The kernel is run translated

and each memory instruction is translated to also update

the corresponding shadow bytes. Each shadow byte con-

tains two bits per CPU representing not-accessed,

read-only-access, and read-write-access

states (for a maximum of 4 CPUs). On every memory

access, our instrumented code updates the appropriate

bits in the corresponding shadow bytes. Because the in-

strumentation code could clobber CPU flags, we gener-
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Num.

proc.

read-

only

private

KB

read-

only

shared

KB

read-

write

private

KB

read-

write

shared

KB

System

time

over-

head

1 119.9 0 394,810 0 2.3x

2 130.9 96.1 392,790 1919 3.2x

4 120.5 93.8 392,650 2302 2.7x

Table 4: Sharing statistics and corresponding performance over-

heads on Radix running on 1, 2, and 4 processors.

ate code to save/restore flags. We minimize these saves

and restores by performing block-level liveness analy-

sis for flags. We also assume that all stack accesses

(accesses going through registers rsp and rbp) are

CPU-private and thus do not need to be instrumented.

Some translations require temporary registers (i.e., reg-

isters that are not present in the native instruction but are

needed to store temporary values in the translation); we

perform a conservative block-level liveness analysis to

intelligently choose these temporary registers at transla-

tion time. Instructions with repeat prefix are translated to

generate the equivalent code in software. We tested our

implementation extensively by running it for different

workloads and comparing results. Table 4 and Table 5

presents kernel’s byte-level sharing statistics obtained

for Radix (from SPLASH-2 [18]) and fileserver

(from filebench-1.4.9) respectively. Radix has

a large memory footprint and exhibits significant ker-

nel activity due to demand paging. These statistics sug-

gest that a large fraction of kernel’s memory footprint is

CPU-private. We found that generating such statistics at

page granularity using page table manipulation (as op-

posed to byte granularity as done in our shadow mem-

ory implementation), presents significantly different re-

sults due to false sharing within a page. Generating such

statistics through interpretation-based emulators is also

error-prone due to the large perturbation in timing be-

haviour during emulation. The last column in Table 4

and Table 5 lists the performance overhead of our shar-

ing analysis. Our performance overheads are signifi-

cantly lower than the 10x overhead of DRK’s shadow

memory implementation [10]. The improvements are

due to a combination of a faster kernel-level DBT frame-

work and an optimized shadow memory implementa-

tion.

6 Discussion

In summary, our fast DBT design has the following

salient features:

• We avoid back-and-forth translation of inter-

rupted/excepting PCs between native and translated

Num.

proc.

read-

only

private

KB

read-

only

shared

KB

read-

write

private

KB

read-

write

shared

KB

through-

put wrt

native

1 274.4 0 460,436 0 43.6%

2 332.1 696.0 427,513 29,664 63.9%

4 378.8 1020.2 387,916 50,199 89.4%

Table 5: Sharing statistics and corresponding performance over-

heads on Fileserver running on 1, 2, and 4 processors.

values, on interrupt entry and return.

• We assume a large enough code cache, so it can fit

all kernel code and does not need cache replace-

ment during normal operation.

• We relax precision requirements on exceptions and

interrupts.

• We maintain temporary DBT state on kernel thread

stacks and use a reentrant dispatcher.

• We use a cache aware layout for the code cache.

• We use identity translations for function call and

return instructions.

Evidently, our DBT design requires knowledge about

guest OS internals, to handle special cases appropriately.

We also require the guest to obey certain invariants:

• The guest should read the interrupted/excepting

PC value (pushed on stack by hardware) mostly

through the return-from-interrupt instruction and

should be otherwise indifferent to it, except special

cases that can be handled specially.

• The guest should not depend on precise exceptions

and interrupts.

• The guest should allow a module to access the ker-

nel’s list of threads and their call stacks, to allow

translation of return address PCs to translated and

native values at switchon and switchoff times re-

spectively.

• The guest must obey the stack discipline.

• After it has booted, the guest must use function re-

turn addresses only through bracketed call/return

instructions, to allow call/ret optimization.

For these reasons, our design is inappropriate for use

in VMMs expected to run any guest OS. Our scheme

can be used however to improve performance for spe-

cific guest operating systems, using a custom guest-side

kernel module in VMMs. Also, our scheme improves

performance for several other DBT applications like in-

strumentation, testing, architecture compatibility, profil-

ing, sandboxing, and dynamic code optimization. On

the other hand, some applications which anticipate un-

conventional guest OS behaviour may not work with our

DBT design. For example, it may not be desirable to use
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our framework for certain security-related applications

(e.g., rootkit analysis); such applications may require

full transparency to hide from a malicious program, and

our framework may violate this requirement.

7 Related Work

User-level DBT frameworks are well understood, with

many different systems built on similar techniques: Dy-

namoRio [6], Pin [13], Valgrind [15], vx32 [11], etc.

User-level DBT requires stricter transparency require-

ments, as few assumptions can be made on user program

behaviour. In contrast, we show that it is possible to rely

on typical kernel behaviour to provide design simplicity

and performance for kernel-level DBT.

JIFL [16] is a kernel-level DBT framework that pro-

vides an API to instrument system calls. JIFL does not

instrument interrupt handlers and kernel threads, making

it less comprehensive than our work. Similarly, PinOS

is a whole-system instrumentation framework to instru-

ment a guest running paravirtualized in a Xen hypervi-

sor [9], based on the Pin [13] instrumentation frame-

work. Firstly, running in a virtual machine limits exe-

cution coverage, as only device drivers for virtual de-

vices get executed. An instrumentation framework for

a bare-metal OS (such as ours) can execute drivers for

any device, provided the appropriate hardware is avail-

able. Secondly, Pin uses a call-based model of instru-

mentation and so is much slower. PinOS uses similar

mechanisms as DRK and VMware to ensure precise ex-

ceptions and interrupts. With already high DBT over-

heads (of Pin), the small overhead of extra mechanisms

at interrupts and exceptions (of PinOS) is relatively in-

significant.

We compare the differences and similarities between

our work and VMware’s DBT-based VMM [2, 3]

throughout the paper. Unlike VMware, our approach

can instrument all device drivers (and not just drivers

that get exercised in VM environments), and provides

better interrupt/exception performance. However, our

design requires guest-specific knowledge. We believe

(though do not show) that our techniques can be used

in VMMs to improve performance for specific guests,

through custom guest kernel modules (“guest tools”).

Device passthrough configurations on VMware’s DBT-

based VMMs can also benefit from our techniques to

efficiently interpose on device interrupts.

DRK [10] is perhaps the closest to our work, in our

objectives. Unlike DRK, we also provide dynamic trans-

lator switchoff functionality. The primary difference, of

course, is in our design to handle interrupts and excep-

tions; our design is simpler and more performant.

8 Conclusion

We present a new design for a kernel-level binary trans-

lator that is simpler and performs significantly better

than previous work. We take advantage of guest OS

properties to relax unnecessary transparency require-

ments. We have tested our design in a kernel-level bi-

nary translator that is capable of attaching/detaching to

a running Linux kernel. All workloads perform at near-

native speed, in contrast to previous designs which show

2-4x slowdowns on average. We also observe speedups

of up to 17% over native, on some programs. We expect

the low-overhead translation to enable more kernel-level

DBT applications.
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Abstract

Most operating systems provide protection and isolation

to user processes, but not to critical system components

such as device drivers or other system code. Conse-

quently, failures in these components often lead to sys-

tem failures. VirtuOS is an operating system that ex-

ploits a new method of decomposition to protect against

such failures. VirtuOS exploits virtualization to isolate

and protect vertical slices of existing OS kernels in sep-

arate service domains. Each service domain represents

a partition of an existing kernel, which implements a

subset of that kernel’s functionality. Unlike competing

solutions that merely isolate device drivers, or cannot

protect from malicious and vulnerable code, VirtuOS

provides full protection of isolated system components.

VirtuOS’s user library dispatches system calls directly

to service domains using an exceptionless system call

model, avoiding the cost of a system call trap in many

cases.

We have implemented a prototype based on the Linux

kernel and Xen hypervisor. We demonstrate the viabil-

ity of our approach by creating and evaluating a network

and a storage service domain. Our prototype can survive

the failure of individual service domains while outper-

forming alternative approaches such as isolated driver

domains and even exceeding the performance of native

Linux for some multithreaded workloads. Thus, Vir-

tuOS may provide a suitable basis for kernel decompo-

sition while retaining compatibility with existing appli-

cations and good performance.
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1 Introduction

Reliability and fault resilience are among the most im-

portant characteristics of operating systems (OS). Mod-

ern general purpose operating systems require that an ap-

plication runs in its own protected virtual address space.

System critical data resides in the kernel’s address space

where it cannot be directly accessed by applications.

This isolation protects user processes from each other

and the kernel from misbehaving user processes, but

falls short of protecting the system from failing kernel

components. Failure of just one kernel component gen-

erally causes the entire system to crash. Major offenders

are device drivers [20, 23, 28], which reportedly caused

65-83% of all crashes in Windows XP [20,28,41]. These

components are numerous, hardware specific, and often

less tested due to a more limited user base. Common

causes of such bugs include memory overruns, improper

use of resources and protocols, interrupt handling errors,

race conditions, and deadlocks [46].

Architectural approaches for increasing the reliability

of kernel software and reducing the impact of faults of-

ten rely on decomposition. Microkernel-based system

design moves device drivers and other system critical

code from the kernel into separate user space processes.

Microkernels have been successful in certain areas, but

they require careful engineering to achieve good IPC

performance [25, 36]. If application or driver compat-

ibility with existing systems is required, either extensive

emulation interface layers must be implemented [24],
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or a Multiserver OS [22, 29] must be built on top of

the microkernel, which partitions an existing monolithic

kernel’s functionality into multiple, independent servers

that communicate with user processes via IPC.

Virtual machines also use hardware isolation to cre-

ate strongly isolated domains in which to separate soft-

ware components. Their design was driven by a need

to safely share a machine’s resources while maintaining

application and kernel compatibility with existing sys-

tems. They, too, require careful consideration and opti-

mization of their inter-VM and VM to hypervisor com-

munication [26, 38, 47].

Despite their dissimilar motivations and development

history, virtual machines and microkernels are con-

nected and occupy the same larger design space [24,26].

For instance, microkernels were used as a foundation

for virtual machine monitors [18], or even to support

the reuse of existing device drivers [35] within the con-

fines of a virtual machine. Conversely, modern hypervi-

sors were used to achieve microkernel-like isolation of

system components, such as in Xen’s isolated driver do-

mains [19].

This paper presents VirtuOS, a novel design that

occupies a new point in this design space. VirtuOS

uses hardware-based virtualization to encapsulate verti-

cal slices of kernel functionality in isolated service do-

mains. VirtuOS allows its user processes to interact di-

rectly with service domains through an exceptionless

system call interface [48], which can avoid the cost of

local system calls in many cases. Individual user pro-

cesses may have system calls serviced by different ser-

vice domains, which can provide redundancy when op-

erating separate service domains for separate groups of

user processes.

Each service domain handles a specific kernel service,

such as providing a networking stack or a file system im-

plementation, along with housing the drivers to access

the underlying physical devices. A service domain runs

a near-stock version of a kernel, including the major re-

lated components such as the socket layer, TCP/IP im-

plementation, and (unchanged) device drivers. We use

the PCI passthrough and IOMMU facilities of hardware-

based virtual machine monitors to provide service do-

mains with direct access to physical devices.

VirtuOS intercepts system calls using a custom ver-

sion of the C library that dispatches system calls to the

appropriate service domains. System call parameters

and associated data are passed in shared memory that is

accessible to the user processes and the service domain.

To exploit the benefits of the exceptionless system call

interface, the user library implements an M:N threading

model whose scheduler cooperates directly with worker

threads in the service domains.

We developed a prototype which implements a net-

working and a storage service domain to demonstrate

the feasibility of this design. We used the Xen hy-

pervisor along with the Linux kernel for VirtuOS’s do-

mains, along with a modified version of the uClibc [3],

NPTL [16] and libaio [2] libraries. We tested our system

with a wide range of server and client programs such as

OpenSSH, mySQL, Apache, and Firefox.

We evaluated the performance for server-based work-

loads both under failure and non-failure scenarios. We

found that VirtuOS can recover from the failure of in-

dividual service domains after restarting those domains

and the processes that were using them. For network

throughput tests and multithreaded transaction process-

ing benchmarks, we found that VirtuOS meets or ex-

ceeds the performance of not only a split-driver model

but also native Linux, indicating that it retains the per-

formance benefits of exceptionless system call dispatch

for those workloads. The performance loss for applica-

tions that do not benefit from the exceptionless model

remains within a reasonable range.

The technical contributions of this paper are the fol-

lowing: (1) An approach to partitioning existing operat-

ing system kernels into service domains, each providing

a subset of system calls; (2) A method for intercepting

and demultiplexing of system calls using a user library

and the dispatching of remote calls to service domains

using an exceptionless mechanism; (3) A way to coor-

dinate process and memory management in the primary

and service domains so that applications can make trans-

parent use of service domains.

We further discuss the challenges and limitations

of our approach to partitioning as well as lessons we

learned during the implementation of our prototype.

2 Background

This section discusses the system structure of the Xen

hypervisor upon which VirtuOS relies, and it provides

background regarding the exceptionless system call han-

dling technique used.

2.1 Xen

Xen [8] is a widely used Type I hypervisor that al-

lows the execution of virtual machines in guest domains.

Originally developed for the IA32 architecture, which

lacked secure virtualization capabilities [45], early ver-

sions of Xen required guest operating system code adap-

tations (i.e., paravirtualization [54]) to function. Pro-

cessor vendors later introduced hardware virtualization

extensions such as VT-x and AMD-V, which provide

a VMM mode that is distinct from the mode in which

privileged guest kernel code executes and which allows
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the trapping or emulation of all sensitive instructions.

Recent architectures add support for MMU virtualiza-

tion via nested paging and support for the virtualization

of memory-mapped I/O devices (IOMMU), which are

supported by Xen’s hardware containers (HVM). Xen’s

PVHVM mode, which we use for VirtuOS’s service do-

mains, adds additional paravirtualization (PV) facilities

to allow guests to more efficiently communicate with the

underlying hypervisor.

Xen’s hypervisor implementation does not include de-

vice drivers, but multiple options exist to provide do-

mains with access to devices. The original Xen de-

sign assigned device management to a dedicated, priv-

ileged domain (Dom0) using the device drivers present

in that domain’s guest kernel implementation. Other do-

mains accessed devices using a split device driver ar-

chitecture in which a front-end driver in a guest do-

main communicates with a back-end driver in Dom0.

This design required the introduction of efficient inter-

domain communication facilities to achieve good per-

formance. These include an interdomain memory shar-

ing API accessed through guest kernel extensions, and

an interrupt-based interdomain signaling facility called

event channels. Split drivers use these facilities to im-

plement I/O device ring buffers to exchange data across

domains. The back-end drivers need not necessarily re-

side in Dom0 - the split driver model also provides the

option of placing drivers in their own, dedicated driver

domains [19, 47]. Though VirtuOS does not use a split

driver model, it uses both the shared memory facilities

and event channels provided by Xen to facilitate com-

munication with service domains.

To achieve safe I/O virtualization, VirtuOS relies on

two key facilities: PCI passthrough and the presence

of an IOMMU. Xen’s PCI passthrough mode allows

guest domains other than Dom0 direct access to PCI de-

vices, without requiring emulation or paravirtualization.

These guests have full ownership of those devices and

can access them using unchanged drivers. To make PCI

passthrough safe, the physical presence of an IOMMU

is required. An IOMMU remaps and restricts addresses

and interrupts used by memory-mapped I/O devices. It

thus protects from faulty devices that may make errant

DMA accesses or inject unassigned interrupts. Thus,

devices and drivers are isolated so that neither failing

devices nor drivers can adversely affect other domains.

Self-virtualizing hardware [43] goes a step further by

making a device’s firmware aware of the presence of

multiple domains and providing support for multiplex-

ing its features to them. VirtuOS should be able to ben-

efit from this technology as it emerges.

2.2 Exceptionless System Calls

Traditional system call implementations rely on an

exception-based mechanism that transitions the proces-

sor from a less privileged user mode to kernel mode, then

executes the system call code within the context of the

current thread. This approach imposes substantial costs,

both direct costs due to the cycles wasted during the

mode switch, and indirect costs due to cache and TLB

pollution caused by the different working sets of user

and kernel code.

Exception-less system calls [48] avoid this overhead.

Instead of executing system calls in the context of the

current task, a user-level library places system call re-

quests into a buffer that is shared with kernel worker

threads that execute the system call on the task’s be-

half, without requiring a mode switch. Effective excep-

tionless system call handling assumes that kernel worker

threads run on different cores from the user threads they

serve, or else the required context switch and its asso-

ciated cost would negate its benefits. A key challenge

to realizing the potential gains of this model lies in how

to synchronize user and kernel threads with each other.

Since application code is generally designed to expect a

synchronous return from the system call, user-level M:N

threading is required, in which a thread can context-

switch with low overhead to another thread while a sys-

tem call is in progress. Alternatively, applications can be

rewritten to exploit asynchronous communication, such

as for event-driven servers [49]. VirtuOS uses the excep-

tionless model for its system call dispatch, but the kernel

worker threads execute in a separate virtual machine.

3 Design & Architecture

VirtuOS’s primary goal is to explore opportunities for

improved isolation of kernel components in virtualized

containers without significant compromises in perfor-

mance. We present the architecture of our system in Fig-

ure 1. Our design partitions an existing kernel into mul-

tiple independent parts. Each part runs as a separate ser-

vice domain, which represents a light-weight subset of

kernel functionality dedicated to a particular function. A

single, primary domain is dedicated to core system tasks

such as process management, scheduling, user memory

management, and IPC.

Service domains do not run any user processes other

than for bootstrapping and to perform any necessary sys-

tem management tasks related to a domain’s function.

Our design attempts to minimize the number of these

processes, because the sole task of service domains is

to handle requests coming from the user processes man-

aged by the primary domain.
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Figure 1: Architecture of VirtuOS

Our design does not assume that there is only one pri-

mary domain in which user processes run; it could be ex-

tended to support multiple user environments, each hav-

ing its own primary and set of service domains. This

makes VirtuOS’s design applicable in traditional virtu-

alization applications.

3.1 Failure Model

Our design goal is to contain faults originating in service

domains only; we assume that the primary domain is sta-

ble enough to perform core system tasks such as task

scheduling, IPC, and memory management. Service do-

mains execute code that is potentially less reliable, such

as drivers and corresponding software stacks.

VirtuOS provides recovery guarantees with respect to

failures caused by software errors and transient hardware

faults. Such hardware faults include invalid DMA mem-

ory accesses or interrupt signaling errors. Service do-

main failures can be contained as long as the hypervi-

sor itself enforces isolation. We designed all communi-

cation between the primary domain and all service do-

mains such that it can tolerate byzantine service domain

failures, which implies careful handling of any requests

or responses from those domains. If a failure is de-

tected, the service domain must be restarted using stan-

dard hypervisor utilities. Service domain failures affect

only those processes that have started using the failed

domain; only these processes will need to be restarted.

We believe this model provides advantages compared

to the alternative of rebooting the primary domain or

the entire machine, especially when multiple service do-

mains are used for different hardware components, such

as separate network interfaces or storage devices, which

may be accessed by disjoint subsets of processes. In ad-

dition, server applications such as web servers are of-

ten designed to use multiple OS processes, which can be

restarted if failures occur.

3.2 System Call Design

VirtuOS processes communicate with service domains

at the level of system calls. We refer to system calls

destined for a service domain as remote system calls,

whereas local system calls are directly handled by the

primary domain. A modified C library contains all nec-

essary infrastructure to transparently demultiplex local

and remote system calls and forward remote calls to ser-

vice domains. Since most programs and libraries do not

execute system calls directly, this design enables source

and binary compatibility with dynamically linked bina-

ries.

Since most POSIX system calls use file descriptors,

we tag file descriptors with their corresponding do-

main. As an example, a socket(2) system call for the

AF INET* families may be forwarded to the network-

ing service domain, which creates a socket and assigns a

file descriptor number in return. Any subsequent opera-

tion such as read(2) or write(2) will then be dispatched

to the service domain from which it originated. To avoid

the need for coordination between service domains and

the primary domain in assigning file descriptor numbers,

VirtuOS’s C library translates user-visible file descrip-

tors to domain file descriptors via a translation table.

This design also allows the implementation of POSIX

calls (e.g., dup2()) that assume that a process has con-

trol over its file descriptor space, but it requires that the

user-level library interpose on all file descriptor related

calls.
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3.2.1 Exceptionless Dispatch

To dispatch system calls to a service domain, we ini-

tially considered the use of a traditional exception-based

mechanism. We discarded this design option because

every system call would then have required exiting the

virtual machine in order to use an interdomain commu-

nication facility such as event channels, in addition to

the costs associated with the mode switch itself. Instead,

we adopted the concept of exceptionless system calls de-

scribed in Section 2.2.

The implementation of exceptionless system calls

across virtual machines poses a number of unique chal-

lenges that are not present when applying this method to

optimize the performance of native system calls as done

in FlexSC [48]. In FlexSC, the kernel worker threads

handling the system calls can easily obtain direct access

to a client thread’s address space, file descriptor tables,

credentials, and POSIX signal settings. Such direct ac-

cess is impossible in VirtuOS since the kernel worker

threads reside in a different virtual machine. Our im-

plementation addresses these differences, which requires

the primary domain to communicate essential informa-

tion about running processes to the service domains,

which we describe in Section 4.2.

A front-end driver in the primary domain kernel com-

municates with back-end drivers in the service domains

to inform them when processes are created or have ter-

minated. The front-end and back-end drivers also coop-

erate to establish the necessary shared memory areas be-

tween user processes and service domains. Each process

creates two such shared areas for each service domain:

(1) one area to hold the request queue for outstanding

system call requests, and (2) an area used as a temporary

buffer for system calls that transfer user data. We also

added a component to the underlying hypervisor to keep

track of service domain states and domain connection in-

formation, which is necessary for domain initialization

and recovery after failures.

The request queue for outstanding system call re-

quests consists of fixed-sized system call entries, which

contain the information needed to execute a system call.

System call entries are designed to be small so they

fit into a single cache line. When a system call is

dispatched to a service domain, a system call entry is

added to the request queue shared with that domain. We

adapted a FIFO/LIFO lock-free queue with ABA tag-

ging [30,40,52] to ensure that the request queue, as well

as other shared queues, can be accessed safely by both

the user process and the service domain.

3.2.2 Managing User Memory Access

System call arguments may refer to user virtual ad-

dresses, such as when pointing to buffers a system call

should copy into or out of. Our design uses a copying-

based strategy in which the user process copies data into

or out of a temporary buffer of memory shared with the

service domain. A shared memory region is mapped in a

continuous virtual address space region in the user pro-

gram and in the service domain. During initialization,

user programs use a pseudo /dev/syscall device to cre-

ate a memory mapping for this region. The primary do-

main’s front-end driver, which services this device, then

communicates to the back-end drivers within the service

domains a request to allocate and grant access to pages

that can be mapped into the user process’s address space.

A special purpose allocator manages the allocation of

buffers for individual system calls from this shared re-

gion. For simplicity, our implementation uses a simple

explicit list allocator, along with a per-thread cache to re-

duce contention. If the free list does not contain a large

enough buffer, the region can be dynamically grown via

the /dev/syscall device. The region can also be shrunk,

although the allocator used in our current prototype does

not make use of this facility. Since the POSIX API

does not impose limits on the sizes of memory buffers

referred to in system call arguments, we split large re-

quests into multiple, smaller requests to avoid excessive

growth.

Although this design for managing memory access re-

quires an additional copy, it sidesteps the potential diffi-

culties with designs that would provide a service domain

with direct access to a user process’s memory. Since a

user process may provide any address in its virtual ad-

dress space as an argument to a system call, direct access

would require coordination with the primary domain’s

physical page management. Either pages would have

to be pinned to ensure they remain in physical mem-

ory while a system call is in progress, which would

severely restrict the primary domains flexibility in man-

aging physical memory, or the primary domain would

have to handle page faults triggered by accesses from

the service domain, which would require complex and

expensive interdomain communication.

3.2.3 Polling System Calls

Polling system calls such as select(2), poll(2), or Linux’s

epoll wait(2) operate on sets of file descriptors that may

belong to different domains. These calls block the cur-

rent thread until any of these file descriptors change

state, e.g. becomes readable, or until a timeout occurs.

We implement these calls using a simple signaling proto-

col, in which the primary domain controls the necessary

synchronization. We first partition the file descriptor set

according to the descriptors’ target domains. If all file

descriptors reside within the same domain (local or re-

mote), a single request to that domain is issued and no
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interdomain coordination is required. Otherwise, we is-

sue requests to each participating service domain to start

the corresponding polling calls for its subset. Lastly,

a local system call is issued that will block the current

thread. If the local polling call completes first, the pri-

mary domain will issue notifications to all participating

service domains to cancel the current call, which must be

acknowledged by those domains before the call can re-

turn. If any remote call completes first, the correspond-

ing service domain notifies the primary domain, which

then interrupts the local call and starts notifying the other

domains in the same manner as if it had completed first.

The C library combines results from all domains before

returning from the call.

3.3 Thread Management

VirtuOS uses separate strategies to schedule user-level

threads issuing remote system call requests and to sched-

ule worker kernel threads executing in service domains.

3.3.1 User-level Thread Scheduling

User
Process Ready

Queue

Syscall Handler

Dispatch (libc-sclib)

Network
Domain

Resume

Shared
Regions

Syscall Handler

Storage
Domain

Request
Queue

Request
Queue

Figure 2: Sharing ready and request queues

To retain the performance benefits of exceptionless

system call dispatch, we must minimize the synchro-

nization costs involved in obtaining system call results.

VirtuOS uses a combination of M:N user-level thread-

ing and adaptive spinning to avoid the use of exceptions

when possible. The threading implementation uses a

single, per-process ready queue, which resides in mem-

ory that is shared with all service domains. Like the

per-service domain request queues, it is implemented in

a lock-free fashion to allow race-free access from the

service domains. Figure 2 shows the relationship be-

tween a process’s ready queue and its per-domain re-

quests queues. When a system call request is placed into

a service domain’s request queue, the issuing user-level

thread includes a pointer to its thread control block in the

system call entry. If other user-level threads are ready

to execute, the current user-level thread blocks and per-

forms a low-overhead context switch to the next ready

user-level thread. Once the service domain completes

the system call request, it directly accesses the user pro-

cess’s ready queue and resumes the blocked thread based

on the pointer contained in the system call entry.

If there are no ready user-level threads after a sys-

tem call request is issued, a user-level thread spins for

a fixed amount of time, checking for either its system

call request to complete or a new thread to arrive in the

ready queue. Otherwise, it blocks the underlying kernel

thread via a local system call, requiring an exception-

based notification from the remote service domain when

the request completes. Such spinning trades CPU capac-

ity for latency. We determined the length of the spinning

threshold empirically so as to maximize performance in

our benchmarked workloads, as we will further discuss

in Section 5.1. Alternative approaches include estimat-

ing the cost of exception-based notification in order to

optimize the competitive ratio of the fixed-spin approach

compared to an optimal off-line algorithm, or using an

on-line algorithm based on sampling waiting times, as

described in the literature [33].

Service domains perform range checking on any val-

ues read from the shared area in which the ready queue

is kept, which is facilitated by the use of integer indices.

Thus, although a failing service domain will affect pro-

cesses that use it, sharing the ready queue will not cause

faults to propagate across service domains. Though re-

quest queues are not shared across service domains, ser-

vice domains must perform range checking when de-

queuing system call requests to protect themselves from

misbehaving processes; moreover, the domain subse-

quently subjects any arguments contained in these re-

quests to the same sanity checks as in a regular kernel.

3.3.2 Worker Thread Scheduling

Each service domain creates worker threads to service

system call requests. Our approach for managing worker

threads attempts to maximize concurrency while min-

imizing latency, bounding CPU cost, maintaining fair-

ness, and avoiding starvation.

We create worker threads on demand as system call

requests are issued, but always maintain one spare

worker thread per process. Once created, a worker

thread remains dedicated to a particular process. This

fixed assignment allows us to set up the thread’s process-

specific data structures only once. Although handling

a system call request from a process must be serviced

by a worker thread dedicated to that process, all worker

threads cooperate in checking for new requests using the

following strategy.

When a worker thread has completed servicing a

system call, it checks the request queues of all other

processes for incoming requests and wakes up worker
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threads for any processes whose request queue has pend-

ing requests. Finally, it checks its own process’s request

queue and handles any pending requests. If no request is

pending in any queue, the worker thread will continue to

check those queues for a fixed spinning threshold. If the

threshold is exceeded, the worker thread will block.

To avoid excessive CPU consumption due to having

too many threads spinning, we also limit the number of

worker threads that are spinning to be no larger than the

number of virtual CPUs dedicated to the service domain.

In addition, our design allows a service domain to even-

tually go idle when there are no requests for it. Before

doing so, it will set a flag in the domain’s state informa-

tion page, which is accessible via a read-only mapping

to user threads. User-level threads check this flag after

adding system call requests to a domain’s request queue,

and initiate a local system call to wake up the service

domain if needed. To avoid a race, the service domain

will check its request queue one more time before going

idle after it has set the flag.

4 Implementation

This section describes the specific implementation strat-

egy used in our VirtuOS prototype, as well as difficulties

and limitations we encountered.

4.1 Effort

We implemented our system based on the Linux 3.2.30

kernel and the Xen 4.2 hypervisor. We use the same

kernel binary for the primary domain as for service do-

mains. On the user side, we chose the uClibc library,

which provides an alternative to the GNU C library

(glibc). We selected uClibc after concluding that glibc’s

code generation approach and extensive system call in-

lining would make comprehensive system call interposi-

tion too difficult. Unlike when using exceptionless sys-

tem calls for optimization, we require that all system

calls, no matter at which call-site, are dispatched to the

correct service domains. We replaced Linux’s pthread li-

brary with our own to provide the M:N implementation

described in Section 3.3.1.

Table 1 summarizes our implementation effort with

respect to new or modified code. The relatively small

number of changes needed to the Linux kernel shows

that our virtualization-based approach enabled vertical

slicing with comparably little effort.

4.2 Service Domain Implementation

Service domains handle remote system calls by redirect-

ing requests to the corresponding functions of the ser-

Component Number of Lines

Back-end/Front-end Driver 3115/2157

uClibc+NPTL/libaio 11152/2290

Linux kernel/Xen 1610/468

Total: 20792

Table 1: New or modified code

vice domain kernel. To keep our implementation ef-

fort small, we reused existing facilities and data struc-

tures whenever possible. For each process, we create a

shadow process control block (PCB) that keeps track of

that process’s environment, including its credentials and

file descriptors, as well as additional information, such

as the location of the regions containing system call ar-

guments and data. The data structures contained in the

shadow PCB track the data structures referenced by the

process’s PCB in the primary domain. For instance, the

primary domain must keep the service domains’ view

of process’s credentials and capabilities in sync. Any

changes are propagated to all service domains, followed

by a barrier before the next system call is executed.

We reuse the existing infrastructure to manage per-

process file descriptor tables, although the shadow

PCB’s table includes only those file descriptors that were

created by the service domain for a given process. Since

VirtuOS’s C library translates user visible file descrip-

tors before issuing system call requests, a service do-

main can directly use the file descriptor numbers con-

tained in system call arguments. Reusing the existing

data structures also ensures the correct semantics for the

fork(2) system call, which requires duplication of a pro-

cess’s file descriptor tables and credentials.

We exploit the existing mechanisms for the validation

of user-provided addresses, i.e. the copy from user(),

copy to user(), etc. functions that are already used in

all system call handler functions when accessing mem-

ory. We set the executing worker thread’s user mem-

ory range (via set fs()) to accept only addresses within

the shared region used for this purpose, as discussed in

Section 3.2.2. Since all data pages are in contiguous re-

gions in both the user process and the service domain,

our system call library can pass addresses that are valid

in the service domain as system call arguments, which

are computed by applying an offset relative to the re-

gion’s known base address.

4.3 Process Coordination

The primary and the service domains need to commu-

nicate when new processes that make use of a service

domain are created or destroyed. The front-end driver in

the primary domain informs the back-end driver of each
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new process, which then performs initial memory setup

and prepares for receiving system call requests.

The drivers communicate using Xen’s interdomain

communication facilities. We use Xen event channels

as an interdomain interrupt facility and Xen I/O ring

buffers to pass data between domains. We establish

two separate event channels. The first one is used for

adding and removing processes, as well as expanding

and shrinking the shared memory regions used by pro-

cesses to communicate with the service domain. We use

a request/response protocol on this channel. We use a

second event channel for all notifications coming to and

from service domains. We use two separate ring buffers,

one for each direction. We modified the ring buffer im-

plementation to allow for one-directional communica-

tion (i.e., requests with no responses) to support asyn-

chronous requests that do not require a synchronous re-

sponse. Xen’s ring buffers support batching so that only

one interdomain interrupt is required when multiple re-

quests or responses occur concurrently.

To ensure consistency, our back-end driver executes

process management related requests from the front-end

sequentially. For instance, a request to remove a process

must be processed after the request to add that process.

To avoid having to maintain dependencies between re-

quests, we use a single-threaded implementation, which

may create a bottleneck for some workloads.

We use two optimizations to speed up process man-

agement. First, we preallocate shared memory regions.

When a new process is created, the front-end driver will

attempt to use a preallocated region to map into the new

process. If successful, it will issue a request to obtain

grant references for the next region in anticipation of fu-

ture processes. Otherwise, it must wait for the previous

request to complete before installing the shared region.

Second, we avoid waiting for responses where it is not

necessary in order to continue, such as when shrinking

the shared memory region.

4.4 Special Case Handling

Some system calls required special handling in VirtuOS.

For example, the ioctl(2) and fcntl(2) system calls may

contain a parameter that points to a memory region of

variable size, depending on the request/command code

passed. We handle fcntl() by treating each command

code separately, performing any necessary copies. For

ioctl(), we use the IOC SIZE and IOC DIR macros

to decode memory argument size and direction, and in-

clude special handling for those ioctl() calls that do not

follow this convention.

POSIX signals interact with system calls because re-

ceiving a signal may result in a system call interruption.

To support this behavior, we inform service domains

of pending signals for in-progress system calls. We

mark the signal as pending in the remote worker thread’s

shadow process control block (PCB), resume the worker

thread and let it abort the system call as if a local sig-

nal had been produced. In addition, we make note of

pending signals through an additional flag in the system

call request queue entries; this flag lets the worker thread

recognize that a system call should be aborted even if

the notification arrived before the request was started.

To avoid spurious interruptions, we keep a per-thread

counter that is incremented with each system call and

store its current value in each system call request. The

counter value functions as a nonce so that a service do-

main can match signal notifications to pending system

calls and ignore delayed notifications.

The Linux /proc file system can be used to obtain in-

formation about file descriptors and other information

pertaining to a process. Some applications inspect the

information published via /proc. Our system call library

translates accesses to /proc when a user process accesses

the file descriptor directory so that programs see trans-

lated file descriptors only, hiding the fact that some file

descriptors belong to service domains.

4.5 Limitations

The vertical decomposition of a monolithic kernel makes

the implementation of calls that intertwine multiple sub-

systems difficult. For instance, Linux’s sendfile(2) call,

which directly transfers file data onto a network connec-

tion, must be implemented via user-level copying if the

file and the network connection are serviced by different

service domains.

Our prototype also does not support mmap(2) for file

descriptors serviced by the storage domain. mmap could

be supported by granting direct access to the service do-

main’s memory, similar to how the request queue and

data pages are shared. However, such an approach would

limit the storage domain’s flexibility in managing its

page cache.

Our current prototype also does not provide trans-

parency for file path resolution when a storage domain

is involved. To recognize accesses to files stored in a

storage domain, the C library keeps track of a process’s

current working directory and translates all relative paths

to absolute ones. This approach provides a different se-

mantics if a process’s current working directory is re-

moved.

5 Experimental Evaluation

Our experimental evaluation comprises of (1) an evalua-

tion of VirtuOS’s overhead during system call handling
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Processor 2 x Intel Xeon E5520, 2.27GHz

Number of cores 4 per processor

HyperThreading OFF (2 per core)

TurboBoost OFF

L1/L2 cache 64K/256K per core

L3 cache 2 x 8MB

Main Memory 12 GB

Network Gigabit Ethernet, PCI Express

Storage SATA, HDD 7200RPM

Table 2: System configuration

and process coordination, (2) an evaluation of its perfor-

mance for server workloads, and (3) a verification of its

ability to recover from service domain failures.

Our goals are to show that VirtuOS imposes tolerable

overhead for general workloads, that it retains the perfor-

mance advantages of exceptionless system call dispatch

for server workloads, and that it can successfully recover

from service domain failures.

We run series of micro- and macrobenchmarks to that

end. We use a native Linux system or Linux running

inside a Xen domain as baselines of comparison, as ap-

propriate. We were unable to compare to FlexSC due to

its lack of availability.

Our current prototype implementation uses the Linux

3.2.30 kernel for all domains. We tested it with Alpine

Linux 2.3.6, x86 64 (a Linux distribution which uses

uClibc 0.9.33 as its standard C library) using a wide

range of application binaries packaged with that distri-

bution, including OpenSSH, Apache 2, mySQL, Firefox,

links, lynx, and Busybox (which includes ping and other

networking utilities). In addition, we tested compilation

toolchains including GCC, make and abuild. Our system

is sufficiently complete to be self-hosting.

We used the distribution-provided configurations for

all programs we considered. Our system specification is

shown in Table 2.

5.1 Overhead

Compared to a conventional operating system, VirtuOS

imposes multiple sources of overhead, which includes

file descriptor translation, spinning, signaling (if nec-

essary), copying, and process coordination. All mi-

crobenchmarks were run at least 10 times; we report the

average result. We found the results to be highly consis-

tent, with a relative standard deviation of less or equal

than 2%.

System Call Dispatch & Spinning. Our first mi-

crobenchmark repeatedly executes the fcntl(2) call to

read a flag for a file descriptor that is maintained by the

storage domain. In native Linux, this system call com-

pletes without blocking the calling thread. In VirtuOS,

as described in Section 3.3.1, this call is submitted into

the service domain’s request queue. Our microbench-

mark considers the single-threaded case in which there

are no other user-level threads to run after the call is

submitted. In this case, the calling thread will spin for

a fixed number of iterations (the spinning threshold),

checking if the request has been processed. If not, it will

block the underlying kernel thread, requiring the more

expensive, interdomain interrupt-based notification from

the service domain.

For a single fcntl(2) call, we found that we needed to

iterate at least 45 times for the system call to complete

without blocking. If the system call completed without

blocking, the achieved throughput was 0.7x that of the

native case, which we attribute to the file translation and

dispatch overhead, which outweighed any benefit due to

exceptionless handling. Otherwise, if notification is nec-

essary, we are experiencing a slowdown of roughly 14x.

This result shows that spinning is a beneficial optimiza-

tion for workloads that do not have sufficient concur-

rency to benefit from user-level threading. We found,

however, that we needed a much larger spinning thresh-

old (1000 iterations) to achieve the best performance for

our macrobenchmarks. We use the same value for all

benchmarks; on our machine, 1,000 iterations require

approximately 26,500 machine cycles.
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Figure 3: Absolute Throughput vs Buffer Size for

writing to tmpfs

Copying Overhead. As described in Section 3.2.2,

VirtuOS requires an additional copy for system calls that

access user memory. Simultaneously, we expect those

system calls to also benefit more greatly from exception-

less dispatch. We created a microbenchmark to evaluate

these costs and benefits. The benchmark writes 16MB in

chunks of 32, 64, up to 2MB to a file created in a tmpfs

filesystem, which is provided by a native kernel in the

baseline case and by a storage domain in VirtuOS. Linux

implements this file system type using anonymous paged
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virtual memory. For the data sizes in our experiments,

no paging is necessary. Thus, any differences reflect a

combination of the effects of exceptionless system call

handling and the additional data copy required by our

method of dispatching system calls. Figure 3 shows ab-

solute throughput for various block sizes, and Figure 4

shows the throughput ratio.

Since the overall amount of data written remains the

same, smaller block sizes indicate a higher system call

frequency. For block sizes less than 64K, the savings

provided by the exceptionless model in VirtuOS out-

weigh the additional costs. Such small block sizes are

common; as a point of reference, the file utilities in-

cluded in our distribution’s GNU coreutils package (e.g.,

cp & cat) use a 32K block size. For larger block sizes,

the copying overhead becomes more dominant, reducing

performance to about 0.8x that of native Linux.
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Figure 5: Process Creation Overhead

Process Coordination. As discussed in Section 4.3,

the primary and the service domains need to coordinate

when processes are created and destroyed. Requests to

create and destroy processes are handled sequentially

by a single kernel thread in each service domain. We

created a microbenchmark that forks N concurrent pro-

cesses, then waits for all of them. The forked processes

simply exit. The case N = 1 represents the case of serial

execution of single programs, such as in a shell script,

albeit without actually executing any commands. Fig-

ure 5 shows a slowdown of 52x for this benchmark case,

which decreases to about 8x as more processes are con-

currently forked. This decrease shows the benefit of

batching, which reduces the number of interdomain in-

terrupts.

5.2 Performance

5.2.1 TCP Throughput and Latency

We first measured streaming TCP network performance

by sending and receiving requests using the TTCP

tool [1], using buffer sizes from 512 bytes to 16 KB.

We compared the performance of the following con-

figurations (1) Unvirtualized native Linux; (2) Linux

running in Xen/Dom0; (3) Linux running in Xen/DomU

PVHVM with configured PCI passthrough for a network

card; (4) Linux running in Xen/DomU using netback

drivers in Dom0; (5) VirtuOS. We used configuration (4)

as a proxy for the performance we would expect from a

Xen driver domain, which we were unable to success-

fully configure with the most recent version of Xen.

For all configurations, we did not find any noticeable

differences; all are able to fully utilize the 1 Gbps link

with an achieved throughput of about 112.3 MB/s, inde-

pendent of the buffer size used. In all configurations, this

throughput is achieved with very low CPU utilization

(between 1% and 6% for large and small buffer sizes,

respectively) in Linux and VirtuOS’s primary domain.

We observed a CPU utilization of about 20% on the net-

work service domain, due to the polling performed by

kernel worker threads described in Section 3.3.2. This

relative overhead is expected to decrease as the number

of concurrent system call requests from the primary do-

main increases since more CPU time will be used for

handling system call requests than for polling.

We also analyzed TCP latency using lmbench’s

lat tcp tool [4], which measures the round-trip time for

sending 1-byte requests. These results are shown in Fig-

ure 6. We used two spinning thresholds for VirtuOS:

default and long, which correspond to the default set-

tings used in our macrobenchmarks and to an indefinite

threshold (i.e., spinning until the request completes).

Here, we observed that VirtuOS’s latency is slightly

higher than Linux’s, but significantly less than when

Xen’s netfront/netback configuration is used. We con-

clude that VirtuOS performs better than alternative

forms of driver isolation using Xen domains. Further-

more, if desired, its latency can be further reduced by

choosing longer spinning thresholds, allowing users to

trade CPU time for better latency.
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5.2.2 Multithreaded programs

We evaluated the performance of multithreaded pro-

grams when using the network and storage domains. We

use the OLTP/SysBench macrobenchmark [5] to evalu-

ate the performance of VirtuOS’s network domain. In

this benchmark, a mySQL server running in VirtuOS re-

ceives and responds to 10,000 requests, each compris-

ing of 10 selection queries with output ordering, sent

by network clients. The client uses multiple, concur-

rent threads, each of which issues requests sequentially.

The files containing the database are preloaded into the

buffer cache to avoid skewing the results by disk I/O.

The benchmark records the average response time over

all requests; we report throughput computed as number

of threads / average response time.

We present throughput and the throughput ratio of

VirtuOS vs Linux in Figures 7 and 8, respectively. Vir-

tuOS’s performance in this benchmark mostly matches

or exceeds that of Linux by 1-16%.

To evaluate the performance of the storage domain,

we used the FileIO/SysBench benchmark [5]. This

benchmark generates 128 files with 1GB of total data

and performs random reads with a block size of 16KB.

We examined two configurations. In the first configu-

ration, shown in Figure 9, we eliminated the influence

of actual disk accesses by ensuring that all file data and

metadata was kept into the buffer cache. In the result-

ing memory bound configuration, we observed between

30% and 40% performance loss, which we attribute to

the cost of the additional memory copy. Compared to

the microbenchmark presented in Section 5.1, the use of

many concurrent threads exerts higher pressure on the

L1/L2 cache, which increases the copying overhead. As

part of our future work, we plan to verify this hypoth-

esis using hardware performance counters, which will

require the adaptation of a performance counter frame-

work developed in prior work [42]. Figure 10 shows

the relative performance for a mixed workload that in-

cludes random reads and random writes. Here we allow

the Linux kernel and the storage domain to pursue their

usual write back policies. Both systems provide roughly

similar performance in this case.
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Figure 7: OLTP/SysBench mySQL throughput
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Figure 8: OLTP/SysBench mySQL throughput gain

Taken together, these benchmarks shows that for mul-

tithreaded workloads which benefit from M:N threading,

it is possible to achieve performance that is at least as

good as native Linux’s.

5.2.3 Multiprocess programs

We also tested VirtuOS with single-threaded, multiple

process applications such as Apache 2, and compared

performance with native Linux. Single-threaded appli-

cations cannot directly utilize benefits of the M:N thread

model and, hence, may require notification if system

calls do not complete within the spinning threshold.
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Figure 9: FileIO/SysBench throughput without disk

accesses
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Figure 10: FileIO/SysBench throughput with disk ac-

cesses

We used the Apache benchmark utility (ab) to record

throughput while retrieving objects of various sizes. We

present throughput for small and large objects in Fig-

ures 11 and 12. Both Linux and VirtuOS are able to sat-

urate the outgoing Gigabit link for objects >= 16KB in

size; for smaller sizes, VirtuOS’s performance lags that

of Linux by up to 20%. Adjusting the spinning threshold

in either direction did not improve those numbers.

5.2.4 Concurrency Tunables

We found that the results in sections 5.2.2 to 5.2.3 are

sensitive to choosing multiple parameters correctly. Ta-

ble 3 shows the assignment that worked best for our

benchmarks. We found that we needed to provide as

many VCPUs to the primary domain as there are physi-
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cal cores (8) for many tests, except for the FileIO bench-

marks, where we needed to limit to number of VCPUs

available to the primary domain to ensure enough CPU

capacity for the service domain. The optimal number of

VCPUs assigned to the respective service domain var-

ied by benchmark. We let the Xen scheduler decide on

which cores to place those VCPUs because we found

that pinning VCPUs to cores did not result in higher per-

formance, except for the FileIO benchmarks, where as-

signing the VCPUs of the primary domain to the cores of

one physical CPU and the VCPUs of the service domain

to the other resulted in approx. 15% higher throughput.

For our Linux baseline, we used all 8 cores.

In addition, we observed that it is also beneficial to

tune the maximum number of kernel threads created by

our M:N library for the multi-threaded workloads. We

note that such a limit may lead to deadlock if all avail-

able kernel threads are blocked in local system calls and
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Program Pri Domain Service Domain M:N

mySQL 8 VCPUs 1 VCPU M:18

FileIO 4 VCPUs 4 VCPUs M:4

Apache 8 VCPUs 3-4 VCPUs N/A

Table 3: Number of service domain VCPUs and ker-

nel threads

the threading library does not create new kernel threads

on demand, which our current prototype does not imple-

ment.

5.3 Failure Recovery
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Figure 13: Failure recovery scenario

VirtuOS supports failure recovery for any faults oc-

curring in service domains, including memory access

violations, interrupt handling routine failure and dead-

locks. Such faults may cause the affected domain to

reboot; otherwise, the domain must be terminated and

restarted using Xen’s toolkit utilities. We provide a

cleanup utility to unregister terminated service domains,

free any resources the primary domain has associated

with them, and unblock any threads waiting for a re-

sponse from the service domain. We do not currently

provide a fault detector to detect when a domain should

be restarted. Our recovery time is largely dominated by

the amount of time it takes to reboot the service domain

(approx. 20 seconds in our current configuration).

We designed an experiment to demonstrate that (1) a

failure of one service domain does not affect programs

that use another one; (2) the primary domain remains vi-

able, and it is possible to restart affected programs and

domains. In this scenario, we run the Apache server

which uses the network domain. A remote client con-

nects to the server and continually retrieves objects from

it while recording the number of bytes transferred per

second. To utilize the storage domain, we launch the

Unix dd command to sequentially write to a file. We

record the number of bytes written per second by observ-

ing the increase used disk space during the same second

interval.

Figure 13 shows the corresponding transfer rates. At

instant 0, the Apache server is launched. At instant 6, the

dd command starts writing data to the disk. At instant 9,

a remote client connects to the Apache server and starts

using it. At instant 29, the network domain is abruptly

terminated, reducing the client’s observed transfer rate

to 0, without affecting the ability of dd to use the stor-

age domain. At instant 60, the network domain and the

Apache server are restarted, and the remote client con-

tinues transferring data.

6 Related Work

VirtuOS’s goal of decomposing kernel functionality is

shared with several other approaches. Microkernels such

as Mach [6] and L4 [37] provide an architecture in which

only essential functionality such as task scheduling and

message-based interprocess communication is imple-

mented inside the kernel, whereas most other system

components, including device drivers, are implemented

in separate user processes. Aside from optimizing IPC

performance, microkernel-based systems often devote

substantial effort to creating compatibility layers for the

existing system APIs, e.g. POSIX [27]. Multiserver

operating system designs such as Sawmill [12, 22, 50]

pursue the opposite approach by attempting to decon-

struct a monolithic kernel’s functionality into separate

servers running on top of a microkernel. Multiserver

OSs differ from VirtuOS in the methods used for com-

munication and protection. Moreover, VirtuOS does not

currently attempt to address all goals multiserver OSs

address, such as supporting system-wide policies or re-

source sharing [22].

Multiple approaches exist to improve the robust-

ness and reliability of device drivers and systems code.

Nooks [51] introduced hardware protection domains in-

side a monolithic kernel to isolate device drivers from

each other and from the remaining kernel. Such isola-

tion protects against buggy drivers that may perform il-

legal memory accesses. Nooks demonstrated how to re-

structure an existing kernel’s interaction with its drivers

to facilitate the use of intrakernel protection domains,

and explored the trade-off between benefits due to iso-

lation and costs imposed by the domain crossings this

approach requires.

Microdrivers [21] divide driver code to isolate

hardware-specific and performance critical parts, which

are run inside the kernel, from the remaining major-

ity of the code which is run as a user process and can

be written in a higher-level language [44]. Mainstream

OSs have provided support for writing device drivers

that execute in user mode for some time, but these fa-
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cilities have not been widely used because the added

context switches made it difficult to achieve good per-

formance [34]. Some systems provide the ability to run

unchanged drivers in user mode. DD/OS [35] provides

this ability by creating a virtual machine built as a user-

level task running on top of L4, whereas SUD [10] pro-

vides such an environment inside ordinary Linux user

processes.

SafeDrive [57] uses a type system approach to provide

fine-grained isolation of kernel components written in C,

which relies upon a combination of compile-time analy-

sis and runtime checking. Carburizer [31] analyzes and

modifies driver code to withstand hardware failures by

removing the assumption that the underlying hardware

behaves according to its specification. Static analysis

approaches have been used to find bugs and improve the

reliability of systems code [7,17], as well as approaches

derived from model checking [55]. Domain-specific lan-

guages can reduce race conditions, deadlocks and pro-

tocol violations by formally describing the underlying

hardware’s behavior (e.g., Devil [39]) or the driver’s ex-

pected software interface (e.g., Dingo [46]).

Multiple systems deploy exceptionless techniques:

FlexSC [48, 49] proposed the use of exceptionless sys-

tem calls, which we adopted in VirtuOS, for the pur-

poses of optimizing system call performance in a mono-

lithic kernel. Exceptionless communication techniques

are also used in the fos [53] and Corey systems [9]. Both

of these systems are designed for scalability on multi-

core systems and distribute OS services across cores.

VirtuOS shares with these systems the assumption that

the increasing availability of cores makes their dedica-

tion for systems-related tasks beneficial.

VirtuOS relies on an underlying hypervisor, and could

benefit from a number of orthogonal ideas that were in-

troduced to improve virtual machine technology. For

instance, self-virtualizing hardware [43] makes it eas-

ier to safely and efficiently multiplex devices across do-

mains, which would allow multiple service domains to

share a device. Spinlock-aware scheduling [56] modifies

the hypervisor’s scheduler to avoid descheduling VC-

PUs that execute code inside a critical region protected

by a spinlock, which could adversely affect the perfor-

mance of service domains. The Fido system [11] op-

timizes Xen’s interdomain communication facilities by

allowing read-only data mappings to enable zero-copy

communication if the application’s trust assumptions al-

low this. The Xoar system [14] addresses the problems

of improving manageability and robustness by splitting

a control VM (i.e., Dom0 in Xen) into multiple, individ-

ually restartable VMs.

A number of systems attempt to minimize the impact

of failures of isolated components and to speed up recov-

ery after failures. The microreboot approach [13] advo-

cates designing server applications as loosely coupled,

well-isolated, stateless components, which keep impor-

tant application state in specialized state stores. In doing

so, individual components can be quickly restarted with

limited loss of data. CuriOS [15] applies similar ideas to

a microkernel-based OS. VirtuOS’s use of existing ker-

nel code in its service domains prevents us from using

this approach since monolithic kernels make free and ex-

tensive use of shared data structures. Fine-grained fault

tolerance (FGFT [32]) uses device state checkpoints to

restore the functionality of drivers after a failure, but it

so far has been applied only to individual drivers rather

than the state of an entire kernel.

7 Conclusion

This paper presented VirtuOS, a fault-resilient operating

system design which provides isolation for kernel com-

ponents by running them in virtualized service domains.

Service domains are constructed by carving a vertical

slice out of an existing Linux kernel for a particular ser-

vice, such as networking or storage.

VirtuOS allows processes to directly communicate

with service domains via exceptionless system call dis-

patch. Thus, user processes can transparently benefit

from isolated service domains without requiring the use

of a special API. A special-purpose user-level thread-

ing library allows service domains to efficiently resume

threads upon system call completion via direct queue

manipulation. To the best of our knowledge, VirtuOS

is the first system to use virtual machines for system

call dispatch and to apply exceptionless communication

across virtual machines.

We have tested our VirtuOS prototype with several

existing applications; our experimental evaluation has

shown that our design has the potential to outperform

not only existing solutions for driver isolation but can

for concurrent workloads that benefit from M:N thread-

ing meet and exceed the performance of a traditional,

monolithic Linux system using exception-based system

call dispatch.

Availability. VirtuOS’s source code is available at

http://people.cs.vt.edu/˜rnikola/ under

various open source licenses.
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Abstract
The L4 microkernel has undergone 20 years of use and
evolution. It has an active user and developer commu-
nity, and there are commercial versions which are de-
ployed on a large scale and in safety-critical systems.
In this paper we examine the lessons learnt in those 20
years about microkernel design and implementation. We
revisit the L4 design papers, and examine the evolution
of design and implementation from the original L4 to the
latest generation of L4 kernels, especially seL4, which
has pushed the L4 model furthest and was the first OS
kernel to undergo a complete formal verification of its
implementation as well as a sound analysis of worst-case
execution times. We demonstrate that while much has
changed, the fundamental principles of minimality and
high IPC performance remain the main drivers of design
and implementation decisions.

1 Introduction
Twenty years ago, Liedtke [1993a] demonstrated with
his L4 kernel that microkernel IPC could be fast, a factor
10–20 faster than other contemporary microkernels.

Microkernels minimize the functionality that is pro-
vided by the kernel: the kernel provides a set of general
mechanisms, while user-mode servers implement the ac-
tual operating system (OS) services [Levin et al., 1975].
User code obtains a system service by communicating
with servers via an inter-process communication (IPC)
mechanism, typically message passing. Hence, IPC is
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ACM 978-1-4503-2388-8/13/11.
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on the critical path of any service invocation, and low
IPC costs are essential.

By the early ’90s, IPC performance had become the
achilles heel of microkernels: typical cost for a one-
way message was around 100 µs, which was too high
for building performant systems, with a resulting trend
to move core services back into the kernel [Condict
et al., 1994]. There were also arguments that high IPC
costs were an (inherent?) consequence of the structure of
microkernel-based systems [Chen and Bershad, 1993].

In this context, the order-of-magnitude improvement
of IPC costs Liedtke demonstrated was quite remark-
able. It was followed by work discussing the philoso-
phy and mechanisms of L4 [Liedtke, 1995, 1996], the
demonstration of a para-virtualized Linux on L4 with
only a few percent overhead [Härtig et al., 1997], the
deployment of L4 kernels on billions of mobile devices
and in safety-critical systems, and, finally, the world’s
first functional correctness proof of an OS kernel [Klein
et al., 2009]. It also had a strong influence on other
research systems, such as Barrelfish [Baumann et al.,
2009].

In this paper we examine the development of L4 over
the last 20 years. Specifically we look at what makes
modern L4 kernels tick, how this relates to Liedtke’s
original design and implementation, and which of his
microkernel “essentials” have passed the test of time.
We specifically examine how the lessons of the past have
influenced the design of the latest generation of L4 mi-
crokernels, exemplified by seL4 [Klein et al., 2009], but
point out where other current L4 versions have made dif-
ferent design decisions.

2 Background

2.1 The L4 Microkernel Family

L4 developed out of an earlier system, called L3, de-
veloped by Liedtke [1993b] in the early 1980s on i386
platforms. L3 was a complete OS with built-in persis-
tence, and it already featured user-mode drivers, still a

133

mailto:kevin.elphinstone@nicta.com.au


93 94 95 96 97 98 99 00 01 02 03 04 05 06 07 08 09 10 11 12 13 

L3 → L4 “X” Hazelnut Pistachio 

L4/Alpha 

L4/MIPS 

seL4 

OKL4 µKernel 

OKL4 Microvisor 

Codezero 

P4 → PikeOS 

Fiasco Fiasco.OC 

L4-embed. 

NOVA GMD/IBM/Karlsruhe 

UNSW/NICTA 

Dresden 

Commercial Clone 

OK Labs 

Figure 1: The L4 family tree (simplified). Black arrows indicate code, green arrows ABI inheritance. Box
colours indicate origin as per key at the bottom left.

characteristic of L4 microkernels. It was commercially
deployed in a few thousand installations (mainly schools
and legal practices). Like all microkernels at the time,
L3 suffered from IPC costs of the order of 100 µs.

Liedtke initially used L3 to try out new ideas, and
what he referred to as “L3” in early publications
[Liedtke, 1993a] was actually an interim version of a
radical re-design. He first used the name “L4” with the
“V2” ABI circulated in the community from 1995.

In the following we refer to this version as the “orig-
inal L4”. Liedtke implemented it completely in assem-
bler on i486-based PCs and soon ported it to the Pen-
tium.

This initial work triggered a twenty-year evolution,
with multiple ABI revisions and from-scratch imple-
mentations, as depicted in Figure 1. It started with
TU Dresden and UNSW re-implementing the ABI (with
necessary adaptations) on 64-bit Alpha and MIPS pro-
cessors, the latter implemented all longer-running oper-
ations in C. Both kernels achieved sub-microsecond IPC
performance [Liedtke et al., 1997a] and were released
as open source. The UNSW Alpha kernel was the first
multiprocessor version of L4.

Liedtke, who had moved from GMD to IBM Wat-
son, kept experimenting with the ABI in what be-
came known as Version X. GMD and IBM imposed
an IP regime which proved too restrictive for other re-
searchers, prompting Dresden to implement a new x86
version from scratch, called Fiasco in reference to their
experience in trying to deal with IP issues. The open-
source Fiasco was the first L4 version written almost

completely in a higher-level language (C++) and is the
oldest L4 codebase still actively maintained. It was the
first L4 kernel with significant commercial use (esti-
mated shipments up to 100,000).

After Liedtke’s move to Karlsruhe, he and his stu-
dents did their own from-scratch implementation (in
C), Hazelnut, which was the first L4 kernel that was
ported (rather than re-implemented) to another architec-
ture (from Pentium to ARM).

Karlsruhe’s experience with Version X and Hazelnut
resulted in a major ABI revision, V4, aimed at improv-
ing kernel and application portability, multi-processor
support and addressing various other shortcomings. Af-
ter Liedtke’s tragic death in 2001, his students im-
plemented the design in a new open-source kernel,
L4Ka::Pistachio (“Pistachio” for short). It was writ-
ten in C++, originally on x86 and PowerPC, and at
UNSW/NICTA we soon after ported it to MIPS, Alpha,
64-bit PowerPC and ARM.1 In most of these ports, less
than 10% of the code changed.

At NICTA we soon re-targeted Pistachio for use
in resource-constrained embedded systems, resulting
in a fork called NICTA::Pistachio-embedded (“L4-
embedded”). It saw massive-scale commercially deploy-
ment when Qualcomm adopted it as a protected-mode
real-time OS for the firmware of their wireless modem
processors. The NICTA spinout Open Kernel Labs took
on the support and further development of the kernel, re-

1There were also Itanium [Gray et al., 2005] and SPARC versions,
but they were never completed.
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Name Year Processor MHz Cycles µs
Original 1993 i486 50 250 5.00
Original 1997 Pentium 160 121 0.75
L4/MIPS 1997 R4700 100 86 0.86
L4/Alpha 1997 21064 433 45 0.10
Hazelnut 2002 Pentium 4 1,400 2,000 1.38
Pistachio 2005 Itanium 2 1,500 36 0.02
OKL4 2007 XScale 255 400 151 0.64
NOVA 2010 Core i7 (Bloomfield) 32-bit 2,660 288 0.11
seL4 2013 Core i7 4770 (Haswell) 32-bit 3,400 301 0.09
seL4 2013 ARM11 532 188 0.35
seL4 2013 Cortex A9 1,000 316 0.32

Table 1: One-way IPC cost of various L4 kernels.

named the OKL4 microkernel.2 Another deployed ver-
sion is PikeOS, a commercial V2 clone by Sysgo, cer-
tified for use in safety-critical avionics and deployed in
aircraft and trains.3

The influence of EROS [Shapiro et al., 1999] and in-
creasing security focus resulted in a move to capabil-
ities [Dennis and Van Horn, 1966] for access control,
first with the 2.1 release of OKL4 (2008) and soon fol-
lowed by Fiasco (renamed Fiasco.OC). Aiming for for-
mal verification, which seemed infeasible for a code
base not designed for the purpose, we instead opted for
a from-scratch implementation for our capability-based
seL4 kernel.

The last few years also saw two new designs specifi-
cally aimed to support virtualization as the primary con-
cern, NOVA [Steinberg and Kauer, 2010] from Dresden
and the OKL4 Microvisor [Heiser and Leslie, 2010] from
OK Labs.

A common thread throughout those two decades is
the minimality principle introduced in Section 3.1, and a
strong focus on the performance of the critical IPC op-
eration; kernel implementors generally aim to stay close
to the limits set by the micro-architecture, as shown in
Table 1. Consequently, the L4 community tends to mea-
sure IPC latencies in cycles rather than microseconds,
as this better relates to the hardware limits. In fact,
Section 3.1 provides an interesting view of the context-
switch-friendliness of the hardware (compare the cycle
counts for Pentium 4 and Itanium, both from highly-
optimised IPC implementations!)

2Total deployment is now in the billions, see Open
Kernel Labs press release http://www.ok-labs.com/
releases/release/ok-labs-software-surpasses-milestone-of-1.
5-billion-mobile-device-shipments, January 2012.

3See Sysgo press releases http://www.sysgo.com/.

2.2 Modern representatives

We base our examination of the evolution of L4 design
and evaluation on seL4, which we know well and which
in many ways evolved furthest from the original design.
We note where other recent versions ended up with dif-
ferent designs, and try to understand the reasons behind,
and what this tells us about the degree of agreement
about microkernel design in the L4 community.

Unlike any of the other systems, seL4 is designed
from the beginning to support formal reasoning about
security and safety, while maintaining the L4 tradition
of minimality, performance and the ability to support al-
most arbitrary system architectures.

This led us to a radically new resource-management
model, where all spatial allocation is explicit and di-
rected by user-level code, including kernel memory
[Elkaduwe et al., 2008]. It is also the first protected OS
kernel in the literature with a complete and sound worst-
case execution time (WCET) analysis [Blackham et al.,
2011].

A second relevant system is Fiasco.OC, which is
unique in that it is a code base that has lived through
most of L4 history, starting as a clone of the original ABI
(and not even designed for performance). It has, at some
point in time, supported many different L4 ABI versions,
often concurrently, and is now a high-performance ker-
nel with the characteristics of the latest generation, in-
cluding capability-based access control. Fiasco served
as a testbed for many design explorations, especially
with respect to real-time support [Härtig and Roitzsch,
2006].

Then there are two recent from-scratch designs:
NOVA [Steinberg and Kauer, 2010], designed for
hardware-supported virtualization on x86 platforms,
and the OKL4 Microvisor [Heiser and Leslie, 2010]
(“OKL4” for short), which was designed as a commer-
cial platform for efficient para-virtualization on ARM
processors.

135

http://www.ok-labs.com/releases/release/ok-labs-software-surpasses-milestone-of-1.5-billion-mobile-device-shipments
http://www.ok-labs.com/releases/release/ok-labs-software-surpasses-milestone-of-1.5-billion-mobile-device-shipments
http://www.ok-labs.com/releases/release/ok-labs-software-surpasses-milestone-of-1.5-billion-mobile-device-shipments
http://www.sysgo.com/


Name Archi- Size (kLOC)
tecture C/C++ asm Total

Original 486 0 6.4 6.4
L4/Alpha Alpha 0 14.2 14.2
L4/MIPS MIPS64 6.0 4.5 10.5
Hazelnut x86 10.0 0.8 10.8
Pistachio x86 22.4 1.4 23.0
L4-embedded ARMv5 7.6 1.4 9.0
OKL4 3.0 ARMv6 15.0 0.0 15.0
Fiasco.OC x86 36.2 1.1 37.6
seL4 ARMv6 9.7 0.5 10.2

Table 2: Source lines of code (SLOC) of various L4
kernels.

3 Microkernel Design
Liedtke [1995] outlines principles and mechanisms
which drove the design of the original L4. We exam-
ine how these evolved over time, and, specifically, how
they compare with the current generation.

3.1 Minimality

The main drivers of Liedtke’s designs were minimality
and IPC performance, with a strong belief that the for-
mer helps the latter. Specifically, he formulated the mi-
crokernel minimality principle:

A concept is tolerated inside the µ-kernel only
if moving it outside the kernel, i.e. permit-
ting competing implementations, would pre-
vent the implementation of the system’s re-
quired functionality [Liedtke, 1995].

This principle, which is a more pointed formulation of
“only minimal mechanisms and no policy in the kernel,”
has continued to be the foundation of the design of L4
microkernels. The discussion in the following sections
will demonstrate the community’s on-going efforts to re-
move features or replace them with more general (and
powerful) ones.

The adherence to this principle can be seen from the
comparison of source code sizes, shown in Table 2:
while it is normal for systems to grow in size over time,
seL4, the latest member of the family (and, arguably, the
one that diverged strongest from the traditional model)
is still essentially the same size as the early versions.4

Verification provided a particular strong motivation for

4In fact, seL4’s SLOC count is somewhat bloated as a consequence
of the C code being mostly a “blind” manual translation from Haskell
[Klein et al., 2009], together with generated bit-field accessor func-
tions, resulting in hundreds of small functions. The kernel compiles
into about 9 k ARM instructions.

minimality, as even 9,000 SLOC pushed the limits of
what was achievable.

Retained: Minimality as key design principle.

Nevertheless, none of the designers of L4 kernels to
date claim that they have developed a “pure” microker-
nel in the sense of strict adherence to the minimality
principle. For example, all of them have a scheduler
in the kernel, which implements a particular scheduling
policy (usually hard-priority round-robin). To date, no-
one has come up with a truly general in-kernel sched-
uler or a workable mechanism which would delegate all
scheduling policy to user-level without imposing high
overhead.

3.2 IPC

We mentioned earlier the importance of IPC perfor-
mance, and that the design and implementation of L4
kernels consistently aimed at maximising it. However,
the details have evolved considerably.

3.2.1 Synchronous IPC

The original L4 supported synchronous (rendezvous-
style) IPC as the only communication, synchronisation,
and signalling mechanism. Synchronous IPC avoids
buffering in the kernel and the management and copy-
ing cost associated with it. It is also a prerequisite for
a number of implementation tricks we will cover later,
specifically the lazy scheduling (Section 4.2), direct pro-
cess switch (Section 4.3), and temporary mapping (Sec-
tion 3.2.2) optimisations.

While certainly minimal, and simple conceptually
and in implementation, experience taught us significant
drawbacks of this model: it forces a multi-threaded de-
sign onto otherwise simple systems, with the resulting
synchronisation complexities. For example, the lack of
functionality similar to UNIX select() required sepa-
rate threads per interrupt source, and a single-threaded
server could not wait for client requests and interrupts at
the same time.

We addressed this in L4-embedded by adding asyn-
chronous notifications, a very simple form of asyn-
chronous IPC. We later refined this model in seL4 as
asynchronous endpoints (AEPs, endpoints will be ex-
plained in Section 3.2.3): sending is non-blocking and
asynchronous to the receiver, who has a choice of block-
ing or polling for a message. Logically, an asynchronous
endpoint is similar to multiple binary semaphores allo-
cated within a single word: Each AEP has a single-word
notification field. A send operation specifies a mask of
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bits (usually a single bit), which is OR-ed into the notifi-
cation field. Waiting is effectively select() across the
notification field.

In our present design, an asynchronous endpoint can
be bound to a specific thread. If a notification arrives
while the thread is waiting on a synchronous endpoint,
the notification is delivered like a synchronous message
(with an indication that it is really a notification).

In summary, seL4, like most other L4 kernels, re-
tains the model of synchronous IPC but augments it with
asynchronous notification. OKL4 has completely aban-
doned synchronous IPC, and replaced it by virtual IRQs
(essentially asynchronous notifications). NOVA has
augmented synchronous IPC with counting semaphores
[Steinberg and Kauer, 2010], while Fiasco.OC has also
augmented synchronous IPC with virtual IRQs.

Replaced: Synchronous IPC augmented with
(seL4, NOVA, Fiasco.OC) or replaced by (OKL4)
asynchronous notification.

Having two forms of IPC is a violation of minimal-
ity, so the OKL4 approach is more pure in this partic-
ular point (although its channel abstraction constitutes
a different violation, see Section 3.2.2). Furthermore,
the utility of synchronous IPC becomes more dubious in
a multicore context: an RPC-like server invocation se-
quentialises client and server, which should be avoided
if they are running on separate cores. We therefore ex-
pect communication protocols based on asynchronous
notification to become more prevalent, and a move to
asynchronous-only IPC sometime in the future remains
a possibility.

3.2.2 IPC message structure

Original L4 IPC had rich semantics. Besides in-register
(“short”) messages it supported messages of almost ar-
bitrary size (a word-aligned “buffer” as well as multiple
unaligned “strings”) in addition to in-register arguments.
Coupled with the all-synchronous design, this approach
avoids redundant copying.

Register arguments support zero-copy: the kernel al-
ways initiates the IPC from the sender’s context and
switches to the receiver’s context without touching the
message registers.

A drawback is the architecture-dependent and (es-
pecially on x86-32) small size of zero-copy messages.
In fact, the number of available registers changed fre-
quently with ABI changes, as changes to syscall argu-
ments used or freed up registers.

Pistachio introduced the concept of a moderate-size
(configurable in the range of 16–64) set of virtual mes-
sage registers. The implementation mapped some of
them to physical registers, the rest was contained in a

per-thread pinned part of the address space. The pinning
ensures register-like semantics without the possibility of
a page fault. Inlined access functions hide the distinction
between physical and memory-backed registers from the
user. seL4 and Fiasco.OC continue to use this approach.

The motivation is two-fold: Virtual message regis-
ters improve portability across architectures, and more
importantly, they reduce the performance penalty for
moderately-sized messages exceeding the number of
physical registers: copying a small number of words
is cheaper than establishing the temporary mapping in-
volved in “long” IPC, as described below.

The benefits of in-register message transfers has di-
minished over time, as the architectural costs of context
switching dominate IPC performance. For example, in-
register message transfer on the ARM11 improves IPC
performance by 10% (for a 4-word message) compared
to passing via the kernel stack; on Cortex A9 this reduces
to 4%. On x86-32, reserving any registers for message
passing is detrimental to the compiler’s ability to opti-
mise the code.

Replaced: Physical by virtual message registers.

“Long” messages could specify multiple buffers in a
single IPC invocation to amortise the hardware mode-
and context-switch costs. Long messages could be deliv-
ered with a single copy: executing in the sender’s con-
text, the kernel sets up a temporarily mapped window
into the receiver’s address space, covering (parts of) the
message destination, and copies directly to the receiver.

This could trigger a page fault during copying in ei-
ther the source or destination address space, which re-
quired the kernel to handle nested exceptions. Further-
more, the handling of such an exception required in-
voking a user-level page-fault handler. The handler had
to be invoked while the kernel was still handling the
IPC system call, yet the invocation had to pretend that
the fault happened during normal user-mode execution.
On return, the original system-call context had to be re-
established. The result was significant kernel complex-
ity, with many tricky corner cases that risked bugs in the
implementation.

While long IPC provides functionality which cannot
be emulated without some overhead, in practice it was
rarely used: Shared buffers can avoid any explicit copy-
ing between address spaces, and are generally preferred
for bulk data transfer. Additionally, asynchronous inter-
faces can be used for batching of transfers without re-
sorting to explicit batching support in the kernel.

The main use of long IPC was for legacy POSIX read-
write interfaces to servers, which require transferring the
contents of arbitrary buffers to servers who do not neces-
sarily have access to the client’s memory. However, the
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rise of Linux as POSIX middleware, where Linux effec-
tively shares memory with its applications, replaced this
common use case with pass-by-reference. The remain-
ing use cases either had interface flexibility or could be
implemented with shared memory. Long IPC also vio-
lates the minimality principle (which talks about func-
tionality, not performance).

As a consequence of this kernel complexity and the
existence of user-level alternatives, we removed long
IPC from L4-embedded, and NOVA and Fiasco.OC do
not provide it either.

For seL4 there are even stronger reasons for staying
away from supporting long messages: the formal veri-
fication approach explicitly avoided any concurrency in
the kernel [Klein et al., 2009], and nested exceptions in-
troduce a degree of concurrency. They also break the
semantics of the C language by introducing additional
control flow. While it is theoretically possible to for-
mally reason about nested exceptions, it would make
the already challenging verification task even harder. Of
course, the in-kernel page faults could be avoided with
extra checking, but that would introduce yet more com-
plexity (besides penalising best-case performance), and
would still require a more complex formal model to
prove checking is complete and correct.

Abandoned: Long IPC.

OKL4 diverges at this point, by providing a new, asyn-
chronous, single-copy, bulk-transfer mechanism called
channel [Heiser and Leslie, 2010]. However, this is re-
ally a compromise retained for compatibility with the
earlier OKL4 microkernel, which was aimed at memory-
starved embedded systems. It was used to retrofit pro-
tection boundaries into a highly multithreaded (> 50
threads) real-time application, where a separate commu-
nication page per pair of communicating threads was too
costly.

3.2.3 IPC destinations

Original L4 had threads as the targets of IPC operations.
The motivation was to avoid the cache and TLB pol-
lution associated with a level of indirection, although
Liedtke [1993a] notes that ports could be implemented
with an overhead of 12% (mostly 2 extra TLB misses).
The model required that thread IDs were unique identi-
fiers.

This model has a drawback of poor information hid-
ing. A multi-threaded server has to expose its internal
structure to clients, in order to spread client load, or use
a gateway thread, which could become a bottleneck and
would impose additional communication and synchro-
nisation overhead. There were a number of proposals

to mitigate this but they all had drawbacks. Addition-
ally, large-page support in modern CPUs has reduced the
TLB pollution of indirection by increasing the likelihood
of co-location on the same page. Last but not least, the
global IDs introduced covert channels [Shapiro, 2003].

Influenced by EROS [Shapiro et al., 1999], IPC end-
points were adopted as IPC destinations by seL4 and Fi-
asco.OC [Lackorzynski and Warg, 2009]). seL4 (syn-
chronous) endpoints are essentially ports: the root of the
queue of pending senders or receivers is a now a sep-
arate kernel object, instead of being part of the recip-
ient’s thread control block (TCB). Unlike Mach ports,
IPC endpoints do not provide any buffering.

Replaced: Thread IDs by port-like IPC endpoints
as message destinations.

3.2.4 IPC timeouts

A blocking IPC mechanism creates opportunities for
denial-of-service (DOS) attacks. For example, a mali-
cious (or buggy) client could send a request to a server
without ever attempting to collect the reply; owing to
the rendezvous-style IPC, the sender would block in-
definitely unless it implements a watchdog to abort and
restart. L4’s long IPC enables a slightly more sophisti-
cated attack: A malicious client could send a long mes-
sage to a server, ensure that it would page fault, and pre-
vent its pager from servicing the fault.

To protect against such attacks, IPC operation in the
original L4 had timeouts. Specifically, an IPC syscall
specified 4 timeouts: one to limit blocking until start
of the send phase, one to limit blocking in the receive
phase, and two more to limit blocking on page faults
during the send and receive phases (of long IPC).

Timeout values were encoded in a floating-point for-
mat that supported the values of zero, infinity, and fi-
nite values ranging from one millisecond to weeks. They
added complexity for managing wakeup lists.

Practically, however, timeouts were of little use as a
DOS defence. There is no theory, or even good heuris-
tics, for choosing timeout values in a non-trivial system,
and in reality, only the values zero and infinity were
used: A client sends and receives with infinite timeouts,
while a server waits for a request with an infinite but
replies with a zero timeout. (The client uses an RPC-
style call operation, consisting of a send followed by an
atomic switch to a receive phase, guaranteeing that the
client is ready to receive the server’s reply.) Traditional
watchdog timers represent a better approach to detecting
unresponsive IPC interactions (e.g. resulting from dead-
locks).

Having abandoned long IPC, in L4-embedded we re-
placed timeouts by a single flag supporting a choice
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of polling (zero timeout) or blocking (infinite timeout).
Only two flags are needed, one for the send and one for
the receive phase. seL4 follows this model. A fully-
asynchronous model, such as that of OKL4, is incom-
patible with timeouts and has no DOS issues that would
require them.

Timeouts could also be used for timed sleeps by wait-
ing on a message from a non-existing thread, a feature
useful in real-time system. Dresden experimented with
extensions, including absolute timeouts, which expire at
a particular wall clock time rather than relative to the
commencement of the system call. Our approach is to
give userland access to a (physical or virtual) timer.

Abandoned: IPC timeouts in seL4, OKL4.

3.2.5 Communication Control

In the original L4, the kernel delivered the sender’s un-
forgeable ID to the receiver. This allows a server to im-
plement a form of discretionary access control, by ig-
noring undesirable messages. However, a server can be
bombarded with spurious large messages by malicious
clients. The time consumed by receiving such mes-
sages (even if copying is done by the kernel) prevents
the server from performing useful work, and checking
which ones to discard also costs time. Hence such mes-
sages can constitute a DOS attack, which can only be
avoided by kernel support that prevents undesirable mes-
sages being sent in the first place [Liedtke et al., 1997b].
Mandatory access control policies also require a mecha-
nism for mediating and authorising communication.

Original L4 provided this through a mechanism called
clans and chiefs: Processes were organised in a hierar-
chy of “clans”, each of which had a designated “chief”.
Inside the clan, all messages are transferred freely and
the kernel guarantees message integrity. But messages
crossing a clan boundary, whether outgoing or incom-
ing, are redirected to the clan’s chief, who can thus con-
trol the flow of messages. The mechanism also supports
confinement [Lipner, 1975] of untrusted subsystems.

Liedtke [1995] argued that the clans-and-chiefs model
only added two cycles per IPC operation, as clan IDs
were encoded in thread IDs for quick comparison. How-
ever, the low overhead only applies where direct com-
munication is possible. Once messages get re-directed,
each such re-direction adds two messages to a (logically)
single round-trip IPC, a significant overhead. Further-
more, the strict thread hierarchy was unwieldy in prac-
tice (and was probably the feature most cursed by people
trying to build L4-based systems). For mandatory access
control, the model quickly deteriorated into a chief per
process. It is a prime example of kernel-enforced policy
(address-space hierarchy) limiting the design space.

As a consequence of these drawbacks, many L4 im-
plementations did not implement clans and chiefs (or
disabled the feature at build time), but that meant that
there was no way to control IPC. There were experi-
ments with models based on a more general form of IPC
redirection [Jaeger et al., 1999], but these failed to gain
traction. The problem was finally resolved with flexible
capability-mediated access control to endpoints.

Abandoned: Clans and chiefs.

3.3 User-level device drivers
A key consequence of the minimality principle, and
maybe the most radical novelty of L4 (or, rather, its pre-
decessor, L3 [Liedtke et al., 1991]) was to make all de-
vice drivers user-level processes.5 This is still a hallmark
of all L4 kernels, and verification is a strong motivator
for sticking with the approach: adding any unverified
code, such as drivers, into the kernel would obliterate
any guarantees, and verifying the large amount of driver
code in real-world systems is out of reach for now.

A small number of drivers are still best kept in the ker-
nel. In a modern L4 kernel this typically means a timer
driver, used for preempting user processes at the end of
their time slice, and a driver for the interrupt controller,
which is required to safely distribute interrupts to user-
level processes.

The user-level driver model is tightly coupled with
modelling interrupts as IPC messages, which the kernel
sends to the driver. Details of the model (IPC from a
virtual thread vs upcall), as well as the association and
acknowledgment protocol, have changed over the years
(and at times changed back and back again) but the gen-
eral approach still applies.

The most notable change was moving from syn-
chronous to asynchronous IPC for interrupt delivery.
This was driven by implementation simplification, as
synchronous delivery required the emulation of virtual
in-kernel threads as the sources of interrupt IPC.

User-level drivers have benefited from virtualisation-
driven hardware improvements. I/O memory manage-
ment units (IOMMUs) have enabled safe pass-through
device access for drivers. User-level drivers have also
benefited from hardware developments that reduce in-
terrupt overheads, specifically interrupt coalescing sup-
port on modern network interfaces. In the x86 world,
they have profited from dramatically decreased context-
switching costs enabled by TLB tagging (among others).

Retained: User-level drivers as a core feature.

5Strictly speaking, this had been done before, in the Michigan Ter-
minal system [Alexander, 1972] and the Monads OS [Keedy, 1979],
but those designs had little direct impact on later ones and there is no
information about performance.
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Of course, user-level drivers have now become main-
stream. They are supported (if not encouraged) on
Linux, Windows and MacOS. Overheads in those sys-
tems are generally higher than in L4 with its highly op-
timised IPC, but we have shown in the past that low
overheads are achievable even on Linux, at least on
context-switch friendly hardware [Leslie et al., 2005].
In practice, though, only a tiny fraction of devices are
performance-critical.

3.4 Resource management
Original L4’s resource management, like its approach
to communication control, was heavily based on pro-
cess hierarchies. This applied to managing processes
as well as virtual memory. Hierarchies are an effec-
tive way of managing and recovering resources, and pro-
vide a model of constraining sub-systems (where system
mechanisms restrict children’s privileges to be a subset
of their parent’s), but the cost is rigidity. However, the
hierarchies are a form of policy, and as such a bad match
for a microkernel (as discussed in Section 3.2.5).

Capabilities can provide a way out of the constraints
of the hierarchy, which is one of several reasons all
modern L4 kernels adopted capability-based access-
control. Here we examine the most important resource-
management issues arising form the original L4 model,
and how we deal with them now.

3.4.1 Process hierarchy

A process (in L4 this is essentially a page table and
a number of associated threads) consumes kernel re-
sources, and unchecked allocation of TCBs and page ta-
bles could easily lead to denial of service. Original L4
dealt with that through a process hierarchy: “Task IDs”
were essentially capabilities over address spaces, allow-
ing creation and deletion.

There was a finite number of them (of the order
of thousands), which the kernel handed out first-come,
first-served. They could be delegated, but only up or
down the hierarchy. (They were also closely tied to the
thread hierarchy used for IPC control, see Section 3.2.5.)
In a typical setup, the initial user process would grab all
task IDs before creating any further processes.

Perhaps unsurprisingly, this model proved inflexi-
ble and restrictive; it was eventually replaced by fully-
fledged capabilities.

Abandoned: Hierarchical process management.

3.4.2 Recursive page mappings

Original L4 tied authority over physical memory frames
to existing page mappings. Having a valid mapping (of

a frame) in its address space gave a process the right
to map this page into another address space. Instead of
mapping, a process could grant one of its pages, which
removed the page (and any authority over it) from the
grantor. A mapping (but not a grant) could be revoked
by an unmap operation. Address spaces were created
empty, and were populated using the mapping primitive.

The recursive mapping model was anchored in a pri-
mordial address space σ0, which received a (one-on-
one) mapping of all free frames left over after the kernel
booted. σ0 was the page-fault handler of all processes
created at boot time, and would map each of its pages
once to the first process that requested it (by faulting on
an address in the page).

Note that, while the L4 memory model creates a hier-
archy of mappings originating from each frame, it does
not force a hierarchical view of address spaces: Map-
pings were established through IPC (similar to transfer-
ring a capability through an IPC message), and a process
could map one of its pages to any other process it was
allowed to send IPC to (provided the recipient agreed
to receive mappings). Compared to Mach, L4 has no
memory object semantics, only low-level address space
management mechanisms that are closer to Mach’s in-
kernel pmap interface than its user-visible memory ob-
ject abstraction [Rashid et al., 1988]. Memory objects,
copy-on-write, and shadow-chains are all user-level cre-
ated abstractions or implementation approaches.

The recursive mapping model was conceptually sim-
ple and elegant, and Liedtke was clearly proud of it – it
figured prominently in many papers, including the first
[Liedtke, 1993a], and in all his presentations. Yet, expe-
rience showed that there were significant drawbacks.

In order to support revocation at page granularity,
the recursive address-space model requires substantial
bookkeeping in the form of a mapping database. More-
over, the generality of the L4 memory model allows two
colluding processes to force the kernel to consume large
amounts of memory by recursively mapping the same
frame to different pages in each other’s address space,
a potential DOS attack especially on 64-bit hardware,
which can only prevented by controlling IPC (via the
dreaded clans-and-chiefs).

In L4-embedded we removed the recursive mapping
model, after observing that for our real-world use cases,
25–50% of kernel memory use was consumed by the
mapping database even without malicious processes. We
replaced it by a model that more closely mirrors hard-
ware, where mappings always originate from ranges of
physical memory frames.

This approach comes at the expense of losing fine-
grained delegation and revocation of memory (other than
by brute-force scans of page tables), we therefore only
considered it an interim pain relief. OKL4 somewhat
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extends this minimal model, without achieving the gen-
erality and fine-grained control of the original model.

Mapping control is, of course, easily achieved in a
capability-based system, using a variant of the standard
grant-take model [Lipton and Snyder, 1977]. This is
what seL4 does: the right to map is conveyed by a capa-
bility to a physical frame, not by having access to a vir-
tual page backed by that frame, and thus seL4’s model
is not recursive. Even with a frame capability, mapping
is strictly limited by the explicit kernel memory model
used to bookkeep the mappings, as described below.

Xen provides an interesting point of comparison.
Grant tables allow the creation (based on possession of
a valid mapping) of what is effectively a frame capabil-
ity, which can be passed to another domain to establish
shared mappings [Fraser et al., 2004]. A recent proposal
extends grant tables to allow for revocation of frames
[Ram et al., 2010]. The semantics of the memory map-
ping primitives is loosely similar to that of seL4, minus
the propagation of page faults. In Xen’s case, the over-
head for supporting fine-grained delegation and revoca-
tion is only paid in instances of sharing.

NOVA and Fiasco.OC both retain the recursive ad-
dress space model, with authority to map determined
by possession of a valid mapping. The consequent in-
ability to restrict mapping and thus book keeping allo-
cation is addressed by per-task kernel memory pools in
Fiasco.OC.

The existing L4 address space models (specifically
fine-grained delegation and revocation) represent dif-
ferent trade-offs between generality and minimality
of mechanism, and potentially more space-efficient
domain-specific approaches.

Multiple approaches: Some L4 kernels retain
the model of recursive address-space construc-
tion, while seL4 and OKL4 originate mappings
from frames.

3.4.3 Kernel memory

While capabilities provide a clean and elegant model for
delegation, by themselves they do not solve the prob-
lem of resource management. A single malicious thread
with grant right on a mapping can still use this to cre-
ate a large number of mappings, forcing the kernel to
consume large amounts of memory for meta-data, and
potentially DOS-ing the system.

L4 kernels traditionally had a fixed-size heap from
which the kernel allocated memory for its data struc-
tures. Original L4 had a kernel pager, called σ1, through
which the kernel could request additional memory from
userland. This does not solve the problem of malicious
(or buggy) user code forcing unreasonable memory con-

sumption, it only shifts the problem. Consequently, σ1
was not supported by most L4 kernels.

The fundamental problem, shared by most other
OSes, is the insufficient isolation of user processes
through the shared kernel heap. A satisfactory approach
must be able to provide complete isolation. The under-
lying issue is that, even in a capability system, where
authority is represented by capabilities, it is not possible
to reason about the security state if there are resources
outside the capability system.

Kernels that manage memory as a cache of user-
level content only partially address this problem. While
caching-based approaches remove the opportunity for
DOS attacks based on memory exhaustion, they do not
enable the strict isolation of kernel memory that is a pre-
requisite for performance isolation or real-time systems,
and potentially introduce covert channels.

Liedtke et al. [1997b] examined this issue and pro-
posed per-process kernel heaps together with a mecha-
nism to donate extra memory to the kernel on exhaus-
tion. NOVA, Fiasco and OKL4 all adopted variations
of this approach. Per-process kernel heaps simplify user
level (by removing control of allocation) at the expense
of the ability to revoke allocations without destroying
the process, and the ability to reason directly about al-
located memory (as opposed to just bounding it). The
trade-off is still being explored in the community.

We took a substantially different approach with seL4;
its model for managing kernel memory is seL4’s main
contribution to OS design. Motivated by the desire to
reason about resource usage and isolation, we subject
all kernel memory to authority conveyed by capabili-
ties (except for the fixed amount used by the kernel to
boot up, including its strictly bounded stack). Specifi-
cally, we completely remove the kernel heap, and pro-
vide userland with a mechanism to identify authorised
kernel memory whenever the kernel allocates data struc-
tures. A side-effect is that this reduces the size and com-
plexity of the kernel, a major bonus to verification.

The key is making all kernel objects explicit and
subject to capability-based access control. This ap-
proach is inspired by hardware-based capability sys-
tems, specifically CAP [Needham and Walker, 1977]
where hardware-interpreted capabilities directly refer to
memory. HiStar [Zeldovich et al., 2011] also makes
all kernel objects explicit, though it takes a caching ap-
proach to memory management.

Of course, user-visible kernel objects do not mean that
someone with authority over a kernel object can directly
read or write it. The capability provides the right to
invoke (a subset of) object-specific methods, which in-
cludes destruction of the object. (Objects, once created,
never change their size.) Crucially, the kernel object
types include unused memory, called Untyped in seL4,
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Object Description
TCB Thread control block
Cnode Capability storage
Synchronous
Endpoint

Port-like rendezvous object for syn-
chronous IPC

Asynchronous
Endpoint

Port-like object for asynchronous
notification.

Page
Directory

Top-level page table for ARM and
IA-32 virtual memory

Page Table Leaf page table for ARM and IA-32
virtual memory

Frame 4 KiB, 64 KiB, 1 MiB and 16 MiB
objects that can be mapped by page
tables to form virtual memory

Untyped
Memory

Power-of-2 region of physical
memory from which other kernel
objects can be allocated

Table 3: seL4 kernel objects.

which can be used to create other objects.
Specifically, the only operation possible on Untyped

is to retype part of it into some object type. The relation-
ship of the new object to the original Untyped is recorded
in a capability derivation tree, which also records other
kinds of capability derivation, such as the creation of
capability copies (with potentially reduced privileges).
Once some Untyped has been retyped, the only opera-
tion possible on the (corresponding part of) the original
Untyped is to revoke the derived object (see below).

Retyping is the only way to create objects in seL4.
Hence, by limiting access to Untyped memory, a system
can control resource allocation. Retyping can also pro-
duce smaller Untyped objects, which can then be inde-
pendently managed – this is key to delegating resource
management. The derivation from Untyped also ensures
the kernel integrity property that no two typed objects
overlap.

Table 3 gives the complete set of seL4 object types
and their use. Userland can only directly access
(load/store/fetch) memory corresponding to a Frame that
is mapped in its address space (by inserting the Frame
capability into a Page Table).

The resulting model has the following properties:

1. All authority is explicitly conferred (via capabili-
ties).

2. Data access and authority can be confined.

3. The kernel itself (for its own data structures) ad-
heres to the authority distributed to applications, in-
cluding the consumption of physical memory.

4. Each kernel object can be reclaimed independently
of any other kernel objects.

5. All operations execute, or are preemptible, in
“short” time (constant or linear in the size of an ob-
ject no bigger than a page).

Properties 1–3 ensure that it is possible to reason
about system resources as well as security. Especially
Property 3 was crucial to formally proving the ker-
nel’s ability to ensure integrity, authority confinement
and confidentiality [Murray et al., 2013; Sewell et al.,
2011]. Property 5 ensures that all kernel latencies are
bounded and thus supports its use for hard real-time sys-
tems [Blackham et al., 2011].

Property 4 ensures kernel integrity. Any holder of an
appropriate capability can reclaim an object at any time
(making the original Untyped again available for object
creation). For example, page-table memory can be re-
claimed without having to destroy the corresponding ad-
dress space. This requires that the kernel is able to detect
(and invalidate) any references to an object that is being
reclaimed.

The requirement is satisfied with the help of the capa-
bility derivation tree. Objects are revoked by invoking
the revoke() method on a Untyped object further up
the tree; this will remove all capabilities to all objects
derived from that Untyped. When the last capability to
an object is removed, the object itself is deleted. This
removes any in-kernel dependencies it may have with
other objects, thus making it available for re-use. Re-
moval of the last capability is easy to detect, as it cleans
up the last leaf node in the capability tree referring to a
particular memory location.

Revocation requires user-level book-keeping to asso-
ciate Untyped capabilities with objects, often at the gran-
ularity of higher-level abstractions (such as processes)
defined at user level. The precise semantics of Untyped
and its relationship to user-level book-keeping is still be-
ing explored.

Added: User-level control over kernel memory
in seL4, kernel memory quota in Fiasco.OC.

3.4.4 Time

Apart from memory, the other key resource that must be
shared in a system is the CPU. Unlike memory, which
can be sub-divided and effectively shared between mul-
tiple processes concurrently, the CPU can only be used
by a single thread at a time, and must therefore be time-
multiplexed.

All versions of L4 have achieved this multiplex-
ing through a fixed-policy scheduler (pluggable in Fi-
asco.OC). The scheduling model of the original L4,
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hard-priority round-robin, is still alive, despite being a
gross heresy against the core microkernel religion of
policy-freedom. All past attempts to export scheduling
policy to user level have failed, generally due to intoler-
able overheads, or were incomplete or domain-specific.

Especially the Dresden group, which has a focus on
real-time issues, experimented extensively with time is-
sues, including absolute timeouts (see Section 3.2.4).
They also explored several approaches to scheduling, as
well as system structures suitable for real-time and anal-
ysed L4-based real time systems [Härtig and Roitzsch,
2006].

While able to address some specific problems, Dres-
den did not develop a policy-free and universal mech-
anism, and Fiasco.OC reverted to essentially the tradi-
tional L4 model. A more recent proposal for scheduling
contexts allows mapping of hierarchical priority-based
schedules onto a single priority scheduler [Lackorzyn-
ski et al., 2012]. While promising, this is not yet able
to deal with the breadth of scheduling approaches used
in the real-time community, especially earliest-deadline-
first (EDF) scheduling.

One might argue that the notion of a single, general-
purpose kernel suitable for all purposes may not be as
relevant as it once was – these days we are used to
environment-specific plugins. However, the formal veri-
fication of seL4 creates a powerful disincentive to chang-
ing the kernel, it strongly reinforces the desire to have a
single platform for all usage scenarios. Hence, a policy-
free approach to dealing with time is as desirable as it
has ever been.

Unresolved: Principled, policy-free control of
CPU time.

3.4.5 Multicore

Multiprocessor issues have been explored early-on in
the L4 community. Most of the work, L4/Alpha
and L4/MIPS notwithstanding, was done on x86 plat-
forms, which were the earliest affordable multiproces-
sors. Early x86 multiprocessors and multicores had high
inter-core communication cost and no shared caches.
Consequently, the standard approach was to use per-
processor scheduling queues (and minimal sharing of
kernel data across cores), and thread migration only hap-
pening on explicit request by userland. Uhlig [2005]
explored locking, synchronisation and consistency is-
sues on platforms with many cores, and developed
approaches for scalable concurrency control of kernel
data structures based on RCU [McKenney et al., 2002].
NOVA and Fiasco.OC make extensive use of RCU.

With the shift of emphasis from high-end server to
embedded and real-time platforms, multiprocessor is-
sues took a back stage, and were only revived recently

with the advent of multicore versions of embedded pro-
cessors. These are characterised by low inter-core com-
munication cost and usually shared L2 caches, implying
tradeoffs which differ from those on x86. The result-
ing low migration costs do typically not justify the over-
head of a system call for migrating threads, and a global
scheduler makes more sense.

Here, verification introduces new constraints. As dis-
cussed in Section 3.2.2, concurrency presents huge chal-
lenges for verification, and we kept it out of the kernel
as much as possible. For multicores this means adopt-
ing either a big kernel lock or a multikernel approach
[Baumann et al., 2009]. For a microkernel, where sys-
tem calls are short, the former is not as silly as it may
seem at first, as lock contention will be low, at least for
a small number of cores sharing an L2.

The approach we are exploring at present is a clus-
tered multikernel, a hybrid of a big-lock kernel (across
cores which share an L2 cache), and a restricted vari-
ant of a multikernel (no memory migration is permit-
ted between kernels) [von Tessin, 2012]. The clustered
multikernel avoids concurrency in the majority of kernel
code, which enables some of the formal guarantees to
continue hold under some assumptions. The most sig-
nificant assumptions are that (1) the lock itself, and any
code outside of it, is correct and race free, and that (2)
the kernel is robust to any concurrent changes to mem-
ory shared between the kernel and user-level (for seL4 is
this is only a block of virtual IPC message registers).

The attraction of this approach is that it retains the
existing uniprocessor proof with only small modifica-
tions. We have formally lifted a parallel composition of
the uniprocessor automatons and shown that refinement
still holds. The disadvantage is that the formal guaran-
tees no longer cover the entire kernel, and the large-step
semantics used by the lifting framework preclude fur-
ther extension of the formal framework to cover reason-
ing about the correctness of the lock, user-kernel concur-
rency, and any relaxation of resource migration restric-
tions.

A variation of a clustered multikernel may eventually
be the best approach to obtaining full formal verification
of a multiprocessor kernel, though we make no strong
representations here. Much more work is required on
the formal side to reason about fine-grained interleaving
at the scale of a microkernel.

Unresolved: Handling of multicore processors in
the age of verification.

4 Microkernel Implementation
Liedtke [1993a] list a set of design decisions and imple-
mentation tricks which helped making IPC fast in the
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original i486 version, although a number of them smell
of premature optimisation.

Some have already been mentioned, such as the tem-
porary mapping window used in the (now obsolete) long
IPC. Others are uncontroversial, such as the send-receive
combinations in a single system call (the client-style
call for an RPC-like invocation and the server-style
reply-and-wait). We will discuss the remaining in
more detail, including some traditional L4 implemen-
tation approaches which were less-publicised but long
taken for granted in the community.

4.1 Strict process orientation and virtual
TCB array

The original L4 had a separate kernel stack for each
thread, allocated above its TCB on the same page. The
TCB’s base address was therefore a fixed offset from the
stack base, and could be obtained by masking the least
significant bits off the kernel stack pointer. Only a sin-
gle TLB entry was required to cover both a thread’s TCB
and stack.

Furthermore, all TCBs were allocated in a sparse,
virtually-addressed array, indexed by thread ID. During
IPC, this enables a very fast lookup of the destination
TCB, without first checking the validity of the ID: If the
caller supplies an invalid ID, the lookup may access an
unmapped TCB, triggering a page fault, which the ker-
nel handles by aborting the IPC. If no fault happened,
the validity of the thread ID can be established by com-
paring the caller-supplied value with the one found in
the TCB. (Original L4’s thread IDs had version num-
bers, which changed when the thread was destroyed and
re-created. This was done to make thread IDs unique
in time. Recording the current ID in the TCB allowed
detecting stale thread IDs.)

Both features come at a cost: The many kernel stacks
dominate the per-thread memory overhead, and they
also increase the kernel’s cache footprint. The virtual
TCB array increases the kernel’s virtual memory use
and thus the TLB footprint, but avoids the additional
cache footprint for the lookup table that would other-
wise be required. Processors with a single page size
and untagged TLBs left little opportunity to optimise be-
yond grouping data structures to minimise the number
of pages touched. However, RISC processors had large-
page sizes (or physical memory addressing) and tagged
TLBs which changed the trade-offs.

The kernel’s memory use became a significant issue
when L4 was gaining traction in the embedded space, so
the design needed revisiting.

Initial experiments with a single-stack kernel on a
Pentium showed a reduction in kernel memory con-
sumption, and improvements in IPC performance on

micro-benchmarks [Haeberlen, 2003]. Warton [2005]
performed a thorough performance evaluation of the Pis-
tachio process kernel vs an event-based (single-stack)
kernel with continuations on an ARMv5 processor.
He demonstrated comparable performance (generally
within 1%) on micro-benchmarks, but a 20% perfor-
mance advantage of the event kernel on a multi-tasking
workload (AIM7). He also found that the event kernel’s
per-thread memory use was a quarter of that of the pro-
cess kernel, despite the event kernel requiring more than
twice the TCB size of the process kernel (to store the
continuations).

Concurrently, Nourai [2005] analysed the trade-offs
of virtual vs physical addressing of TCBs. He im-
plemented physical addressing, also in Pistachio, al-
though on a MIPS64 processor. He found little if any
differences in IPC performance in micro-benchmarks,
but significantly better performance of the physically-
addressed kernel on workloads that stressed the TLB.
MIPS is somewhat anomalous in that it supports phys-
ical addressing even with the MMU enabled, while on
most other architectures “physical” addressing is sim-
ulated by idempotent large-page mappings, potentially
in conjunction with “global” mappings. Still Nourai’s
results convincingly indicate that there is no significant
performance benefit from the virtually-addressed TCBs.

An event-based kernel that avoids in-kernel page-fault
exceptions preserves the semantics of the C language.
As discussed earlier in Section 3.2.2, remaining within
the semantics of C reduces the complexity of verifica-
tion.

Together, these results made us choose an event-based
design with physically-addressed kernel data for L4-
embedded, and seL4 followed suit. While this decision
was driven initially by the realities of resource-starved
embedded systems and later the needs of verification,
the approach’s benefits are not restricted to those con-
texts, and we believe it is generally the best approach on
modern hardware.

Replaced: Process kernel by event kernel in
seL4, OKL4 and NOVA.

Abandoned: Virtual TCB addressing.

4.2 Lazy scheduling
In the rendezvous model of IPC, a thread’s state fre-
quently alternates between runnable and blocked. This
implies frequent queue manipulations, moving a thread
into and out of the ready queue, often many times within
a time slice.

Liedtke’s lazy scheduling trick minimises these queue
manipulations: When a thread blocks on an IPC oper-
ation, the kernel updates its state in the TCB but leaves
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the thread in the ready queue, with the expectation it will
unblock soon. When the scheduler is invoked upon a
time-slice preemption, it traverses the ready queue until
it finds a thread that is really runnable, and removes the
ones that are not. The approach was complemented by
lazy updates of wakeup queues.

Lazy scheduling moves work from a high-frequency
operation to the less frequently invoked scheduler. We
observed the drawback when analysing seL4’s worst-
case execution time (WCET) for enabling its use in hard
real-time systems [Blackham et al., 2012]: The execu-
tion time of the scheduler is only bounded by the number
of threads in the system!

To address the issue, we adopted an alternative opti-
misation, referred to as Benno scheduling, which does
not suffer from pathological timing behaviour: Here,
the ready queue contains all runnable threads except the
currently executing one. Hence, the ready queue usu-
ally does not get modified when threads block or un-
block during IPC. At preemption time, the kernel inserts
the (still runnable but no longer executing) preempted
thread into the ready queue. The removal of timeouts
means that there are no more wakeup queues to manipu-
late. Endpoint wait queues must be strictly maintained,
but in the common case (of a server responding to client
requests received via a single endpoint) they are hot in
cache, so the cost of those queue manipulations is low.
This approach has similar average-case performance as
lazy scheduling, while also having a bounded WCET.

Replaced: Lazy scheduling by Benno schedul-
ing.

4.3 Direct process switch
L4 traditionally tries to avoid running the scheduler dur-
ing IPC. If a thread gets blocked during an IPC call, the
kernel switches to a readily-identifiable runnable thread,
which then executes on the original thread’s time slice,
generally ignoring priorities. This approach is called di-
rect process switch.

It makes more sense than one might think at first, es-
pecially when assuming that servers have at least the
same priority as clients. On the one hand, if a (client)
thread performs a call operation (to a server), the caller
will obviously block until the callee replies. Having
been able to execute the syscall, the thread must be the
highest-priority runnable thread, and the best way to ob-
serve its priority is to ensure that the callee completes
as quickly as possible (and the callee is likely of higher
priority anyway).

On the other hand, if a server replies (using
reply-and-wait) to a waiting client, and the server
has a request waiting from another client, it makes sense

to continue the server to take advantage of the primed
cache by executing the receive phase of its IPC.

Modern L4 versions, concerned about correct real-
time behaviour, retain direct-process switch where it
conforms with priorities, and else invoke the scheduler.
In fact, direct-process switch is a form of time-slice
donation, and Steinberg et al. [2005] showed that can
be used to implement priority-inheritance and priority-
ceiling protocols. Fiasco.OC and NOVA support this by
allowing the user to specify donation on a per-call basis.

Replaced: Direct process switch subject to pri-
orities in seL4 and optional in Fiasco.OC and
NOVA.

4.4 Preemption
Traditionally L4 implementations had interrupts dis-
abled while executing within the kernel, although some
(like L4/MIPS) contained preemption points in long-
running operations, where interrupts were briefly en-
abled. Such an approach significantly simplifies kernel
implementation, as most of the kernel requires no con-
currency control, and generally leads to better average-
case performance.

However, the original L4 ABI had a number of long-
running system calls, and early Fiasco work made the
kernel fully preemptive in order to improve real-time
performance [Hohmuth and Härtig, 2001]. Later ABI
versions removed most of the long-running operations,
and Fiasco.OC reverted to the original, mostly non-
preemptible approach.

In the case of seL4, there is an additional reason for a
non-preemptible kernel: avoiding concurrency to make
formal verification tractable [Klein et al., 2009]. Given
seL4’s focus on safety-critical systems, many of which
are of a hard real-time nature, we need hard bounds on
the latency of interrupt delivery. It is therefore essen-
tial to avoid long-running kernel operations, and use pre-
emption points where this is not possible (e.g. the prac-
tically unbounded object deletion). We put significant
effort into placement of preemption points, as well as on
data structures and algorithms that minimises the need
for them [Blackham et al., 2012].

Note that a continuation-based event kernel provides
natural support for preemption points (by making them
continuation points).

Retained: Mostly non-preemptible design with
strategic preemption points.

4.5 Non-portability
Liedtke [1995] makes the point that a microkernel
implementation should not strive for portability, as a

145



hardware abstraction introduces overheads and hides
hardware-specific optimisation opportunities. He cites
subtle architectural changes between the “compatible”
i486 and Pentium processors resulting in shifting trade-
offs and implying significant changes in the optimal im-
plementation.

This argument was debunked by Liedtke himself, with
the high-performance yet portable Hazelnut kernel and
especially Pistachio. Careful design and implementation
made it possible to develop an implementation that was
80–90% architecture-agnostic.

In seL4, the architecture-agnostic code (between x86
and ARM) only accounts for about 50%. About half the
code deals with virtual memory management which is
necessarily architecture-specific. The lower fraction of
portable code is a result of seL4’s overall smaller size,
with most (architecture-agnostic) resource-management
code moved to userland. There is little architecture-
specific optimisation except for the IPC fastpath. Stein-
berg [2013] similarly estimates a 50% rewrite for porting
NOVA to ARM.

Replaced: Non-portable implementation by sig-
nificant portion of architecture-agnostic code.

4.6 Non-standard calling convention

The original L4 kernel was completely implemented in
assembler, and therefore the calling convention for func-
tions was irrelevant inside the kernel. At the ABI, all
registers which were not needed as syscall parameters
were designated as message registers. The library in-
terface provided inlined assembler stubs to convert the
compiler’s calling convention to the kernel ABI (in the
hope the compiler would optimise away any conversion
overhead).

The next generation of L4 kernels, starting with
L4/MIPS, were all written at least partially in C. At
the point of entering C code, these kernels had to re-
establish the C compiler’s calling convention, and revert
to the kernel’s convention on return. This made calling
C functions relatively expensive, and therefore discour-
aged the use of C except for inherently expensive opera-
tions.

Later kernels where written almost exclusively in C
(Hazelnut) or C++ (Fiasco, Pistachio). The cost of the
calling-convention mismatch (and the lack of Liedtke-
style masochism required for micro-optimising every bit
of code) meant that the C code did not exhibit perfor-
mance that was competitive to the old assembler kernel.
The implementors of those kernels therefore started to
introduce hand-crafted assembler fast paths. These led
to IPC performance comparable to the original L4 (see
Table 1).

The traditional approach was unsuitable for seL4, as
the verification framework could only deal with C code
[Klein et al., 2009], and we wanted to verify the kernel’s
functionality as completely as feasible. This requires re-
stricting assembler code to the bare minimum, and rules
out calling-convention conversions, forcing us to adopt
the tool chain’s standard calling conventions.

Abandoned: Non-standard calling conventions.

4.7 Implementation language
seL4 is also highly dependent on fast-path code to obtain
competitive IPC performance, but the fast paths must
now be implemented in C. The assembler fast path had
already been abandoned in the commercial OKL4 ker-
nel because of the high maintenance cost of assembler
code, which in the commercial environment outweighed
any performance degradation. For seL4 we were willing
to tolerate no more than a 10% degradation in IPC per-
formance, compared to the fastest kernels on the same
architecture.

Fortunately, it turned out that by carefully hand-
crafting the fast path, we can achieve highly-competitive
IPC latencies [Blackham and Heiser, 2012]. Specifically
this means manually re-ordering statements, making use
of (verified) invariants that the compiler is unable to de-
termine by static analysis,

In fact, the finally achieved latency of 188 cycles for a
one-way IPC on an ARM11 processor is about 10% bet-
ter than the fastest IPC we had measured on any other
kernel on the same hardware! This is partially a result of
the simplified seL4 ABI and IPC semantics, and the fact
that the event-based kernel no longer requires saving and
restoring the C calling convention on a stack switch. We
also benefit from improved compilers, especially their
support for annotating condition branches for the com-
mon case, which helps code locality.

In any case, this result demonstrates that assembler
implementations are no longer justified by performance
arguments. The Dresden team in fact found that they
could achieve highly-competitive performance without
any fastpathing.

Abandoned: Assembler code for performance.

The first L4 kernel written completely in a high-level
language was Fiasco, which chose C++ rather than C
(which had be used for parts of the MIPS kernel a few
years earlier). Given the state of C++ compilers at the
time, this may seem a courageous decision, but is at least
partially explained by the fact that Fiasco was not ini-
tially designed with performance in mind. This changed
later, and the recent Fiasco experience demonstrates that,
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when used correctly, there is no performance penalty
from C++ code.

The Karlsruhe team also chose C++ for Pistachio,
mostly to support portability. Despite a high degree of
enthusiasm about C++ in Dresden and Karlsruhe, we
never saw any convincing advantages offered by C++
for microkernel implementation. Furthermore, OK Labs
found that the availability of good C++ compilers was a
real problem in the embedded space, and they converted
their version of the microkernel back to straight C.

For seL4, the requirements of verifications forced the
choice of C. While Dresden’s VFiasco project attempted
to verify the C++ kernel [Hohmuth and Tews, 2005], it
never completed formalising the semantics of the C++
subset used by Fiasco. In contrast, by using C to imple-
ment seL4, we could build on an existing formalisation
of C [Norrish, 1998], a key enabler for the verification.

Abandoned: C++ for seL4 and OKL4.

5 Conclusions
It is rare that a research operating system has both a sig-
nificant developer community, significant commercial
deployment, as well as a long period of evolution. L4 is
such a system, with 20 years of evolution of the API, of
design and implementation principles, and about a dozen
from-scratch implementations. We see this as a great op-
portunity to reflect on the principles and know-how that
has stood the test of time, and what has failed to sur-
vive increased insights, changed deployment scenarios
and the evolution of CPU architectures.

Design choices and implementation tricks came and
went (including some which were close to the original
designer’s heart). However, the most general principles
behind L4, minimality (including running device drivers
at user level) and a strong focus on performance, still
remain relevant and foremost in the minds of develop-
ers. Specifically we find that the key microkernel per-
formance metric, IPC latency, has remained essentially
unchanged (in terms of clock cycles), as far as com-
parisons across vastly different ISAs and micro archi-
tectures have any validity, in stark contrast to the trend
identified by Ousterhout [1990] just a few years before
L4 was created. Furthermore, and maybe most surpris-
ingly, the code size has essentially remained constant, a
rather unusual development in software systems.

Formal verification increased the importance of min-
imality, and also increased pressure for simplification
of the implementation. Several design decisions, such
as the simplified message structure, user-level control
of kernel memory and the approach to multicores are
strongly influenced by verification. It also impacted a
number of implementation approaches, such as the use

of an event-oriented kernel, adoption of standard calling
convention, and the choice of C as the implementation
language. However, we do not think that this has led to
tradeoffs which we would consider inferior when ignor-
ing verification.

With formal verification, L4 has convincingly deliv-
ered on one of the core promises microkernels made
many years ago: robustness. We think it is a great tes-
tament to the brilliance of Liedtke’s original L4 design
that this was achieved while, or maybe due to, staying
true to the original L4 philosophy. It may have taken an
awfully long time, but time has finally proved right the
once radical ideas of Brinch Hansen [1970].

There is one concept that has, so far, resisted any sat-
isfactory abstraction: time. L4 kernels still implement a
specific scheduling policy – in most cases priority-based
round-robin – the last major holdout of policy in the ker-
nel. This probably represents the largest limitation of
generality of L4 kernels. There is work underway at
Dresden and NICTA that indicates that a single, parame-
terised kernel scheduler may actually be able to support
all standard scheduling policies, and we expect it will
not take another 20 years to get there.
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Abstract

Ori is a file system that manages user data in a modern

setting where users have multiple devices and wish to

access files everywhere, synchronize data, recover from

disk failure, access old versions, and share data. The

key to satisfying these needs is keeping and replicating

file system history across devices, which is now prac-

tical as storage space has outpaced both wide-area net-

work (WAN) bandwidth and the size of managed data.

Replication provides access to files from multiple de-

vices. History provides synchronization and offline ac-

cess. Replication and history together subsume backup

by providing snapshots and avoiding any single point of

failure. In fact, Ori is fully peer-to-peer, offering oppor-

tunistic synchronization between user devices in close

proximity and ensuring that the file system is usable so

long as a single replica remains. Cross-file system data

sharing with history is provided by a new mechanism

called grafting. An evaluation shows that as a local file

system, Ori has low overhead compared to a File system

in User Space (FUSE) loopback driver; as a network file

system, Ori over a WAN outperforms NFS over a LAN.

1 Introduction

The file system abstraction has remained unchanged

for decades while both technology and user needs have

evolved significantly. A good indication of users’ needs

comes from the products they choose. At $1/GB/year,

cloud storage like Dropbox [1] commands a 25x pre-

mium over the cost of a local hard disk. This pre-

mium indicates that users value data management—

Permission to make digital or hard copies of part or all of this work for

personal or classroom use is granted without fee provided that copies

are not made or distributed for profit or commercial advantage and that

copies bear this notice and the full citation on the first page. Copyrights

for third-party components of this work must be honored. For all other

uses, contact the Owner/Author.

Copyright is held by the Owner/Author(s).

SOSP’13, Nov. 3–6, 2013, Farmington, Pennsylvania, USA.

ACM 978-1-4503-2388-8/13/11.

http://dx.doi.org/10.1145/2517349.2522721

backup, versioning, access from any device, and multi-

user sharing—over storage capacity. But is the cloud re-

ally the best place to implement data management fea-

tures, or could the file system itself directly implement

them better?

In terms of technological changes, disk space has in-

creased dramatically and has outgrown the increase in

wide-area bandwidth. In 1990, a typical desktop machine

had a 60 MB hard disk, whose entire contents could tran-

sit a 9,600 baud modem in under 14 hours [2]. Today,

$120 can buy a 3 TB disk, which requires 278 days to

transfer over a 1 Mbps broadband connection! Clearly,

cloud-based storage solutions have a tough time keep-

ing up with disk capacity. But capacity is also outpac-

ing the size of managed data—i.e., the documents on

which users actually work (as opposed to large media

files or virtual machine images that would not be stored

on Dropbox anyway).

Ori is a new file system designed to leverage ever-

growing storage capacity to meet user’s data manage-

ment needs. Ori further capitalizes on the increasing di-

versity of devices containing storage (e.g., home PC,

work PC, laptop, cell phone, USB disks). Based on these

trends, Ori achieves several design goals.

First, Ori subsumes backup. It records file histories,

allowing easy recovery of accidentally deleted or cor-

rupted files. It furthermore replicates file systems across

devices, where device diversity makes correlated failure

less likely. Recovering from a device failure is as simple

as replicating an Ori file system to the replacement de-

vice. A new replica can be used immediately even as the

full data transfer completes in the background.

Second, Ori targets a wide range of connectivity sce-

narios. Because new replicas are immediately available,

replication feels light-weight, akin to mounting a net-

work file system. However, once replication is com-

plete, a replica can be used offline and later merged into

other replicas. Ori also uses mobile devices to overcome

limited network bandwidth. As an example, carrying a

256 GB laptop to work each day provides 20 times the

bandwidth of a 1 Mbps broadband connection. Ori lever-

ages this bandwidth to allow cross-site replication of file

systems that would be too large or too write-active for a
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traditional cloud provider. Several other techniques min-

imize wide area network (WAN) usage in Ori. These

should prove increasingly important as disk capacity and

managed data sizes outpace WAN bandwidth.

Finally, Ori is designed to facilitate file sharing. Using

a novel feature called grafts, one can copy a subtree of

one file system to another file system in such a way as to

preserve the file history and relationship of the two direc-

tories. Grafts can be explicitly re-synchronized in either

direction, providing a facility similar to a distributed ver-

sion control system (DVCS) such as Git [3]. However,

with one big difference: in a DVCS, one must decide

ahead of time that a particular directory will be a repos-

itory; while in Ori, any directory can be grafted at any

time. By grafting instead of copying, one can later deter-

mine whether one copy of a file contains all changes in

another (a common question when files have been copied

across file systems and edited in multiple places).

Ori’s key contribution is to store whole-file-system

history and leverage it for a host of features that improve

data management. To store history, Ori adapts techniques

from version control systems (VCS); doing so is now fea-

sible because of how much bigger disks have become

than typical home directories. Better data management

boils down to improving durability, availability, latency

over WANs, and sharing.

Ori’s history mechanism improves durability by facili-

tating replication, repair, and recovery. It improves avail-

ability because all data transmission happens through

pairwise history synchronization; hence, no distinction

exists between online and offline access—any replica can

be accessed regardless of the others’ reachability. History

improves WAN latency in several ways: by restricting

data transfers to actual file system changes, by facilitat-

ing opportunistic data transfers from nearby peers (such

as physically-transported mobile devices), and through a

novel background fetch technique that makes large syn-

chronizations appear to complete instantly. Finally, Ori

improves sharing with its graft mechanism.

We have built Ori for Linux, FreeBSD, and Mac OS

X as a File system in User Space (FUSE) driver. Our

benchmarks show that Ori suffers little if any perfor-

mance degradation compared to a FUSE loopback file

system, while simultaneously providing many data man-

agement benefits.

2 Ori Overview

Figure 1 illustrates the main concepts in Ori. Each user

owns one or more file systems replicated across his or

her devices. Devices contain repositories, each of which

is a replica of a file system. A repository is a collection

of objects that represent files, directories, and snapshots

User s FS

Home PC Laptop

Friend s PC Public PC
T
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Friend s FS
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Figure 1: Example Ori usage. A file systems is repli-

cated across a user’s devices. The user has remotely

mounted and instantly accessed the file system on a

public workstation. A friend has grafted one of the

user’s directories into a different file system. Changes

to grafted files can later be manually synchronized

with their source.

in the file system. Both files and their history are repli-

cated across devices. Ori targets collections of files much

smaller than local storage, making it reasonable to repli-

cate multiple file systems on each device and incur sig-

nificant storage overhead for history.

The figure shows two ways of accessing remote data.

The first is through replication and mounting of a file sys-

tem, as shown with the Public PC. The second is through

grafts, which share both files and their history across dif-

ferent file systems. A graft can be repeated to keep syn-

chronizing a directory across file systems.

Ori does not assume constant connectivity between

replicas of a given file system. Instead, through auto-

matic device discovery, it synchronizes whatever repli-

cas happen to be able to communicate at any given time.

Such an approach necessarily prioritizes availability over

consistency, and can give rise to update conflicts. If pos-

sible, Ori resolves such conflicts automatically; other-

wise, it exposes them to the user, much like a VCS.

2.1 Challenges

Ori has to deal with several issues common to dis-

tributed file systems. First, devices may crash or suffer

from silent data corruption. Naı̈ve replication can ac-

tually compound such problems, as seen in cloud stor-

age solutions [4]. Second, replication and other heavy-

weight operations must not interfere with user productiv-

ity through poor performance. In particular, it is critical

for synchronization operations to minimize waiting time

and return needed data quickly, even as they continue to

transfer large histories in the background.
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Ori faces two additional challenges that are not present

in other distributed file systems. First, the normal case

for Ori is that we expect intermittent connectivity; some

pairs of nodes may never communicate directly. For ex-

ample, a cell phone carried by a user has connectivity

to different machines depending on the user’s physical

location, and a work and home machine may have no

direct connectivity. Typical distributed file systems con-

sider connectivity issues to be a failure case.

Ori must work offline, and as a consequence it must

handle update conflicts or so-called “split-brain” issues.

Conflicts need to be detected and resolved. Like cloud

storage solutions, we depend on the user to resolve con-

flicts if it is not possible to do so automatically. Unlike

the few previous file systems that allow update conflicts,

Ori leverages file history to provide three-way merges.

2.2 Mechanisms

To achieve our vision and address these challenges, we

made a few architectural choices. Ori borrows from

Venti [5] the concept of a content addressable stor-

age (CAS) system. It borrows Git’s model for storing

history [3]. For handling update conflicts, Ori borrows

three-way merging from VCS [3,6]. Finally, we designed

Ori to support two crucial optimizations: background

fetch allows data transfer operations to complete asyn-

chronously and thus hide the end-to-end time associated

with replication; distributed fetch leverages nearby Ori

file systems as a cache for objects.

Ori’s CAS uses SHA-256 hashes to obtain a globally

unique namespace for addressing objects. SHA-256’s

collision-resistance allows Ori to detect damaged files

and recover them from another device. Ori’s distributed

fetch optimization also leverages collision-resistance to

look for the same object in nearby peers (that may be

replicating different file systems).

In our data model, all objects (i.e., files, directories,

and snapshots) are stored in CAS and are immutable.

Immutable objects make it easier to record history and

create fast snapshots. This history is then used to de-

tect and resolve update conflicts. Because of three-way

merges, Ori can resolve many update conflicts automati-

cally. Note that update conflicts also occur in cloud stor-

age providers (e.g., Dropbox), when a file is modified on

two machines without network connectivity.

The background fetch optimization allows long run-

ning tasks, such as replication and synchronization plus

merging, to complete in the background while the user

continues working. This improves perceived perfor-

mance and enhances the usability of the system. By

virtue of completing any user-visible synchronization

first, these operations also reduce the window for update

conflicts when connectivity becomes available.

The distributed fetch optimization also helps us

achieve higher performance and reduce the impact to the

user. When synchronizing over slower network links, Ori

can use unrelated but nearby repositories as a cache to

accelerate the replication operation.

2.3 User Interface

Ori is an ordinary file system, accessed through the

customary POSIX system calls (e.g., open, close, read,

write). However, a command-line interface (CLI) by-

passes the POSIX API to provide Ori-specific functions.

Examples include setting up replication between two

hosts, using history to access an accidentally deleted file,

and reverting the file system after an undesirable change.

The CLI also allows cross-file-system sharing with his-

tory through our grafting mechanism. Manual synchro-

nization and conflict resolution is also possible through

the CLI.

Table 1 shows a list of commonly used commands.

Some commands are rarely used by users; for instance,

the pull command, used to initiate manual unidirectional

synchronization, is unnecessary for users of orisync.

Command Description

ori newfs Create a new file system

ori removefs Remove local repository

ori list List local repositories

ori status Show modified files

ori diff Show diff-like output

ori snapshot Create a snapshot

ori log Show history

ori replicate Replicate a remote repository

ori pull Manually synchronize one way

ori merge Manually merge two revisions

ori checkout Checkout a previous revision

ori purgesnapshot Purge a commit (reclaim space)

ori graft Graft a file or directory

orifs Mount repository as a file system

orisync init Configure orisync

Table 1: A list of the basic commands available to

Ori users through the command line. Included is

the ori CLI that controls the file system, the FUSE

driver (orifs), and the automatic repository manage-

ment daemon (orisync).

To give a feel for the Ori user experience, we present

several examples of tasks accomplished through the CLI.

◮ Our first example is configuring replication between

two hosts. To enable orisync, our device discovery and

synchronization agent, a user must interactively config-

ure a cluster name and cluster key using the orisync

init command. orisync detects changes within approx-
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imately five seconds (based on the advertisement inter-

val). The following commands create and mount an au-

tosynchronized file system.

Listing 1: Configuration of a user’s initial repository.

ori newfs MyRepo

orifs MyRepo

In the example above, a repository named MyRepo

is created, and mounted onto a directory with the same

name. By default orisync is enabled, but can be disabled

with the --nosync flag. Next, in Listing 2, we replicate

and mount the file system on a different computer from

the first host over SSH.

Listing 2: Remote mounting a file system

ori replicate --shallow user@host:MyRepo

orifs MyRepo

In this example we use the --shallow flag to enable

the background fetch optimization. Data is fetched from

the source in the background and on-demand, and once

enough data is replicated the machine will be ready for

offline operation. We mount the MyRepo replica onto a

directory with the same name.

◮ The second example, shown in Listing 3, shows how

to use version history to recover a deleted file. The

.snapshot directory in the file system’s root allows

users to access snapshots by name. Silent data corrup-

tion repair, which is not demonstrated in this example, is

transparent to the user.

Listing 3: Snapshots and recovery

ori snapshot BEFORE

rm deleted_file

ori snapshot AFTER

cp .snapshot/BEFORE/deleted_file ./

◮ The third example reverts the whole file system to

a previous state rather than recovering individual files.

We can discard all changes and revert to the snapshot

named BEFORE, with the use of the ori checkout

--force command.

◮ In Listing 4, we show the fourth example of sharing

files with history (grafting) between two locally mounted

file systems. Once complete, the history of the graft is

made available to the user. Diffs can be generated to see

what has changed or determine what is the latest version.

By re-running the graft command, new changes can

be pulled from the source

Listing 4: Grafting files between two repositories.

ori graft src_repo/dir_a dst_repo/dir_b

ori

(command line)

orifs

(FUSE driver)

libori

Local Repository

Stored on
ext4

libFUSE

orisync

(daemon)

Object 

Store

Object

Metadata
Index

Figure 2: Ori system diagram showing the ori CLI,

and orifs FUSE driver. These user interfaces are built

on top of libOri, which implements local repository

access and a client/server API for exchanging snap-

shots. In this figure we show the various storage files

of a local file system stored on an existing file system,

in this case ext4.

◮ Our final example uses the pull and merge commands

to manually synchronize and merge the file system when

orisync is disabled. For example this can be used to mi-

grate changes from a test to production setup once test-

ing is complete. Conflict resolution is done on a run-

ning file system, but if automatic resolution fails (or if

a file is actively being modified) two files will be created

next to the conflicting file with the suffixes :base and

:conflict. A user will have to manually resolve the

conflicts.

3 Design

Figure 2 shows a high level system diagram of Ori. It

includes user facing tools: the ori CLI, the automatic

synchronization tool orisync, and the FUSE driver orifs.

Users invoke ori to manage the file system and con-

duct manual operations. orisync discovers and automati-

cally synchronizes with other replicas. orifs implements

some automated operations such as periodic snapshotting

and provides a read-only view of all snapshots. These

tools are built on top of libOri, our main library that

implements the local and remote file system abstrac-

tions. It also implements higher-level operations includ-

ing pulling and pushing snapshots, merging, and other

operations discussed in the following sections.

Figure 2 also shows the three main structures that are

stored on a backing file system (e.g., local ext4): the in-

dex, object store, and object metadata. The index forms

an indirection layer necessary to locate objects on disk

by hash rather than location. Objects in our file system,
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e.g., files, directories and snapshots, are stored in the ob-

ject store. Mutable metadata, such as reference counts,

are stored in a separate metadata structure. The metadata

is a per-object key-value store that is not explicitly syn-

chronized between hosts.

In Section 3.1, we describe Ori’s core data model.

Next, the grafting mechanism that is used for file shar-

ing is described in Section 3.2. Replication operations

are described in Section 3.3, which also includes related

distributed and background fetch optimizations. In Sec-

tion 3.4 we describe the device discovery and manage-

ment agent. Subsequently, the space reclamation policy

is discussed in Section 3.5. Section 3.6 discusses repli-

cation and recovery. Finally, Section 3.7 describes the

integrity facility for detecting data corruption or unau-

thorized tampering with a file system.

3.1 Data Model

Like a DVCS (e.g., Git), Ori names files, directories, and

snapshots by the collision-resistant hash of their content

(using SHA-256). Each snapshot captures a single point

in the history of the file system. Each file system has a

Universally Unique Identifier (UUID) associated with it,

that is used to identify instances of the same file system.

Ori’s basic model supports four types of object: Com-

mit objects, which represent snapshots and their histori-

cal context; Trees, which represent directories; and both

Blobs and LargeBlobs, which represent individual files.

Throughout this paper, we use the term snapshot to re-

fer to the collection of objects that are accessible from a

single commit object and not just the commit itself.

The objects are stored in an append-only structure

called a packfile that contains multiple objects. Objects

are written in clusters, with headers grouped at the be-

ginning of each cluster. This speeds up rebuilding the in-

dex on crashes or corruptions. The index and metadata

files are log-structured and are updated after objects are

stored in a packfile. Ori uses a transaction number to al-

low for rollback and to ensure the index and metadata

are updated atomically. Deleted objects are marked for

deletion in the index and reclaimed later by rewriting

packfiles during garbage collection. Garbage collection

is done rarely to avoid write amplification, a reasonable

choice given Ori’s premise of abundant free space.

Commit objects consist of a series of immutable fields

that describe the snapshot. All snapshots have the follow-

ing fields: root tree hash, parent commit hash(es), time,

and user. Users may optionally give snapshots a name

and description, which may help them when working

with history-related operations. Other optional attributes

are specific to particular features such as grafting and

tamper resistance (see Sections 3.2 and 3.7).

Tree objects, which represent directories, are similar

to Git’s tree objects. Unlike directories in normal file

systems, a tree object combines both the directory en-

try and inode fields into a single structure. Unlike tradi-

tional inodes, Ori directory entries point to file contents

with a single content hash. Combining inodes with di-

rectory entries reduces IO overhead and file system com-

plexity. However, Ori does not support hard links, as a

separate data structure would be required to differentiate

them from deduplication.

Blobs store data of files less than one megabyte in size

(a configurable value). LargeBlobs split large files into

multiple Blobs by storing a list of Blob hashes of indi-

vidual file chunks. Ori uses a variable size chunking al-

gorithm that creates chunks between 2KB and 8KB, with

an average of 4KB. Variable size chunking uses Rabin-

Karp fingerprinting to break chunks at unique bound-

aries, which is similar to the technique used by LBFS [7].

LargeBlobs exploit the clustering of data in pack-

files by storing the large file contiguously in the pack-

file, while omitting any deduplicated chunks. When a

read operation spans multiple chunks of a LargeBlob,

Ori uses a vectored read, reordering and coalescing the

vectored chunks to benefit from packfile locality. (Coa-

lescing chunks reduces disk seeks, while vectored reads

reduce IO overhead.) Ori maintains this optimization

across replication operations, as discussed in Section 3.3.

LargeBlobs provide sub-file data deduplication, which

saves space and minimizes bandwidth use on transfers.

Other systems, such as Git, rely instead on delta com-

pression for the same purpose. But delta-compression al-

gorithms can be very CPU and memory intensive, too

high a price to pay in a general purpose file system. Note

that deduplication can occur between any two Blobs,

even if they do not share or are not part of a Large-

Blob. LargeBlob chunking (and thus deduplication) is

done during snapshot creation.

Figure 3 illustrates how Ori’s various objects are orga-

nized. Trees and Blobs mirror the structure of directories

and files in the actual file system. The Commit objects

correspond to snapshots. Objects may be referenced from

multiple places in the same tree or across snapshots, thus

enabling deduplication. The entire tree up to the latest

commit forms a Merkle tree that encompasses the file

system structure and full history.

The use of content hashes to name objects has two

implications. First, objects are uniquely identified in a

global namespace across devices and file system in-

stances. Second, file system layout is independent of

file system structure. However, this architecture in prac-

tice requires an index that simplifies locating objects by

hash. The object store consists of one or more local files

packed with objects, and thus the index contains file/off-

set pairs. All of Ori’s main structures are stored as files

in the local file system (e.g., ext4, UFS, or NTFS).
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Figure 3: Object model in Ori including the chain of

Commit objects corresponding to snapshots, Tree ob-

jects representing directories, and both LargeBlobs

and Blobs representing files.

All objects in a repository are reference-counted for

reclamation. Because directories are acyclic, unreach-

able objects always end up with a reference count of

zero. To minimize reference-tracking overhead, Ori only

counts unique, direct references from one object to an-

other. For example, if the same Tree object is reachable

from two snapshots, Ori only increments the reference

count of the Tree object itself, not its children. Reference

counts are local to a single repository and get updated

incrementally as part of the synchronization process.

3.2 Grafting: Inter-file system copy

Grafting enables two-way synchronization between file

systems. The operation copies a set of files or directories

between two file systems (or possibly two locations in the

same file system) while preserving the cross-file-system

history. The history of the graft will be integrated with

the history of the local file system and accessible through

the log command. Many other commands work as usual,

with a notable exception that automatic synchronization

is not supported.

When a file/directory path S (in file system FSS) is

grafted onto a file/directory path D in another file system

(FSD), it creates a special graft commit record in FSD.

Specifically, such a graft commit contains the following

extra fields, not present in regular commit records:

• graft-fsid: UUID of FSS

• graft-path: Source pathname S

• graft-commit: Hash of the original commit in FSS

• graft-target: Destination pathname D

The grafting algorithm takes a set of commits in FSS

and makes them a part of the history of FSD. At a high

level, these commits provide a series of changes to be

applied to the head of FSD at directory D. FSD im-

ports a full history of changes to FSS, from the first

commit before S existed to the last modification of FSS.

This imported history may indicate that S was previously

grafted from a third file system FSS′ , in which case the

graft commit will record FSS′ ’s graft-fsid and graft-path,

rather than that of FSS (unless S′ itself was grafted from

somewhere else, and so forth).

Though FSD incorporates the full history of commit

objects from FSS, it need not store the entire contents

of every snapshot in that history. Only the contents of

the grafted file or directory are stored. Each use of the

grafting mechanism transfers data in a single direction

so that users can control when they may need to merge

with someone else’s changes.

An important use case is when a group of users desire

to share files by synchronizing a directory amongst them-

selves. Here a grafted snapshot might be grafted again

multiple times as changes are propagated between ma-

chines. For this use case to work, all grafts must maintain

the original source of the commit. This lets Ori correctly

identify grafted snapshots and avoid accidentally creat-

ing branches depending on how changes are pulled.

By default, grafting requires full access to the source

file system by the destination. To support remote grafting

without giving access to the entire file system, the source

must explicitly export a graft (similar to an NFS export).

The source creates an exported history that others will

see and import. The destination file system will graft the

export onto the local repository.

We note that access control for remote grafts is per-

formed at the granularity of exported file system mount

points. If one has access to the exported file system, then

one can access all files within it. Individual file permis-

sions are ignored. Ori cannot be used directly in a tra-

ditional NFS-like multi-user setting, where a single ex-

port has different file permissions on a per file and per

user basis. We currently have no mechanism to enforce

such a policy. It is still possible, though clunkier, to create

multiple grafts—one for each different user—to achieve

similar use cases.

3.3 Replication

The ori replicate and pull commands are used to initi-

ate replication and initiate a unidirectional synchroniza-

tion between multiple repositories of the same file sys-

tem. Initiating replication creates an empty local reposi-

tory and then populates it with data mirroring the source
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repository. Pull updates an existing repository and trans-

fers only missing data, but does not merge new changes

into a mounted file system. (Note this operation is closer

to git fetch than git pull.) These commands support trans-

port over SSH, which relies on existing authentication

mechanisms, or HTTP. Automatic synchronization and

management is left to orisync, described in Section 3.4,

which synchronizes when devices are available.

The replicate operation creates a new replica of a file

system when given a path to a source replica (local or

remote). It works by first creating and configuring an

empty repository. Next, it retrieves the hash of latest

commit from the source and saves it for later use. It

then scans the source for all relevant objects and trans-

fers them to the destination. The set of relevant objects

depends on whether the new instance is a full replica

(including history) or shallow replica. Finally, when the

transfer is complete, the new file system head is set to

point to the latest commit object that was transfered.

Several important operations must occur during the

process. First, metadata, object reference counts, and the

file system index must be maintained. The index is up-

dated as objects are stored in the local repository. Large

portions of the index may be updated at once to re-

duce disk seeks. The computation of reference counts is

done incrementally, as objects are received, and requires

parsing Commit, Tree, and LargeBlob objects. Reference

counts are updated on disk in a single write after all data

has arrived.

A major performance concern is how we transfer and

store objects on the disk. When the destination requests a

set of objects, the source transmits the objects in the same

order they are stored in packfiles, along with hints for

when to break packfile boundaries. This is the network

equivalent of the vectored read operation that orders and

coalesces reads. This maintains spacial/temporal local-

ity of snapshots by keeping objects of the same snapshot

near one another. This heuristic improves source read

performance during the operation, and maintains read

performance for the destination. It also avoids breaking

the optimizations on LargeBlob objects discussed in Sec-

tion 3.1.

The unidirectional synchronization operation is used

by users or orisync to propagate changed data and his-

tory between two file systems. The operation is similar

initial replication and benefits from the same optimiza-

tions, with a few additions. Rather than scan all objects

from the source, it scans the graph of Commit objects to

identify the required file system snapshots that need to be

migrated over to the destination. As part of the operation,

we avoid asking for objects that the destination already

has. In addition, metadata is updated incrementally, so as

not to walk all objects in the file system.

After manually executing a synchronization through

the pull command, either the checkout or merge com-

mands must be used to make changes visible in the lo-

cal file system. orisync does this automatically and thus

these operations are only useful when manual synchro-

nization is used.

3.3.1 Distributed Fetch

The distributed fetch optimization helps Ori transfer data

by avoiding low bandwidth and high latency links, and

uses nearby hosts as a cache for requested data. During

replication operations Ori identifies the nearby instances

using mDNS/Zeroconf and statically configured hosts.

Ori contacts hosts in order of latency as an approxima-

tion of network quality. Before transferring objects from

the original source, the algorithm attempts to use nearby

hosts by asking for objects by hash.

There are a few security concerns that we address.

Foremost, the current design uses cryptographically

strong hashes and verifies them for all objects retrieved

from nearby hosts as a safe-guard against tampering.

Users can disable this feature or restrict it to static hosts

to prevent any leakage of data hashes. This would prevent

random hosts from attempting to identify what a user has

based on known hashes of files (e.g., a known file down-

loaded from the Internet).

3.3.2 Background Fetch

Recall that Ori’s background fetch optimization allows

operations such as replicate, pull, and graft, to complete

the bulk data transfer in the background while making the

file system immediately available. If a process accesses

files or directories that are not yet locally replicated, it

blocks and orifs moves the needed contents to the head

of queue, ahead of other less important remaining back-

ground operations. Any modified data can either be prop-

agated manually with a push command or automatically

at an interval configured with orisync.

Background fetch has three modes: background data

transfer, on-demand with read caching, and without read

caching. The –ondemand flag of orifs enables the back-

ground fetch feature and fetches objects on-demand

without performing any background data transfers, use-

ful for temporary access. The –nocache flag disables

caching objects read from a remote host.

Supporting background operations requires splitting

a task into two stages. First, completing any required

synchronous tasks—e.g., checking for merge conflicts—

then allowing users to proceed while pulling missing data

on-demand.

To initiate replication with background fetching, Ori

first connects to a remote host. It then creates an empty

repository with the same file system ID on the local host.
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Next, it adds the remote host to the local file system’s

peer list and marks it as an on-demand target. Finally, it

sets the local file system’s head version to match that of

the remote. At this point, the file system can be mounted.

Whenever an object that does not exist locally is ac-

cessed, Ori queries peers for the object. Objects received

from peers are stored based on which of the three modes

was selected. The mode also determines whether to run a

background thread that proactively fetches all objects in

the file system history.

Background fetch is generalized to support other op-

erations such as pull and merge. In this case, Ori must

complete a few tasks such as pulling all Tree objects

in the latest commit and attempting a merge. Conflict-

ing files will also be downloaded in order to attempt an

auto-merge algorithm. Once complete, the background

fetch optimization can continue to pull any missing ob-

jects (newly created files or modified files without merge

conflicts) and previous history in the background or on-

demand.

Background fetch exposes users to additional failure

scenarios. When remote hosts become unavailable, then

the current implementation will report that failure to the

user if it fails to find an object locally. We do attempt to

connect to all on-demand peers that are available. This

situation does not occur without background fetch, as all

normal Ori operations wait for completion to declare suc-

cess or roll back. This failure scenario is comparable to

that of NFS. One benefit over NFS is that files and direc-

tories that have already been accessed will continue to

function without connectivity, and new files can be cre-

ated without needing remote access.

3.4 Automatic Management

There are two automated tasks in Ori: automatic snap-

shots and automatic synchronization between devices,

which includes their discovery. Automatic snapshots are

needed so people can use Ori as a traditional file system,

without having to run extra commands or explicitly take

snapshots, but still get the benefits of versioning and be-

ing able to look at old files. These implicit snapshots are

time-based and change-based, and are part of the perma-

nent history. These snapshots may be reclaimed based

on a policy, e.g., keep daily snapshots for a month and

weekly snapshots for a year. Another policy is managing

external drives as long-term archival stores and moving

snapshots to these drives.

Ori supports automatic synchronization and discov-

ery among devices. This functionality is delegated to

the orisync agent. Users configure a cluster name and

a shared key. The agent then periodically broadcasts en-

crypted announcements containing information about the

repositories held on each machine. Agents running on

other devices owned by the user can decrypt these an-

nouncements and initiate file system synchronizations.

Users may also specify statically configured reposito-

ries/hosts so that devices can synchronize against a

hosted peer over the Internet.

Each announcement contains a list of repositories that

include the file system ID (UUID), path, and file sys-

tem head. When receiving an announcement the agent

checks against a list of locally registered repositories for

matching file system IDs, which are the same across all

instances of a file system. If the repositories have dif-

ferent revisions it can exchange snapshots and resolve

conflicts to ensure repositories have caught up with each

other. We assume that users are typically working on a

single device at a time, so periodic synchronization be-

tween devices prevents stale data from being accessed

on another machine. The maximum lag in synchroniza-

tion is controlled by the announcement interval, which is

about five seconds.

3.5 Space Reclamation Policy

Ori uses all the space allocated to it. In general Ori’s

space will have three parts: the latest version of the file

system holding current data, historical versions, and free

space. If the disk is large or the file system is new there

will be plenty of free space on disk. Over time this will be

filled with historical data. Eventually, the free space will

be used up and historical data will need to be removed

by Ori to create space for new files.

The eviction policy is to delete older snapshots, which

makes the history sparser as it ages. The basic premise is

that users care more about data in the past few weeks,

e.g., recovering an accidentally deleted file, but care

much less about the day-to-day changes they made a year

ago. The policy is applied in order of the rules below, but

in reverse historical order. That is Ori will look for the

oldest daily snapshots past a week to delete before delet-

ing any weekly snapshots. The deletions occur in the fol-

lowing order:

1. Temporary FUSE snapshots (never synchronized).

2. Daily snapshots past a week.

3. Weekly snapshots past a month.

4. Monthly snapshots past a year (keep quarterly).

5. Quarterly snapshots past a year (keep annual).

6. Annual snapshots.

3.6 Replication and Recovery

Ori focuses on a replication paradigm where data is

present on all user devices. Devices can be configured

in two modes: default or carrier. Carrier devices (like
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mobile phones) will first replicate incremental snapshots

needed to bring other devices up to speed, and then pro-

ceed to replicate the latest full snapshot (for availabil-

ity) if space permits. The default policy instead is used

on devices with ample space (like desktops) and it first

replicates the latest snapshot (so one can start working)

followed by historical data.

Using these replicas Ori can recover from silent disk

corruption by connecting to other devices and retriev-

ing objects by their hash. The data model uses object

hashes for the dual purpose of addressing and verify-

ing file system integrity. We can identify corrupted data

and attempt recovery by restoring corrupted objects from

other devices. The automatic repair functionality utilizes

the same background fetch mechanism to pull objects

from registered peers.

3.7 Tamper Resistance

Our data model, like that of Git, forms a Merkle tree in

which the Commit forms the root of the tree pointing

to the root Tree object and previous Commit object(s).

The root Tree object points to Blobs and other Tree ob-

jects that are recursively encapsulated by a single hash.

Ori supports signed commit objects, by signing the seri-

alized Commit object with a public key. The Commit ob-

ject is then serialized again with the key embedded into

it, thus forcing subsequent signatures to encapsulate the

full history with signatures. To verify the signature we

recompute the hash of the Commit object omitting the

signature and then verify it against the public key.

Note that Ori’s design allows users to delete data ref-

erence by older snapshots, but always retains commit ob-

jects for verifying history. This means that the Blobs,

LargeBlobs, and Tree objects will be reclaimed when

a snapshot is deleted, but the commit object of a snap-

shot will remain. This allows us to poke holes in his-

tory and still be able to access older snapshots and verify

them. This differs from Git’s Merkle trees where previ-

ous states are always available.

4 Implementation

Ori currently runs on Linux, Mac OS X, and FreeBSD.

It consists of approximately 21,000 lines of C++ code

including 4,000 lines of headers. Ori is built in a modular

way, making it simple to add functionality to the core file

system. For example, background fetch is less than 100

lines of code. Another example is a standalone tool to

backup to Amazon S3 (online storage) built using libs3,

an open source Amazon S3 client. This entire example

tool consists of less than 800 lines of code and headers.

4.1 FUSE Driver

We implemented Ori using FUSE, a portable API for

writing file systems as user-space programs. FUSE for-

wards file system operations through the kernel and back

into the user-space Ori driver. FUSE increases portability

and makes development easier, but also adds latency to

file system operations and makes performance sensitive

to operating system scheduling behavior.

In response to file system read requests, Ori fetches

data directly from packfiles. This is more space-efficient

than Git, which provides access through a “checked-out”

working directory containing a second copy of the latest

repository tree. For write support, orifs maintains a tem-

porary flat tree in memory, containing file and directory

metadata, while the file data is stored in temporary files.

We call this temporary file store the staging area.

The FUSE implementation provides convenient access

to explicit snapshots and periodic snapshotting. Users

have access to snapshots through a .snapshot di-

rectory located at the root mount point. Periodic snap-

shots are made in what can be thought of as a FUSE

branch. We use Ori’s metadata structure to flag FUSE

commits for reclamation. When a garbage collection cy-

cle is run, which occurs rarely, we can delete temporary

FUSE commits. This may entail rewriting packfiles. Peri-

odic snapshotting also speeds up permanent snapshots as

we lack a true copy-on-write (COW) backend (because

the staging area is outside of the packfiles).

Snapshotting works by copying data from the staging

area to a packfile. When creating a permanent snapshot,

we create a new commit object and any new or modified

Trees and Blobs. This requires Ori to to read, compress,

deduplicate, and write objects from the staging area into

the repository. A COW file system would avoid some of

the read and write overhead by placing data in a tempo-

rary area within the repository or in memory (rather than

packfiles). This performance improvement could be ad-

dressed by implementing known techniques, but would

require more frequent snapshotting and garbage collec-

tion. Our current design avoids a lot of the complexity

of building a garbage collector, as we expect the current

collector to run infrequently.

Currently the FUSE file system supports almost all

standard POSIX functionality except hard links. Of

course, a common usage of hard links is to dedupli-

cate data, which Ori already handles transparently even

across files. Ori does not store link counts for directories;

we emulate them in orifs, which adds overhead when

statting a directory (as the directory must be read to

determine the number of subdirectories).
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Benchmark ext4 Ori loopback

Create 8561±28% 6683±7% 6117±12%

Delete 4536±25% 1737±25% 3399±14%

Stat 14368 11099 10567

MakeDir 17732 10040 12197

DeleteDir 4402±8% 7229 3379±7%

ListDir 13597 6351 5717

Table 2: Filebench microbenchmark results for cre-

ate, delete, and stat of files, as well as make, delete,

and list of directories. Are results are in operations

per second.

5 Evaluation

We evaluate Ori in two main settings: as a general pur-

pose local file system and as a distributed file system.

The tests were run on an 8-core, 16-thread ma-

chine with two Intel Xeon E5620 processors clocked at

2.4 GHz and 48 GiB of RAM running Ubuntu Linux

3.8.0-26. Although Ori and FUSE are multithreaded, we

limited the memory and CPU using Linux boot time flags

to 4 GiB and a single processor. This serves the dual pur-

pose of providing a realistic desktop configuration and

reducing variability in the results (due to the uniproces-

sor configuration). The machine had a 3 TB 7200 RPM

magnetic disk and a 120 GB Intel X25-M SSD, both

connected via SATA. In addition, we used another ma-

chine with identical hardware that was connected with

Gigabit Ethernet. For wide area network tests we used

a host running FreeBSD 9.1 powered by an Intel Core

2 Duo E8400 processor running at 3 GHz with a ZFS

RAIDZ1 (software RAID 5) spanning four 5400 RPM

green drives.

We report SSD numbers for all local tests, as this

demonstrated the file system bottlenecks better. The

magnetic disk’s latency hides most of the file system

overhead and FUSE latency. We ran tests five times re-

porting the mean and state the standard deviation only

when it exceeds 5% of the mean. For a few benchmarks,

the SSD had a much higher variance than the magnetic

disk, but the results are meaningful as only one or two

runs were outliers.

5.1 Microbenchmarks

We start by examining the cost of common file system

operations like creating and deleting files and directories.

We use Filebench [8] for this and the results are shown in

Table 2. We compare Ori (using FUSE) against ext4. As

a baseline and to isolate the cost of FUSE itself, we also

compare against the FUSE loopback driver that simply

forwards all file system operations to the kernel.

Benchmark ext4 Ori loopback

16K read 284,078 237,399 236,762

16K write 108,685 106,938 107,053

16K rewrite 71,664 64,926 63,674

Table 3: Bonnie++ benchmark result averaged

over five rounds taken on the SSD device. Read-

/write/rewrite units are KiB/sec.

The file creation benchmark creates a file and appends

data to the file. In this benchmark, Ori and the loopback

perform about 27% and 21% slower than ext4, mostly

due to the overhead of FUSE that requires crossing be-

tween user and kernel space multiple times. Ori is slower

than FUSE loopback because it additionally needs to

journal the file creation. Another reason Ori is slower is

because the benchmark creates 400k files in a directory

tree, but Ori creates all the files in one directory (the stag-

ing area), putting pressure on the ext4 directory code.

The file stat benchmark creates 100k files and then

measures the performance of calling fstat on random

files. Ori performs 5% better than the loopback. In all

cases the data suggests fstat information, stored in the

inodes, is cached. Thus, Ori has lower latency than the

loopback driver because it caches metadata inside it’s

own structures, rather than relying on the underlying file

system’s metadata.

The directory creation and deletion operations in Ori

are not directly comparable to ext4. These operations in

Ori happen on data structures resident in memory and

only a journal entry is written on the disk itself. Ori also

outperforms ext4 in the directory list benchmark because

it caches directory structures that contain modified files

or directories.

We now examine the cost of file IO operations using

the Bonnie++ [9] benchmark. Table 3 shows the results

of file reads and writes. Compared to ext4, Ori’s user-

space implementation incurs a penalty of at most 20%

on reads and 2% on writes. Ori performs nearly the same

as loopback, however, since both perform similar actions

and forward IOs to the underlying file system.

5.2 Filesystem macrobenchmarks

Filebench provides some synthetic macrobenchmarks,

whose results we report in Table 4. A few benchmarks

had high variance because of calls to delete and

fsync. Filebench’s macrobenchmarks function by pop-

ulating a directory structure with files randomly and then

operating on those files. It should immediately stand out

that Ori and the FUSE loopback file system performed

similarly except on the varmail benchmark.

One reason Ori performs well is that the directory
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Benchmark ext4 Ori loopback

fileserver 2919±23% 2235±24% 2258±27%

webserver 10990 8250 8046

varmail 3840±10% 1961±17% 8376

webproxy 10689 6955 7281

networkfs 603 612 570±13%

Table 4: Filebench macrobenchmarks for ext4, Ori,

and FUSE loopback driver. The numbers are listed in

operations per second.

structure is largely cached in memory as a consequence

of optimizing snapshot creation. Moreover, Ori’s staging

area consists of a single directory in which temporary

files record writes since the previous snapshot. Such a

flat structure incurs fewer expensive multi-level directory

lookups in the underlying ext4 file system.

The varmail benchmark is unique in that it is the only

benchmark that is calling fsync operations. The FUSE

loopback ignores fsync operations, which is why the

varmail benchamark is faster than even the ext4 runs.

Ori instead fsyncs the corresponding file in the staging

area to give the same guarantees as the local file system.

As this operation is synchronous, performance is much

worse when calling fsync through a FUSE file system.

5.3 Snapshot and Merge Performance

We examine the utility of the snapshot feature by com-

paring how quickly Ori can take snapshots. In this simple

test, we extracted the zlib source tree into an Ori file sys-

tem and took a snapshot. The snapshot time includes the

time required to read all of the staging area. Then we

compress, deduplicate, and store the data from the stag-

ing area into our file system store. We also have to flatten

the in-memory metadata state and transform it into a se-

ries of Tree objects and one Commit object. This entire

process for 3 MBs of source files took 62 ms on a SSD.

To put this number in perspective, we compare it to

Git and ZFS. It took 121 ms to add and commit the files

into Git using the same SSD. Taking a ZFS snapshot (on

the FreeBSD host) took approximately 1.3 s. These tests

are not ideal comparisons, but strongly suggest that Ori’s

performance is more than acceptable.

Merge performance is largely dependent on the num-

ber of files modified. We measured the total time required

to merge two file systems containing one change in each

(not including pull time). The merge completed in ap-

proximately 30 ms.

Data Set Raw Size Ori Git

Linux Snapshot 537.6M 450.0M 253.0M

Zlib 3.044M 2.480M 2.284M

Wget 13.82M 12.46M 6.992M

User Documents 4.5G 4.6G 3.4G

Tarfiles 2.8G 2.3G 2.3G

Table 5: Repository size in Ori and Git.

5.4 Ori as a Version Control System

Ori’s history mechanism is essentially a version con-

trol system, which can be used as an alternative to Git.

The key differences between the two are that Git uses

a combination of whole file deduplication, differential

compression, and compression to save space (at the cost

of using more CPU), whereas Ori simply relies on sub-

file deduplication and compression. We wished to com-

pare the two approaches. However, Ori’s FUSE interface

gives it an unfair advantage (by avoiding the need to cre-

ate a checked-out tree). Hence, to make the comparison

fair, we disabled the FUSE driver and used Ori as a stan-

dalone check-in/check-out tool. In this setting, we found

that Ori has faster adds and commits (by 64%). Similarly,

clone operations in Ori are 70% faster than Git. However,

Git’s more expensive compression does save more space.

The space savings that occur thanks to deduplication

and compression, where identical file chunks are stored

only once, are shown in Table 5. The table shows the

amount of disk space needed when storing files in Ori

compared to their original size. Git saves even more

space thanks to its differential compression, which came

at the cost of slower commits and clones. Ori also has

the ability to delete snapshots, which Git does not sup-

port. The lack of differential compression avoids the ex-

tra decompression and recompression steps that would

otherwise be necessary when deleting snapshots.

5.5 Network Performance

We now examine some of the networked aspects of Ori.

We took several measurements of Ori’s remote file ac-

cess both in a Gigabit local area network (LAN) setting

and over a WAN. In the WAN scenario, we were upload-

ing from a remote machine that had a 2 Mbps up and

20 Mbps down link with a 17 ms round-trip time (RTT).

In all cases we used magnetic disks rather than SSDs,

which also means disk seeks due to deduplication im-

pacted performance.

5.5.1 Network Throughput

Table 6 shows how long it took to migrate a 468 MB

home directory containing media, source code, and user
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LAN WAN

rsync ori rsync ori

Time 9.5s 15s±6% 1753s 1511s

Sent 3MiB 5.4MiB 12.3MiB 13.3MiB

Rcv. 469MiB 405MiB 469MiB 405MiB

BW 49MiB/s 27MiB/s 267KiB/s 268KiB/s

Table 6: Network performance comparison to rsync

in the LAN and WAN. We include the total time,

megabytes sent and recieved (Rcv.), and bandwidth

(BW).

documents over the LAN (left columns) and WAN. On

the LAN, Both rsync and Ori are bandwidth limited by

the disk. Ori cannot perform as fast as rsync because sub-

file deduplication induces some fragmentation in the IO

workload that causes additional disk seeks. The fragmen-

tation combined with the recreation of the repository on

each run caused the higher standard deviation of 6%.

In the WAN scenario, the systems are bandwidth lim-

ited (2 Mbps uplink), and Ori’s compression and dedu-

plication allowed it to outperform rsync. More generally,

the compression and deduplication allows Ori to outper-

form rsync as bandwidth falls below 49 MiB/s, which is

equivalent to a very high-end wireless connection. Many

mobile devices today have 802.11n with a single an-

tenna, which caps bandwidth at 150 Mbps, far below

the 49 MiB/s disk throughput. Thus, Ori can synchro-

nize data faster, and our WAN measurement confirms

Ori’s protocol is capable of handling higher latency con-

nections. We note that rsync has compression built into

the protocol and it can perform better or worse than Ori

depending on the compression level and bandwidth. All

of Ori’s deduplication and compression is from what al-

ready is achieved in the object store.

5.5.2 Ori as a Network File System

As a sample workload, we built zlib over the network,

showing any replication, configuration, build, snapshot,

and push times over both a LAN and WAN network. The

compile output (object files) is stored on the networked

file system so both read and write operations happen. The

WAN scenario was conducted by pulling or mounting

from the remote FreeBSD machine.

Table 7 shows the results for our LAN and WAN

configurations. We ran the benchmark on NFS ver-

sion 3, NFS version 4, Ori with replication, and Ori with

background fetch enabled in the on-demand mode (i.e.,

prefetching disabled). In both the NFSv3 and NFSv4

benchmarks we used TCP. Notice that the failure seman-

tics of these two systems are very different: A server

crash or network interruption would block the NFS

workloads, whereas Ori does not make data available to

others until after the push. Nonetheless, this comparison

is still meaningful.

The most interesting result is that even with back-

ground fetching, which is slower, Ori over the WAN

slightly outperforms NFSv3 and NFSv4 over the LAN.

If we compare the WAN numbers, Ori runs more than

twice as fast as NFSv3 and NFSv4. While compiles over

a remote network are not a common use case they pro-

vide a nice mixture of file and directory operations. A

major reason Ori outperforms NFS is that it batches the

writes into a single push operation at the end of the build.

The results also give us a measure of the performance

impact of background fetching. The building time in-

creased by approximately a factor of 1.3 and 1.2 in the

LAN and WAN cases respectively. The WAN case has

less overhead because the test becomes bandwidth lim-

ited, thus background fetching lowers end-to-end time.

If we had enabled prefetching objects we would expect

to see even lower results, but with more variability.

We can see how Ori performs with respect to the in-

crease in network latency and bandwidth constraints. La-

tency has a smaller impact on the results when Ori be-

comes bandwidth limited. This is because the vectored

read and write operations effectively pipeline requests to

hide network latency (in addition to disk latency). In this

test the clone and pull operations take between three and

five synchronous requests to transfer all changes. This

can vary widely depending on the tree and history depth.

Ori also suffers from the additional latency associated

with SSH (i.e., encryption and protocol overhead).

5.5.3 Distributed Fetch

Recall the distributed fetch feature uses nearby replicas

(possibly of unrelated file systems) to fetch data through

faster networks. We benchmark this aspect of Ori com-

paring a standard, non-distributed fetch of the Python

3.2.3 sources (2,364 files, 60 MB total) against two dis-

tributed fetch variants shown in Table 8. The source

for all three scenarios was across a long-distance link

(average latency 110 ms, up/down throughput 290/530

KB/sec). In the scenario labeled “Remote,” no local Ori

peers were present and all objects were pulled from the

source. In the “Distributed” scenario, an exact copy of

the repository was available on a local peer. In the “Par-

tial Distributed” scenario, a similar repository (in this

case, the Python 2.7.3 sources) was available on a peer.

Our results show that distributed fetch can be effective

even in the last scenario, where only a distantly-related

repository was available as a distributed fetch source. Ori

was still able to source 26% of the objects from the re-

lated repository, decreasing total time spent by 22.7%. In

the case of an identical repository, distributed fetch was

22 times faster than when distributed fetch is disabled.
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NFSv3 NFSv4 Ori Ori on-demand

Benchmark LAN WAN LAN WAN* LAN WAN LAN WAN

Replicate 0.49 s 2.93 s

Configure 8.14 s 21.52 s 7.25 s 15.54 s 0.66 s 0.66 s 1.01 s 1.33 s

Build 12.32 s 33.33 s 12.20 s 28.54 s 9.50 s 9.55 s 11.45 s 12.77 s

Snapshot 0.19 s 0.19 s 2.72 s 3.37 s

Push 0.49 s 1.58 s 0.85 s 1.89 s

Total Time 20.45 s 54.85 s 19.45 s 44.07 s 11.33 s 15.30 s 16.04 s 19.34 s

Table 7: The configure and build times for zlib 1.2.7 over a LAN and WAN network for NFS, Ori, and Ori

on-demand enabled (i.e., no prefetching). (*) The NFSv4 WAN numbers were taken with a host running Linux,

since the FreeBSD 9.1 NFSv4 stack performed worse than NFSv3.

Distributed Partial Distributed Remote

Time 7.75 s 132.05 s 170.79 s

Table 8: Time to pull a repository with a local peer

available, a local peer that has some of the data, and

from a remote peer.

6 Related Work

Ori borrows many ideas from past work on archival file

systems, version control, and network file systems.

Distributed version control systems such as Git [3] and

mercurial provide offline use. However, they are inade-

quate as general-purpose file systems, as they lack mech-

anisms to reclaim space and deal with large files. Git An-

nex [10] is one attempt to use Git for storing general data

by using Git to manage symbolic links pointing into a

shared storage system. Of course, this just pushes a lot

of data management issues onto the shared storage sys-

tem, for which one option is Amazon S3.

Another limitation of Git and related tools is the lack

of instant access to remote files or transparent synchro-

nization, even with good network connectivity. We are

aware of concurrent efforts by Facebook to speed up

Mercurial’s clone command. However, without a FUSE

driver to provide the illusion of a complete tree and fetch

chunks on demand, we do not believe mercurial can ever

compete with the near instant access provided by Ori’s

background fetch feature.

Network File System (NFS) [11], Common Internet

File System (CIFS) [12, 13], and Apple Filing Proto-

col (AFP) [14] are all examples of network file systems

designed for LANs. These allow instant access to re-

mote files but lack offline use, versioning, or integrated

backup. They also perform poorly over WANs.

AFS [15], Coda [16] and InterMezzo [17] are dis-

tributed file systems that use caching. Coda provides

Ficus-like [18] offline access, but users must manually

configure hoarding policies or risk missing files. Unlike

Ori’s peer-to-peer architecture, clients do not synchro-

nize with one another; nor can a client replace a failed

server, since clients do not contain complete replicas

of the file system. Coda’s architecture results in sepa-

rate client and server implementations and a vastly larger

code base than Ori.

Another source of complexity is that Coda aggres-

sively resolves update conflicts in application-specific

ways, violating traditional abstraction layering. By con-

trast, Ori simply exposes unresolvable conflicts to the

user. However, because Ori has history, the user can un-

derstand where and how files relate. In particular, Ori

always supplies a “merge-base” ancestor for three-way

merging, which is not possible without history in Coda.

JetFile [19] is a peer-to-peer distributed file system

based around a multicast transport, though it does not

fully support offline use. GlusterFS [20] is another dis-

tributed peer-to-peer file system, designed to span a clus-

ter of machines. Like Ori, GlusterFS is peer-to-peer and

avoids any central point of failure. Unlike Ori, GlusterFS

targets a completely different use case—large data sets

too large to store on any single node. This leads to a very

different design. For example, GlusterFS does not store

history and has more problems recovering from split-

brain conditions.

6.1 Other relevant storage systems

Eyo [21] is an application API for file synchronization

and versioning between mobile devices. It shares sev-

eral of Ori’s goals, such as device transparency and ver-

sioning, but focuses on space-constrained devices. Eyo

lacks atomic snapshots and integrity protection. The au-

thors modified several applications to support Eyo and

reported less than 10% of application source code needed

to change. Being a general-purpose file system, Ori does

not require any modifications to applications, though it

provides an extended API with similar features to Eyo.

Cimbiosys [22] and EnsemBlue [23] are both repli-

cated storage systems that do not require application
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modification. Both systems replicate individual files and

focus on allowing users to subset files for different de-

vices. Ori presumes that embedded device storage capac-

ities will continue to grow relative to the size of managed

data, and hence primarily targets complete replication.

Ori users can, however, subset files either by replicating

only recent history, grafting a subtree into a new repos-

itory, or accessing data on-demand through the back-

ground fetch feature.

PRACTI [24] is a replication system that supports par-

tial replication, arbitrary consistency, and topology inde-

pendence. One of the applications built on PRACTI is

a peer-to-peer distributed file system for WANs, which

could be viewed as a more latency-tolerant version Glus-

terFS. Ori has topology independence, but is not intended

for partial replication and exclusively supports eventual

consistency. Ori’s primary contributions center around

the practicality of totally replicated file histories, which

only loosely relates to PRACTI’s contributions.

Dropbox [1] is a cloud-based data management sys-

tem. Like Ori, it allows synchronization between devices

and supports file sharing. Unlike Ori, it is centralized,

has a single point of failure, and generally does not bene-

fit from fast LAN-based peer-to-peer transfers. Dropbox

offers limited version control that cannot be controlled

by the user. There is no equivalent of grafting for users to

compare histories. Most importantly, Ori leverages exist-

ing unused space on user’s devices, while Dropbox wants

users to rent additional storage in the Cloud.

Archival File Systems The Write Anywhere File Lay-

out (WAFL) and ZFS are both file systems based around

implementing copy-on-write from the superblock down

to the individual files [25,26]. WAFL and ZFS operate at

the block layer, whereas Ori works on top of an existing

file system at a file granularity.

The Elephant file system [27] allowed versioning on

individual files. Unlike Ori, which works on the entire

file system, in Elephant it is difficult to snapshot the en-

tire file system at once.

Plan 9’s fossil file system [28] stores data in a sim-

ple tree format with the file system layered on top of it.

This is similar to Ori, which stores information in a set of

simple containers, except that Ori has tighter integration

between the object interface and the file system. More-

over, fossil is a client-server system in which history is

not replicated on clients.

Wayback [29] and Versionfs [30] are both archival file

systems centered around enabling users to control and

access versioning. Wayback is implemented as a user-

level (FUSE) file system, while Versionfs is built as a

kernel-level stackable file system. Both systems are de-

signed for single machines. Neither provides the non-

versioning functionality that Ori provides, and neither

provides integrity protection.

Apple’s Time Machine [31] and Microsoft Windows 8

File History [32] are backup solutions that provide users

a way to visualize the history of directories and files. Un-

like Ori, these systems are stored on external or network

drives and are not mobile.

Network File Systems Ori borrows deduplication

techniques from LBFS [7] and Shark [33]. In particular,

Ori uses a distributed pull mechanism that searches for

other nearby copies of file fragments in a manner similar

to Shark.

SFSRO [34] and SUNDR [35] both use Merkle

trees [36] to represent and verify file system data struc-

tures. To verify consistency in the presence of an un-

trusted server, SUNDR described a “straw-man” design

that logged all file system operations, an impractical ap-

proach for SUNDR. Interestingly, because Ori supports

compound updates, tolerates conflicts, and keeps a com-

plete log anyway, it effectively implements SUNDR’s

straw man. This opens the possibility of using Ori to

achieve a form of fork linearizability in a distributed set-

ting. (Critical reads must be logged as empty commits to

record where in the order of commits they occurred.)

7 Conclusion

Most people spend their time working on at most a few

tens of Gigabytes of documents, yet the knee in the

cost curve for disks is now at 3 TB. Hence, it is time

to rethink the decades-old file system abstraction and

ask how all this storage capacity can better serve user

needs. Specifically, the popularity of cloud storage ser-

vices demonstrates a demand for several management

features—backup, versioning, remote data access, and

sharing.

Ori is a new file system designed to meet these needs.

Ori replicates file systems across devices, making it triv-

ial to recover from the loss of a disk. It provides both

explicit and implicit versioning, making it easy to undo

changes or recover from accidentally deleted files. Ori

provides the illusion of instant replication and synchro-

nization, even as data transfers proceed in the back-

ground. Finally, Ori introduces grafting, a technique that

preserves file histories across file systems, simplifying

the process of reconciling changes after sharing files.

Benchmarks show Ori’s performance to be acceptably

close to other file systems, and that Ori significantly out-

performs NFS over a WAN. The implementation cur-

rently supports Linux, Mac OS X, and FreeBSD. Source

code is available at http://ori.scs.stanford.

edu/.
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Abstract
This paper examines the workload of Facebook’s photo-
serving stack and the effectiveness of the many layers
of caching it employs. Facebook’s image-management
infrastructure is complex and geographically distributed.
It includes browser caches on end-user systems, Edge
Caches at ~20 PoPs, an Origin Cache, and for some
kinds of images, additional caching via Akamai. The
underlying image storage layer is widely distributed, and
includes multiple data centers.

We instrumented every Facebook-controlled layer of
the stack and sampled the resulting event stream to obtain
traces covering over 77 million requests for more than
1 million unique photos. This permits us to study traf-
fic patterns, cache access patterns, geolocation of clients
and servers, and to explore correlation between proper-
ties of the content and accesses. Our results (1) quantify
the overall traffic percentages served by different layers:
65.5% browser cache, 20.0% Edge Cache, 4.6% Origin
Cache, and 9.9% Backend storage, (2) reveal that a signif-
icant portion of photo requests are routed to remote PoPs
and data centers as a consequence both of load-balancing
and peering policy, (3) demonstrate the potential perfor-
mance benefits of coordinating Edge Caches and adopting
S4LRU eviction algorithms at both Edge and Origin lay-
ers, and (4) show that the popularity of photos is highly
dependent on content age and conditionally dependent
on the social-networking metrics we considered.

1 Introduction
The popularity of social networks has driven a dramatic
surge in the amount of user-created content stored by
Internet portals. As a result, the effectiveness of the
stacks that store and deliver binary large objects (blobs)
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has become an important issue for the social network
provider community [2, 3]. While there are many forms
of digital content, media binaries such as photos and
videos are the most prevalent and will be our focus here.

Our paper explores the dynamics of the full Face-
book photo-serving stack, from the client browser to
Facebook’s Haystack storage server, looking both at
the performance of each layer and at interactions be-
tween multiple system layers. As in many other set-
tings [1, 7, 8, 11, 13, 17, 18, 19, 22, 23], the goal of
this study is to gain insights that can inform design de-
cisions for future content storage and delivery systems.
Specifically, we ask (1) how much of the access traffic
is ultimately served by the Backend storage server, as
opposed to the many caching layers between the browser
and the Backend, (2) how requests travel through the
overall photo-serving stack, (3) how different cache sizes
and eviction algorithms would affect the current perfor-
mance, and (4) what object meta data is most predictive
of subsequent access patterns.

Our study addresses these questions by collecting and
correlating access records from multiple layers of the
Facebook Internet hierarchy between clients and Backend
storage servers. The instrumented components include
client browsers running on all desktops and laptops ac-
cessing the social network website, all Edge cache hosts
deployed at geographically distributed points of presence
(PoP), the Origin cache in US data centers, and Backend
servers residing in US data centers. This enabled us to
study the traffic distribution at each layer, and the rela-
tionship between the events observed and such factors as
cache effects, geographical location (for client, Edge PoP
and data center) and content properties such as content
age and the owner’s social connectivity. This data set
also enables us to simulate caching performance with
various cache sizes and eviction algorithms. We focus
on what we identified as key questions in shaping a new
generation of content-serving infrastructure solutions.

1. To the best of our knowledge, our paper is the first
study to examine an entire Internet image-serving
infrastructure at a massive scale.

2. By quantifying layer-by-layer cache effectiveness,
we find that browser caches, Edge caches and the
Origin cache handle an aggregated 90% of the traffic.
For the most-popular 0.03% of content, cache hit
rates neared 100%. This narrow but high success

167



rate reshapes the load patterns for Backend servers,
which see approximately Zipfian traffic but with
Zipf coefficient α diminishing deeper in the stack.

3. By looking at geographical traffic flow from clients
to Backend, we find that content is often served
across a large distance rather than locally.

4. We identify opportunities to improve cache hit ra-
tios using geographic-scale collaborative caching at
Edge servers, and by adopting advanced eviction
algorithms such as S4LRU in the Edge and Origin.

5. By examining the relationship between image ac-
cess and associated meta-data, we find that content
popularity rapidly drops with age following a Pareto
distribution and is conditionally dependent on the
owner’s social connectivity.

The paper is organized as follows. Section 2 presents
an overview of the Facebook photo serving-stack, high-
lighting our instrumentation points. Section 3 describes
our sampling methodology. After giving a high level
overview of the workload characteristics and current
caching performance in Section 4, Sections 5, 6, and
7 further break down the analysis in three categories: ge-
ographical traffic distribution, potential improvements,
and traffic association with content age and the content
owners’ social connectivity. Related work is discussed in
Section 8 and we conclude in Section 9.

2 Facebook’s Photo-Serving Stack
As today’s largest social-networking provider, Facebook
stores and serves billions of photos on behalf of users. To
deliver this content efficiently, with high availability and
low latency, Facebook operates a massive photo-serving
stack distributed at geographic scale. The sheer size of the
resulting infrastructure and the high loads it continuously
serves make it challenging to instrument. At a typical
moment in time there may be hundreds of millions of
clients interacting with Facebook Edge Caches. These are
backed by Origin Cache and Haystack storage systems
running in data centers located worldwide. To maximize
availability and give Facebook’s routing infrastructure
as much freedom as possible, all of these components
are capable of responding to any photo-access request.
This architecture and the full life cycle of a photo request
are shown in Figure 1; shaded elements designate the
components accessible in this study.

2.1 The Facebook Photo-Caching Stack
When a user receives an HTML file from Facebook’s
front-end web servers (step 1), a browser or mobile client
app begins downloading photos based on the embedded
URLs in that file. These URLs are custom-generated
by web servers to control traffic distribution across the
serving stack: they include a unique photo identifier,

specify the display dimensions of the image, and encode
the fetch path, which specifies where a request that misses
at each layer of cache should be directed next. Once there
is a hit at any layer, the photo is sent back in reverse along
the fetch path and then returned to the client.

There are two parallel stacks that cache photos, one
run by Akamai and one by Facebook. For this study,
we focus on accesses originating at locations for which
Facebook’s infrastructure serves all requests, ensuring
that the data reported here has no bias associated with
our lack of instrumentation for the Akamai stack. The
remainder of this section describes Facebook’s stack.

There are three layers of caches in front of the backend
servers that store the actual photos. These caches, ordered
by their proximity to clients, are the client browser’s
cache, an Edge Cache, and the Origin Cache.

Browser The first cache layer is in the client’s browser.
The typical browser cache is co-located with the client,
uses an in-memory hash table to test for existence in the
cache, stores objects on disk, and uses the LRU eviction
algorithm. There are, however, many variations on the
typical browser cache. If a request misses at the browser
cache, the browser sends an HTTP request out to the
Internet (step 2). The fetch path dictates whether that
request is sent to the Akamai CDN or the Facebook Edge.

Edge The Facebook Edge is comprised of a set of Edge
Caches that each run inside points of presence (PoPs)
close to end users. There are a small number of Edge
Caches spread across the US that all function indepen-
dently. (As of this study there are nine high-volume Edge
Caches, though this number is growing and they are be-
ing expanded internationally.) The particular Edge Cache
that a request encounters is determined by its fetch path.
Each Edge Cache has an in-memory hash table that holds
metadata about stored photos and large amounts of flash
memory that store the actual photos [10]. If a request hits,
it is retrieved from the flash and returned to the client
browser. If it misses, the photo is fetched from Face-
book’s Origin Cache (step 3) and inserted into this Edge
Cache. The Edge caches currently all use a FIFO cache
replacement policy.

Origin Requests are routed from Edge Caches to
servers in the Origin Cache using a hash mapping based
on the unique id of the photo being accessed. Like the
Edge Caches, each Origin Cache server has an in-memory
hash table that holds metadata about stored photos and a
large flash memory that stores the actual photos. It uses a
FIFO eviction policy.

Haystack The backend, or Haystack, layer is accessed
when there is a miss in the Origin cache. Because Origin
servers are co-located with storage servers, the image can
often be retrieved from a local Haystack server (step 4). If
the local copy is held by an overloaded storage server or is
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Figure 1: Facebook photo serving stack: components are linked to show the photo retrieval work-flow. Desktop
and Mobile clients initiate request traffic, which routes either directly to the Facebook Edge or via Akamai de-
pending on the fetch path. The Origin Cache collects traffic from both paths, serving images from its cache and
resizing them if needed. The Haystack backend holds the actual image content. Shading highlights components
tracked directly (dark) or indirectly (light) in our measurement infrastructure.

unavailable due to system failures, maintenance, or some
other issue, the Origin will instead fetch the information
from a local replica if one is available. Should there be no
locally available replica, the Origin redirects the request
to a remote data center.

Haystack resides at the lowest level of the photo serv-
ing stack and uses a compact blob representation, stor-
ing images within larger segments that are kept on log-
structured volumes. The architecture is optimized to
minimize I/O: the system keeps photo volume ids and
offsets in memory, performing a single seek and a single
disk read to retrieve desired data [2].

2.2 Photo Transformations
Facebook serves photos in many different forms to many
different users. For instance, a desktop user with a big
window will see larger photos than a desktop users with
a smaller window who in turn sees larger photos than a
mobile user. The resizing and cropping of photos com-
plicates the simple picture of the caching stack we have
painted thus far.

In the current architecture all transformations are done
between the backend and caching layers, and thus all
transformations of an image are treated as independent
blobs. As a result, a single cache may have many trans-
formation of the same photo. These transformations are
done by Resizers (shown closest to the backend server
in Figure 1), which are co-located with Origin Cache
servers. The Resizers also transform photos that are re-
quested by the Akamai CDN, though the results of those
transformations are not stored in the Origin Cache.

When photos are first uploaded to Facebook they are
scaled to a small number of common, known sizes, and
copies at each of these sizes are saved to the backend
Haystack machines. Requests for photos include not only
the exact size and cropping requested, but also the orig-
inal size from which it should be derived. The caching
infrastructure treats all of these transformed and cropped
photos as separate objects. One opportunity created by

our instrumentation is that it lets us explore hypothetical
alternatives to this architecture. For example, we eval-
uated the impact of a redesign that pushes all resizing
actions to the client systems in Section 6.

2.3 Objective of the Caching Stack
The goals of the Facebook photo-caching stack differ
by layer. The primary goal of the Edge cache is to re-
duce bandwidth between the Edge and Origin datacenters,
whereas the main goal for other caches is traffic sheltering
for its backend Haystack servers, which are I/O bound.
This prioritization drives a number of decisions through-
out the stack. For example, Facebook opted to treat the
Origin cache as a single entity spread across multiple
data centers. Doing so maximizes hit rate, and thus the
degree of traffic sheltering, even though the design some-
times requires Edge Caches on the East Coast to request
data from Origin Cache servers on the West Coast, which
increases latency.

3 Methodology
We instrumented Facebook’s photo-serving infrastruc-
ture, gathered a month-long trace, and then analyzed that
trace using batch processing. This section presents our
data gathering process, explains our sampling methodol-
ogy, and addresses privacy considerations.

3.1 Multi-Point Data Collection
In order to track events through all the layers of the Face-
book stack it is necessary to start by independently instru-
menting the various components of the stack, collecting
a representative sample in a manner that permits corre-
lation of events related to the same request even when
they occur at widely distributed locations in the hierarchy
(Figure 1). The ability to correlate events across different
layers provides new types of insights:

• Traffic sheltering: We are able to quantify the degree
to which each layer of cache shelters the systems down-
stream from it. Our data set enables us to distinguish
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hits, misses, and the corresponding network traffic from
the browser caches resident with millions of users down
through the Edge Caches, the Origin Cache, and finally
to the Backend servers. This type of analysis would not
be possible with instrumentation solely at the browser
or on the Facebook Edge.

• Geographical flow: We can map the geographical flow
of requests as they are routed from clients to the layer
that resolves them. In some cases requests follow sur-
prisingly remote routes: for example, we found that a
significant percentage of requests are routed across the
US. Our methodology enables us to evaluate the effec-
tiveness of geoscale load balancing and of the caching
hierarchy in light of the observed pattern of traffic.

Client To track requests with minimal code changes,
we limit our instrumentation to desktop clients and ex-
clude mobile platforms: (1) all browsers use the same
web code base, hence there is no need to write separate
code for different platforms; and (2) after a code rollout
through Facebook’s web servers, all desktop users will
start running that new code; an app update takes effect
far more slowly. Our client-side component is a fragment
of javascript that records when browsers load specific
photos that are selected based on a tunable sampling rate.
Periodically, the javascript uploads its records to a remote
web server and then deletes them locally.

The web servers aggregate results from multiple clients
before reporting them to Scribe [15], a distributed logging
service. Because our instrumentation has no visibility
into the Akamai infrastructure, we limit data collection to
requests for which Facebook serves all traffic; selected to
generate a fully representative workload. By correlating
the client logs with the logs collected on the Edge cache,
we can now trace requests through the entire system.

Edge Cache Much like the client systems, each Edge
host reports sampled events to Scribe whenever an HTTP
response is sent back to the client. This allows us to learn
whether the associated request is a hit or a miss on the
Edge, along with other details. When a miss happens, the
downstream protocol requires that the hit/miss status at
Origin servers should also be sent back to the Edge. The
report from the Edge cache contains all this information.

Origin Cache While the Edge trace already contains
the hit/miss status at Origin servers, it does not provide
details about communication between the Origin servers
and the Backend. Therefore, we also have each Origin
host report sampled events to Scribe when a request to
the Backend is completed.

To ensure that the same photos are sampled in all three
traces, our sampling strategy is based on hashing: we
sample a tunable percentage of events by means of a
deterministic test on the photoId. We explore this further
in Section 3.3.

Scribe aggregates logs and loads them into Hive [21],
Facebook’s data warehouse. Scripts then perform statisti-
cal analyses yielding the graphs shown below.

3.2 Correlating Requests
By correlating traces between the different layers of the
stack we accomplish several goals. First, we can ask
what percentage of requests result in cache hits within the
client browser. Additionally, we can study the paths taken
by individual requests as they work their way down the
stack. Our task would be trivial if we could add unique
request-IDs to every photo request at the browser and then
piggyback that information on the request as it travels
along the stack, such an approach would be disruptive to
the existing Facebook code base. This forces us to detect
correlations in ways that are sometimes indirect, and that
are accurate but not always perfectly so.

The first challenge arises in the client, where the detec-
tion of client-side cache hits is complicated by a techni-
cality: although we do know which URLs are accessed,
if a photo request is served by the browser cache our
Javascript instrumentation has no way to determine that
this was the case. For example, we can’t infer that a local
cache hit occured by measuring the time delay between
photo fetch and completion: some clients are so close
to Edge Caches that an Edge response could be faster
than the local disk. Accordingly, we infer the aggregated
cache performance for client object requests by compar-
ing the number of requests seen at the browser with the
number seen in the Edge for the same URL.

To determine the geographical flow between clients
and PoPs, we correlate browser traces and Edge traces on
a per request basis. If a client requests a URL and then
an Edge Cache receives a request for that URL from the
client’s IP address, then we assume a miss in the browser
cache triggered an Edge request. If the client issues
multiple requests for a URL in a short time period and
there is one request to an Edge Cache, then we assume
the first request was a miss at browser but all subsequent
requests were hits.

Correlating Backend-served requests in the Edge trace
with requests between the Origin and Backend layers is
relatively easy because they have a one-to-one mapping.
If a request for a URL is satisfied after an Origin miss,
and a request for the same URL occurs between the same
Origin host and some Backend server, then we assume
they are correlated. If the same URL causes multiple
misses at the same Origin host, we align the requests
with Origin requests to the Backend in timestamp order.

3.3 Sampling Bias
To avoid affecting performance, we sample requests in-
stead of logging them all. Two sampling strategies were
considered: (1) sampling requests randomly, (2) sam-
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pling focused on some subset of photos selected by a
deterministic test on photoId. We chose the latter for two
reasons:

• Fair coverage of unpopular photos: Sampling based
on the photo identifier enables us to avoid bias in favor
of transiently popular items. A biased trace could lead
to inflated cache performance results because popular
items are likely stored in cache.

• Cross stack analysis: By using a single deterministic
sampling rule that depends only on the unique photoId,
we can capture and correlate events occurring at differ-
ent layers.

A potential disadvantage of this approach is that because
photo-access workload is Zipfian, a random hashing
scheme could collect different proportions of photos from
different popularity levels. This can cause the estimated
cache performance to be inflated or deflated, reflecting
an overly high or low coverage of popular objects. To
quantify the degree of bias in our traces, we further down-
sampled our trace to two separate data sets, each of which
covers 10% of our original photoIds. While one set in-
flates the hit ratios at browser, Edge and Origin caches by
3.6%, 2% and 0.4%, the other set deflates the hit ratios at
browser and Edge caches 0.5% and 4.3%, resp. Overall,
the browser and Edge cache performance are more sen-
sitive to workload selection based on photoIds than the
Origin. Comparing to Facebook’s live monitoring data,
which has a higher sampling ratio but lower sampling
duration, our reported Edge hit ratio is lower by about 5%
and our Origin hit ratio is about the same. We concluded
that our sampling scheme is reasonably unbiased.

3.4 Privacy Preservation
We took a series of steps to preserve the privacy of Face-
book users. First, all raw data collected for this study was
kept within the Facebook data warehouse (which lives
behind a company firewall) and deleted within 90 days.
Second, our data collection logic and analysis pipelines
were heavily reviewed by Facebook employees to ensure
compliance with Facebook privacy commitments. Our
analysis does not access image contents or users profiles
(however, we do sample some meta-information: photo
size, age and the owner’s number of followers). Finally,
as noted earlier, our data collection scheme is random-
ized and based on photoId, not user-id; as such, it only
yields aggregated statistics for a cut across the total set
of photos accessed during our study period.

4 Workload Characteristics
Our analysis examines more than 70 TB of data, all cor-
responding to client-initiated requests that traversed the
Facebook photo-serving stack during a one-month sam-
pling period. Table 1 shows summary statistics for our
trace. Our trace includes over 77M requests from 13.2M

user browsers for more than 1.3M unique photos. Our
analysis begins with a high level characterization of the
trace, and then dives deeper in the sections that follow.

Table 1 gives the number of requests and hits at each
successive layer. Of the 77.2M browser requests, 50.6M
are satisfied by browser caches (65.5%), 15.4M by the
Edge Caches (20.0%), 3.6M by the Origin cache (4.6%),
and 7.6M by the Backend (9.9%). There is an enor-
mous working set and the photo access distribution is
long-tailed with a significant percentage of accesses are
directed to low-popularity photos. Looking next at bytes
being transferred at different layers, we see that among
492.2GB of photo traffic being delivered to the client,
492.2−250.6 = 241.6GB were served by Edge caches,
241.6−187.2 = 63.4GB were served by the Origin and
187.2GB were derived from Backend fetches, which cor-
responds to over 456GB of traffic between the Origin and
Backend before resizing.

This table also gives the hit ratio at each caching layer.
The 65.5% hit ratio at client browser caches provides
significant traffic sheltering to Facebook’s infrastructure.
Without the browser caches, requests to the Edge Caches
would approximately triple. The Edge Caches have a
58.0% hit ratio and this also provides significant traf-
fic sheltering to downstream infrastructure: if the Edge
Caches were removed, requests to the Origin Cache and
the bandwidth required from it would more than dou-
ble. Although the 31.8% hit ratio achieved by the Origin
Cache is the lowest among the caches present in the Face-
book stack, any hits that do occur at this level reduce
costs in the storage layer and eliminate backend network
cost, justifying deployment of a cache at this layer.

Recall that each size of a photo is a distinct object for
caching purposes. The Photos w/o size row ignores the
size distinctions and presents the number of distinct un-
derlying photos being requested. The number of distinct
photos requests at each tier remains relatively constant,
about 1.3M. This agrees with our intuition about caches:
they are heavily populated with popular content repre-
sented at various sizes, but still comprise just a small
percentage of the unique photos accessed in any period.
For the large numbers of unpopular photos, cache misses
are common. The Photos w/ size row breaks these figures
down, showing how many photos are requested at each
layer, but treating each distinct size of an image as a sep-
arate photo. While the number decreases as we traverse
the stack, the biggest change occurs in the Origin tier,
suggesting that requests for new photo sizes are a source
of misses. The Haystack Backend maintains each photo
at four commonly-requested sizes, which helps explain
why the count seen in the last column can exceed the
number of unique photos accessed: for requests corre-
sponding to these four sizes, there is no need to undertake
a (costly) resizing computation.
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Inside browser Edge caches Origin cache Backend (Haystack)

Photo requests 77,155,557 26,589,471 11,160,180 7,606,375

Hits 50,566,086 15,429,291 3,553,805 7,606,375

% of traffic served 65.5% 20.0% 4.6% 9.9%

Hit ratio 65.5% 58.0% 31.8% N/A

Photos w/o size 1,384,453 1,301,972 1,300,476 1,295,938

Photos w/ size 2,678,443 2,496,512 2,484,155 1,531,339

Users 13,197,196 N/A N/A N/A

Client IPs 12,341,785 11,083,418 1,193 1,643

Client geolocations 24,297 23,065 24 4

Bytes transferred N/A 492.2 GB 250.6 GB 456.5 GB (187.2 GB after resizing)

Table 1: Workload characteristics: broken down by different layers across the photo-serving stack where traffic
was observed; Client IPs refers to the number of distinct IP addresses identified on the requester side at each
layer, and Client geolocations refers to the number of distinct geographical regions to which those IPs map.
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Figure 2: Cumulative distribution function (CDF) on
object size being transferred through the Origin.

The size distribution of transferred photos depends
upon the location at which traffic is observed. Figure 2
illustrates the cumulative distribution of object size trans-
ferred before and after going through the Origin Cache
for all Backend fetches. After photos are resized, the
percentage of transferred objects smaller than 32KB in-
creases from 47% to over 80%.

The rows labeled Client IPs and Client geolocations in
Table 1 offer measurements of coverage of our overall in-
strumentation stack. For example, we see that more than
12 million distinct client IP addresses covering over 24
thousand geolocations (cities or towns) used the system,
that 1,193 distinct Facebook Edge caches were tracked,
etc. As we move from left to right through the stack we
see traffic aggregate from massive numbers of clients to
a moderate scale of Edge regions and finally to a small
number of data centers. Section 5 undertakes a detailed
analysis of geolocation phenomena.

4.1 Popularity Distribution
A natural way to quantify object popularity is by track-
ing the number of repeated requests for each photo. For
Haystack we consider each stored common sized photo
as an object. For other layers we treat each resized vari-
ant as an object distinct from the underlying photo. By
knowing the number of requests for each object, we can
then explore the significance of object popularity in de-
termining Facebook’s caching performance. Prior stud-

ies of web traffic found that object popularity follows
a Zipfian distribution [4]. Our study of browser access
patterns supports this finding. However, at deeper levels
of the photo stack, the distribution flattens, remaining
mostly Zipf-like (with decreasing Zipf-coefficient α at
each level), but increasingly distorted at the head and tail.
By the time we reach the Haystack Backend, the distri-
bution more closely resembles a stretched exponential
distribution [12].

Figures 3a, 3b, 3c and 3d show the number of requests
to each unique photo blob as measured at different layers,
ordered by popularity rank in a log-log scale. Because
each layer absorbs requests to some subset of items, the
rank of each blob can change if popularity is recomputed
layer by layer. To capture this effect visually, we plot-
ted the rank shift, comparing popularity in the browser
ranking to that seen in the Edge (Figure 3e), in the Origin
tier (Figure 3f) and in Haystack (Figure 3g). In these
graphs, the x-axis is the rank of a particular photo blob
as ordered on browsers, while the y-axis gives the rank
on the indicated layer for that same photo object. The
type of blob is decided by the indicated layer. Had there
been no rank shift, these graphs would match the straight
black line seen in the background.

As seen in these plots, item popularity distributions
at all layers are approximately Zipfian (Figures 3a-3d).
However, level by level, item popularities shift, especially
for the most popular 100 photo blobs in the Edge’s pop-
ularity ranking. For example, when we look at the rank
shift between browser and Edge (Figure 3e), where 3 top-
10 objects dropped out of the highest-popularity ranking
and a substantial fraction of the 10th-100th most popular
objects dropped to around 1000th and even 10000th on
the Edge (“upward” spikes correspond to items that were
more popular in the browser ranking than in the Edge
ranking).

As traffic tunnels deeper into the stack and reaches first
the Origin Cache and then Haystack, millions of requests
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(a) Browser
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(b) Edge
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(c) Origin
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(d) Haystack
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(e) Rank shift from Browser to Edge
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(f) Rank shift from Browser to Origin

���
���
���
���
���
���
���

��� ��� ���

�
��
��
��
��
��
��
��
�

���������������

(g) Rank shift from Browser to Haystack

Figure 3: Popularity distribution. Top: Number of requests to unique photos at each layer, ordered from the
most popular to the least. Bottom: a comparison of popularity of items in each layer to popularity in the client
browser, with the exact match shown as a straight line. Shifting popularity rankings are thus evident as spikes.
Notice in (a)-(d) that as we move deeper into the stack, these distributions flatten in a significant way.

are served by each caching layer, hence the number of
requests for popular images is steadily reduced. This
explains why the distributions seen on the Edge, Origin
and Haystack remain approximately Zipfian, but the Zipf
coefficient, α , becomes smaller: the stream is becoming
steadily less cacheable. Yet certain items are still being
cached effectively, as seen by the dramatic popularity-
rank shifts as we progress through the stack.

4.2 Hit Ratio

Given insight into the popularity distribution for distinct
photo blobs, we can relate popularity to cache hit ratio
performance as a way to explore the question posed ear-
lier: To what extent does photo blob popularity shape
cache hit ratios? Figure 4a illustrates the traffic share
in terms of percent of client’s requests served by each
layer during a period of approximately one week. Client
browsers resolved ~65% of the traffic from the local
browser cache, the Edge cache served ~20%, the Origin
tier ~5%, and Haystack handled the remaining ~10%. Al-
though obtained differently, these statistics are consistent
with the aggregated results we reported in Table 1.

Figure 4b breaks down the traffic served by each layer
into image-popularity groups. We assign each photo blob
a popularity rank based on the number of requests in
our trace. The most popular photo blob has rank 1 and
the least popular blob has rank over 2.6M. We then bin
items by popularity, using logarithmically-increasing bin
sizes. The figure shows that the browser cache and Edge
cache served more than 89% of requests for the hundred-
thousand most popular images (groups A-E). As photo
blobs become less popular (groups F then G) they are less
likely to be resident in cache and thus a higher percent-
age of requests are satisfied by the Haystack Backend. In

particular, we see that Haystack served almost 80% of re-
quests for the least popular group (G). The Origin Cache
also shelters the Backend from a significant amount of
traffic, and this sheltering is especially effective for blobs
in the middle popularity groups (D, E and F), which are
not popular enough to be retained in the Edge cache.

Figure 4c illustrates the hit ratios binned by the same
popularity groups for each cache layer. It also shows the
percent of requests to each popularity group. One inter-
esting result is the dramatically higher hit ratios for the
Edge and Origin layers than the browser cache layer for
popular photos (groups A-B). The explanation is straight-
forward. Browser caches can only serve photos that this
particular client has previously downloaded, while the
Edge and Origin caches are shared across all clients and
can serve photos any client has previously downloaded.
The reverse is true for unpopular photos (groups E-G).
They have low hit ratios in the shared caches because they
are quickly evicted for more generally popular content,
but remain in the individual browser caches, which see
traffic from only a single user.

Popularity group # Requests # Unique IPs Req/IP ratio

A 5120408 665576 7.7

B 8313854 1530839 5.4

C 15497215 2302258 6.7

Table 2: Access statistics for selected groups. “Viral”
photos are accessed by massive numbers of clients,
rather than accessed many times by few clients, so
browser caching is of only limited utility.

Looking closely at the hit ratios, it is at first counter-
intuitive that the browser cache has a lower hit ratio for
group B than the next less popular photo group C. The
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(a) Traffic share for a week
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(b) Traffic share for popularity groups

��

���

���

���

���

����

����� � ������ ����� � ������ � ���� � ������

�
���
��
���

�����������������������������������������������

��������������������������������������������

(c) Hit ratio for popularity groups

Figure 4: Traffic distribution. Percent of photo requests served by each layer, (a) aggregated daily for a week;
(b) binned by image popularity rank on a single day. For (b), 1-10 represent the 10 most popular photos, 10-100
the 90 next most popular, etc. (c) shows the hit ratios for each cache layer binned by the same popularity group,
along with each group’s traffic share.

likely reason is that many photo blobs in this group are
“viral,” in the sense that large numbers of distinct clients
are accessing them concurrently. Table 2 confirms this by
relating the number of requests, the number of distinct IP
addresses, and the ratio between these two for the top 3
popularity groups. As we can see, the ratio between the
number of requests and the number of IP addresses for
group B is lower than the more popular group A and less
popular group C. We conclude that although many clients
will access “viral” content once, having done so they are
unlikely to subsequently revisit that content. On the other
hand, a large set of photo blobs are repeatedly visited
by the same group of users. This demonstrates that the
Edge cache and browser cache complement one another
in serving these two categories of popular images, jointly
accounting for well over 90% of requests in popularity
groups A, B and C of Figure 4b.

5 Geographic Traffic Distribution
This section explores the geographical patterns in re-
quest flows. We analyze traffic between clients and Edge
Caches, how traffic is routed between the Edge Caches
and Origin Cache, and how Backend requests are routed.
Interestingly (and somewhat surprisingly), we find signif-
icant levels of cross-country routing at all layers.

5.1 Client To Edge Cache Traffic
We created a linked data set that traces activities for
photo requests from selected cities to US-based Edge
Caches. We selected thirteen US-based cities and nine
Edge Caches, all heavily loaded during the period of our
study. Figure 5 shows the percentage of requests from
each city that was directed to each of the Edge Caches.
Timezones are used to order cities (left is West) and Edge
Caches (top is West).

Notice that each city we examine is served by all nine
Edge Caches, even though in many cases this includes
Edge Caches located across the country that are accessi-
ble only at relatively high latency. Indeed, while every
Edge Cache receives a majority of its requests from geo-
graphically nearby cities, the largest share does not nec-

essarily go to the nearest neighbor. For example, fewer
Atlanta requests are served by the Atlanta Edge Cache
than by the D.C. Edge Cache. Miami is another interest-
ing case: Its traffic was distributed among several Edge
Caches, with 50% shipped west and handled in San Jose,
Palo Alto and LA and only 24% handled in Miami.

The reason behind this geographical diversity is a rout-
ing policy based on a combination of latency, Edge Cache
capacity and ISP peering cost, none of which necessarily
translates to physical locality. When a client request is
received, the Facebook DNS server computes a weighted
value for each Edge candidate, based on the latency, cur-
rent traffic, and traffic cost, then picks the best option.
The peering costs depend heavily on the ISP peering
agreements for each Edge Cache, and, for historical rea-
sons, the two oldest Edge Caches in San Jose and D.C.
have especially favorable peering quality with respect to
the ISPs hosting Facebook users. This increases the value
of San Jose and D.C. compared to the other Edge Caches,
even for far-away clients.

A side effect of Facebook’s Edge Cache assignment
policy is that a client may shift from Edge Cache to Edge
Cache if multiple candidates have similar values, espe-
cially when latency varies throughout the day as network
dynamics evolve. We examined the percentage of clients
served by a given number of Edge Caches in our trace:
0.9% of clients are served by 4 or more Edge Caches,
3.6% of clients are served by 3 or more Edge Caches, and
17.5% of clients are served by 2 or more Edge Caches.
Client redirection reduces the Edge cache hit ratio be-
cause every Edge Cache reassignment brings the poten-
tial for new cold cache misses. In Section 6, we discuss
potential improvement from collaborative caching.

5.2 Edge Cache to Origin Cache Traffic
Currently Facebook serves user-uploaded photos at four
regional data centers in the United States. Two are on the
East Coast (in Virginia and North Carolina) and two oth-
ers are on the West Coast (in Oregon and California). In
addition to hosting Haystack Backend clusters, these data
centers comprise the Origin Cache configured to handle

174



��

���

���

���

���

����

������� ���������� �� ��������� ����� ������ ������� ����������� ������� ������� ����� ��������� ��������

��
��
��
��
��
��
��
��
��
��
��

��
��
��
��
��
�
��
��

��������������������������

���
����
�����
�������
�������
������
��
���������
��������

Figure 5: Traffic share from 13 large cities to Edge Caches (identified in legend at right).
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Figure 6: Traffic from major Edge Caches to the data
centers that comprise the Origin Cache.

requests coming from various Edge Caches. Whenever
there is an Edge Cache miss, the Edge Cache will contact
a data center based on a consistent hashed value of that
photo. In contrast with the Edge Caches, all Origin Cache
servers are treated as a single unit and the traffic flow is
purely based on content, not locality.

Figure 6 shows the share of requests from nine Edge
Caches to the four Origin Cache data centers. The per-
centage of traffic served by each data center on behalf
of each Edge Cache is nearly constant, reaffirming the
effects of consistent hashing. One noticeable exception,
California, was being decommissioned at the time of our
analysis and not absorbing much Backend traffic.

5.3 Cross-Region Traffic at Backend
In an ideal scenario, when a request reaches a data center
we would expect it to remain within that data center:
the Origin Cache server will fetch the photo from the
Backend in the event of a miss, and a local fetch would
minimize latency. But two cases can arise that break this
common pattern:

• Misdirected resizing traffic: Facebook continuously
migrates Backend data, both for maintenance and to en-
sure that there are adequate numbers of backup copies
of each item. Continuously modifying routing policy to
keep it tightly aligned with replica location is not feasi-
ble, so the system tolerates some slack, which manifests
in occasional less-than-ideal routing.

• Failed local fetch: Failures are common at scale, and
thus the Backend server holding some local replica of
a desired image may be offline or overloaded. When
a request from an Origin Cache server to its nearby
Backend fails to fetch a photo quickly, the Origin Cache
server will pick a remote alternative.

Table 3 summarizes the traffic retention statistics for each
data center. More than 99.8% of requests were routed to
a data center within the region of the originating Origin
Cache, while about 0.2% of traffic travels over long dis-
tances. This latter category was dominated by traffic sent
from California, which is also the least active data center
region in Figure 6 for Edge Caches. As noted earlier, this
data center was being decommissioned during the period
of our study.

Origin Cache
Server Region

Backend Region
Virginia North Carolina Oregon

Virginia 99.885% 0.049% 0.066%

North Carolina 0.337% 99.645% 0.018%

Oregon 0.149% 0.013% 99.838%

California 24.760% 13.778% 61.462%

Table 3: Origin Cache to Backend traffic.
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Figure 7: Complementary cumulative distribution
function (CCDF) on latency of requests from Origin
Cache servers to the Backend.

Figure 7 examines the latency of traffic between the
Origin Cache servers and the Backend, with lines for
successful requests (HTTP error code 200/30x), failed
requests (HTTP error code 40x/50x), and all requests.
While successful accesses dominate, more than 1% of
requests failed. Most requests are completed within tens
of milliseconds. Beyond that range, latency curves have
two inflection points at 100ms and 3s, corresponding
to the minimum delays incurred for cross-country traf-
fic between eastern and western regions, and maximum
timeouts currently set for cross-country retries. When a
successful re-request follows a failed request, the latency
is aggregated from the start of the first request.
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Figure 8: Measured, ideal, and resize-enabled hit
ratios for clients grouped by activity. 1-10 groups
clients with ≤ 10 requests, 10-100 groups those re-
porting 11 to 100 requests, etc. All groups all clients.

6 Potential Improvements
This section closely examines Browser, Edge, and Origin
Cache performance. We use simulation to evaluate the
effect of different cache sizes, algorithms, and strategies.

6.1 Browser Cache
Figure 8 shows the aggregated hit ratio we observed for
different groups of clients. The “all” group includes all
clients and had a aggregated hit ratio of 65.5%. This is
much higher than the browser cache statistics published
by the Chrome browser development team for general
content: they saw hit ratios with a Gaussian distribution
around a median of 35% for unfilled caches and 45% for
filled caches [6].

The figure also breaks down hit ratios based on the
observed activity level of clients, i.e., how many entries
are in our log for them. The least active group with 1-10
logged requests saw a 39.2% hit ratio, while a more active
group with 1K-10K logged requests saw a 92.9% hit ratio.
The higher hit ratio for more active clients matches our
intuition: highly active clients are more likely to access
repeated content than less active clients, and thus their
browser caches can achieve a higher hit ratio.

Browser Cache Simulation Using our trace to drive
a simulation study, we can pose what-if questions. In
Figure 8 we illustrate one example of the insights gained
in this manner. We investigate what the client browser hit
ratios would have been with an infinite cache size. We
use the first 25% of our month-long trace to warm the
cache and then evaluate using the remaining 75% of the
trace. The infinite cache size results distinguish between
cold (compulsory) misses for never-before-seen content
and capacity misses, which never happen in an infinite
cache. The infinite size cache bar thus gives an upper
bound on the performance improvements that could be
gained by increasing the cache size or improving the
cache replacement policy. For most client activity groups
this potential gain is significant, but the least active client
group is an interesting outlier. These very inactive clients
would see little benefit from larger or improved caches:
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Figure 9: Measured, ideal, and resize-enabled hit ra-
tios for the nine largest Edge Caches. All is the aggre-
gated hit ratio for all regions. Coord gives the results
for a hypothetical collaborative Edge Cache.

an unbounded cache improved their hit ratio by 2.6% to
slightly over 41.8%.

We also simulated the effect of moving some resiz-
ing to the client: clients with a cached full-size image
resize that object rather than fetching the required image
size. While client-side resizing does not result in large
improvements in hit ratio for most client groups, it does
provide a significant 5.5% improvement even relative to
an unbounded cache for the least active clients.

6.2 Edge Cache
To investigate Edge cache performance at a finer gran-
ularity, we analyzed the hit ratio for nine heavily used
Edge Caches. Figure 9 illustrates the actual hit ratio ob-
served at each Edge Cache, a value aggregated across
all regions, denoted “All”, and a value for a hypothetical
collaborative cache that combines all Edge Caches into a
single Edge Cache. (We defer further discussion of the
collaborative cache until later in this subsection.) We
also estimated the highest possible hit ratio for perfect
Edge Caches by replaying access logs and assuming an
infinite cache warmed by the first 25% of our month-long
trace. We then further enhanced the hypothetical perfect
Edge Caches with the ability to resize images. The results
are stacked in Figure 9, with the actual value below and
the simulated ideal performance contributing the upper
portion of each bar.

The current hit ratios range from 56.1% for D.C. to
63.1% in Chicago. The upper bound on improvement,
infinite size caches, has hit ratios from 77.7% in LA to
85.8% in D.C.. While the current hit ratios represent
significant traffic sheltering and bandwidth reduction, the
much higher ratios for infinite caches demonstrate there is
much room for improvement. The even higher hit ratios
for infinite caches that can resize photos makes this point
even clearer: hit ratios could potentially be improved to
be as high as 89.1% in LA, and to 93.8% in D.C..

Edge Cache Simulation Given the possibility of in-
creases as high as 40% in hit ratios, we ran a number of
what-if simulations. Figures 10a and 10b explores the
effect of different cache algorithms and cache sizes for
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FIFO A first-in-first-out queue is used for cache eviction. This is the algorithm Facebook currently uses.

LRU A priority queue ordered by last-access time is used for cache eviction.

LFU A priority queue ordered first by number of hits and then by last-access time is used for cache eviction.

S4LRU Quadruply-segmented LRU. Four queues are maintained at levels 0 to 3. On a cache miss, the item is inserted at the head of
queue 0. On a cache hit, the item is moved to the head of the next higher queue (items in queue 3 move to the head of queue 3).
Each queue is allocated 1/4 of the total cache size and items are evicted from the tail of a queue to the head of the next lower
queue to maintain the size invariants. Items evicted from queue 0 are evicted from the cache.

Clairvoyant A priority queue ordered by next-access time is used for cache eviction. (Requires knowledge of the future.)

Infinite No object is ever evicted from the cache. (Requires a cache of infinite size.)

Table 4: Descriptions of the simulated caching algorithms.
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(a) Object-Hit Ratio at San Jose
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(b) Byte-Hit Ratio at San Jose
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(c) Byte-Hit Ratio for a Collaborative Edge

Figure 10: Simulation of Edge Caches with different cache algorithms and sizes. The object-hit ratio and byte-
hit ratio are shown for the San Jose Edge Cache in (a) and (b), respectively. The byte-hit ratio for a collaborative
Edge Cache is given in (c). The gray bar gives the observed hit ratio and size x approximates the current size of
the cache.

the San Jose Edge Cache. We use San Jose here because
it is the median in current Edge Cache hit ratios and the
approximate visual median graph of all nine examined
Edge Caches. The horizontal gray bar on the graph corre-
sponds to the observed hit ratio for San Jose, 59.2%. We
label the x-coordinate of the intersection between that ob-
served hit ratio line and the FIFO simulation line, which
is the current caching algorithm in use at Edge Caches,
as size x. This is our approximation of the current size of
the cache at San Jose.

The different cache algorithms we explored are ex-
plained briefly in Table 4. We first examine the results for
object-hit ratio. Our results demonstrate that more sophis-
ticated algorithms yield significant improvements over
the current FIFO algorithm: 2.0% from LFU, 3.6% from
LRU, and 8.5% from S4LRU. Each of these improve-
ments yields a reduction in downstream requests. For
instance, the 8.5% improvement in hit ratio from S4LRU
yields a 20.8% reduction in downstream requests.

The performance of the Clairvoyant algorithm demon-
strates that the infinite-size-cache hit ratio of 84.3%
is unachievable at the current cache size. Instead, an
almost-theoretically-perfect algorithm could only achieve
a 77.3% hit ratio.1 This hit ratio still represents a very
large potential increase of 18.1% in hit ratio over the
current FIFO algorithm, which corresponds to a 44.4%
decrease in downstream requests. The large gap between

1The “Clairvoyant” algorithm is not theoretically perfect because it
does not take object size into account. It will choose to store an object
of size 2x next accessed at time t over storing 2 objects of size x next
accessed at times t +1 and t +2.

the best algorithm we tested, S4LRU, and the Clairvoy-
ant algorithm demonstrates there may be ample gains
available to still-cleverer algorithms.

The object-hit ratios correspond to the success of a
cache in sheltering traffic from downstream layers, i.e.,
decreasing the number of requests (and ultimately disk-
based IO operations). For Facebook, the main goal of
Edge Caches is not traffic sheltering, but bandwidth re-
duction. Figure 10b shows byte-hit ratios given different
cache sizes. These results, while slightly lower, mostly
mirror the object-hit ratios. LFU is a notable exception,
with a byte-hit ratio below that of FIFO. This indicates
that LFU would not be an improvement for Facebook be-
cause even though it can provide some traffic sheltering
at the Edge, it increases bandwidth consumption. S4LRU
is again the best of the tested algorithms with an increase
of 5.3% in byte-hit ratio at size x, which translates to a
10% decrease in Origin-to-Edge bandwidth.

Figure 10 also demonstrates the effect of different
cache sizes. Increasing the size of the cache is also an
effective way to improve hit ratios: doubling the cache
size increases the object-hit ratio of the FIFO algorithm
by 5.8%, the LFU algorithm by 5.6%, the LRU algorithm
by 5.7%, and the S4LRU algorithm by 4.3%. Similarly,
it increases the byte-hit ratios of the FIFO algorithm by
4.8%, the LFU algorithm by 6.4%, the LRU algorithm by
4.8%, and the S4LRU algorithm by 4.2%.

Combining the analysis of different cache algorithms
and sizes yields even more dramatic results. There is an
inflection point for each algorithm at a cache size smaller
than x. This translates to higher-performing algorithms
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Figure 11: Simulation of Origin Cache with different
cache algorithms and sizes.

being able to achieve the current object-hit ratio at much
smaller cache sizes: LFU at 0.8x, LRU at 0.65x, and
S4LRU at 0.35x. The results are similar for the size
needed to achieve the current byte-hit ratio: LRU at 0.7x
and S4LRU at 0.3x. These results provide a major insight
to inform future static-content caches: a small investment
in Edge Caches with a reasonably sophisticated algorithm
can yield major reductions in traffic. Further, the smaller
a cache, the greater the choice of algorithm matters.

Collaborative Edge Cache We also simulated a col-
laborative Edge Cache that combines all current Edge
Caches into a single logical cache. Our motivation for
this what-if scenario is twofold. First, in the current
Edge Cache design, a popular photo may be stored at ev-
ery Edge Cache. A collaborative Edge Cache would only
store that photo once, leaving it with extra space for many
more photos. Second, as we showed in Section 5, many
clients are redirected between Edge Caches, resulting
in cold misses that would be avoided in a collaborative
cache. Of course, this hypothetical collaborative Edge
Cache might not be ultimately economical because it
would incur greater peering costs than the current system
and would likely increase client-photo-load latency.

Figure 10c gives the byte-hit ratio for different cache
algorithms and sizes for a collaborative Edge Cache. The
size x in this graph is the sum of the estimated cache
size we found by finding the intersection of observed hit
ratio and FIFO simulation hit ratio for each of the nine
Edge Caches. At the current cache sizes, the improve-
ment in hit ratio from going collaborative is 17.0% for
FIFO and 16.6% for S4LRU. Compared to the current
individual Edge Caches running FIFO, a collaborative
Edge Cache running S4LRU would improve the byte-hit
ratio by 21.9%, which translates to a 42.0% decrease in
Origin-to-Edge bandwidth.

6.3 Origin Cache
We used our trace of requests to the Origin Cache to
perform a what-if analysis for different cache algorithms
and sizes. We again evaluated the cache algorithms in
Table 4. The results are shown in Figure 11. The observed
hit ratio for the Origin Cache is shown with a gray line

and our estimated cache size for it is denoted size x.
The current hit ratio relative to the Clairvoyant algo-

rithm hit ratio is much lower at the Origin Cache than at
the Edge Caches and thus provides a greater opportunity
for improvement. Moving from the FIFO cache replace-
ment algorithm to LRU improves the hit ratio by 4.7%,
LFU improves it by 9.8%, and S4LRU improves it by
13.9%. While there is a considerable 15.5% gap between
S4LRU and the theoretically-almost-optimal Clairvoyant
algorithm, S4LRU still provides significant traffic shelter-
ing: it reduces downstream requests, and thus Backend
disk-IO operations, by 20.7%.

Increasing cache size also has a notable effect. Dou-
bling cache size improves the hit ratio by 9.5% for the
FIFO algorithm and 8.5% for the S4LRU algorithm. A
double-sized S4LRU Origin Cache would increase the hit
ratio to 54.4%, decreasing Backend requests by 31.9%
compared to a current-sized FIFO Origin Cache. This
would represent a significant improvement in the shelter-
ing effectiveness of Facebook’s Origin Cache. Combin-
ing the analysis of different cache sizes and algorithms,
we see an inflection point in the graph well below the
current cache size: the current hit ratio can be achieved
with a much smaller cache and higher-performing algo-
rithms. The current hit ratio (33.0%, in the portion of the
trace used for simulation) can be achieved with a 0.7x
size LRU cache, a 0.35x size LFU cache, or a 0.28x size
S4LRU cache.

We omit the byte-hit ratio for the Origin Cache, but the
difference is similar to what we see at the Edge Caches.
The byte-hit ratio is slightly lower than the object-hit
ratio, but the simulation results all appear similar with
the exception of LFU. When examined under the lens of
byte-hit ratio LFU loses its edge over LRU and performs
closer to FIFO. The S4LRU algorithm is again the best
for byte-hit rate with a 8.8% improvement over the FIFO
algorithm, which results in 11.5% less Backend-to-Origin
bandwidth consumption.

7 Social-Network Analysis
This section explores the relationship between photo re-
quests and various kinds of photo meta-information. We
studied two properties that intuitively should be strongly
associated with photo traffic: the age of photos and the
number of Facebook followers associated with the owner.

7.1 Content Age Effect
It is generally assumed that new content will draw atten-
tion and hence account for the majority of traffic seen
within the blob-serving stack. Our data set permits us to
evaluate such hypotheses for the Facebook image hierar-
chy by linking the traces collected from different layers
to the meta-information available in Facebook’s photo
database. We carried out this analysis, categorizing re-
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(a) Age spans from 1 hour to 1 year
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(b) Age spans from 1 day to 1 week
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(c) Traffic share for non-profile photos by age

Figure 12: Traffic popularity and requests served by layer for photos at different age. The number of requests
to each image, categorized by age of requested photos in hours, broken down at every layer across the stack.

quests for images by the age of the target content, then
looking at the way this information varies at each layer
of the stack. Photo age (in hours) was determined by
subtracting the photo creation time from the request time.
Thus, even a photo uploaded the same day will have as-
sociated requests sorted into 24 hourly categories. This
analysis excludes profile photos because Facebook’s in-
ternal storage procedures for them precludes determining
their ago precisely.

Figure 12 plots the number of requests at each layer
for photos of different ages. In Figure 12a, we consider
a range of ages from 1 hour to 1 year. As content ages,
the associated traffic diminishes at every layer; the rela-
tionship is nearly linear when plotted on a log-log scale.
Figure 12b zooms into the mid-range age scales, focusing
on a week. We see a noticeable daily traffic fluctuation.
We traced this to a fluctuation in photo creation time,
determining that users create and upload greater num-
bers of photos during certain periods of the day. This
creation-time effect carries through to induce the striking
photo-access-by-age pattern observed for smaller ages.

Our analysis reveals that traffic differences between
caches deployed close to clients (browser, Edge Cache)
and storage Backend (including the Origin Cache) are
more pronounced for young photos than for old ones.
This matches intuition: fresh content is popular and
hence tends to be effectively cached throughout the im-
age serving hierarchy, resulting in higher cache hit ratios.
Figure 12c clearly exhibits this pattern. The age-based
popularity decay of photos seen in Figure 12a is nearly
Pareto, suggesting that an age-based cache replacement
algorithm could be effective.

We should note that although our traces include ac-
cesses to profile photos, and we used them in all other
analyses, we were forced to exclude profile photos for this
age-analysis. The issue relates to a quirk of the Facebook
architecture: when a user changes his or her profile photo,
Facebook creates a new profile object but reuses the same
name as for the previous versions. Profile objects can be
distinguished by looking at the ownerId, which Facebook
sets to the underlying photoId, but we can not determine
the time of creation. None of our other analyses are im-
pacted, but we were forced to exclude profile objects in

our age analysis. The effect is to slightly reduce the com-
puted traffic share for caches close to clients, especially in
the categories associated with young and popular photos.

7.2 Social Effects
Intuitively, we expect that the more friends a photo owner
has, the more likely the photo is to be accessed. We
observed this phenomenon in our study, but only when
we condition on owner type. We binned owners by the
number of followers (friends for normal users, fans for
public page owners), creating “popularity groups”, and
graphed photo requests by their owners’ groups, yielding
the data seen in Figure 13. For each photo request, the
photo owner’s friend count was fetched on the day when
the access happened, thus requests for one photo may
be split into multiple groups when an owner’s popularity
changes. We include profile photos in this analysis.

Figure 13a graphs the number of requests for each
photo against the photo owner’s popularity group. Most
Facebook users have fewer than 1000 friends, and for
that range the number of requests for each photo is al-
most constant. For public page owners who can have
thousands or millions of fans, each photo has a signifi-
cantly higher number of requests, determined by the size
of the fan base. Figure 13b further breaks down the traffic
distribution at each layer of the photo-serving stack for
different social activity groups. For normal users with
fewer than 1000 followers (friends), the caches absorb
~80% of the requests for their photos; but for public page
owners, more followers (fans) drives higher percentages
of traffic being absorbed by caches. However, browser
caches tend to have lower hit ratios for owners with more
than 1 million followers. This is because these photos fall
into the “viral” category discussed earlier in Section 4.

8 Related Work
Many measurement studies have examined web access
patterns for services associated with content delivery, stor-
age, and web hosting. To the best of our knowledge, our
paper is the first to systematically instrument and analyze
a real-world workload at the scale of Facebook, and to
successfully trace such a high volume of events through-
out a massively distributed stack. The most closely re-
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(a) Client requests per photo
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(b) Traffic share for social activity groups

Figure 13: Photo popularity organized owner popularity. (a) Requests per photo categorized by the number of
followers for the photo’s owner. (b) Traffic distribution by layer for different social activity groups.

lated prior work that we identified is a classic study by
Saroiu et al. [19] that compared the characteristics of four
different Internet content delivery mechanisms using a
network trace captured between University of Washing-
ton and the rest of the Internet. That work was undertaken
some time ago, however, during a period when peer-to-
peer networks were a dominant source of Internet traffic.
A follow-on paper [11] took the analysis further, compar-
ing the media popularity distribution seen in the campus
trace with that associated with traditional web traffic. Our
focus on blob traffic induced by social networking thus
looks at a different question, and on a much larger scale.

Additional work involved studies of the flash crowd
phenomenon in content delivery networks (CDNs) [23,
16, 20]. These efforts focused on data obtained by moni-
toring aggregated network traffic. Such work yields broad
statistics, but we gain only limited insight into application
properties that gave rise to the phenomena observed. An
exception is Freedman’s investigation [8] of a 5-year sys-
tem log of the Coral CDN [9], studying its behavior with
detailed insight into its operational properties and archi-
tecture. Our work covers both sides, enabling us to break
behaviors down in a manner not previously possible.

Whereas our focus here was on the network side of the
image-processing stack, the lowest layer we considered
is the backend storage server. Here, one can point to
many classic studies [1, 7, 13, 18, 22] and also to the re-
cent detailed architecture and performance evaluation of
Haystack, the Facebook blob storage server [2]. Detailed
network and caching traffic traces can inform the de-
sign of future storage systems, just as they enabled us to
study how different caching policies might reduce loads
within the Facebook infrastructure. However, constraints
of length and focus forced us to limit the scope of the
present paper, and we leave this for future investigation.

Numerous research projects have explored the mod-
elling of web workload, and several recent papers [14, 5]
monitor web traffic over extended time periods, to the
point of evaluating workload changes as the web itself
evolved. Breslau et al. [4] explore the impact of Zipf’s
law with respect to web caching, showing that Zipf-like
popularity distributions cause cache hit rates to grow

logarithmically with population size, as well as other ef-
fects. In contrast, Guo et al. [12] argue that access to
media content often has a significantly distorted head and
tail relative to a classic Zipf distribution. We found that
caches closest to the client browser have a purely Zipf
popularity distribution, but that deep within the Facebook
architecture, the Haystack Backend experiences a work-
load that looks very much like what [12] characterize as
a stretched exponential distribution.

9 Conclusions & Future Directions
We instrumented the entire Facebook photo-serving stack
obtaining traces representative of Facebook’s full work-
load. A number of valuable findings emerge from this in-
tegrated perspective, including the workload pattern, traf-
fic distribution and geographic system dynamics, yielding
insights that should be helpful to future system designers.

Our work also points to possible caching options that
merit further study. It may be worthwhile to explore
collaborative caching at geographic (nationwide) scales,
and to adopt S4LRU eviction algorithms at both Edge
and Origin layers. We also identified an opportunity to
improve client performance by increasing browser cache
sizes for very active clients and by enabling local photo
resizing for less active clients.

Our paper leaves a number of questions for future in-
vestigation. One important area concerns the placement
of resizing functionality along the stack, which is essen-
tial to balance the cost between network and computation.
Another important area is designing even better caching
algorithms, perhaps by predicting future access likeli-
hood based on meta information about the images.
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Abstract

In data centers, the IO path to storage is long and com-

plex. It comprises many layers or “stages” with opaque

interfaces between them. This makes it hard to enforce

end-to-end policies that dictate a storage IO flow’s per-

formance (e.g., guarantee a tenant’s IO bandwidth) and

routing (e.g., route an untrusted VM’s traffic through a

sanitization middlebox). These policies require IO dif-

ferentiation along the flow path and global visibility at

the control plane. We design IOFlow, an architecture

that uses a logically centralized control plane to enable

high-level flow policies. IOFlow adds a queuing abstrac-

tion at data-plane stages and exposes this to the con-

troller. The controller can then translate policies into

queuing rules at individual stages. It can also choose

among multiple stages for policy enforcement.

We have built the queue and control functionality at

two key OS stages– the storage drivers in the hypervisor

and the storage server. IOFlow does not require applica-

tion or VM changes, a key strength for deployability. We

have deployed a prototype across a small testbed with a

40 Gbps network and storage devices. We have built

control applications that enable a broad class of multi-

point flow policies that are hard to achieve today.

1 Introduction

In recent years, two trends have gained prominence in

enterprise data centers– virtualization of physical servers

and virtualization of storage. Virtual machines (VMs)

on the physical servers are presented with a virtual disk.
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This virtual disk is simply a large file on a shared storage

server accessible across the shared data center network.

Though these trends have delivered on the promise of re-

duced costs and easier management, ironically they have

also resulted in increased end-to-end complexity. The

path of an IO request from a VM to a storage back-end

is complex, traversing many layers. A request also ap-

pears differently at each layer. For example, a file IO re-

quest like a read, write, create in a VM results in a

block IO request in the hypervisor. This, in turn, results

in Ethernet packets across the network, and finally an-

other file IO request and block device request at the stor-

age server. Requests may traverse many other layers; for

the Windows I/O stack there are over 18 stackable layer

classes with functionality such as compression, replica-

tion, deduplication, virus checking etc. [15]

Such complexity means that enforcing end-to-end

(e2e) policies is hard. It requires layers along the IO

path to treat requests differently based on their contents.

Further, policies may need to be enforced at one or more

or all layers along the path. For example, prioritizing

IOs from a VM to storage requires configuring all lay-

ers along the path. This simple policy governs a point-

to-point IO flow, i.e., all IOs from one endpoint to an-

other endpoint. Policies regarding multi-point flows are

even harder to enforce. For example, guaranteeing a ten-

ant’s IO bandwidth requires dynamic layer configuration

across the paths from all its VMs to the storage servers.

This paper proposes IOFlow, an architecture that en-

ables e2e policies in data centers. The policies spec-

ify the treatment of IO flows from virtual machines to

shared storage. Flows are named using a four-tuple com-

prising human-friendly high-level identifiers: {VMs, op-

erations, files, shares}. For example, if a tenant with

100 VMs that perform data mining on files in “dataset

A” is to be given high priority, the policy can be written

as {VM 1-100, *, *, “dataset A”}→ High Priority.

IOFlow comprises three components. First, a logi-

cally centralized controller discovers data plane stages

(i.e., layers that are IOFlow compliant), and maintains a

stage-level data center topology graph. Second, data-

plane queues allow for differentiated treatment of IO
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requests. Stages expose a simple control interface that

specifies the low-level identifiers that can be used to di-

rect requests to queues. This interface allows the con-

troller to create queues and dynamically configure their

service and routing properties. For example, by config-

uring a queue to be serviced at a specified rate, the con-

troller can ensure an IO flow achieves guaranteed per-

formance. Third, we specify a simple interface between

the controller and control applications that can be built

on top. These applications translate policies into stage-

specific configuration disseminated by the controller.

With IOFlow, the controller has global visibility. This

allows control applications to use centralized algorithms

to translate policies into stage configuration. Such trans-

lation includes determining “where” a policy needs to

be enforced and “what” queuing rules are needed. By

contrast, designing decentralized versions of such appli-

cations is harder.

The gains offered by centralized control algo-

rithms have also motivated software-defined network-

ing (SDN) [5, 6, 12, 21, 32]. However, enabling policies

for storage IO flows requires classifying and controlling

storage IO requests which is difficult to achieve at the

network layer (at NICs and switches). IOFlow borrows

several SDN ideas and applies them to shared storage,

enabling a software-defined storage architecture (SDS).

A key challenge was designing queues and rate limiters

for storage flows. While network devices have always

been able to queue packets based on the network header,

configurable queues at storage stages do not exist today;

partly because the header for an IO request changes as

it traverses across layers. Further, rate limiting is hard

because the relation between IO operation and process-

ing time is a non-linear function of IO type, data locality,

device type and request size.

We have added control to two key stages in the Win-

dows IO stack: the storage drivers in the hypervisor and

the storage server. This allows us to enforce policies

with unmodified applications and VMs. We have also

added control to other optional stages: a malware scan-

ning device driver, a guest OS file system in the VM,

and the network drivers. We have deployed IOFlow on

a 12-server testbed of 120 VMs. Through two control

applications we built on IOFlow, we illustrate how the

system overcomes several challenges: data and control

plane efficiency in fast 40 Gbps RDMA-based IO paths,

incremental deployability, end-to-end flow name resolu-

tion and dynamic control.

2 Scope and challenges

This paper focuses on management of enterprise data

centers. Such data centers comprise compute and stor-

age servers. The compute servers are virtualized and

host virtual machines (VMs). Each user or tenant of the

data center is allocated a group of VMs and can run arbi-

trary applications on its VMs. The storage servers act as

front-ends for back-end storage. Storage is usually vir-

tualized, i.e., VMs are often unaware of the details of the

interconnect fabric and the storage configuration. VMs

are presented with virtual hard disks or VHDs that are

simply large files on the storage servers. Such storage

virtualization eases management tasks like VM migra-

tion and dealing with storage failures.

The compute and storage servers are connected

through a network switch that carries both IP traffic be-

tween the VMs, and storage traffic from VMs to storage

and between the storage servers themselves. While our

design can accommodate all these, in this paper we focus

only on IO requests from VMs to storage. We also as-

sume the data center has been provisioned appropriately

such that the performance bottleneck is at the storage

servers; small IO requests are typically interrupt limited

while large requests are limited by the bandwidth of the

storage back-end or the server’s network link.

IOFlow’s design targets small-to-medium data cen-

ters, with tens of storage servers, hundreds of physical

compute servers and 8-16 VMs per server, resulting in

O(thousand) VMs. While our ideas can be extended to

larger public data centers like Amazon EC2 and Win-

dows Azure, they pose tougher scalability requirements.

We defer an exploration of such scaling to future work.

2.1 Example policies

A key challenge in enterprise data centers is enforcement

of management policies for storage IO flows. Unlike a

network flow which refers to a transport connection be-

tween two endpoints, we use the term “flow” to refer

to all IO requests to which a single policy applies. So

flows can be multi-point with one or more source end-

points and one or more destination endpoints. The flow

endpoints are named using high-level identifiers like VM

name for the source, and file name and share name for

the destination. For ease of exposition, below we use ex-

ample flow policies of the form: {[Set of VMs], [Set of

storage shares]}→ Policy. We focus on policies that dic-

tate the performance and routing of flows. Such policies

could be specified by data center administrators, man-

agement software within the data center or by tenants

themselves.

Policy P1. {VM p, Share X} → Bandwidth B. VM p

runs a SQL client that accesses SQL data files on stor-

age share X . To ensure good query performance, p is

guaranteed bandwidth B when accessing the share.1

1B is in tokens/sec. The relation of tokens to actual IO operations

is detailed in Section 3.2.
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Policy Where to What to
enforce? enforce?

P1 {p, X}→ B C(p) Or S(X) Static rate limit
P2 {p, X}→ Min B C(p) Or S(X) Dynamic rate limit
P3 {p, X}→ Sanitize C(p) Or S(X) Static routing
P4 {p, X}→ Priority C(p) & S(X) Static priority
P5 {[p, q, r], C(p), C(q) & C(r) Dynamic VM Or

[X ,Y ]}→ B Or S(X) & S(Y ) Server rate limits

Table 1: E2E policies may require distributed and

dynamic enforcement. C(p) refers to the compute

server hosting VM p, S(X) refers to the storage server

where share X is mounted.

Policy P2. {p, X} → Min bandwidth B. Similar to

policy P1, but when other VMs are idle, p is allowed to

exceed its bandwidth guarantee.

Policy P3. {p, X}→ Sanitize. VM p’s IO traffic must

be routed through a sanitization layer.

Policy P4. {p, X}→ High priority. VM p runs a SQL

client that accesses SQL log files on storage share X . To

ensure low latency for log operations, p’s storage traffic

requires high priority treatment along the e2e path.

Policy P5. {[p,q,r], [X ,Y ]} → Bandwidth B. VMs

p,q and r belong to the same tenant and when accessing

share X and Y , they are guaranteed bandwidth B. Such

per-tenant guarantees are useful since any of the VMs

involved is allowed to use the bandwidth guarantee.

Policies P1–P4 specify treatment of point-to-point

flows whereas P5 applies to multi-point flows.

2.2 Challenges

We use the examples above to highlight why IO flow

policies are difficult to enforce in today’s data centers.

Differentiated treatment. To enforce policies, lay-

ers along the flow path need to treat packets differently

based on their contents (header and data). For example,

consider policy P1. Storage traffic from VM p traverses

the guest OS and the hypervisor at the compute server,

then the network switch and finally the OS at the storage

server before reaching the disk array. To enforce this

policy, at least one of these layers needs to be able to

control the rate at which requests from VM p to share X

are forwarded.

Flow name resolution. Flows are specified using

high-level names, e.g., the VM and share name. How-

ever, individual layers may not recognize these names,

and thus, they may not be able to attribute a request to

the flow it belongs to and the policy that applies. For

instance, for policy P1, any of the layers from VM p

to share X can act as enforcement points, yet each can

only observe some low-level identifiers in the requests

that traverse them. The flow’s destination share X may

appear as a file system inside the VM and the guest OS

but appears as a block device inside the hypervisor. The

hypervisor maps this to a VHD file on the storage server

(e.g., “//server/file.VHD”). The storage server, in turn,

maps this file (e.g., “H:/file.VHD”) to a specific device

(e.g., “/device/ssd5”). Hence, flow names need to be

consistently resolved into low level identifiers that are

accessible to individual layers.

Distributed enforcement. Flow policies may need

to be enforced at more than one layer along the flow’s

path. For example, policy P4 entails VM p’s packets

should achieve high priority, so it needs to be enforced

at all layers along the e2e path. Multi-point policies add

another dimension to the need for distributed enforce-

ment. For example, policy P5 requires that the aggregate

traffic from VMs p, q and r to shares X and Y be rate

limited. This can be enforced either at each of the com-

pute servers hosting these VMs or at the storage servers

where the shares are mounted.

Dynamic enforcement. Some policies may require

static configuration of layers while others require dy-

namic configuration. For example, policy P1 in Ta-

ble 1 requires a static bandwidth limit for VM p’s traffic.

Static enforcement rules are also sufficient for policies

P3 and P4. As a contrast, policy P2 requires that the

bandwidth limit for VM p should be adjusted based on

the spare system capacity (but should never go below

the minimum guarantee). Similarly, multi-point policies

like P5 that offer aggregate guarantees also require dy-

namic enforcement rules.

Admission control. Some policies may not be fea-

sible due to the capacity of the underlying physical re-

sources. For example, to meet a bandwidth guarantee for

a VM, the storage back-end should have enough capac-

ity to accommodate the guarantee. The challenge here is

to determine if a policy is feasible to achieve.

In summary, enforcing flow policies requires the data

plane to support traffic differentiation and global visi-

bility at the control plane. Such visibility allows control

algorithms to map flow names into low-level identifiers,

to determine if a policy is feasible, to decide where to

enforce it and how to dynamically change enforcement

rules. This motivated our controller-based design which

we describe next.

3 Design

IOFlow is a software-defined storage architecture that

enables IO flow policies in multi-tenant data centers.

IOFlow requires layers along the IO path to implement

a simple control interface with seven API calls. Layers

that implement this API are called “stages”. A logically

centralized controller uses the API to configure stages to

make local decisions that enable an end-to-end policy.
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Figure 1: System architecture. IOFlow brings sev-

eral IO stack stages (shaded) under unified control.

Each stage implements queues and queuing rules.

Stages. Figure 1 shows key layers along the IO stack in

a typical data center. Any of these can serve as stages.

In our prototype, we have implemented the SMB client

(SMBc at the hypervisor) and the SMB server (SMBs at

the storage server) as stages for enforcing performance

policies. SMB is a distributed IO protocol that can run

over RDMA. We have also implemented the network

drivers as IOFlow stages.

Each stage implements traffic differentiation through

queues. Queuing rules map individual IO requests

to queues. The stage’s control API is shown in

Table 2. The API allows the controller to dis-

cover the kind of IO headers a stage understands,

and can thus use to assign packets to queues

(getQueueInfo). Further, it allows the controller to

create queuing rules (createQueueRule) and con-

figure queue properties (configureQueueService

and configureQueueRouting). Queues have

service properties that govern how fast they are ser-

viced, and routing properties that dictate the next stage

to which IO requests are routed.

Controller. A logically centralized data center con-

troller discovers and interacts with the stages in servers

across the data center to maintain a topology graph. It

exposes this topology and information about individual

stages to control applications built on top. These con-

trol applications translate high-level flow policies into

stage-specific configuration, namely queuing rules for

assigning packets to queues and the queue properties.

Such translation may be done proactively when the ten-

ant specifies a policy or reactively when a stage receives

an IO request that does not match any existing queues

and contacts the controller.

A0 getQueueInfo ()

returns kind of IO header stage uses for queuing,

the queue properties that are configurable,

and possible next-hop stages

A1 getQueueStats (Queue-id q)

returns queue statistics

A2 createQueueRule (IO Header i, Queue-id q)

creates queuing rule i → q

A3 removeQueueRule (IO Header i, Queue-id q)

A4 configureQueueService (Queue-id q,

<token rate,priority, queue size>)

A5 configureQueueRouting (Queue-id q,

Next-hop stage s)

A6 configureTokenBucket (Queue-id q,

<benchmark-results>)

Table 2: IOFlow’s API for data-plane stages.

To show the use of the control API, we focus on Fig-

ure 1 and illustrate the enforcement of a simple policy–

{VM 4, Share X}→ Bandwidth B. The controller knows

about the following stages on the IO path: SMBc and

network driver in the hypervisor, and SMBs and network

driver in the storage server. Other layers in the figure are

not IOFlow-compliant. No other policies exist and the

stages have no queuing rules.

Figure 2 shows the API calls used by the controller

at the SMBc stage to enforce this policy. Through call

1, the controller determines the stage understands “File

IO” headers. It then creates a queuing rule that directs

IOs from VM 4 to server with share X to queue Q1. This

also causes queue Q1 to be created. Note that the File IO

header in an IO request contains other fields (like the op-

eration type) that are assumed wildcarded and hence, not

matched against. All other IOs are directed to queue Q0.

Through calls 4 and 5, the controller configures queue

Q1 to be serviced at rate B while the default queue uses

the rest of the storage capacity.

1: getQueueInfo (); returns “File IO”

2: createQueueRule (<VM 4, //server X/*>, Q1)

3: createQueueRule (<*, *>, Q0)

4: configureQueueService (Q1, <B,0,1000>)

5: configureQueueService (Q0, <C-B,0,1000>)

Figure 2: Controller enforces example policy at

SMBc stage. Q0 is stage’s default queue. C is the

capacity of storage back-end.

3.1 Design goals

With IOFlow, we target three main design goals. First,

queues at stages must be fast and cause minimal per-

formance degradation. Any performance degradation
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1: IO Header <VM1, //server X/file F>→ Queue Q1

2: IO Header <VM2, //server Y/*> → Queue Q2

3: IO Header <VM3, *>→ Queue Q4

4: <*, *> → Queue Q3

Figure 3: Example SMBc stage queuing rules.

“Server” could be a remote machine or the local host.

1: IO Header <SID S1, H:/File F>→ Queue Q1

2: IO Header <SID S2, H:/File G>→ Queue Q1

3: IO Header <SID S2, H:/Directory A/*>→ Queue Q2

4: <*, *> → Queue Q3

Figure 4: Example SMBs queuing rules. SID stands

for security descriptor that identifies VM.

along the IO stack will show up with fast 40+ Gbps

RDMA-capable networks and storage devices such as

SSDs or in-memory storage like memcached [18] or

RamCloud [19]. Second, the control plane must be flex-

ible, responsive, accurate, resilient and scalable. The

control plane should be flexible, responsive and accurate

to allow for rich control application policies. It must

survive failures and any temporary unavailability of the

control plane should not stall the data plane. It must also

be scalable. Third, it is our goal not to require any ap-

plication or VM changes. As we show in this paper, it

is possible to implement a rich set of policies benefiting

unmodified applications and VMs.

3.2 Stages

Each stage has queues and queuing rules. Queues are the

mechanism to provide differentiated flow control. All

queues and queuing rules are soft state, i.e., they do not

need to survive stage failures. Each stage inspects an

incoming IO request, matches it to a queuing rule and

forwards it to the appropriate queue. Queuing rules are

checked in the order they were created with the default

rule, if one exists, being checked last. If no match exists,

the request is blocked while the stage requests a queuing

rule from the controller that is subsequently installed at

the stage. Figure 3 shows example queuing rules at the

SMBc stage in the hypervisor; Figure 4 shows them for

the SMBs stage in the storage server. Note that stages

can use different low level IO Headers for queuing pack-

ets. The controller resolves a flow name to queuing rules

for individual stages. Also, different queuing rules can

refer to the same queue as in Rules 1 and 2 in Figure 4.

Stage queues have two main properties: service and

routing. A stage may allow the controller to configure

one or both or none of these through its control interface.

Service properties. A stage that implements queues

with configurable service properties can throttle or treat

IO requests preferentially. Such service properties are

needed for performance isolation policies (e.g., poli-

cies P1,P2,P4,P5). To throttle IO traffic, queues use a

token-bucket abstraction [31]. The queues are served

at token rate. Some queues can be treated pref-

erentially to others as indicated by the priority

field. If a queue reaches the queue size thresh-

old, the stage notifies the controller and blocks any fur-

ther inserts to that queue. There is no support in the

IO stack for dropping IO requests, but there is sup-

port for blocking requests and applying back-pressure.

The controller can set the service properties (<token

rate, priority, queue size>) for a queue using

the configureQueueService call. Periodically it

can use getQueueStats to monitor statistics on the

queue, i.e., its average service rate and queue size.

Queue routing. Some stages may allow control over

how IO requests are routed. Queues are associated with

a default next-hop. For example, requests at the SMBc

stage are routed to the network driver. It may allow re-

quests to be routed to a different stage, perhaps a stage

not even in the hypervisor. Such configurable plumbing

of stages can allow for a rich set of flow policies. For

example, Section 4.2 shows how the controller uses the

configureQueueRouting call to route IO requests

from untrusted VMs through a malware scanner stage.

Storage request peculiarities. Storage requests are

different from network packets, so the design of the to-

ken bucket is different for them too. For network pack-

ets, a single byte is represented by a single token. Stor-

age requests pose three challenges. First, they represent

different operations like read, write and create.

While a write operation contains the payload, a read

operation starts small in length (usually just a header) at

the sender and the response contains the payload. Thus,

at sender stages, instead of releasing tokens based on

bytes in the request, they need to be released based on

the end-to-end cost of the operation.

Second, operation processing time at the storage

back-end is also variable. Operation type, request size,

data locality and device type all impact processing time.

Thus, unlike network packets, the relation between stor-

age operation and tokens can be a non-linear func-

tion of the above properties. To address this, the con-

troller’s discovery component benchmarks the storage

devices to measure the cost of IO requests as a func-

tion of their type and size (see §3.3). It then uses the

configureTokenBucket call to configure stages

with information regarding the number of tokens to be

charged for any given request. Such configuration is

done periodically since the cost of IO requests varies

with varying aggregate workload to the storage device.

While this simple approach works well in our experi-
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Figure 5: The topology graph corresponding to the

physical setup in Figure 1. The nodes are stages

that implement IOFlow’s control interface. Cnet and

Cstorage are the capacities of the physical resources.

ments, we note that accurately determining the cost of

IOs with varying workloads is an active research prob-

lem; for example, mClock [9] uses an analytical expres-

sion for the cost of IOs against mechanical disks.

Third, to bound the performance uncertainty of ar-

bitrary long IO requests, we can instruct SMB to split

them; e.g., a 10 MB request can be split into 10 requests

of 1 MB with minimal performance penalty [29].

Stage efficiency. Data plane queues need to be very

efficient to handle high speed 40+ Gbps networks and

storage. By having global visibility, IOFlow’s controller

chooses where to implement the policy so as to minimize

performance impact. This is in addition to standard tech-

niques such as zero-copying of requests moving from

stage to stage and efficient min-heap-based selection of

which queue to service next within a stage. For exam-

ple, for a tenant with VMs across 10 hypervisors access-

ing the same storage server, the controller prefers to do

rate limiting at each of the hypervisors for greater paral-

lelism, rather than at the storage server.

3.3 Controller

The controller discovers stages in the data center, pro-

vides control applications with information needed to

implement e2e policies by converting them to stage-

specific configuration and then disseminates this config-

uration to the stages.

3.3.1 Discovery component

The controller’s discovery component maintains a stage-

level graph for the data center. When servers boot up

and device drivers are initialized, stages contact the con-

troller whose location is found through existing data cen-

ter management interfaces. Figure 5 shows a graph with

four stages corresponding to the setup in Figure 1. It

also includes the underlying physical resources, i.e., the

network link, the network switch and the storage back-

end. A simple example IO flow is shown, with a VM ac-

cessing a VHD. The discovery component uses API call

getQueueInfo to get information about the stages.

This includes the low-level IO header a stage can use

to assign packets to queues: SMB headers (SMBH) and

network IO headers (NIH).

The discovery component also determines the capac-

ity of the graph edges corresponding to physical re-

sources. For edges representing physical network links,

it relies on a pre-configured data center topology map.

For edges to the storage back-end, it runs a series of

benchmarks based on IoMeter [10] where IO packet

size, type, and locality are parameterized to cover a wide

range of workload characteristics. This benchmarking is

fully parallelizable, and only needs to be re-run in case

of hardware changes.

Flow name resolution. Flows are named using high-

level identifiers while stages can only observe IO head-

ers in packets. Thus, the controller needs to resolve flow

names into stage-specific queuing rules. For example,

since the controller knows the SMBc stage at the hy-

pervisor understands SMB headers, it generates queuing

rules of the form shown in Figure 3.

3.3.2 Churn, updates and ordering

The controller may need to update several stages when

a new policy is defined or updated, when the location of

existing VMs or shares changes, or if there are failures.

The controller deletes queuing rules at the stages along

the old flow path and adds queuing rules along the new

flow path.

There are policies that do not require any particular

update ordering across stages and can tolerate temporary

inconsistent rules at each stage as long as they eventu-

ally converge. Performance might slightly degrade dur-

ing such inconsistencies. For this set of applications, the

controller simply batches any state updates with a ver-

sion number to the relevant stages, waits for acks with

the same version number and only then proceeds with

any further state dissemination. If control applications

require strict update ordering the controller updates each

stage in the needed order without requiring stages to par-

ticipate in distributed agreement protocols.

Each stage’s configuration is soft state. Failure of any

stage along a path (e.g., storage server failure) will de-

stroy all queues and queuing rules on that stage. When

the server comes back online, it needs to contact the con-

trol service to get a list of queuing rules it is responsible

for. No request is processed until that completes. Hence,

the time to repopulate the soft state adds to the period of

unavailability for that storage path. Server reboot time,

however, still dominates the unavailability time.

The controller keeps track of a version number asso-

ciated with configuration messages to stages, and mono-

tonically increments that number each time it contacts

the stages. Upon receiving a message with a version

number, the stages discard any subsequent messages

with lower version numbers (that could have been in the

system after a temporary network partition).
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Figure 6: Topology sub-graph comprising stages rel-

evant for enforcement of policy 5 (other stages along

the path from VMs to storage are omitted for clarity).

Request ordering. IOFlow does not change appli-

cation request ordering semantics. IOFlow can delay

IOs or divert them to different queues. However, ap-

plications already ensure ordering semantics at a higher

level in order to deal with, for example, resources like

disks that could complete requests in any order. Appli-

cations have two ways of ensuring ordering: either use

synchronous IO or use asynchronous IO with explicit

fsync calls. IOFlow does not change the semantics in

either case.

4 Control applications

We have built two control applications on IOFlow. The

first application enables performance policies like P1,

P2, P4 and P5. We describe it in depth since it provides

context for general control applications. The second ap-

plication enables control over flow routing (policy P3).

4.1 Performance control

This control application enables three broad classes of

performance policies for both point-to-point and multi-

point flows. For each IO flow, a bandwidth guarantee or

a minimum bandwidth guarantee can be specified. With

the former, bandwidth is reserved for the flow and can

not be exceeded. Further, for each flow, its priority can

be specified. This priority will be enforced at all stages

along the flow path, and supports applications that re-

quire low IO latency.

To illustrate the operation of this control application,

we use policy P5, {{p,q,r}, {X, Y}} → Bandwidth B,

as an example. This policy is particularly interesting as

it involves a multi-point flow, i.e., it offers an aggregate

guarantee for IOs from multiple sources (VMs p,q,r)

to multiple destinations (shares X ,Y ). For example, if

VM p is the only VM generating IOs, it should achieve

bandwidth B. As we describe below, this requires dy-

namic configuration of stages.

This policy is enforced as follows. Given the data

center topology graph maintained by the controller, the

control application determines the sub-graph relevant for

this policy. As shown in Figure 6, this sub-graph com-

prises all the stages along the path from VMs p,q,r to

the storage servers where shares X and Y are mounted.

The edges of this graph are the links between the stages,

the physical network links and the interface from the

storage servers to the actual disks. The operation of the

control application comprises two steps.

Admission control. The controller needs to ensure

that all edges along the graph above have enough spare

capacity to meet the guarantee. The total bandwidth ca-

pacity of the network links and the links to storage is de-

termined by the controller’s discovery component. Since

some of the capacity on each link may have been re-

served for pre-existing policies, this policy can only be

admitted if the unreserved capacity on each link is no

less than the guarantee B.

Algorithm 4.1 Controller-based distributed rate limiting

Require: N VMs with aggregate guarantee B; D: set of VM

demands sorted in ascending order (Di > 0); VM i’s IOs

are queued at qi

Ensure: Assign rate Ri to VM i s.t. ∑Ri = B

1: le f tB = B // bandwidth left to distribute

2: for i in [0, N - 1] do

3: if Di ≤
le f tB
N−i then

4: Ri = Di // VM demand is less than fair share

5: else

6: Ri =
le f tB
N−i // VM demand is more than fair share

7: le f tB –= Ri

8: {share any left bandwidth and configure queues}
9: for i in [0, N - 1] do

10: Ri += le f tB / N

11: configureQueueService(qi,< Ri, 0,1000 >)

Enforcement. The controller needs to ensure that the

total rate of all IOs from VMs p,q,r to shares X ,Y does

not exceed B. This aggregate bandwidth limit can be en-

forced at any cut in the graph. As shown in Figure 6,

it can be enforced at the hypervisors where the VMs

are hosted or at the storage servers. For this example,

we assume the controller chooses to enforce the band-

width limit at a stage inside the hypervisors. To do this,

it needs to determine the per-VM bandwidth limit such

that the sum of the limits is equal to B. Thus, the con-

troller application needs to do distributed rate limiting

(DRL)– given a set of N VMs (in this example N=3),

distribute bandwidth B between them. In contrast to past

approaches [22], the presence of a controller with global

visibility allows us to achieve DRL through a simple

centralized algorithm, as shown in Algorithm 4.1.

188



This distributed rate limiting problem is akin to di-

viding a single link of capacity B between N competing

sources. A well accepted approach to fairly share the

link is to give each source their max-min fair share [4].

Max-min sharing assigns rates to VMs based on their

traffic demand, i.e., the rate at which they can send traf-

fic. Specifically, VMs are allocated rates in order of in-

creasing demands such that no VM gets a rate larger than

its demand and VMs with unsatisfied demands get equal

rates.2 Thus, given the demand set D for the VMs, we

determine the max-min fair share f such that when VMs

are allocated rates Ri as follows, it ensures ∑Ri = B:

Ri = min( f ,Di)

To enforce the policy, the control application config-

ures the hypervisor stages as follows. For VM p, it

creates a queue at a stage in the hypervisor where p is

hosted, creates a queuing rule that directs all traffic from

VM p to shares X and Y to this queue (through flow res-

olution and API call createQueueRule, not shown

in the algorithm) and configures the queue’s token rate to

the rate allocated to p (line 11). The stage configuration

for VMs q and r is similar.

To estimate VM demand, the controller periodi-

cally gathers statistics from the hypervisor stages using

getQueueStats. Every interval, the estimated de-

mand for a VM whose actual IO rate equals its previous

rate allocation is set to the aggregate limit B, else the

VM’s estimated demand is the same as its IO rate. For

idle VMs with no IOs, the estimated demand is set to

a low value so that they do not get rate limited to zero

and can ramp up when needed. Based on the updated

demand vector, the control application periodically gen-

erates new rate limits for the VMs and updates the token

rate for the appropriate queues. This exemplifies how

guaranteeing aggregate bandwidth for multi-point flows

requires dynamic enforcement.

Min-guarantee. The algorithm above ensures an ag-

gregate guarantee for multi-point flows. Instead, offer-

ing an aggregate minimum bandwidth guarantee means

that when VMs for one tenant are inactive, VMs of other

tenants can utilize the spare bandwidth. Ensuring this

is conceptually similar. The controller collects traffic

statistics from stage queues, and uses a hierarchical max-

min sharing algorithm across all data center VMs, in-

stead of IOs belonging to a single tenant, to determine

their bandwidth limits. However, we omit the details of

this algorithm for brevity.

Priority. Priority at each stage is set using the

configureQueueService call. When a queue has

no outstanding tokens, it is not served. When tokens be-

come available, the highest-priority queues are serviced

2While we describe unweighted max-min sharing here, the algo-

rithm can account for weights.
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Figure 7: Number of outstanding IO requests vs.

throughput and latency for an SSD array (Storage

type A in Table 3). The workload is IoMeter (Sec-

tion 6) using 8KB read requests.

first, until they run out of tokens. After that, the lower

priority queues are serviced next.

Enforcing end-to-end priority requires support from

all stages that see contention for resources. For incre-

mental deployment, IOFlow’s API allows the system to

tolerate layers that do not implement the control inter-

face by controlling the number of IO requests outstand-

ing in those layers. For example, in our implementation

IOFlow does not have control over requests once they

enter an SSD. The discovery component runs bench-

marks to measure the tradeoff between the token rate,

number of outstanding IO requests, and latency for the

device. As an example, to keep the SSD (Storage type A

in Table 3) 95% utilized, 90 outstanding requests could

be sufficient as shown in Figure 7 (other utilization-

latency tradeoff points could also be chosen). Thus,

IOFlow could control the token rate to maintain 90 re-

quests at the device and the rest in IOFlow’s data-plane

queues. Priority treatment can then be applied to those

data-plane queues.

4.2 Malware scanning middlebox

IOFlow allows runtime control over which IO requests

are routed through a specific processing middlebox. As

an example, we have implemented the malware scanning

control application which enforces policies like P3. The

intuition behind this control is that not all flows should

be (un)trusted equally. We have modified a standard

malware scanner kernel driver template [16] to operate

as an IOFlow stage. The default policy is to always scan

during an open, close and write operation.

The controller routes IO requests from un-

trusted VMs through the scanning stage using call

configureQueueRouting. Other requests are

routed around this stage. The scanning stage is an

optional stage and can reside at either hypervisor or

storage server. We verified the policies worked by

sending a mix of IOs from both trusted and untrusted

VMs, and observing which ones were scanned.
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4.3 Impact of controller failure

The control applications are designed so that transient

controller failures do not impact system correctness.

Failures can lead to temporary degraded performance

however. Each control application implements a con-

servative default policy in case the controller is unreach-

able. For example, when the controller is unreachable,

the performance control application requires that stages

put all new traffic for which queuing rules do not exist

into a best-effort queue, until the controller is available

again to specify their policy. The malware scanning ap-

plication’s default policy is to scan all traffic.

5 Implementation

We implemented IOFlow on a Windows-based IO stack.

We implemented two kernel drivers that intercept stor-

age IO traffic and each serves as an IOFlow stage: a

storage driver that resides on top of the SMBc driver,

and a storage driver below the SMBs driver (see Fig-

ure 1). Unmodified binaries and applications can make

use of IOFlow’s functionality. We rely on the Windows

storage IO and network IO stacks for supporting the in-

jection of our storage and network drivers.

We have also added similar control to other optional

stages along the IO path: a malware scanning device

driver (benefits described in §4.2); a driver on top of the

guest OS file system (NTFS) that allows for IO flow dif-

ferentiation within a VM; network drivers in the hyper-

visor that allow for control of VM-to-VM traffic.

Stage queue rules are stored as soft-state in each in-

terception driver. The size of the token bucket associ-

ated with each queue is configurable; we used a size of

token rate x 1 sec tokens for our experiments. To-

kens are replenished using a 10 ms timer. Each stage

communicates with the control service by passing mes-

sages to a user-level slave process on the local machine,

which then transmits the messages to the controller us-

ing RPCs over TCP. The default control interval for the

controller is 1 second. For queue routing, a stage’s next

hop can be any stage on that stage’s physical machine,

including stages in the kernel and user-level. Routing

to a next hop on a remote machine can be done by first

routing to user-level and then sending an RPC to the re-

mote machine’s user-level, however implementing this

feature is future work.

Our system assumes that users and machines are au-

thenticated. In the current system, Windows assigns

each VM a unique security descriptor (SID). The SID

is a variable length structure, part of the initial open

or create IO request. SIDs can also be assigned to

users, not just VMs. The optional driver in the guest

OS is able to differentiate traffic based on user SIDs.

Network Storage A Storage B Storage C

1 NIC/server 8 SSDs RAM 3 Disks

1.7 TB 384 GB 2.7 TB

40 Gbps 2.7 GB/s∗ 5 GB/s† 0.3 GB/s

(=5 GB/s) 140K IOs/s∗ 460K IOs/s† 1K IOs/s

Table 3: Baseline device characteristics. GB/s mea-

sured with 512 KB streaming read requests. IOs/s

measured with 4 KB random-access read requests.

(∗) The SSDs’ write throughput is 1.5 GB/s and

50K IOs/s. (†) RAM is accessed over the network.

Index Data Message Log

Read % 75% 61% 56% 1%

IO Sizes 4/64 KB 8 KB 4/64 KB 0.5/64 KB

Seq/rand Mixed Rand Rand Seq

# IOs 32M 158M 36M 54M

Table 4: Workload characteristics for 4 tenants, part

of a 2-day Hotmail IO trace. Seq/rand refer to se-

quential and random-access respectively. M=million.

When changes to the guest OS are acceptable, richer

user-based policies can thus be enabled.

Stages along the stack sometimes re-write this SID

in-place. For example, the hypervisor converts a VM’s

IO header SID into a hypervisor SID and passes that

to the storage server. Thus, the ability of the storage

server to identify which VM triggered the IO is normally

lost. To differentiate per-VM traffic at the storage server,

we have implemented a small modification in the SMBc

stage. Each time SMBc sees an open or create, it

sends an IOCTL with the VM’s SID as the payload to

the SMBs stage on the storage server. SMBs then caches

that SID as part of the file handle context.

The kernel drivers are written in C and are around

22 kLOC in total. The controller is written in C# and is

around 3 kLOC lines of code. Currently, we run the con-

trol service on just one of our 12 testbed servers. It can

be replicated for availability using standard techniques.

6 Evaluation

We evaluate IOFlow across two dimensions: i) its ability

to enforce e2e policies and ii) the performance and scal-

ability of the control and data plane mechanisms. The

evaluation is driven by IO traces of the Hotmail service

and the IoMeter file system benchmark [10].

Our testbed comprises 12 servers, each with 16 In-

tel Xeon 2.4 GHz E5-2665 cores and 384 GB of RAM.

Each server has a 40 Gbps RDMA-capable Mellanox

ConnectX-3 NIC with a full-duplex port, connected to a

Mellanox MSX1036B-1SFR switch. Hypervisors com-

municate with storage servers using the SMB 3.0 file
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Figure 8: 4 tenants using 120 VMs in total across 10 hypervisors with policies in Table 5. When IOFlow is dis-

abled tenant policies B are not met. With IOFlow enabled tenant policies are met (“actual” ≧ B). Furthermore,

extra capacity is assigned in proportion to the tenant minimum bandwidth.

server protocol over the SMB Direct RDMA transport.

In the link layer we use RDMA over converged ether-

net (RoCE). The servers run Windows Server 2012 R2

operating system with Hyper-V as the hypervisor.

Each server can act as either a hypervisor with up to

16 VMs on one hypervisor or as a storage server with

three types of configuration as seen in Table 3. Type A

uses 8 SSDs (Intel 520) in RAID-0, type B uses RAM

only (representative of a cached workload and used to

stress-test the system) and type C uses 3 disks (Seagate

Constallation 2) in RAID-0. When SSDs or disks are

used there is no data caching in RAM.

6.1 Policy enforcement

IOFlow enables all policies discussed in Section 2.1.

Here we show that IOFlow allows tenants with diverse

policies to co-exist. Our experiments are driven by a set

of I/O traces from the Hotmail service [26]. The traces

contain four distinct workloads with key characteristics

summarized in Table 4. The “Message” workload stores

email content in files; ‘Index” is a background mainte-

nance activity scheduled at night time in the data cen-

ter; the “Data” and “Log” workloads are database data

and transaction logs respectively. Metadata on emails is

stored on these databases.

Bandwidth policies. We first start by examining

whether IOFlow is able to enforce per-tenant minimum

bandwidth guarantees. We treat each of the four work-

loads as a tenant with its own policy. The exact poli-

cies are shown in Table 5. These are multi-point policies

combining policy P2 (minimum bandwidth guarantee)

and P5 (per-tenant bandwidth guarantee).

We use a total of 120 VMs spread over 10 hypervi-

sors and accessing a RAM-based share X . Each tenant

is assigned 30 VMs, spread equally over the 10 hypervi-

Tenant Policy

1. Index {V M1−30, X}→ Min 800 MB/s

2. Data {V M31−60, X}→ Min 800 MB/s

3. Message {V M61−90, X}→ Min 2500 MB/s

4. Log {V M91−120, X}→ Min 1500 MB/s

Table 5: E2E policies for four tenants accessing a

share X . IoMeter is parametrized with workload

characteristics from the Hotmail trace.

sor machines. In this experiment, each tenant’s VM uses

IoMeter parametrized to match the workload character-

istics of one of the Hotmail workloads in Table 4.3

Figure 8 shows cumulative results for the absolute

throughput achieved per tenant and in aggregate. The

experiment is separated across five phases, one every 60

seconds. In the first, IOFlow is not running; the min-

imum guarantee for three of the tenants is not met as

a result of Tenant 1 aggressively consuming system re-

sources. Aggressiveness is induced by setting the Tenant

1’s IoMeter outstanding requests to 32 per VM; the other

tenants use 8 per VM.

Enabling IOFlow at time t = 60secs ensures tenants

get the minimum bandwidth specified by their policy.

Since the overall capacity is higher than the sum of the

guarantees, each tenant receives extra capacity. Extra

capacity is assigned in proportion to the tenant mini-

mum bandwidth. At phases 3 (t = 120secs) and 4 (t =
180secs), tenants 1 and 2 become idle respectively. The

controller realizes that extra capacity is available and ap-

portions it across active tenants; again, extra capacity is

3The traces we obtained are open-loop and do not come close to

saturating the bandwidth of our system, hence for this experiment we

use closed-loop IoMeter. We will use trace replay of the real workloads

in the following experiments where we examine the co-existence of

bandwidth and priority policies.
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Tenant Policy

1. Message {V M1−4, Y}→ High priority

2. Index {V M5−8, Y}→ B=16 MB/s

Table 6: E2E policies for IO trace replay.
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Figure 9: “Message” latency CDFs. The mean

and 99th percentile with IOFlow are 4.3 ms and

13.5 ms respectively. Without IOFlow they are

926 ms and 11668 ms respectively. With dedicated

hardware they are 3.1 ms and 13 ms respectively.

shared proportionally to tenant guarantees.4 In phase 5

(t = 240secs), half of the VMs of each of the remaining

two tenants cease generating work. The controller ap-

portions the extra capacity to the other VMs within each

tenant. Overall, this example shows that IOFlow effi-

ciently enables multi-point policies, with the controller

able to dynamically re-allocate resources based on inter-

and intra-tenant work-conservation.

Bandwidth and priority policies. We now turn

our attention to workloads with different requirements,

namely throughput and latency. To this end, we use a

trace replayer to replay the “Message” together with the

“Index” workloads from the Hotmail trace on the SSD

store. “Message” is a latency sensitive workload, while

“Index” is a typical bandwidth-hungry background task.

Current practice usually has such workloads separated in

time. In our traces, “Index” was scheduled during night

time. Here, we will highlight how IOFlow enables such

workloads to co-exist.

We replay the “Index” workload in closed-loop fash-

ion ignoring the original timestamps. We believe that

this is a reasonable adjustment since maintenance activ-

ities are usually triggered by a script and require batch

processing. The goal is to complete the “Index” activ-

ity within 24 hours. This leads to its policy– a steady

4The slight reduction in throughput during phase 3 is due to the

change in workload; the overall read:write ratio changes and Tenant 2’s

workload (with smaller IO sizes) gets more of the system’s resources.

state guaranteed IO rate of around 16 MB/s as shown in

Table 6. The policy specified for the “Message” work-

load is high priority, enforced at both SMBc and SMBs

stages. Note that, in general, a workload with high prior-

ity could starve lower priority workloads. Since the con-

troller has global visibility, it can avert this problem by

specifying a bandwidth limit to the high priority work-

load. In our setup the “Message” workload has an av-

erage rate of 62 MB/s and the SSDs can support both

workloads’ rates so a bandwidth limit is not necessary.

To show worst-case performance, we choose a 10-

minute trace interval with the highest 99% arrival rate

for the “Message” workload. We load-balance the trace

replay into 4 VMs and 2 servers (2 VMs/server) for

the “Message” workload and 4 VMs and 2 servers (2

VMs/server) for the “Index” workload. Each VM uses a

distinct 127 GB VHD. All 8 VHD files are on the same

SSD-based share Y .

Figure 9 shows the results. The latency for the “Mes-

sage” workload suffers when IOFlow is disabled. In-

stead, when IOFlow is enabled, the latency is almost

identical as to when “Message” has dedicated resources.

This shows that IOFlow provides good workload isola-

tion. The “Index” tenant’s average bandwidth over the

10-min interval is 17 MB/s.

6.2 Performance and scalability

IOFlow introduces mechanisms both at the control and

data planes. This section measures the performance and

scalability along the data and control planes.

6.2.1 Data plane overheads

Programmable data plane queues allow for differentiated

traffic treatment and workload isolation. This section

quantifies their overheads. We vary the IO size with

IoMeter to span the range between 0.5 KB and 64 KB

and we examine the system throughput achieved. The

read:write ratio is kept at 1:1 and IoMeter uses random-

access requests. We use the same 120 VMs over 10 hy-

pervisors setup accessing a single storage server. Each

VM corresponds to one tenant in this case. The ten-

ant’s SLA is a guarantee for 1/120th of the network and

storage capacity. Requests flow through both SMBc and

SMBs stages, but policy enforcement (i.e., rate limiting)

is done at the hypervisors’ SMBc stages. We vary the

storage server configuration to use RAM, SSDs or Disks.

Figure 10 shows the results. For the RAM store, the

bottleneck shifts from being the server’s CPU for IO

sizes up to 16 KB to the network for larger IOs. The

worst-case reduction in average throughput between the

original system and IOFlow is 14%. For the SSD and

disk stores the bottleneck is always the storage device.

The worst-case reduction in average throughput was 9%
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Figure 10: Performance overheads of IOFlow when compared to unmodified storage stack. Error bars show

minimum and maximum values from 5 runs. Note that y-axis is different for each graph.
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Figure 11: Average flow creation latency. Error bars

show minimum and maximum values from 5 runs.

and 5% respectively. This reduction does not come from

any CPU overheads. Instead, it comes from a slight re-

duction in parallelism at the SSD or disk. This reduction

happens because with IOFlow the queues are drained

in a certain order. Without IOFlow the request mix is

sent directly to the device. Thus, the price to pay for

workload isolation is a slight drop in overall throughput.

Across all devices, the worst-case overhead in average

CPU consumption at the hypervisors is less than 5% (not

shown in Figure 10).

6.2.2 Control plane overheads

When a policy for an IO flow is specified, the controller

needs to configure stages along the flow’s paths. We start

by creating just one flow to measure its latency. Then we

ask the controller to create an increasing number of flows

to measure throughput. Intuitively, we expect through-

put to benefit from batching several flow creation opera-

tions into one operation to the stages. Each flow’s policy

is dynamic point-to-point, like P2. One hypervisor and

one storage server machine are used, with one SMBc

and one SMBs stage in each respectively.

Creating a flow involves the controller reading the

flow policy from a file on disk, then creating a new queue
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Figure 12: Memory and network overheads associ-

ated with creating flows and getting flow statistics.

at each stage, mapping IO headers to that queue and set-

ting the queue properties. Figure 11 presents the results.

Creating a single flow takes on average 88 ms (domi-

nated by the time to read the policy file). Batching flow

creations is beneficial until a batch size of 1000 flows,

beyond which batching does not help further. The peak

throughput observed (not shown in the graph) is 13000

flows created per second, using a batch size of 2500

flows. At that point, the CPUs of the storage server stage

SMBs are saturated. The controller itself is not a bottle-

neck and only 0.3% of its CPUs are utilized.

Figure 12 shows soft-state memory and network over-

heads at the controller and at one SMBs stage. As seen

from the Figure, the memory overhead is low (at most

17 MB at the controller and 10 MB for the combined

driver and slave at the server). The network overhead

includes updates from controller (creating queue rules

and configuring queue properties) and statistics the con-

troller collects from stages every control interval. When

creating 10000 flows the network overhead is 2 MB.

When querying them for statistics the network overhead

is around 0.4 MB/s.
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Figure 13: Convergence time for achieving target

rate when enforcing at SMBc or SMBs stages. Best

place to enforce is SMBc stage. Note that y-axis is in

IOs/sec and each IO is 0.5 KB in size.

Convergence time. We measure next the lag between

the time the controller changes a drain rate at the SMBc

stage and the time the target rate is achieved end-to-

end. To do so we use the 120 VMs across 10 hyper-

visors setup and the RAM store. The controller changes

the policy every minute to reduce the previously allo-

cated bandwidth by 81920 IOs/s. Figure 13 shows the

achieved rate in IOs/s. All rates converge to the target

ones in less than the control interval of 1 second.

6.2.3 Deciding where to enforce

The controller has global visibility and can choose

where to enforce a policy. One heuristic it uses is to

distribute the enforcement to minimize its performance

overhead. For example, enforcing a multi-point band-

width policy like P5 can be done either at the storage

server SMBs stage, or across all hypervisors’ SMBc

stages. Since the storage server is a single enforcement

point, enforcing there can lead to non-negligible over-

heads at very high rates. To measure this, we repeat the

convergence time experiment, this time enforcing at the

SMBs stage. Figure 13 shows the achieved rate in IOs/s.

At high IO rates, we observe a 20% drop between the

average target and achieved rates. The storage server’s

CPU is already saturated and adding the rate control pro-

cessing leads to this drop. Using the above heuristic

the controller is able to enforce at the SMBc stages and

avoid the performance overhead.

The controller may choose distributed enforcement

for reasons other than efficiency. Some policies, like P4

that offers high priority, are not amenable to single-stage

enforcement. Figure 14 shows that this policy is best en-

forced at two stages rather than one. The setup is as

follows: 8 identical VMs generate IOs from a single hy-

pervisor to the SSD store. Flow ID 1 is assigned a high
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Figure 14: Graph shows 95th percentile and average

number of outstanding IO requests on the SSD back-

end. Flow ID 1 is the high priority flow. S refers to

enforcement on the storage SMBs stage whereas C

refers to enforcement on the hypervisor SMBc stage.

priority. The other flows have the same low priority. We

expect a high priority flow to have the highest number of

requests outstanding in the SSD queue.

Each IoMeter uses 8 KB random-access reads and is-

sues 128 requests at a time (the 8 SSDs can process re-

quests in parallel hence the plotted numbers are usually

less than 128) over a period of 60 seconds. Each time an

IO arrives in the system, the number of outstanding IOs

at the SSD is logged and the 95th percentile is calculated

at the end of the 60 seconds.

The figure shows that enforcing the policy at the stor-

age server only can lead to head-of-line blocking at the

hypervisor, thus effectively negating the priority of the

flow. The controller enforces the policy by having both

stages apply priority treatment.5

7 Related work

The closest related work is on centralized control algo-

rithms and APIs in software-defined networking (SDN)

designs that decouple the data and control plane for net-

work devices (NICs, switches, routers) [5, 6, 12, 21, 24,

32]. SDN designs build upon data plane primitives that

have long been taken for granted in networks, such as

traffic classification based on source and destination ad-

dresses, forwarding tables and queues. OpenFlow [13]

extends and offers a standard interface to these primi-

tives. Analogously, we have built a similar set of pro-

grammable data plane primitives and a logically central-

ized control plane for the storage IO stack. This required

addressing challenges pertaining to storage.

5Note that in this simple scenario with one hypervisor, enforcing

priority at SMBc would suffice (not shown in the figure), but that does

not hold true when there are multiple hypervisor machines.
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This paper also proposes a simple graph-based API

exposed by the controller that we have used to build

control applications. This API could benefit from policy

languages, abstractions and compilers on top of current

SDN stacks [6, 17], with benefits such as formal reason-

ing and automatic policy conflict checking.

SEDA showed how an application can be built as a

series of stages with queues and controllers [30]. The fo-

cus there was on event and thread-driven ways to build

high performing systems. Similarly, Click [11] allows

software routers to be composed from modular elements.

We have a very different focus in enabling control for the

IO stack and the scope is a data center setting. Nonethe-

less these efforts resonate with our flexible queues and

control building blocks.

A key challenge we address in this paper is mapping

high-level IO identifiers to stage-specific IO identifiers

to classify traffic end-to-end. Recent related work by

Mesnier et al. [14] has applications label IO requests.

The label then propagates with the request from the file

system to a block device using the SCSI protocol. Oth-

ers have also used explicit labels for IO requests in dis-

tributed systems [23,27]. IOFlow does not require appli-

cations to label their IO or any system protocol changes

to support the extra label. However, it can make use of

such labels if they already exist and set per-stage queu-

ing rules based on them.

Tenant performance isolation is a key controller ap-

plication in this paper that illustrates the benefits of the

architecture. The isolation problem itself has been ex-

tensively studied and there are many customized solu-

tions in the context of several resources: for example, for

disks [9, 28], for multi-tenant network control [2, 3, 20],

for multi-tenant storage control [8, 25], for latency con-

trol in networks [1] and for multi-resource centralized

systems [7]. Distributed rate limiting has also been stud-

ied in the past [22]. In contrast to these proposals,

IOFlow offers a single framework for a wide range of

performance isolation policies. The presence of a con-

troller with global visibility and the programmable data-

plane stages allowed us to write simple centralized algo-

rithms to achieve the policies. As such, we believe that

other algorithms, such as recent ones by Shue et al. [25]

would equally benefit from our system’s support.

8 Conclusion

This paper presents IOFlow, an architecture that enables

end-to-end policies. It does so by decoupling the con-

trol of IO flows from the data plane and by introducing

programmable data plane queues that allow for flexible

service and routing properties. IOFlow extends SDN de-

signs, and allows IO control close to source and destina-

tion endpoints: the hypervisor and storage server in this

instance. This control allows for high-level policies ex-

pressed in terms of a four-tuple: {VMs, operations, files,

shares}. A key strength of the architecture is that it does

not require application or VM modifications. Through

two control applications, we show that IOFlow enables

useful policies that are hard to achieve today.
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Abstract

Transaction-based systems often rely on write-ahead log-
ging (WAL) algorithms designed to maximize perfor-
mance on disk-based storage. However, emerging fast,
byte-addressable, non-volatile memory (NVM) technolo-
gies (e.g., phase-change memories, spin-transfer torque
MRAMs, and the memristor) present very different perfor-
mance characteristics, so blithely applying existing algo-
rithms can lead to disappointing performance.

This paper presents a novel storage primitive, called
editable atomic writes (EAW), that enables sophisticated,
highly-optimized WAL schemes in fast NVM-based stor-
age systems. EAWs allow applications to safely access
and modify log contents rather than treating the log as an
append-only, write-only data structure, and we demonstrate
that this can make implementating complex transactions
simpler and more efficient. We use EAWs to build MARS, a
WAL scheme that provides the same as features ARIES [26]
(a widely-used WAL system for databases) but avoids mak-
ing disk-centric implementation decisions.

We have implemented EAWs and MARS in a next-
generation SSD to demonstrate that the overhead of EAWs
is minimal compared to normal writes, and that they pro-
vide large speedups for transactional updates to hash tables,
B+trees, and large graphs. In addition, MARS outperforms
ARIES by up to 3.7× while reducing software complexity.
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1 Introduction
Emerging fast non-volatile memory (NVM) technologies,
such as phase change memory, spin-torque transfer memory,
and the memristor promise to be orders of magnitude faster
than existing storage technologies (i.e., disks and flash).
Such a dramatic improvement shifts the balance between
storage, system bus, main memory, and CPU performance
and will force designers to rethink storage architectures to
maximize application performance by exploiting the speed
of these memories. Recent work focuses on optimizing read
and write performance in these systems [6, 7, 41]. But these
new memory technologies also enable new approaches to
ensuring data integrity in the face of failures.

File systems, databases, persistent object stores, and other
applications rely on strong consistency guarantees for per-
sistent data structures. Typically, these applications use
some form of transaction to move the data from one con-
sistent state to another. Most systems implement transac-
tions using software techniques such as write-ahead logging
(WAL) or shadow paging. These techniques use sophisti-
cated, disk-based optimizations to minimize the cost of syn-
chronous writes and leverage the sequential bandwidth of
disk. For example, WAL-based systems write data to a log
before updating the data in-place, but they typically delay
the in-place updates until they can be batched into larger se-
quential writes.

NVM technologies provide very different performance
characteristics, and exploiting them requires new ap-
proaches to providing transactional guarantees. NVM stor-
age arrays provide parallelism within individual chips, be-
tween chips attached to a memory controller, and across
memory controllers. In addition, the aggregate bandwidth
across the memory controllers in an NVM storage array will
outstrip the interconnect (e.g., PCIe) that connects it to the
host system.

This paper presents a novel WAL scheme, called Modified
ARIES Redesigned for SSDs (MARS), optimized for NVM-
based storage. The design of MARS reflects an examination
of ARIES [26], a popular WAL-based recovery algorithm
for databases, in the context of these new memories. MARS
provides the same high-level features for implementing effi-
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cient and robust transactions as ARIES, but without any of
the disk-based design decisions ARIES incorporates.

To support MARS, we designed a novel multi-part atomic
write primitive, called editable atomic writes (EAW). An
EAW consists of a set of redo log entries, one per object
to be modified, that the application can freely update mul-
tiple times in-place in the log prior to commit. Once com-
mitted, the SSD hardware copies the final values from the
log to their target locations, and the copy is guaranteed to
succeed even in the presence of power or host system fail-
ures. EAWs make implementing ARIES-style transactions
simpler and faster, giving rise to MARS. EAWs are also a
useful building block for other applications that must pro-
vide strong consistency guarantees.

The EAW interface supports atomic writes to multiple
portions of the storage array without alignment or size re-
strictions, and the hardware shoulders the burden for log-
ging and copying data to enforce atomicity. This interface
safely exposes the logs to the application and allows it to
manage the log space directly, providing the flexibility that
sophisticated WAL schemes like MARS require. In con-
trast, recent work on atomic write support for flash-based
SSDs [29, 30] hides the logging in the flash translation layer
(FTL). Consequently, ARIES-style logging schemes must
write data to both a software-accessible log and to its final
destination, resulting in higher bandwidth consumption and
lower performance.

We implemented EAWs in a prototype PCIe-based stor-
age array [6]. Microbenchmarks show that they reduce
latency by 2.9× compared to using normal synchronous
writes to implement a traditional WAL protocol, and EAWs
increase effective bandwidth by between 2.0 and 3.8× by
eliminating logging overheads. Compared to non-atomic
writes, EAWs reduce effective bandwidth just 1-8% and in-
crease latency by just 30%.

We use EAWs to implement MARS, to implement sim-
ple on-disk persistent data structures, and to modify Mem-
cacheDB [10], a persistent version of memcached. MARS
improves performance by 3.7× relative to our baseline ver-
sion of ARIES. EAWs speed up our ACID key-value stores
based on a hash table and a B+tree by 1.5× and 1.4×, re-
spectively, relative to a software-based version, and EAWs
improve performance for a simple online scale-free graph
query benchmark by 1.3×. Furthermore, performance for
EAW-based versions of these data structures is only 15%
slower than non-transactional versions. For MemcacheDB,
replacing Berkeley DB with an EAW-based key-value store
improves performance by up to 3.8×.

The remainder of this paper is organized as follows. In
Section 2, we describe the memory technologies and storage
system that our work targets. Section 3 examines ARIES
in the context of fast NVM-based storage and describes
EAWs and MARS. Section 4 describes our implementation
of EAWs in hardware. Section 5 evaluates EAWs and their
impact on the performance of MARS and other persistent

data structures. Section 6 places this work in the context of
prior work on support for transactional storage. In Section 7,
we discuss the limitations of our approach and some areas
for future work. Section 8 summarizes our contributions.

2 Storage technology
Fast NVMs will catalyze changes in the organization of stor-
age arrays and in how applications and the OS access and
manage storage. This section describes the architecture of
the storage system that our work targets and the memory
technologies it uses. Section 4 describes our implementa-
tion in more detail.

Fast non-volatile memories such as phase-change mem-
ories (PCM) [3], spin-transfer torque [15] memories, and
the memristor differ fundamentally from conventional disks
and from the flash-based SSDs that are beginning to replace
them. The most important features of NVMs are their per-
formance (relative to disk and flash) and their simpler inter-
face (relative to flash).

Predictions by industry [19] and academia [3, 15] suggest
that NVMs will have bandwidth and latency characteristics
similar to DRAM. This means they will be between 500 and
1500× faster than flash and 50,000× faster than disk. In
addition, technologies such as PCM will have a significant
density and cost-per-bit advantage (estimated 2 to 4×) over
DRAM [3, 33].

These device characteristics require storage architectures
with topologies and interconnects capable of exploiting their
low latency and high bandwidth.

Modern high-end SSDs often attach to the host via PCIe,
and this approach will work well for fast NVMs too. PCIe
bandwidth is scalable and many high end processors have
nearly as much PCIe bandwidth as main memory band-
width. PCIe also offers scalable capacity since any num-
ber and type of memory channels (and memory controllers)
can sit behind a PCIe endpoint. This makes a PCIe-attached
architecture a natural candidate for capacity-intensive appli-
cations like databases, graph analytics, or caching. Mul-
tiple hosts can also connect to a single device over PCIe,
allowing for increased availability if one host fails. Finally,
the appearance of NVMExpress [27]-based SSDs (e.g., In-
tel’s Chatham NVMe drive [11]) signals that PCIe-attached
SSDs are a likely target design for fast NVMs in the near
term.

A consequence of PCIe SSDs’ scalable capacity is that
their internal memory bandwidth will often exceed their
PCIe bandwidth (e.g., 8:1 ratio in our prototype SSD). Un-
like flash memory where many chips can hang off a single
bus, the low latency of fast NVMs requires minimal loading
on data buses connecting chips and memory controllers. As
a result, large capacity devices must spread storage across
many memory channels. This presents an opportunity to ex-
ploit this surfeit of internal bandwidth by offloading tasks to
the storage device.

Alternately, fast NVMs can attach directly to the proces-
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sor’s memory bus, providing the lowest latency path to stor-
age and a simple, memory-like interface. However, reduced
latency comes at a cost of reduced capacity and availability
since the pin, power, and signaling constraints of a com-
puter’s memory channels will limit capacity and fail-over
will be impossible.

In this work, we focus on PCIe-attached storage archi-
tectures. Our baseline storage array is the Moneta-Direct
SSD [6, 7], which spreads 64 GB of DRAM across eight
memory controllers connected via a high-bandwidth ring.
Each memory controller provides 4 GB/s of bandwidth for
a total internal bandwidth of 32 GB/s. An 8-lane PCIe 1.1
interface provides a 2 GB/s full-duplex connection (4 GB/s
total) to the host system. The prototype runs at 250 MHz on
a BEE3 FPGA prototyping system [2].

The Moneta storage array emulates advanced non-volatile
memories using DRAM and modified memory controllers
that insert delays to model longer read and write latencies.
We model phase-change memory (PCM) in this work and
use the latencies from [23] (48 ns and 150 ns for reads and
writes, respectively, to the memory array inside the memory
chips). The techniques we describe would also work in STT-
MRAM or memristor-based systems.

Unlike flash, PCM (as well as other NVMs) does not re-
quire a separate erase operation to clear data before a write.
This makes in-place updates possible and, therefore, elim-
inates the complicated flash translation layer that manages
a map between logical storage addresses and physical flash
storage locations to provide the illusion of in-place updates.
PCM still requires wear-leveling and error correction, but
fast hardware solutions exist for both of these [31, 32, 35].
Moneta uses start-gap wear leveling [31]. With fast, in-
place updates, Moneta is able to provide low-latency, high-
bandwidth access to storage that is limited only by the PCIe
interconnect between the host and the device.

3 Complex Transaction Support in
Fast SSDs

The design of ARIES and other data management systems
(e.g., journaling file systems) relies critically on the atom-
icity, durability, and performance properties of the underly-
ing storage hardware. Data management systems combine
these properties with locking protocols, rules governing the
order of updates, and other invariants to provide application-
level transactional guarantees. As a result, the semantics and
performance characteristics of the storage hardware play a
key role in determining the implementation complexity and
overall performance of the complete system.

We have designed a novel multi-part atomic write prim-
itive, called editable atomic writes (EAW), that supports
complex logging protocols like ARIES-style write-ahead
logging. In particular, EAWs make it easy to support
transaction isolation in a scalable way while aggressively
leveraging the performance of next-generation, non-volatile

memories. This feature is missing from existing atomic
write interfaces [29, 30] designed to accelerate simpler
transaction models (e.g., file metadata updates in journaling
file systems) on flash-based SSDs.

This section describes EAWs, presents our analysis of
ARIES and the assumptions it makes about disk-based stor-
age, and describes MARS, our reengineered version of
ARIES that uses EAWs to simplify transaction processing
and improve performance.

3.1 Editable atomic writes
The performance characteristics of disks and, more recently,
SSDs have deeply influenced most WAL schemes. Since se-
quential writes are much faster than random writes, WAL
schemes maintain their logs as append-only sets of records,
avoiding long-latency seeks on disks and write amplifica-
tion in flash-based SSDs. However, for fast NVMs, there is
little performance difference between random and sequen-
tial writes, so the advantages of an append-only log are less
clear.

In fact, append- and write-only logs add complexity
because systems must construct and maintain in-memory
copies that reflect the operations recorded in the log. For
large database transactions the in-memory copies can ex-
ceed available memory, forcing the database to spill this
data onto disk. Consequently, the system may have three
copies of the data at one time: one in the log, the spilled
copy, and the data itself. However, if the log data resides in
a fast NVM storage system, spilling is not necessary – the
updated version of the data resides in the log and the sys-
tem reads or updates it without interfering with other writes
to the log. Realizing this capability requires a new flexi-
ble logging primitive which we call editable atomic writes
(EAW).

EAWs use write-ahead redo logs to combine multiple
writes to arbitrary storage locations into a single atomic op-
eration. EAWs make it easy for applications to provide iso-
lation between transactions by keeping the updates in a log
until the atomic operation commits and exposing that log to
the application so that a transaction can see its own updates
and freely update that data multiple times prior to commit.
EAWs are simple to use and strike a balance between imple-
mentation complexity and functionality while allowing our
SSD to leverage the performance of fast NVMs.

EAWs require the application to allocate space for the log
(e.g., by creating a log file) and to specify where the redo
log entry for each write will reside. This avoids the need
to statically allocate space for log storage and ensures that
the application knows where the log entry resides so it can
modify it as needed.

The implementation of EAWs is spread across the storage
device hardware and system software. Hardware support in
the SSD is responsible for logging and copying data to guar-
antee atomicity. Applications use the EAW library interface
to perform common IO operations by communicating di-
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Command Description
LogWrite(TID, file, offset, data, len, logfile, logoffset) Record a write to the log at the specified log offset.

After commit, copy the data to the offset in the file.
Commit(TID) Commit a transaction.
AtomicWrite(TID, file, offset, data, len, logfile, logoffset) Create and commit a transaction containing a

single write.
NestedTopAction(TID, logfile, logoffset) Commit a nested top action by applying the log

from a specified starting point to the end.
Abort(TID) Cancel the transaction entirely, or perform a
PartialAbort(TID, logfile, logoffset) partial rollback to a specified point in the log.

Table 1: EAW commands. These commands perform multi-part atomic updates to the storage array and help support
user-level transactions.

rectly with hardware, but storage management policy deci-
sions still reside in the kernel and file system.

Below, we describe how an application initiates an EAW,
commits it, and manages log storage in the device. We also
discuss how the EAW interface makes transactions robust
and efficient by supporting partial rollbacks and nested top
actions. Then, we outline how EAWs help simplify and
accelerate ARIES-style transactions. In Sections 4 and 5
we show that the hardware required to implement EAWs is
modest and that it can deliver large performance gains.

Creating transactions Applications execute EAWs us-
ing the commands in Table 1. Each application access-
ing the storage device has a private set of 64 transaction
IDs (TIDs)1, and the application is responsible for track-
ing which TIDs are in use. TIDs can be in one of three
states: FREE (the TID is not in use), PENDING (the trans-
action is underway), or COMMITTED (the transaction has
committed). TIDs move from COMMITTED to FREE when
the storage system notifies the host that the transaction is
complete.

To create a new transaction with TID, T , the application
passes T to LogWrite along with information that spec-
ifies the data to write, the ultimate target location for the
write (i.e., a file descriptor and offset), and the location for
the log data (i.e., a log file descriptor and offset). This opera-
tion copies the write data to the log file but does not modify
the target file. After the first LogWrite, the state of the
transaction changes from FREE to PENDING. Additional
calls to LogWrite add new writes to the transaction.

The writes in a transaction are not visible to other trans-
actions until after commit. However, a transaction can read
its own data prior to commit by explicitly reading from the
locations in the log containing that data. After an initial
LogWrite to a storage location, a transaction may update
that data again before commit by issuing a (non-logging)

1This is not a fundamental limitation but rather an implementation de-
tail of our prototype. Supporting more concurrent transactions increases
resource demands in the FPGA implementation. A custom ASIC imple-
mentation (quickly becoming commonplace in high-end SSDs) could eas-
ily support 100s of concurrent transactions.

write to the corresponding log location.

Committing transactions The application commits the
transaction with Commit(T ). In response, the storage ar-
ray assigns the transaction a commit sequence number that
determines the commit order of this transaction relative to
others. It then atomically applies the LogWrites by copy-
ing the data from the log to their target locations.

When the Commit command completes, the transaction
has logically committed, and the transaction moves to the
COMMITTED state. If a system failure should occur after
a transaction logically commits but before the system fin-
ishes writing the data back, then the SSD will replay the log
during recovery to roll the changes forward.

When log application completes, the TID returns to FREE
and the hardware notifies the application that the transaction
finished successfully. At this point, it is safe to read the
updated data from its target locations and reuse the TID.

Robust and efficient execution The EAW interface pro-
vides four other commands designed to make transactions
robust and efficient through finer-grained control over their
execution. The AtomicWrite command creates and com-
mits a single atomic write operation, saving one IO opera-
tion for singleton transactions. The NestedTopAction
command is similar to Commit but instead applies the log
from a specified offset up through the tail and allows the
transaction to continue afterwards. This is useful for opera-
tions that should commit independent of whether or not the
transaction commits (e.g., extending a file or splitting a page
in a B-tree), and it is critical to database performance under
high concurrency.

Consider an insert of a key into a B-tree where a page
split must occur to make room for the key. Other concurrent
insert operations might either cause an abort or be aborted
themselves, leading to repeatedly starting and aborting a
page split. With a NestedTopAction, the page split oc-
curs once and the new page is immediately available to other
transactions.

The Abort command aborts a transaction, releasing
all resources associated with it, allowing the application
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Feature Benefits
Flexible storage Supports varying length data
management
Fine-grained locking High concurrency
Partial rollbacks via Robust and efficient
savepoints transactions
Operation logging High concurrency lock modes
Recovery Simple and robust recovery
independence

Table 2: ARIES features. Regardless of the storage tech-
nology, ARIES must provide these features to the rest of
the system.

to resolve conflicts and ensure forward progress. The
PartialAbort command truncates the log at a specified
location, or savepoint [16], to support partial rollback. Par-
tial rollbacks are a useful feature for handling database in-
tegrity constraint violations and resolving deadlocks [26].
They minimize the number of repeated writes a transaction
must perform when it encounters a conflict and must restart.

Storing the log The system stores the log in a pair of ordi-
nary files in the storage device: a log file and a log metadata
file. The log file holds the data for the log. The application
creates the log file just like any other file and is responsi-
ble for allocating parts of it to LogWrite operations. The
application can access and modify its contents at any time.

The log metadata file contains information about the tar-
get location and log data location for each LogWrite. The
contents of the log metadata file are privileged, since it con-
tains raw storage addresses rather than file descriptors and
offsets. Raw addresses are necessary during crash recov-
ery when file descriptors are meaningless and the file sys-
tem may be unavailable (e.g., if the file system itself uses
the EAW interface). A system daemon, called the metadata
handler, “installs” log metadata files on behalf of applica-
tions and marks them as unreadable and immutable from
software. Section 4 describes the structure of the log meta-
data file in more detail.

Conventional storage systems must allocate space for logs
as well, but they often use separate disks to improve perfor-
mance. Our system relies on the log being internal to the
storage device, since our performance gains stem from uti-
lizing the internal bandwidth of the storage array’s indepen-
dent memory banks.

3.2 Deconstructing ARIES
The ARIES [26] framework for write-ahead logging and
recovery has influenced the design of many commercial
databases and acts as a key building block in providing fast,
flexible, and efficient ACID transactions. Our goal is to
build a WAL scheme that provides all of ARIES’ features
but without the disk-centric design decisions.

At a high level, ARIES operates as follows. Before mod-
ifying an object (e.g., a row of a table) in storage, ARIES

records the changes in a persistent log. To make recovery ro-
bust and to allow disk-based optimizations, ARIES records
both the old version (undo) and new version (redo) of the
data. ARIES can only update the data in-place after the log
reaches storage. On restart after a crash, ARIES brings the
system back to the exact state it was in before the crash by
applying the redo log. Then, ARIES reverts the effects of
any uncommitted transactions active at the time of the crash
by applying the undo log, thus bringing the system back to
a consistent state.

ARIES has two primary goals: First, it aims to provide
a rich interface for executing scalable, ACID transactions.
Second, it aims to maximize performance on disk-based
storage systems.

ARIES achieves the first goal by providing several im-
portant features to higher-level software (e.g., the rest of the
database), listed in Table 2, that make it useful to a variety
of applications. For example, ARIES offers flexible stor-
age management by supporting objects of varying length.
It also allows transactions to scale with the amount of free
disk storage space rather than with available main memory.
Features like operation logging and fine-grained locking im-
prove concurrency. Recovery independence makes it possi-
ble to recover portions of the database even when there are
errors. Independent of the underlying storage technology,
ARIES must export these features to the rest of the database.

To achieve high performance on disk-based systems,
ARIES incorporates a set of design decisions (Table 3) that
exploit the properties of disk: ARIES optimizes for long, se-
quential accesses and avoids short, random accesses when-
ever possible. These design decisions are a poor fit for fast
NVMs that provide fast random access, abundant internal
bandwidth, and ample parallelism. Below, we describe the
design decisions ARIES makes that optimize for disk and
how they limit the performance of ARIES on an NVM-
based storage device.

No-force In ARIES, the system writes log entries to the
log (a sequential write) before it updates the object itself (a
random write). To keep random writes off the critical path,
ARIES uses a no-force policy that writes updated pages
back to disk lazily after commit. In fast NVM-based stor-
age, random writes are no more expensive than sequential
writes, so the value of no-force is much lower.

Steal ARIES uses a steal policy to allow the buffer man-
ager to “page out” uncommitted, dirty pages to disk dur-
ing transaction execution. This lets the buffer manager sup-
port transactions larger than the buffer pool, group writes to-
gether to take advantage of sequential disk bandwidth, and
avoid data races on pages shared by overlapping transac-
tions. However, stealing requires undo logging so the sys-
tem can roll back the uncommitted changes if the transaction
aborts.

As a result, ARIES writes both an undo log and a redo
log to disk in addition to eventually writing back the data in
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Design option Advantage for disk Implementation Alternative for MARS
No-force Eliminate synchronous Flush redo log entries Force in hardware

random writes to storage on commit at memory controllers
Steal Reclaim buffer space Write undo log entries before Hardware does in-place updates

Eliminate random writes writing back dirty pages Log always holds latest copy
Avoid false conflicts

Pages Simplify recovery and ARIES performs updates on pages Hardware uses pages
buffer management Page writes are atomic Software operates on objects

Log Sequence Simplify recovery ARIES orders updates to Hardware enforces ordering
Numbers (LSNs) Enable high-level features storage using LSNs with commit sequence numbers

Table 3: ARIES design decisions. ARIES relies on a set disk-centric optimizations to maximize performance on disk-
based storage. However, these optimizations are a poor fit for fast NVM-based storage, and we present alternatives to
them in MARS.

place. This means that, roughly speaking, writing one logi-
cal byte to the database requires writing three bytes to stor-
age. For disks, this is a reasonable tradeoff because it avoids
placing random disk accesses on the critical path and gives
the buffer manager enormous flexibility in scheduling the
random disk accesses that must occur. For fast NVMs, how-
ever, random and sequential access performance are nearly
identical, so this trade-off needs to be re-examined.

Pages and Log Sequence Numbers (LSNs) ARIES uses
disk pages as the basic unit of data management and recov-
ery and uses the atomicity of page writes as a foundation
for larger atomic writes. This reflects the inherently block-
oriented interface that disks provide. ARIES also embeds
a log sequence number (LSN) in each page to establish an
ordering on updates and determine how to reapply them dur-
ing recovery.

As recent work [37] highlights, pages and LSNs com-
plicate several aspects of database design. Pages make it
difficult to manage objects that span multiple pages or are
smaller than a single page. Generating globally unique
LSNs limits concurrency and embedding LSNs in pages
complicates reading and writing objects that span multiple
pages. LSNs also effectively prohibit simultaneously writ-
ing multiple log entries.

Advanced NVM-based storage arrays that implement
EAWs can avoid these problems. The hardware motivation
for page-based management does not exist for fast NVMs,
so EAWs expose a byte-addressable interface with a much
more flexible notion of atomicity. Instead of an append-
only log, EAWs provide a log that can be read and written
throughout the life of a transaction. This means that undo
logging is unnecessary because data will never be written
back in-place before a transaction commits. Also, EAWs
implement ordering and recovery in the storage array itself,
eliminating the need for application-visible LSNs.

3.3 Building MARS
MARS is an alternative to ARIES that implements the
same features but reconsiders ARIES’ design decisions in

the context of fast NVMs and EAW operations. Like
ARIES, MARS plays the role of the logging component of
a database storage manager such as Shore [5, 20].

MARS differs from ARIES in three key ways. First,
MARS relies on the storage device, via EAW operations,
to apply the redo log at commit time. Second, MARS elim-
inates the undo log that ARIES uses to implement its page
stealing mechanism but retains the benefits of stealing by re-
lying on the editable nature of EAWs. Third, MARS aban-
dons the notion of transactional pages and instead operates
directly on objects while relying on the hardware to guaran-
tee ordering.

MARS uses LogWrite operations for transactional up-
dates to objects (e.g., rows of a table) in the database. This
provides several advantages. Since LogWrite does not
update the data in-place, the changes are not visible to
other transactions until commit. This makes it easy for the
database to implement isolation. MARS also uses Commit
to efficiently apply the log.

This change means that MARS “forces” updates to stor-
age on commit, unlike the no-force policy traditionally used
by ARIES. Commit executes entirely within the SSD, so it
can utilize the full internal memory bandwidth of the SSD
(32 GB/s in our prototype) to apply the commits and avoid
consuming IO interconnect bandwidth and CPU resources.

When a large transaction cannot fit in memory, ARIES
can safely page out uncommitted data to the database tables
because it maintains an undo log. MARS has no undo log
but must still be able to page out uncommitted state. In-
stead of writing uncommitted data to disk at its target loca-
tion, MARS writes the uncommitted data directly to the redo
log entry corresponding to the LogWrite for that location.
When the system issues a Commit for the transaction, the
SSD will write the updated data into place.

By making the redo log editable, the database can use
the log to hold uncommitted state and update it as needed.
In MARS, this is critical in supporting robust and complex
transactions. Transactions may need to update the same data
multiple times and they should see their own updates prior to
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commit. This is a behavior we observed in common work-
loads such as the OLTP TPC-C benchmark.

Finally, MARS operates on arbitrary-sized objects di-
rectly rather than on pages and avoids using LSNs by relying
on the commit ordering that EAWs provide.

Combining these optimizations eliminates the disk-
centric overheads that ARIES incurs and exploits the per-
formance of fast NVMs. MARS eliminates the data transfer
overhead in ARIES: MARS sends one byte over the stor-
age interconnect for each logical byte the application writes
to the database. MARS also leverages the bandwidth of
the NVMs inside the SSD to improve commit performance.
Section 5 quantifies these advantages in detail.

Through EAWs, MARS provides many of the features
that ARIES exports to higher-level software while reducing
software complexity. MARS supports flexible storage man-
agement and fine-grained locking with minimal overhead
by using EAWs. They provide an interface to directly up-
date arbitrary-sized objects, thereby eliminating pages and
LSNs.

The EAW interface and hardware supports partial roll-
backs via savepoints by truncating the log to a user-specified
point, and MARS needs partial rollbacks to recover from
database integrity constraint violations and maximize per-
formance under heavy conflicts. The hardware also supports
nested top actions by committing a portion of the log within
a transaction before it completes execution. This enables
high concurrency updates of data structures such as B-trees.

MARS does not currently support operation logging with
EAWs. Unless the hardware supports arbitrary opera-
tions on stored data, the play back of a logged operation
must trigger a callback to software. It is not clear if this
would provide a performance advantage over our hardware-
accelerated value logging, and we leave it as a topic for fu-
ture work. MARS provides recovery independence through
a flexible recovery algorithm that can recover select areas
of memory by replaying only the corresponding log entries
and bypassing those pertaining to failed memory cells.

4 Implementation
In this section, we present the details of the implementa-
tion of the EAW interface MARS relies on. This includes
how applications issue commands to the array, how software
makes logging flexible and efficient, and how the hardware
implements a distributed scheme for redo logging, commit,
and recovery. We also discuss testing the system.

4.1 Software support
To make logging transparent and flexible, we leverage the
existing software stack of the Moneta-Direct SSD by ex-
tending the user-space driver to implement the EAW API.
In addition, we utilize the XFS [38] file system to manage
the logs, making them accessible through an interface that
lets the user control the layout of the log in storage.

User-space driver The Moneta-Direct SSD provides a

highly-optimized (and unconventional) interface for access-
ing data [7]. It provides a user-space driver that allows each
application to communicate directly with the array via a pri-
vate set of control registers, a private DMA buffer, and a
private set of 64 tags that identify in-flight operations. To
enforce file protection, the user-space driver works with the
kernel and the file system to download extent and permis-
sion data into the SSD, which then checks that each access
is legal. As a result, accesses to file data do not involve
the kernel at all in the common case. Modifications to file
metadata still go through the kernel. The user-space inter-
face lets our SSD perform IO operations very quickly: 4 kB
reads and writes execute in ∼7 µs. Our system uses this
user-space interface to issue LogWrite, Commit, Abort,
AtomicWrite, and other requests to the storage array.

Storing logs in the file system Our system stores the log
and metadata files that EAWs require in the file system.

The log file contains redo data as part of a transaction
from the application. The user creates a log file and can ex-
tend or truncate the file as needed, based on the application’s
log space requirements, using normal file IO.

The metadata file records information about each update
including the target location for the redo data upon transac-
tion commit. The metadata file is analogous to a file’s inode
in that it acts as a log’s index into the storage array. A trusted
process called the metadata handler creates and manages a
metadata file on the application’s behalf.

The system protects the metadata file from modification
by an application. If a user could manipulate the metadata,
the log space could become corrupted and unrecoverable.
Even worse, the user might direct the hardware to update
arbitrary storage locations, circumventing the protection of
the OS and file system.

To take advantage of the parallelism and internal band-
width of the SSD, the user-space driver ensures the data
offset and log offset for LogWrite and AtomicWrite
requests target the same memory controller in the storage
array. We make this guarantee by allocating space in ex-
tents aligned to and in multiples of the SSD’s 64 kB stripe
width. With XFS, we achieve this by setting the stripe unit
parameter with mkfs.xfs.

4.2 Hardware support
The implementation of EAWs divides functionality between
two types of hardware components. The first is a logging
module, called the logger, that resides at each of Moneta’s
eight memory controllers and handles logging for the local
controller (the gray boxes to the right of the dashed line in
Figure 1). The second is a set of modifications to the central
controller (the gray boxes to the left of the dashed line in
Figure 1) that orchestrates operations across the eight log-
gers. Below, we describe the layout of the log and the com-
ponents and protocols the system uses to coordinate logging,
commit, and recovery.
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Figure 1: SSD controller architecture. To support EAWs, our we added hardware support (gray boxes) to an existing
prototype SSD. The main controller (to the left of the dotted line) manages transaction IDs and uses a scoreboard
to track the status of in-flight transactions. Eight loggers perform distributed logging, commit, and recovery at each
memory controller.
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Figure 2: Example log layout at a logger. Each logger maintains a log for up to 64 TIDs. The log is a linked list of
metadata entries with a transaction table entry pointing to the head of the list. The transaction table entry maintains
the state of the transaction and the metadata entries contain information about each LogWrite request. Each link in
the list describes the actions for a LogWrite that will occur at commit.
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Logger Each logger module independently performs log-
ging, commit, and recovery operations and handles accesses
to the 8 GB of NVM storage at the memory controller. Fig-
ure 2 shows how each logger independently maintains a per-
TID log as a collection of three types of entries: transaction
table entries, metadata entries, and log file entries.

The system reserves a small portion (2 kB) of the stor-
age at each memory controller for a transaction table, which
stores the state for 64 TIDs. Each transaction table entry in-
cludes the status of the transaction, a sequence number, and
the address of the head metadata entry in the log.

When the metadata handler installs a metadata file, the
hardware divides it into fixed-size metadata entries. Each
metadata entry contains information about a log file entry
and the address of the next metadata entry for the same
transaction. The log file entry contains the redo data that
the logger will write back when the transaction commits.

The log for a particular TID at a logger is a linked list
of metadata entries with the transaction table entry pointing
to the head of the list. The complete log for a given TID
(across the entire storage device) is simply the union of each
logger’s log for that TID.

Figure 2 illustrates the state for three TIDs (15, 24, and
37) at one logger. In this example, the application has per-
formed three LogWrite requests for TID 15. For each re-
quest, the logger allocated a metadata entry, copied the data
to a location in the log file, recorded the request information
in the metadata entry, and then appended the metadata en-
try to the log. The TID is still in a PENDING state until the
application issues a Commit or Abort request.

The application sends an Abort request for TID 24. The
logger then deallocates all assigned metadata entries and
clears the transaction status returning it to the FREE state.

When the application issues a Commit request for TID
37, the logger waits for all outstanding writes to the log file
to complete and then marks the transaction as COMMITTED.

After the loggers transition to the COMMITTED state, the
central controller (see below) directs each logger to apply
their respective log. To apply the log, the logger reads each
metadata entry in the log linked list, copying the redo data
from the log file entry to its destination address. During
log application, the logger suspends other read and write
operations to the storage it manages to make the updates
atomic. At the end of log application, the logger deallocates
the transaction’s metadata entries and returns the TID to the
FREE state.

The central controller A single transaction may require
the coordinate efforts of one or more loggers. The central
controller (the left hand portion of Figure 1) coordinates the
concurrent execution of the EAW commands and log recov-
ery commands across the loggers.

Three hardware components work together to implement
transactional operations. First, the TID manager maps vir-
tual TIDs from application requests to physical TIDs and as-
signs each transaction a commit sequence number. Second,

the transaction scoreboard tracks the state of each transac-
tion and enforces ordering constraints during commit and
recovery. Finally, the transaction status table exports a set
of memory-mapped IO registers that the host system interro-
gates during interrupt handling to identify completed trans-
actions.

To perform a LogWrite the central controller breaks up
requests along stripe boundaries, sends local LogWrites to
the affected loggers, and awaits their completion. To maxi-
mize performance, our system allows multiple LogWrites
from the same transaction to be in-flight at once. If the
LogWrites are to disjoint areas of the log, then they will
behave as expected. However, if they overlap, the results
are unpredictable because parts of two requests may arrive
at loggers in different orders. The application is responsi-
ble for ensuring that LogWrites do not conflict by issuing
a barrier or waiting for the completion of an outstanding
LogWrite.

The central controller implements a two-phase commit
protocol. The first phase begins when the central controller
receives a Commit command from the host. It increments
the global transaction sequence number and broadcasts a
commit command with the sequence number to the loggers
that received LogWrites for that transaction. The log-
gers respond as soon as they have completed any outstand-
ing LogWrite operations and have marked the transaction
COMMITTED. The central controller moves to the second
phase after it receives all the responses. It signals the log-
gers to begin applying the log and simultaneously notifies
the application that the transaction has committed. Notify-
ing the application before the loggers have finished applying
the logs hides part of the log application latency and allows
the application to release locks sooner so other transactions
may read or write the data. This is safe since only a memory
failure (e.g., a failing NVM memory chip) can prevent log
application from eventually completing and the log applica-
tion is guaranteed to complete before subsequent operations.
In the case of a memory failure, we assume that the entire
storage device has failed and the data it contains is lost (see
Section 4.3).

Implementation complexity Adding support for atomic
writes to the baseline system required only a modest in-
crease in complexity and hardware resources. The Verilog
implementation of the logger required 1372 lines, excluding
blank lines and comments. The changes to the central con-
troller are harder to quantify, but were small relative to the
existing central controller code base.

4.3 Recovery
Our system coordinates recovery operations in the ker-
nel driver rather than in hardware to minimize complexity.
There are two problems it needs to solve: First, some log-
gers may have marked a transaction as COMMITTED while
others have not, meaning that the data was only partially
written to the log. In this case, the transaction must abort.
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Figure 3: Latency breakdown for 512 B atomic writes. Performing atomic writes without hardware support (top)
requires three IO operations and all the attendant overheads. Using LogWrite and Commit reduces the overhead
and AtomicWrite reduces it further by eliminating another IO operation. The latency cost of using AtomicWrite
compared to normal writes is very small.

Second, the system must apply the transactions in the cor-
rect order (as given by their commit sequence numbers).

On boot, the driver scans the transaction tables of each
logger to assemble a complete picture of transaction state
across all the controllers. Each transaction either completed
the first phase of commit and rolls forward or it failed and
gets canceled. The driver identifies the TIDs and sequence
numbers for the transactions that all loggers have marked
as COMMITTED and sorts them by sequence number. The
kernel then issues a kernel-only WriteBack command for
each of these TIDs that triggers log replay at each logger.
Finally, it issues Abort commands for all the other TIDs.
Once this is complete, the array is in a consistent state, and
the driver makes the array available for normal use.

4.4 Testing and verification
To verify the atomicity and durability of our EAW imple-
mentation, we added hardware support to emulate system
failure and performed failure and recovery testing. This
presents a challenge since the DRAM our prototype uses
is volatile. To overcome this problem, we added support
to force a reset of the system, which immediately suspends
system activity. During system reset, we keep the memory
controllers active to send refresh commands to the DRAM
in order to emulate non-volatility. We assume the system
includes capacitors to complete memory operations that the
memory chips are in the midst of performing, just as many
commercial SSDs do. To test recovery, we send a reset from
the host while running a test, reboot the host system, and run
our recovery protocol. Then, we run an application-specific
consistency check to verify that no partial writes are visible.

We used two workloads during testing. The first work-
load consists of 16 threads each repeatedly performing an
AtomicWrite to its own 8 kB region. Each write consists

of a repeated sequence number that increments with each
write. To check consistency, the application reads each of
the 16 regions and verifies that they contain only a single
sequence number and that that sequence number equals the
last committed value. In the second workload, 16 threads
continuously insert and delete nodes from our B+tree. After
reset, reboot, and recovery, the application runs a consis-
tency check of the B+tree.

We ran the workloads over a period of a few days, inter-
rupting them periodically. The consistency checks for both
workloads passed after every reset and recovery.

5 Results
This section measures the performance of EAWs and eval-
uates their impact on MARS as well as other applications
that require strong consistency guarantees. We first evalu-
ate our system through microbenchmarks that measure the
basic performance characteristics. Then, we present results
for MARS relative to a traditional ARIES implementation,
highlighting the benefits of EAWs for databases. Finally, we
show results for three persistent data structures and Mem-
cacheDB [10], a persistent key-value store for web applica-
tions.

5.1 Latency and bandwidth
EAWs eliminate the overhead of multiple writes that sys-
tems traditionally use to provide atomic, consistent updates
to storage. Figure 3 measures that overhead for each stage
of a 512 B atomic write. The figure shows the overheads
for a traditional implementation that uses multiple syn-
chronous non-atomic writes (“SoftAtomic”), an implemen-
tation that uses LogWrite followed by a Commit (“Log-
Write+Commit”), and one that uses AtomicWrite. As
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a reference, we include the latency breakdown for a single
non-atomic write as well. For SoftAtomic we buffer writes
in memory, flush the writes to a log, write a commit record,
and then write the data in place. We used a modified version
of XDD [40] to collect the data.

The figure shows the transitions between hardware and
software and two different latencies for each operation. The
first is the commit latency between command initiation and
when the application learns that the transaction logically
commits (marked with “C”). For applications this is the
critical latency, since it corresponds to the write logically
completing. The second latency, the write back latency is
from command initiation to the completion of the write back
(marked with “WB”). At this point, the system has finished
updating data in place and the TID becomes available for
use again.

The largest source of latency reduction (accounting for
41.4%) comes from reducing the number of DMA trans-
fers from three for SoftAtomic to one for the others (Log-
Write+Commit takes two IO operations, but the Commit
does not need a DMA). Using AtomicWrite to eliminate
the separate Commit operation reduces latency by an addi-
tional 41.8%.

Figure 4 plots the effective bandwidth (i.e., excluding
writes to the log) for atomic writes ranging in size from
512 B to 512 kB. Our scheme increases throughput by be-
tween 2 and 3.8× relative to SoftAtomic. The data also
show the benefits of AtomicWrite for small requests:
transactions smaller than 4 kB achieve 92% of the band-
width of normal writes in the baseline system.

Figure 5 shows the source of the bandwidth performance
improvement for EAWs. It plots the total bytes read or writ-
ten across all the memory controllers internally. For normal
writes, internal and external bandwidth are the same. Soft-
Atomic achieves the same internal bandwidth because it sat-
urates the PCIe bus, but roughly half of that bandwidth goes
to writing the log. LogWrite+Commit and AtomicWrite
consume much more internal bandwidth (up to 5 GB/s), al-
lowing them to saturate the PCIe link with useful data and to
confine logging operations to the storage device where they
can leverage the internal memory controller bandwidth.

5.2 MARS Evaluation
This section evaluates the benefits of MARS compared to
ARIES. For this experiment, our benchmark transactionally
swaps objects (pages) in a large database-style table.

The baseline implementation of ARIES follows the de-
scription in [26] very closely and runs on the Moneta-Direct
SSD. It performs the undo and redo logging required for
steal and no-force and includes a checkpoint thread that
manages a pool of dirty pages, flushing pages to the stor-
age array as the pool fills.

Figure 6 shows the speedup of MARS compared to
ARIES for between 1 and 16 threads running a simple mi-
crobenchmark. Each thread selects two aligned blocks of
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Figure 6: Comparison of MARS and ARIES. Design-
ing MARS to take advantage of fast NVMs allows it to
scale better and achieve better overall performance than
ARIES.

data between 4 and 16 kB (x-axis) at random and swaps
their contents using a MARS or ARIES-style transaction.
For small transactions, where logging overheads are largest,
our system outperforms ARIES by as much as 3.7×. For
larger objects, the gains are smaller—3.1× for 16 kB objects
and 3× for 64 kB. In these cases, ARIES makes better use
of the available PCIe bandwidth, compensating for some of
the overhead due to additional log writes and write backs.
MARS scales better than ARIES: speedup monotonically
increases with additional threads for all object sizes while
the performance of ARIES declines for 8 or more threads.

5.3 Persistent data structure performance
We also evaluate the impact of EAWs on several light-
weight persistent data structures designed to take advantage
of our user space driver and transactional hardware support:
a hash table, a B+tree, and a large scale-free graph that sup-
ports “six degrees of separation” queries.

The hash table implements a transactional key-value
store. It resolves collisions using separate chaining, and
it uses per-bucket locks to handle updates from concurrent
threads. Typically, a transaction requires only a single write
to a key-value pair. But, in some cases an update requires
modifying multiple key-value pairs in a bucket’s chain. The
footprint of the hash table is 32 GB, and we use 25 B keys
and 1024 B values. Each thread in the workload repeatedly
picks a key at random within a specified range and either
inserts or removes the key-value pair depending on whether
or not the key is already present.

The B+tree also implements a 32 GB transactional key-
value store. It caches the index, made up of 8 kB nodes, in
memory for quick retrieval. To support a high degree of con-
currency, it uses Bayer and Scholnick’s algorithm [1] based
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Figure 4: Transaction throughput. By moving the log
processing into the storage device, our system is able to
achieve transaction throughput nearly equal to normal,
non-atomic write throughput.
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Figure 5: Internal bandwidth. Hardware support for
atomic writes allows our system to exploit the internal
bandwidth of the storage array for logging and devote
the PCIe link bandwidth to transferring useful data.

on node safety and lock coupling. The B+tree is a good
case study for EAWs because transactions can be complex:
An insertion or deletion may cause splitting or merging of
nodes throughout the height of the tree. Each thread in this
workload repeatedly inserts or deletes a key-value pair at
random.

Six Degrees operates on a large, scale-free graph repre-
senting a social network. It alternately searches for six-edge
paths between two queried nodes and modifies the graph by
inserting or removing an edge. We use a 32 GB footprint
for the undirected graph and store it in adjacency list format.
Rather than storing a linked list of edges for each node, we
use a linked list of edge pages, where each page contains up
to 256 edges. This allows us to read many edges in a single
request to the storage array. Each transactional update to the
graph acquires locks on a pair of nodes and modifies each
node’s linked list of edges.

Figure 7 shows the performance for three implementa-
tions of each workload running with between 1 and 16
threads. The first implementation, “Unsafe,” does not pro-
vide any durability or atomicity guarantees and represents
an upper limit on performance. For all three workloads,
adding ACID guarantees in software reduces performance
by between 28 and 46% compared to Unsafe. For the B+tree
and hash table, EAWs sacrifice just 13% of the performance
of the unsafe versions on average. Six Degrees, on the
other hand, sees a 21% performance drop with EAWs be-
cause its transactions are longer and modify multiple nodes.
Using EAWs also improves scaling slightly. For instance,
the EAW version of HashTable closely tracks the perfor-
mance improvements of the Unsafe version, with only an
11% slowdown at 16 threads while the SoftAtomic version
is 46% slower.

5.4 MemcacheDB performance
To understand the impact of EAWs at the application level,
we integrated our hash table into MemcacheDB [10], a per-

sistent version of Memcached [25], the popular key-value
store. The original Memcached uses a large hash table
to store a read-only cache of objects in memory. Mem-
cacheDB supports safe updates by using Berkeley DB to
make the key-value store persistent. In this experiment, we
run Berkeley DB on Moneta under XFS to make a fair com-
parison with the EAW-based version. MemcacheDB uses a
client-server architecture, and we run both the clients and
server on a single machine.

Figure 8 compares the performance of MemcacheDB us-
ing our EAW-based hash table as the key-value store to ver-
sions that use volatile DRAM, a Berkeley DB database (la-
beled “BDB”), an in-storage key-value store without atom-
icity guarantees (“Unsafe”), and a SoftAtomic version. For
eight threads, our system is 41% slower than DRAM and
15% slower than the Unsafe version. Besides the perfor-
mance gap, DRAM scales better than EAWs with thread
count. These differences are due to the disparity between
memory and PCIe bandwidth and to the lack of synchronous
writes for durability in the DRAM version.

Our system is 1.7× faster than the SoftAtomic implemen-
tation and 3.8× faster than BDB. Note that BDB provides
many advanced features that add overhead but that Mem-
cacheDB does not need and our implementation does not
provide. Beyond eight threads, performance degrades be-
cause MemcacheDB uses a single lock for updates.

6 Related Work
Atomicity and durability are critical to storage system
design, and designers have explored many different ap-
proaches to providing these guarantees. These include ap-
proaches targeting disks, flash-based SSDs, and non-volatile
main memories (i.e., NVMs attached directly to the proces-
sor) using software, specialized hardware, or a combination
of the two. We describe existing systems in this area and
highlight the differences between them and the system we
describe in this work.
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Six Degrees workloads for Unsafe, EAW, and SoftAtomic versions as we scale the number of threads.
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Figure 8: MemcacheDB performance. Adding hardware
support for atomicity increases performance by 1.7× for
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formance of an unsafe version that provides no durabil-
ity.

6.1 Disk-based systems
Most disk-oriented systems provide atomicity and durability
via software with minimal hardware support. ARIES [26]
uses WAL to provide these guarantees and other features
while optimizing for the sequential performance of disk. It
is ubiquitous in storage and database systems today.

Recent work on segment-based recovery [37] revisits the
design of WAL for ARIES with the goal of providing ef-
ficient support for application-level objects. By removing
LSNs on pages, segment-based recovery enables zero-copy
IO for large objects and request reordering for small objects.
Our system can take advantage of the same optimizations
because the hardware manages logs without LSNs and with-
out modifying the format or layout of objects.

Stasis [36] uses write-ahead logging to support build-
ing persistent data structures. Stasis provides full ACID
semantics and concurrency for building high-performance
data structures such as hash tables and B-trees. It would
be possible to port Stasis to use EAWs, but achieving good
performance would require significant change to its internal
organization.

EAWs provide atomicity and durability at the device level
where hardware can enforce them efficiently. The Logical
Disk [14] provides a similar interface with atomic recov-

ery units (ARUs) [17], which are an abstraction for failure
atomicity for multiple disk writes. Like our system, this ab-
straction does not guarantee that transactions can execute
concurrently and produce correct results. The application
must implement concurrency control (e.g., two-phase lock-
ing). Unlike our system, ARUs do not provide durability,
but they do provide isolation.

File systems including WAFL [18] and ZFS [28] use
shadow paging to perform atomic updates. Recent work
on a byte-addressable persistent file system (BPFS) [13] ex-
tends shadow paging to support fine-grained atomic writes
to non-volatile main memory. Shadow paging can be ad-
vantageous because it requires writing the data only once
and then updating a pointer at commit. However, it is not
without cost: data must be organized in a tree and updates
often require duplicating portions of the tree. In contrast,
EAWs require writing the new data twice but the second
write is performed by the hardware so the cost is largely
hidden. The hardware does in-place updates which makes
data management in software much simpler.

Researchers have provided hardware-supported atomic-
ity for disks. Mime [9] is a high-performance storage ar-
chitecture that uses shadow copies for this purpose. Mime
offers sync and barrier operations to support ACID seman-
tics in higher-level software. Like our system, Mime is im-
plemented in the storage controller, but otherwise it is very
different. To optimize for disks, Mime is designed to avoid
synchronous writes by doing copy-on-write updates to a log.
It maintains a block map and additional metadata to keep
track of the resulting versions of updated data.

6.2 Flash-based SSDs
Flash-based SSDs offer improved performance relative to
disk, making latency overheads of software-based systems
more noticeable. They also include complex controllers and
firmware that use remapping tables to provide wear-leveling
and to manage flash’s idiosyncrasies. The controller pro-
vides a natural opportunity to provide atomicity and dura-
bility guarantees, and several groups have done so.

Transactional Flash (TxFlash) [30] extends a flash-based
SSD to implement atomic writes in the SSD controller.
TxFlash leverages flash’s fast random write performance
and the copy-on-write architecture of the FTL to perform
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atomic updates to multiple, whole pages. The commit pro-
tocol relies on a specific feature of flash: It uses per-page
metadata to create a linked list of records that form a cycle
when commit completes. In contrast, fast NVMs are byte-
addressable and SSDs based on these technologies can effi-
ciently support in-place updates. Consequently, our system
logs and commits requests differently and the hardware can
handle arbitrarily sized and aligned requests.

Recent work from FusionIO [29] proposes an atomic-
write interface in a commercial flash-based SSD. Their sys-
tem uses a log-based mapping layer in the drive’s FTL, and
it requires that all the writes in one transaction be contigu-
ous in the log. This prevents them from supporting multiple,
simultaneous transactions.

6.3 Non-volatile main memory
The fast NVMs that our system targets are also candidates
for replacements for DRAM, potentially increasing storage
performance dramatically. Using non-volatile main memory
as storage also requires atomicity guarantees, and several
groups explored options in this space.

Recoverable Virtual Memory (RVM) [34] provides per-
sistence and atomicity for regions of virtual memory. It
buffers transaction pages in memory and flushes them to
disk on commit. RVM only requires redo logging because
uncommitted changes are never written early to disk, but
RVM also implements an in-memory undo log that is used to
quickly revert the contents of buffered pages without reread-
ing them from disk when a transaction aborts. Rio Vista [24]
builds on RVM but uses battery-backed DRAM to make
stores to memory persistent, eliminating the redo log en-
tirely. Both RVM and Rio Vista are limited to transactions
that can fit in main memory, while MARS supports trans-
actions that scale with the capacity of the storage device.
MARS could be coupled with demand paging to serve as
the underlying mechanism for the transactions over regions
of virtual memory that these systems provide.

More recently, Mnemosyne [39] and NV-heaps [12] pro-
vide transactional support for building persistent data struc-
tures in byte-addressable NVMs attached to the memory
bus. Both systems map storage directly into the applica-
tion’s address space, making it accessible by normal load
and store instructions. These systems focus on program-
ming support for NVMs while our work provides a lower-
level interface for a storage architecture that supports trans-
actions more efficiently.

7 Discussion
EAWs and MARS are a starting point for thinking about
how to leverage the performance of fast NVMs while pro-
viding the features that applications require. They also raise
several questions that lay the foundation for future work in
this area.

MARS currently only supports a database that can fit in
the storage of a single machine. But MARS, and EAWs

more generally, could be useful for distributed databases and
persistent data structures that span many machines because
these systems must make guarantees about the persistence
of local data. EAWs could accelerate transaction commit on
individual nodes and two-phase commit on multiple nodes.
It would also be possible to extend EAWs to a network-
enabled version of Moneta [8].

MARS does not obviate the need for replication for appli-
cations that require high reliability and availability. Repli-
cating data across multiple arrays of fast NVMs is chal-
lenging because network latency can dominate storage la-
tency. However, because MARS improves the performance
of atomic operations on individual machines, it could ben-
efit the state machine replication approach for fault toler-
ance [21]. A system such as the Chubby lock service [4]
stores each shared object as an entry in a database on each
replica. It also maintains a log on each replica to track and
execute the Paxos algorithm [22]. MARS could be used to
implement both the local database and the log.

To maximize performance, we focus on implementing re-
dundancy within the SSD itself in the form of error correct-
ing SEC-DED codes that allow memories to tolerate some
errors. If an application requires higher levels of resilience,
RAID or other techniques may be necessary and they may
necessitate a different implementation of EAWs.

8 Conclusion
Existing transaction mechanisms such as ARIES were de-
signed to exploit the characteristics of disk, making them
a poor fit for storage arrays of fast, non-volatile memories.
We presented a redesign of ARIES, called MARS, that pro-
vides the same set of features to the application but uti-
lizes a novel multi-part atomic write operation, called ed-
itable atomic writes (EAW), that takes advantage of the par-
allelism and performance in fast NVM-based storage. We
demonstrated MARS and EAWs in our prototype storage
array. Compared to transactions implemented in software,
our system increases effective bandwidth by up to 3.8× and
decreases latency by 2.9×. Across a range of persistent data
structures, EAWs improve operation throughput by an aver-
age of 1.4×. When applied to MARS, EAWs yield a 3.7×
performance improvement relative to a baseline implemen-
tation of ARIES.
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Abstract
Recovering from attacks in an interconnected system is
difficult, because an adversary that gains access to one
part of the system may propagate to many others, and
tracking down and recovering from such an attack re-
quires significant manual effort. Web services are an
important example of an interconnected system, as they
are increasingly using protocols such as OAuth and REST
APIs to integrate with one another. This paper presents
Aire, an intrusion recovery system for such web services.
Aire addresses several challenges, such as propagating
repair across services when some servers may be unavail-
able, and providing appropriate consistency guarantees
when not all servers have been repaired yet. Experimen-
tal results show that Aire can recover from four realistic
attacks, including one modeled after a recent Facebook
OAuth vulnerability; that porting existing applications
to Aire requires little effort; and that Aire imposes a 19–
30% CPU overhead and 6–9 KB/request storage cost for
Askbot, an existing web application.

1 Introduction
In an interconnected system, such as today’s web services,
attacks that compromise one component may be able to
spread to other parts of the system, making it difficult
to recover from an intrusion. For example, consider a
small company that relies on a customer management
web service (such as Salesforce) and an employee man-
agement web service (such as Workday) to conduct busi-
ness, and uses a centralized access control web service
to manage permissions across all of its services. The
servers of these web services interact with each other on
the company’s behalf, to synchronize permissions, update
customer records, and so on. If an attacker exploits a bug
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in the access control service, she could give herself write
access to the employee management service, use these
new-found privileges to make unauthorized changes to
employee data, and corrupt other services. Manually re-
covering from such an intrusion requires significant effort
to track down what services were affected by the attack
and what changes were made by the attacker.

Many web services interact with one another using pro-
tocols such as OAuth [3], REST, or other APIs [12, 14,
22, 23], and several recent vulnerabilities in real web ser-
vices [9–11, 13, 20] could be used to launch attacks like
the one just described. For example, a recent Facebook
OAuth vulnerability [9] allowed an attacker to obtain a
fully privileged OAuth token for any user, as long as the
user mistakenly followed a link supplied by the attacker;
the attacker could have used this token to corrupt the
user’s Facebook data. If other applications accessed that
user’s data on Facebook, the attack would have spread
even further. So far, we do not know of serious attacks
that have exploited such vulnerabilities, perhaps because
interconnected web services are relatively new. However,
we believe that it is only a matter of time until attacks on
interconnected web services emerge.

This paper takes the first steps toward automating re-
covery from such attacks. We identify the challenges
that must be addressed to make recovery practical, and
present the design and implementation of Aire, a system
for recovering from intrusions in a large class of loosely
coupled web services, such as Facebook, Google Docs,
Dropbox, and Amazon S3.

Aire works as follows. Each web service that wishes
to support recovery runs Aire on its servers. During nor-
mal operation, Aire logs information about the service’s
execution, as well as requests received from and sent to
other services, thus tracking dependencies across services.
When an administrator of a service learns of a compro-
mise, he invokes Aire on the service, and asks Aire to
cancel the attacker’s request. Aire repairs the local state
of the service using selective re-execution [7, 15], and
propagates repair to other web services that may have
been affected, so they can recover in turn, until all af-
fected services are repaired. In addition to recovering
from attacks, Aire can similarly help recover from user or
administrator mistakes.
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Aire’s contribution over past work [7, 16] is in address-
ing three main challenges faced by intrusion recovery
across web services:

Decentralized, asynchronous repair (§3). One possi-
ble design for a recovery system is to have a central repair
coordinator that repairs all the services affected by an
attack. However, this raises two issues. First, web ser-
vices do not have a strict hierarchy of trust and so there is
no single system that can be trusted to orchestrate repair
across multiple services. Second, during repair, some
services affected by an attack may be down, unreachable,
or otherwise unavailable. Waiting for all services to be
online in order to perform repair would be impractical and
might unnecessarily delay recovery in services that are
already online. Worse yet, an adversary might purposely
add her own server to the list of services affected by an
attack, in order to prevent timely recovery.

Aire solves these issues with two ideas. First, to avoid
services having to trust a central repair coordinator, Aire
performs decentralized repair: Aire defines a repair pro-
tocol that allows services to invoke repair on their past
requests to other services, as well as their past responses
to requests from other services. Second, to repair services
after an intrusion without waiting for unavailable services,
Aire performs asynchronous repair: a service repairs its
local state as soon as it is asked to perform a repair, and
if any past requests or responses are affected, it queues a
repair message for other services, which can be processed
when those services become available.

While Aire’s repair infrastructure takes care of many
issues raised by intrusion recovery, there are two remain-
ing challenges that require application-specific changes
to support repair:

Repair access control (§4). Repair operations them-
selves can be a security vulnerability, and an application
must ensure that Aire’s repair protocol does not give at-
tackers new ways to subvert a web service. To this end,
Aire provides an interface for applications to specify ac-
cess control policies for every repair invocation.

Reasoning about partially repaired states (§5). With
Aire’s asynchronous repair, some services affected by
an attack could be already repaired, while others might
not have received or processed their repair messages yet.
Such a partially repaired state could appear inconsistent
to clients or other services, and lead to unexpected ap-
plication behavior. To help developers handle partially
repaired states in their applications, we propose the fol-
lowing contract: repair should be indistinguishable from
concurrent requests issued by some client on the present
state of the system. This contract largely reduces the prob-
lem of dealing with partially repaired states to the existing

problem of dealing with concurrent clients, which many
web application developers already have to reason about.

To evaluate Aire’s design, we implemented a prototype
of Aire for Django-based web applications. We ported
three existing web applications to Aire: an open-source
clone of StackOverflow called Askbot [1], a Pastebin-like
application called Dpaste, and a Django-based OAuth
service. We also developed our own shared spreadsheet
application. In all cases, Aire required minimal changes
to the application source code.

As there are no known attacks that propagate through
interconnected web services in the wild, we construct
four realistic intrusions that involve the above web ap-
plications, including a scenario inspired by the recent
Facebook OAuth vulnerability, and demonstrate that Aire
can recover from them. We also show that Aire can re-
cover a subset of services from attack even when others
are unavailable. Porting an application to Aire required
changing under 100 lines of server-side code for the ap-
plications mentioned above. Supporting partial repair can
require changing the API of a service; the most common
example that we found is adding branches to a versioning
API. Finally, we show that Aire’s performance costs are
moderate, amounting to a 19–30% CPU overhead and
6–9 KB/request storage cost in the case of Askbot.

2 Overview
Aire’s goal is to undo the effects of an unwanted operation
(specified by some user or administrator) that propagated
through Aire-enabled services, which means producing a
state that is consistent with the attack never having taken
place. Aire expects that the user or administrator will
pinpoint the unwanted operation (e.g., the initial intrusion
into the system) to initiate recovery. In practice, the user
or administrator will probably use some combination of
auditing, intrusion detection, and analysis [17, 18] to find
the initial intrusion point.

Aire assumes that each service exposes an API which
defines a set of operations that can be performed on it,
and that services and clients interact only via these oper-
ations; they cannot directly access each other’s internal
state. This model is commonplace in today’s web ser-
vices, such as Amazon S3, Facebook, Google Docs, and
Dropbox. Under this model, an attack is an API opera-
tion that exploits a vulnerability or misconfiguration in a
service and causes undesirable changes to the service’s
state. These state changes can propagate to other services,
either as a result of this service invoking operations on
other services or vice-versa. Aire aims to undo both the
initial changes to the service state, as well as any changes
propagated to other services.

On each individual service, Aire repairs the local state
in a manner similar to the Warp intrusion recovery sys-
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tem [7], by rolling back the database state affected by the
attack and re-executing past requests to the service that
were affected by the attack. If during local repair Aire
determines that requests or responses to other services
might have been affected, Aire asynchronously sends re-
pair messages to those services. Each repair message
specifies which request or response was affected by re-
pair, and includes a corrected version of the request or
response. When a service receives a repair message, Aire
initiates local recovery, after checking permissions for
the repair message. Once repair messages propagate to
all affected services, the attack’s effects will be removed
from the entire system. However, even before repair mes-
sages propagate everywhere, applications that are already
online can repair their local state.

With API-level repair, Aire can recover from attacks
that exploit misconfigurations of a service or vulnerabili-
ties in a service’s code, and from accidental user mistakes.
This includes several scenarios, such as the ones described
in §1, but does not include attacks on the OS kernel or the
Aire runtime itself.

In the rest of this section we review Warp and present
Aire’s system architecture and assumptions.

2.1 Review of Warp

Aire’s recovery of a service’s local state is inspired by
Warp [7]. This section provides a brief summary of
Warp’s design, and its rollback-redo approach to recovery,
as it relates to Aire. Much as in Aire, an administrator of
a Warp system initiates recovery by specifying an attack
request to undo.

During normal execution of a web application, Warp
builds up a repair log that will be used to recover from
attacks. In particular, Warp records HTTP requests and
their responses, and database queries issued by each re-
quest and their results. Warp also maintains a versioned
database that stores all updates to every database row.

Given the above recorded information, Warp recovers
from an attack as follows. First, Warp rolls back the
database rows modified by the attack request to the re-
quest’s original execution time. Second, Warp uses its
logs to identify database queries that might have read the
rows affected by the attack, or queries that might have
modified the rows that have been rolled back, and re-
executes the corresponding requests (except for the attack
request, which is skipped). For each re-executed request,
Warp rolls back the database rows accessed by that request
to the time of the request’s original execution, and applies
the same algorithm to find other requests that might have
been indirectly affected. This algorithm finishes after it
has re-executed all requests affected by the attack, thereby
reverting all of the attack’s effects.

Web service A

Original 
web service

Repair log

Repair
controller

Versioned
database

Web service B

Web service C

Replay of 
web service

Original 
web service

Repair
controller

Request
tagging

Logging

Original 
web service

Repair
controller

Figure 1: Overview of Aire’s design. Components introduced or
modified by Aire are shaded. Circles indicate places where Aire
intercepts requests from the original web service. Not shown are
the detailed components for services B and C.

2.2 Aire architecture
Figure 1 provides an overview of Aire’s overall design.
Every web service that supports repair through Aire runs
an Aire repair controller, whose design is inspired by
Warp [7]. The repair controller maintains a repair log dur-
ing normal operation by intercepting the original service’s
requests, responses, and database accesses. The repair
controller also performs repair operations as requested by
users, administrators, or other web services, by rolling
back affected state and re-executing affected requests.

In order to be able to repair interactions between ser-
vices, Aire intercepts all HTTP requests and responses
to and from the local system. Repairing requests or re-
sponses later on requires being able to name them; to
this end, Aire assigns an identifier to every request and
response, and includes that identifier in an HTTP header.
The remote system, if it is running Aire, records this iden-
tifier for future use if it needs to repair the corresponding
request or response.

During repair, if Aire determines that the local system
sent an incorrect request or response to another service,
it computes the correct request or response, and sends
it along with the corresponding ID to the other service.
Aire’s repair messages are implemented as just another
API on top of HTTP (with one special case, when a server
needs to get in touch with a past client). Aire supports
four kinds of operations in its repair API. The two most
common repair operations involve replacing either a re-
quest or response with a different payload. Two other
operations arise when Aire determines that the local ser-
vice should never have issued a request in the first place,
or that it should have issued a request while none was
originally performed; in these cases, Aire asks the remote
service to either cancel a past request altogether, or to
create a new request.
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Command and parameters Description

replace (request_id, new_request) Replaces past request with new data
delete (request_id) Deletes past request
create (request_data, before_id, after_id) Executes new request in the past
replace_response (response_id, new_response) Replaces past response with new data

Table 1: The repair protocol between Aire servers.

When repairing a request, Aire updates its repair log
and versioned database, just like it does during normal
operation, so that a future repair can perform recovery on
an already repaired request. This is important because
asynchronous repair can cause a request to be repaired
several times as repair propagates through all the affected
services.

Aire must control who can issue repair operations, to
ensure that clients or other web services cannot make
unauthorized changes via the repair interface. Aire dele-
gates this access control decision to the original service,
as access control policies can be service-specific: for
example, a service might require a stronger form of au-
thentication (e.g., Google’s two-step authentication) when
a client issues a repair operation than when it issues a nor-
mal operation; or a platform such as Facebook might
block repair requests from a third-party application if the
application is attempting to modify the profile of a user
that has since uninstalled that application.

In some cases, appropriate credentials for issuing a re-
pair operation on another web service may be unavailable.
For example, Aire on a service A may need to repair a
request it previously issued on behalf of a specific user
to a remote service B; however, if A no longer has the
user’s credentials to B, it cannot invoke repair on B. Aire
treats this situation as if service B is not available, and
queues the repair on A for later. Once the user logs in
to A and provides credentials for B, A can use the user’s
credentials to propagate repair.

2.3 Assumptions
To perform repair, Aire makes several assumptions.

First, Aire assumes that each service’s web software
stack is in the trusted computing base. This includes the
OS, the language runtime, the database server, and the
application framework (such as Rails or Django) that the
service operates on. Aire cannot recover from an attack
that compromises these system components.

Second, Aire’s repair propagation assumes that the ser-
vices and clients affected by an attack are running Aire.
If some client or service does not run Aire, then Aire will
not be able to repair the effects of the attack on that client
or service (and any other clients and services to which the
attack spread from there). If a service cannot propagate
repair to another machine, Aire notifies the service’s ad-
ministrator of the repair that cannot be propagated, so that

the administrator can take remedial action (e.g., manual
recovery).

As a corollary, Aire assumes that attacks do not propa-
gate through Web browsers, as our current Aire prototype
does not support browser clients, and hence cannot track
or repair from attacks that spread through users’ browsers.
It may be possible to add repair for browsers in a manner
similar to Warp’s shadow browser [7].

Finally, Aire assumes that each service has an appro-
priate access control policy that denies access to unau-
thorized clients requesting repair, and that each service
and its clients support partially repaired states. If the for-
mer assumption does not hold, attackers would be able
to use repair to make unauthorized changes to a service.
If the latter assumption is broken, clients may behave
incorrectly due to inconsistencies between services.

3 Distributed repair
The next three sections delve into the details of Aire’s
design. This section describes Aire’s asynchronous repair
protocol, §4 focuses on permission checking for repair
messages between services, and §5 discusses how applica-
tions can handle partially repaired states that arise during
asynchronous repair.

3.1 Repair protocol
Each Aire-enabled web service exports a repair interface
that its clients (including other Aire-enabled web services)
can use to initiate repair on it. Aire’s repair interface is
summarized in Table 1.

Aire’s repair begins when some client (either a user
or administrator, or another web service) determines that
there was a problem with a past request, or that it incor-
rectly missed issuing a past request. The client initiates
repair on the corresponding service by using the replace
or delete operations to fix the past request, or by using
the create operation to create a new request in the past.
Sometimes, a past response of a service is incorrect, in
which case the service initiates repair on the correspond-
ing client using the replace_response operation. We
now describe these operations in more detail.

Repairing previous requests. The simplest operation
is replace, which allows a client to indicate that a past re-
quest (named by its request_id) was incorrect, and should
be replaced with new_request instead. The new request
contains the corrected version of the arguments that were
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originally provided to the original request, including the
URL, HTTP headers, query parameters, etc. When Aire’s
controller performs a replace operation, it repairs the
local state to be as if the newly supplied request happened
instead of the original request. If other requests or re-
sponses turn out to be affected by this repair, Aire queues
appropriate repair API calls for other services.

The delete operation is similar to replace, but it
is used when a client determines that it should not have
issued some request at all. In this case, delete instructs
the Aire repair controller to eliminate all side-effects of
the request named by request_id.

Creating new requests. Sometimes, repair requires
adding a new request “in the past.” For example, if an
administrator forgot to remove a user from an access con-
trol list when he should have been removed, one way to
recover from this mistake is to add a new request at the
right time in the past to remove the user from the access
control list. The create call allows for this scenario.

One challenge with create is in specifying the time at
which the request should execute. Different web services
do not share a global timeline, so the client cannot specify
a single timestamp that is meaningful to both the client
and the service. Instead, the client specifies the time for
the newly created request relative to other messages it
exchanged with the service in the past. To do this, the
client first identifies the local timestamp at which it wishes
the created request to execute; then it identifies its last
request before this timestamp and the first request after
this timestamp that it exchanged with the service, and
instructs the service to run the created request at a time
between these two requests. The before_id and after_id
parameters to the create call name these two requests.

The above scheme is not complete: it allows the client
to specify the order of the new request with respect to
past requests the client exchanged with the service exe-
cuting the new request, but it does not allow the client
to specify ordering with respect to arbitrary messages
in the system. More general ordering constraints would
require services to exchange large vector timestamps or
dependency chains, which could be costly. As we have
not yet found a need for it, we have not incorporated it
into Aire’s design.

Repairing responses. The replace_response opera-
tion allows a server to indicate that a past response to a
client, named by its response_id, was incorrect, and to sup-
ply a corrected version of the response in new_response.

In web services, clients initiate communication to the
server. However, to invoke a replace_response on a
client, the service needs to initiate communication to the
client. This raises two issues. First, the server needs to
know where to send the replace_response call for a
client. To address this issue, Aire associates a notifier

URL with each request; if the server wants to contact
the client to repair the response, it sends a request to the
associated notifier URL.

Second, once a client gets a replace_response call
from a service, it needs to authenticate the service. During
normal operation, as the client initiates communication, it
typically authenticates the server by communicating with
it over TLS (which verifies the server’s X.509 certificate).
To allow the client to use the same authentication mech-
anism during repair, the service sends only a response
repair token to the client’s notifier URL, instead of the
entire replace_response call; when a client receives a
response repair token, it contacts the server and asks the
server to provide the replace_response call for that
token. This way, the client can appropriately authenticate
the server, by validating its X.509 certificate.

Integrating Aire with HTTP. In order to name re-
quests and responses during subsequent repair operations,
Aire must assign a name to every one of them. To do
this, Aire interposes on all HTTP requests and responses
during normal operation, and adds headers specifying a
unique identifier that will be used to name every request.

To ensure these identifiers uniquely name a request (or
response) on a particular server, Aire assigns the iden-
tifier on the service handling the request (or receiving
the response); it becomes the responsibility of the other
party to remember this identifier for future repair oper-
ations. Specifically, Aire adds an Aire-Response-Id:
header to every HTTP request issued from a web service;
this identifier will name the corresponding response. The
server receiving this request will store the response iden-
tifier, and will use it later if the response must be repaired.
Conversely, Aire adds an Aire-Request-Id: header to
every HTTP response produced by a web service; this
identifier assigns a name to the HTTP request that trig-
gered this response. A client can use this identifier to
refer to the corresponding request during subsequent re-
pair. Aire also adds an Aire-Notifier-URL: header to
every issued request.

To make it easier for clients to use Aire’s repair in-
terface, Aire’s repair API encodes the request being
repaired (e.g., new_request for replace) in the same
way as the web service would normally encode this re-
quest. The type of repair operation being performed (e.g.,
replace or delete) is sent in an Aire-Repair: HTTP
header, and the request_id being repaired is sent in an
Aire-Request-Id: header. Thus, to fix a previous re-
quest, the client simply issues the corrected version of the
request as it normally would, and adds the Aire-Repair:
replace and Aire-Request-Id: headers to indicate
that this request should replace a past operation. In ad-
dition to requiring relatively few changes to client code,
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this also avoids introducing infrastructure changes (e.g.,
modifying firewall rules to expose a new service).

3.2 Local repair
As part of local repair of a service, Aire re-executes API
operations that were affected by the attack. It is possible
that one of these operations will execute differently due
to repair, and issue a new HTTP request that it did not
issue during the original execution. In that case, Aire
must issue a create repair call to the corresponding web
service, in order to create a new request “in the past.” Re-
execution can also cause the arguments of a previously
issued request to change, in which case Aire queues a
replace message to the remote web service in question.
One difficulty with both create and replace calls is that
to complete local repair, the application needs a response
to the HTTP requests in these calls. However, Aire cannot
block local repair waiting for the response.

To resolve this tension, Aire tentatively returns a “time-
out” response to the application’s request, which any
application must already be prepared to deal with; this
allows local repair to proceed. Once the remote web ser-
vice processes the create or replace operation, it will
send back a replace_response that replaces the time-
out response with the actual response to the application’s
request. At this point, Aire will perform another repair to
fix up the response.

When re-execution skips a previously issued request
altogether, Aire queues a delete message. Finally, if re-
execution changes the response of a previously executed
request, or computes the response for a newly created
request, Aire queues a replace_response message.

Aire maintains an outgoing queue of repair messages
for each remote web service. If multiple repair messages
refer to the same request or the same response, Aire can
collapse them, by keeping only the most recent repair
message. Sometimes, Aire might be unable to send a
repair message, either because the original request or
response did not include the dependency-tracking HTTP
headers identifying the web service to send the message to,
or because the communication to the remote web service
timed out; in either case, Aire notifies the application
(as we discuss in §4). Aire also aggregates incoming
repair messages in an incoming queue, and can apply the
changes requested by multiple repair operations as part
of a single local repair.

3.3 Convergence
Recall that Aire’s goal is to produce a state that is consis-
tent with the attack never having taken place (attack-free
for short). We will now informally argue that Aire’s repair
protocol converges to this state, assuming no failures (e.g.,
unreachable services or insufficient credentials, which are
discussed in the next section).

Consider the list L of all messages (requests and re-
sponses between services) that were affected by the attack,
sorted by receive time. We will argue that Aire eventually
repairs the recipients of all these messages (i.e., servers
that ran affected requests or clients that received affected
responses). For simplicity, assume that each service keeps
a complete timeline of its state (e.g., a checkpoint at every
point in time), and that each service handled a request
or response instantaneously at the time it was received.
As repair messages propagate between services, the state
timeline of each service will be repaired up to increas-
ingly more recent points in time, eventually reaching the
present.

The first message in L must be the initial attack at time
t0. Local repair rolls back any state modified as a result of
this message to before t0, and possibly re-executes some
operations on that service. Since inputs to the service up
to and including t0 are now attack-free, the state timeline
of that service is now attack-free up to and including t0.
All other services are also attack-free up to and including
t0, since the attack did not propagate to any other services
as of t0.

Now we argue by induction on the times at which mes-
sages in L were received. Suppose that all state timelines
are attack-free as of some ti , and the next message m in
L is at ti+1 > ti . Consider the service s that sent m as a
result of some execution e. We know that m was sent at
or before ti+1, that s received no attack-affected message
between ti and ti+1, and that the timeline of s is attack-
free up to and including ti . This means that all inputs to e

up to the point when it sent m are now attack-free. Thus,
local repair on s will re-execute e, produce the attack-free
version of m, and send a repair message for m. Once the
recipient of this repair message performs local repair, its
timeline (and the timelines of all other services) will be
attack-free up to and including ti+1. By induction, Aire
will eventually repair all timelines to the present.

In addition to producing the goal state, we would like
Aire to eventually stop sending repair messages. This is
true as long as the local repair implementation is stable:
that is, when processing a repair message for time t, it
produces repair messages only for requests or responses
at times after t (i.e., does not change its mind about pre-
vious messages). Stable local repair ensures that repair
messages progress forward in time starting from the at-
tack, and eventually converge upon reaching the present
time. Local repair is stable if re-execution is deterministic,
which Aire achieves by recording and replaying sources
of non-determinism as in Warp [7].

4 Repair access control
Access control is important because Aire’s repair itself
must not enable new ways for adversaries to propagate
from one compromised web service to another. For ex-
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Function and parameters Description

Functions implemented by the web service and invoked by Aire
authorize (repair_type, original, repaired) Checks if a repair message should be allowed
notify (msg_id, repair_type, original, repaired, error) Notifies application of a problem with a remote repair message

Functions implemented by Aire and invoked by the web service
retry (msg_id, updated_repair_type, updated_message) Resends a repair message

Table 2: The interface between Aire and the web service.

ample, a hypothetical design that allows any client with a
valid request identifier to issue repair calls for that request
is unsuitable, because an adversary that compromises a
service storing many past request identifiers would be
able to make arbitrary changes to those past requests, af-
fecting many other services; this is something an attacker
would not be able to do in the absence of Aire.

Aire requires that every repair API call be accompanied
with credentials to authorize the repair operation. Aire
delegates access control decisions to the application be-
cause principal types, format of credentials, and access
control policies can be application-specific. For exam-
ple, some applications may use cookies for authentication
while others may include an access token as an additional
HTTP header; and some applications may allow any user
with a currently valid account to repair a past request is-
sued by that user, while others may allow only users with
special privileges to invoke repair. In the special case of
replace_response messages, the repair message can
be authenticated using the server’s X.509 certificate, as
discussed in §3.1, although an application developer can
require (and supply) other credentials if needed.

The interface between Aire and an Aire-enabled ser-
vice is shown in Table 2. Services running Aire export
an authorize function that Aire invokes when it re-
ceives a repair message; Aire passes to the function the
type of repair operation (create, replace, delete, or
replace_response), and the original and new versions
of the request or response to repair (denoted by the origi-
nal and repaired parameters). The authorize function’s
return value indicates whether the repair should be al-
lowed (using credentials from the repaired message); if
the repair is not allowed, Aire returns an authorization
error for the repair message.

To perform access control checks, the service may need
to read old database state (e.g., to look up the principal
that issued the original request). For this purpose, Aire
provides the application read-only access to a snapshot
of Aire’s versioned database at the time when the orig-
inal request executed; the specific interface depends on
how the application’s web framework provides database
access (e.g., Django’s ORM). Once a repair operation is
authorized, Aire re-executes the new request, if any. As
part of request re-execution, the application can apply

other authorization checks, in the same way that it does
for any other request during normal operation.

If a repair message sent to a remote server returns an
authorization error (e.g., because the credentials have ex-
pired) or times out, Aire notifies the application of the
error by invoking the notify function (and continues to
process other repairs in the meantime). Once the appli-
cation obtains appropriate credentials for a failed repair
operation, it can use the retry function to ask Aire to re-
send the repair message. In the OAuth example above, the
client application could display the failed repair message
to the user whose OAuth token was stale, and prompt the
user for a fresh OAuth token or ask if the message should
be dropped altogether.

5 Reasoning about partially repaired state
Aire’s asynchronous repair exposes the state of a ser-
vice to its clients immediately after local repair is done,
without waiting for repair to complete on other affected
services. In principle, for a distributed system composed
of arbitrary tightly coupled services, a partially repaired
state can appear invalid to clients of the services. For ex-
ample, if one of the services is a lock service, and during
repair it grants a lock to a different application than it did
during original execution, then in some partially repaired
state both the applications could be holding the lock; this
violates the service’s invariant that only one application
can hold a lock at any time, and can confuse applications
that observe this partially repaired state.

However, Aire is targeted at web services, which are
loosely coupled, in part because they are under different
administrative domains and cannot rely on each other to
be always available. In practice, for such loosely coupled
web service APIs, exposing partially repaired states does
not violate their invariants. In the rest of this section, we
first present a model to reason about partially repaired
states, and then provide an example of how a developer
can modify a service to handle partially repaired states if
necessary.

5.1 Modeling repair as API invocations
Many web services and their clients are designed to deal
with concurrent operations, and so web application de-
velopers already have to reason about concurrent updates.
For example, Amazon S3, a popular web service offering
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Figure 2: Example scenario demonstrating modeling repair actions
as concurrent operations by a repair client. Solid arrows indi-
cate requests during original execution, and dotted arrows indicate
eventual repair propagation. The S3 service initiates local repair in
between times t2 and t3 by deleting the attacker’s put. If S3’s lo-
cal repair completes before t3, op3 observes value a for X . If A

has not yet received the propagated repair from S3, receiving the
value a for X at time t3 is equivalent to a concurrent writer (the
hypothetical repair client) doing a concurrent put(x, a).

a data storage interface, supports both a simple PUT/GET
interface that provides last-writer-wins semantics in the
face of concurrency, and an object versioning API that
helps clients deal with concurrent writes.

Building on this observation, we propose a contract:
any repair of a service should be indistinguishable from
a hypothetical repair client performing normal API calls
to the service, in the present time. Note that this is just
a way of reasoning about what effects a repair can have;
Aire’s repair algorithm does not actually construct such a
sequence of API calls. If repair operations are equivalent
to a concurrent client, then application developers can
handle partially repaired states simply by reasoning about
this additional concurrent client, rather than having to
reason about all possible timelines in which concurrent re-
pair operations are happening. In particular, applications
that already handle arbitrary concurrent clients require no
changes to properly handle partially repaired states.

This model fits many existing web services. For exam-
ple, consider the scenario in Figure 2, illustrating opera-
tions on object X stored in Amazon S3. Initially, X had
the value a. At time t1, an attacker writes the value b to
X . At time t2, client A reads the value of X and gets back
b. At time t3 the client reads the value of X again. In the
absence of repair or any concurrent operations, A should
receive the value b, but what should happen if, between
t2 and t3, Amazon S3 determines the attacker’s write was
unauthorized and deletes that request?

If repair occurs between t2 and t3, the state of X

will roll back to a, and two things will happen with A:
first, it will receive a in response to its second request
at t3, and second, at some later time it will receive a
replace_response from S3 that provides the repaired
response for the first get, also containing a. Client
A observes partially repaired state during the time be-

tween when local repair on S3 completed (which is some-
time between t2 and t3) and when A finally receives the
replace_response message; A sees this state as valid
(with its first get(x) returning b and its second get(x)
returning a), because a hypothetical repair client could
have issued a put(x, a) in the meantime.

5.2 Making service APIs repairable
A web service with many concurrent clients that offers
only a simple PUT/GET interface can handle partially
repaired states, because clients cannot make any assump-
tions about the state of the service in the face of concur-
rency. However, some web service APIs provide stronger
invariants that require application changes to properly
handle partial repair. For example, some web services
provide a versioning API that guarantees an immutable
history of versions (as we discuss in §7.3). Suppose client
A from our earlier example in Figure 2 asked the server
for a set of all versions of X , instead of a get on the latest
version. At time t2, A would receive the set of versions
{a, b}. If repair simply rolled back the state of X between
t2 and t3, A would receive the set of versions {a} at time
t3 with b removed from the set, a state that no concurrent
writer could have produced using the versioning API. The
rest of this section describes how a developer can modify
an application to handle partially repaired states, using a
versioning interface as an example.

Consider a web service API that provides a single,
linear history of versions for an object. Once a client
performs a put(x, b), the value b must appear in the
history of values of x (until old versions are garbage-
collected). If the put(x, b) was erroneous and needs to
be deleted, what partially repaired state can the service
expose? Removing b from the version history altogether
would be inconsistent if the service does not provide any
API to delete old versions, and might confuse clients
that rely on past versions to be immutable. On the other
hand, appending new versions to the history (i.e., writing
a new fixed-up value) prevents Aire from repairing past
responses. In particular, if a past request asked for a
set of versions, Aire would have to send a new set of
versions to that client (using replace_response) where
the effects of b have been removed. However, if Aire
extends that past version history by appending a new
version that reverts b, this synthesized history would be
inconsistent with the present history.

One way to handle partial repair with a versioning API
is to extend the API to support branches, similar to the
model used by git [6]. With an API that supports branches,
when a past request needs to be repaired, Aire can create
a new branch that contains a repaired set of changes,
and move the “current” pointer to the new branch, while
preserving the original branch. This allows the API to
handle partially repaired states, and has the added benefit
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Figure 3: Repair of a single key in a versioned key-value store. Re-
pair starts when the shaded operation put(x, b) from the original
history, shown on the left, is deleted. This leads to the repaired
history of operations shown on the right. The version history ex-
posed by the API is shown in the middle, with two branches: the
original chain of versions, shown with solid lines, and the repaired
chain of versions, dotted. In each immutable version v:w, v is the
version number and w is the value of the key. The mutable “cur-
rent” pointer moves from one branch to another as part of repair.

of preserving the history of all operations that happened,
including mistakes or attacks, instead of erasing them.

For example, consider a simple key-value store that
maintains a history of all values for each key, as illus-
trated in Figure 3. In addition to put and get calls, the
key-value store provides a versions(x) call that returns
all previous versions of key x. During repair, request
put(x, b) is deleted. An API with linear history does
not allow clients to handle partial repair (as discussed
above), but a branching API does. With branches, repair
creates a new branch (shown in the right half of Figure 3),
and re-applies legitimate changes to that branch, such as
put(x, c). These changes will create new versions on
the new branch, such as v5 mirroring the original v3 (the
application must ensure that version numbers themselves
are opaque identifiers, even though we use sequential
numbers in the figure). At the end of local repair, Aire ex-
poses the repaired state, with the “current” branch pointer
moved to the repaired branch. This change is consistent
with concurrent operations performed through the regular
web service API.

For requests whose responses changed due to repair,
Aire sends replace_response messages that contain
the new responses: for a get request, the new response
is the repaired value at the logical execution time of the
request, and for a versions request, it contains only the
versions created before the logical execution time of the
request. In the example of Figure 3, the new response
for get(x) is a (replacing b), while the new response
for the versions(x) call is {v1, v2, v3, v5} (replacing
{v1, v2, v3}), and does not contain v4 and v6.

6 Implementation
We implemented a prototype of Aire for the Django
web application framework [2]. Aire leverages Django’s
HTTP request processing layer and its object-relational
mapper (ORM). The ORM abstracts data stored in an ap-
plication’s database as Python classes (called “models”)
and relations between them; an instance of a model is
called a model object.

We modified the Django HTTP request processor and
the Python httplib library functions to intercept incom-
ing and outgoing HTTP requests, assign IDs to them, and
record them in the repair log. To implement versioning of
model objects, we modified the Django ORM to intercept
the application’s reads and writes to model objects. On
a write, Aire transparently creates a new version of the
object, and on a read, it fetches the latest version during
normal execution and the correct past version during lo-
cal repair. Aire rolls back a model object to time t by
deleting all versions after t. In addition to tracking de-
pendencies between writes and reads to the same model,
Aire also tracks dependencies between models (such as
unique key and foreign key relationships) and uses them
to propagate repair. We modified about 3,000 lines of
code in Django to implement the Aire interceptors; the
Aire repair controller was another 2,800 lines of Python
code.

Repair for a versioned API. If a service implements
versioning, it indicates this to Aire by making the model
class for its immutable versions a subclass of Aire’s
AppVersionedModel class. AppVersionedModel ob-
jects are not rolled back during repair, and Aire does not
perform versioning for these objects. If other model ob-
jects store references to AppVersionedModel objects,
Aire rolls those other objects back during repair.

7 Application case studies
This section answers the following questions:

• What kinds of attacks can Aire recover from?

• How much of the system is repaired if some services
are offline or authorization fails at a service?

• How much effort is required to start using Aire in an
existing application?

7.1 Intrusion recovery
As we do not know of any significant compromises that
propagated through interconnected web services to date,
to evaluate the kinds of attacks that Aire can handle, we
implemented four attack scenarios and attempted to re-
cover from each attack using Aire. The rest of this sub-
section describes these scenarios and how Aire handled
the attacks.
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Figure 4: Attack scenario in Askbot demonstrating Aire’s repair
capabilities. Solid arrows show the requests and responses during
normal execution; dotted arrows show the Aire repair operations
invoked during recovery. Request 1© is the configuration request
that created a vulnerability in the OAuth service, and the attacker’s
exploit of the vulnerability results in requests 2©- 6©. For clarity,
requests in the OAuth handshake, other than request 2©, have been
omitted.

Askbot. A common pattern of integration between web
services is to use OAuth or OpenID providers like Face-
book, Google, or Yahoo, to authenticate users. If an at-
tacker compromises the provider, she can spread an attack
to services that depend on the provider. To demonstrate
that Aire can recover from such attacks, we evaluated Aire
using real web applications, with an attack that exploits
a vulnerability similar to the ones recently discovered in
Facebook [9, 10].

The system for the scenario consists of three large
open-source Django web services: Askbot [1], which
is an open-source question and answer forum similar to
Stack Overflow and used by sites like the Fedora Project;
Dpaste, a Django-based pastebin service, which allows
posting and sharing of code snippets; and a Django-based
OAuth service. These three services together comprise
183,000 lines of Python code, excluding blank lines and
comments. Askbot maintains a significant amount of
state, including questions and answers, tags, user profiles,
ratings, and so on, which Aire must repair. We modified
Askbot to integrate with Django OAuth and Dpaste, which
it did not do out-of-the-box; these modifications took 74
and 27 lines of Python code, respectively.

The attack scenario is shown in Figure 4. We config-
ured Askbot to allow users to sign up using accounts from
an external OAuth provider service that we set up for this
purpose. A user’s signup in our Askbot setup is depicted
by the requests 2©- 4© in Figure 4. As is typical in an
OAuth handshake, Askbot redirects the user to the OAuth
provider service. The user logs in to the OAuth service,
and the OAuth service grants an OAuth token to Askbot if
the user allows it to do so. To keep Figure 4 simple, only
the first request in the OAuth handshake (request 2©) is
shown. Once Askbot gets an OAuth token for the user, it

allows the user to register with an email address (request
3©) that it verifies with the OAuth service using the user’s
OAuth token (request 4©). If the verification succeeds,
Askbot creates a local account for the user and allows the
user to post and view questions and answers.

In addition to OAuth integration, we also modified
Askbot to integrate with Dpaste; if a user’s Askbot post
contains a code snippet, Askbot posts this code to the
Dpaste service for easy viewing and downloading by other
users. Finally, the Askbot service also sends users a daily
email summarizing that day’s activity. These loosely
coupled dependencies between the services mimic the
dependencies that real web services have on each other.

The attack we simulate in this scenario is based on a re-
cent Facebook vulnerability [9]. To enable the attack, we
added a debug configuration option in the OAuth service
that always allows email verification to succeed (adding
this option required modifying 13 lines of Python code in
the OAuth service). This option is mistakenly turned on
in production by the administrator by issuing request 1©,
thus exposing the vulnerability. The attacker exploits this
vulnerability in the OAuth service to sign up with Askbot
as a victim user (requests 2©- 4©) and post a question with
some code (request 5©), thereby spreading the attack from
the OAuth service to Askbot. Askbot automatically posts
this code snippet to Dpaste (request 6©), spreading the at-
tack further. Later, a legitimate user views and downloads
this code from Dpaste, and at an even later time, Askbot
sends a daily email summary containing the attacker’s
question, creating an external event that depends on the
attack; both of these events are not shown in the figure.
Before, after, and during the attack, other legitimate users
continue to use the system, logging in, viewing and post-
ing questions and answers, and downloading code from
the Dpaste service. Some actions of these legitimate users,
such as posting their own questions, are not dependent
on the attack, while others, such as reading the attacker’s
question, are dependent.

We used Aire to recover from the attack. The ad-
ministrator starts repair by invoking a delete operation
on request 1©, which introduced the vulnerability. The
delete is shown by the dotted arrow corresponding to
1© in Figure 4. This initiates local repair on the OAuth
service, which deletes the misconfiguration, and invokes
a replace_response operation on request 4© with an er-
ror value for the new response. The replace_response
propagates repair to Askbot: as requests 3© and 5© de-
pend on the response to request 4©, local repair on Askbot
re-executes them using the new error response, thereby un-
doing the attacker’s signup (request 3©) and the attacker’s
post (request 5©). Local repair on Askbot also runs a com-
pensating action for the daily summary email, which noti-
fies the Askbot administrator of the new email contents
without the attacker’s question; it re-executes all legiti-
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Figure 5: Setup for the spreadsheet application attack scenarios.
Arrows represent the ACL directory server updating ACLs on
other spreadsheet servers.

mate user requests that depended on the attack requests;
and finally it invokes a delete operation on Dpaste to
cancel request 6©. Dpaste in turn performs local repair,
resulting in the attacker’s code being deleted, and a notifi-
cation being sent to the user who downloaded the code.
This completes recovery, which removes all the effects of
the attack and does not change past legitimate actions in
the system that were not affected by the attack.

Lax permissions. A common source of security vulner-
abilities comes from setting improper permissions. In a
distributed setting, we consider a scenario where one ser-
vice maintains an authoritative copy of an access control
list, and periodically updates permissions on other ser-
vices based on this list, similar to the example presented
in §1 to motivate the need for Aire. If a mistake is made
in the master list, it is important not only to propagate a
remedy to other services, but also to undo any requests
that took advantage of the mistake on those services.

Since Askbot did not natively support such a permis-
sion model, we implemented our own spreadsheet service
for this scenario. The spreadsheet service has a simple
scripting capability similar to Google Apps Script [12].
This allows a user to attach a script to a set of cells, which
executes when values in cells change. We use scripting
to implement a simple distribution mechanism for access
control lists (ACLs). The setup is shown in Figure 5. The
ACL directory is a spreadsheet service that stores the mas-
ter copy of the ACL for the other two spreadsheet services.
A script on the directory updates the ACLs on the other
services when an ACL on the directory is modified.

The attack is as follows: an administrator mistakenly
adds an attacker to the master copy of the ACL by issuing
a request to update the ACL directory; the ACL script
distributes the new ACL to spreadsheets A and B. Later,
the attacker takes advantage of these extra privileges to
corrupt some cells in both spreadsheets. All this happens
while legitimate users are also using the services.

Once the administrator realizes his mistake, he initi-
ates repair by invoking a delete operation on the ACL
directory to cancel his update to the ACL. The ACL direc-
tory reverts the update, and invokes delete on the two
requests made by its script to distribute the corrupt ACL
to the two services. This causes local repair on each of
the two services, which rolls back the corrupt ACL. All

the requests since the corrupt ACL’s distribution are re-
executed, as every request to the service checks the ACL.
As the attacker is no longer in the ACL, her requests fail,
whereas the requests of legitimate users succeed; Aire
thereby cleans up the attacker’s corrupt updates while
preserving the updates made by legitimate users.

Lax permissions on the configuration server. A more
complex form of the above attack could take place if
the ACL directory itself is misconfigured. For example,
suppose the administrator does not make any mistakes in
the ACLs in the directory, but instead accidentally makes
the directory world-writable. An adversary could then add
herself to the master copy of the ACL for spreadsheets A

and B, wait for updates to propagate to A and B, and then
modify data in those spreadsheets as above.

Recovery in this case is more complicated, as it needs
to revert the attacker’s changes to the ACL directory in
addition to the spreadsheet servers. Repair is initiated
by the administrator invoking a delete operation on his
request that configured the ACL directory to be world-
writable. This initiates local repair on the ACL directory,
reverting its permissions to what they were before, and
cancels the attacker’s request that updated the ACL. This
triggers the rest of the repair as in the previous scenario,
and fully undoes the attack.

Propagation of corrupt data. Another common pat-
tern of integration between services is synchronization of
data, such as notes and documents, between services. If
an attack corrupts data on one service, it automatically
spreads to the other services that synchronize with it.

To evaluate Aire’s repair for synchronized services, we
reused the spreadsheet application and the setup from the
previous scenarios, and added synchronization of a set of
cells from spreadsheet service A to spreadsheet service B.
A script on A updates the cells on B whenever the cells
on A are modified. As before, the attack is enabled by
the administrator mistakenly adding the attacker to the
ACL. However, the attacker now corrupts a cell only in
service A, and the script on A automatically propagates
the corruption to B.

Repair is initiated, as before, with a delete operation
on the ACL directory. In addition to the repair steps per-
formed in the previous scenario, after service A completes
its local repair, it invokes a delete operation on service
B to cancel the synchronization script’s update of B’s cell.
This reverts the updates made by the synchronization,
thereby showing that Aire can track and repair attacks
that spread via data synchronization as well.

7.2 Partial repair propagation
Repair might not propagate to all services if some ser-
vices are offline during repair or a service rejects a repair
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message as unauthorized. To evaluate Aire’s partial re-
pair due to offline services, we re-ran the Askbot repair
experiment with Dpaste offline during repair. Local re-
pair runs on both the OAuth and Askbot services; the
vulnerability in the OAuth service is fixed and the at-
tacker’s post to Askbot is deleted. Clients interacting
with the OAuth and Askbot services see the state with
the attacker’s post deleted, which is a valid state, as this
could have resulted due to a concurrent operation by an-
other client. Most importantly, this partially repaired state
immediately prevents any further attacks using that vul-
nerability, without having to wait for Dpaste to be online.
Once Dpaste comes online, repair propagates to it and
deletes the attacker’s post on it as well. When we re-ran
the experiment and never brought Dpaste back online,
Aire on Askbot timed out attempting to send the delete
message to Dpaste, and notified the Askbot administrator,
so that he could take remedial action.

We also ran the spreadsheet experiments with service B

offline. In all cases, this results in local repair on service
A, which repairs the corrupted cells on A, and prevents
further unauthorized access to A. Once B comes online
and the directory server or A or both propagate repair to
it (depending on the specific scenario), B is repaired as
well. Similar to the offline scenario in Askbot, clients
accessing the services at any time find the services’ state
to be valid; all repairs to the services are indistinguishable
from concurrent updates.

Finally, we used the spreadsheet experiments to evalu-
ate partial repair due to an authorization failure of a repair
message. We use an OAuth-like scheme for spreadsheet
services to authenticate each other—when a script in a
spreadsheet service communicates with another service,
it presents a token supplied by the user who created the
script. The spreadsheet services implement an access
control policy that allows repair of a past request only if
the repair message has a valid token for the same user on
whose behalf the request was originally issued.

We ran the spreadsheet experiments and initiated repair
after the user tokens for service B have expired. This
caused service B to reject any repair messages, and Aire
effectively treats it as offline; this results in partially re-
paired state as in the offline experiment described before.
On the next login of the user who created the script, the
directory service or A (depending on the experiment)
presents the user with the list of pending repair messages.
If the user refreshes the token for service B, Aire propa-
gates repair to B, repairing it as well.

The results of these three experiments demonstrate that
Aire’s partial repair can repair the subset of services that
are online, and propagate repair once offline services or
appropriate credentials become available.

Service Simple Versioned DescriptionCRUD

Amazon S3 � � Simple file storage
Google Docs � � Office applications
Google Drive � � File hosting
Dropbox � � File hosting
Github � � Project hosting
Facebook � Social networking
Twitter � Social microblogging
Flickr � Photo sharing
Salesforce � Web-based CRM
Heroku � Cloud apps platform

Table 3: Kinds of interfaces provided by popular web service APIs
to their clients.

7.3 Porting applications to use Aire
Porting an application to use Aire involves changes both
on the client and the server side of that application’s inter-
face. This section explores the two in turn, demonstrating
that Aire requires little changes to both client-side and
server-side code to support repair.

Client-side porting effort. Clients of an Aire-enabled
service must be prepared to deal with partially repaired
states. To understand what would be involved for a client
to handle such states, we examine the interfaces of 10
popular web services for operations that might expose
inconsistencies as a result of partial repair. We found that
the APIs fell into two categories, as shown in Table 3.

Every service offered a simple CRUD (create, read,
update, delete) interface on the resource objects exported
by the service. There is no concurrency control for the
simple CRUD operations, and if multiple updates happen
simultaneously, the last update wins. For such services,
handling partial repair in a client boils down to assum-
ing there is an additional repair client that can perform
updates at any moment. In many situations, clients are
already prepared to deal with concurrent updates from
other clients, and thus would require little additional effort
to support Aire.

Half of the services studied also provide a versioning
API to deal with concurrent updates, typically exposing
a linear history of immutable versions for each resource.
These APIs allow clients to fetch a resource’s version
list, to perform an update only if a resource is at the
right version, and to restore a resource to a past version
(which creates a new version with the contents of the
past version). In this case, the interface would have to be
changed to support branching, as discussed in §5.2 (for
services that don’t already support it). The client would
then be able to assume that existing versions on a branch
are immutable, but that the current branch pointer could
be switched by a concurrent repair client at any time.

Server-side porting effort. To evaluate the effort of
adopting server-side application code to use Aire, we
measure the lines of code we changed in the Askbot,
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Dpaste, and Django OAuth applications to support Aire
as described in §7.1. These three applications comprise
183,000 lines of code in total, excluding comments and
blank lines. To run these applications with Aire, we added
an authorize function to implement a repair access con-
trol policy. The policy allows repair of a past request
only if the repair message is issued on behalf of the
same user who issued the past request. Implementing
the authorize function took 55 lines of Python code.

For the spreadsheet application, we used the same ac-
cess control policy and authorize implementation. We
also implemented support for user-initiated retry of repair,
using the notify and retry interface, which we used in
our partial repair experiments (§7.2). Adding this capa-
bility to the spreadsheet application required 26 lines of
code (for comparison, the entire spreadsheet application
is 925 lines of code).

To evaluate the difficulty of implementing an Aire-
compatible service with a versioning API, we again used
our spreadsheet example application. We first imple-
mented a simple linear versioning scheme, where each
version is just an incrementing counter. We then extended
it to support version trees so that clients could handle
Aire’s partial repair. This involved adding parent and
timestamp fields to each version, and a pointer to the cur-
rent version for each cell. This required modifying 44
lines of code.

8 Performance evaluation
To evaluate Aire’s performance, this section answers the
following questions:

• What is the overhead of Aire during normal operation,
in terms of CPU overhead and disk space?

• How long does repair take on each service, and for the
entire system?

We performed experiments on a server with a 2.80 GHz
Intel Core i7-860 processor and 8 GB of RAM running
Ubuntu 12.10. As our prototype’s local repair is currently
sequential, we used a single core with hyperthreading
turned off to make it easier to reason about overhead.

8.1 Overhead during normal operation
To measure Aire’s overhead during normal operation, we
ran Askbot with and without Aire under two workloads: a
write-heavy workload that creates new Askbot questions
as fast as it can, and a read-heavy workload that repeat-
edly queries for the list of all the questions. During both
workloads, the server experienced 100% CPU load.

Table 4 shows the throughput of Askbot in these exper-
iments, and the size of Aire’s logs. Aire incurs a CPU
overhead of 19% and 30%, and a per-request storage over-
head of 5.52 KB and 9.24 KB (or 8 GB and 12 GB per
day) for the two workloads, respectively. One year of logs

Workload Throughput Log size per req.
No Aire Aire App. DB

Reading 21.58 req/s 17.58 req/s 5.52 KB 0.00 KB
Writing 23.26 req/s 16.20 req/s 8.87 KB 0.37 KB

Table 4: Aire overheads for creating questions and reading a list of
questions in Askbot. The left two columns show throughput with-
out and with Aire. The right two columns show the per-request
storage required for Aire’s logs (compressed) and the database
checkpoints.

Askbot OAuth Dpaste

Repaired requests 105 / 2196 2 / 9 1 / 496
Repaired model ops 5444 / 88818 9 / 128 4 / 7937
Repair messages sent 1 1 0
Local repair time 84.06 sec 0.10 sec 3.91 sec
Normal exec. time 177.58 sec 0.01 sec 0.02 sec

Table 5: Aire repair performance. The first two rows show the
number of repaired requests and model operations out of the total
number of requests and model operations, respectively.

should fit in a 3 TB drive at this worst-case rate, allowing
for recovery from attacks during that period.

8.2 Repair performance
To evaluate Aire’s repair performance, we used the Askbot
attack scenario from §7.1. We constructed a workload
with 100 legitimate users and one victim user. The at-
tacker signs up as the victim and performs the attack;
during this time, each legitimate user logs in, posts 5
questions, views the list of questions and logs out. After-
wards, we performed repair to recover from the attack.

The results of the experiment are shown in Table 5.
The two requests repaired in the OAuth service are re-
quests 1© and 4© in Figure 4, and the one request re-
paired in Dpaste is request 6©. The repair messages sent
by OAuth and Askbot are the replace_response for
request 4© and the delete for request 6©, respectively.
Askbot does not send replace_response for requests
3© and 5©, as the attacker browser’s requests do not in-
clude a Aire-Notifier-URL: header.

Local repair on Askbot re-executes only the requests
affected by the attack (105 out of the 2196 total requests),
which results in repair taking less than half the time taken
for original execution. The attack affects so many requests
because the attack question was posted at the beginning
of the workload, so subsequent legitimate users’ requests
to view the questions page depended on the attack request
that posted the question. These requests are re-executed
when the attacker’s request is canceled, and their repaired
responses do not contain the attacker’s question. Aire on
Askbot does not send replace_response messages for
these requests as the user’s browsers did not include a
Aire-Notifier-URL: header.

Repair takes longest on Askbot, and it is the last to
finish local repair. In our unoptimized prototype, repair
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for each request is ~10× slower than normal execution.
This is because the repair controller and the replayed web
service are in separate processes and communicate with
each other for every Django model operation; optimiz-
ing the communication by co-locating them in the same
process should improve repair performance.

9 Discussion and limitations
Aire recovers the integrity of a system after an attack by
undoing unauthorized writes, but it cannot undo damage
resulting from unauthorized reads, such as an attack that
leaked confidential information. However, Aire could be
extended to help an administrator identify leaks, so he
can take remedial action—for example, if the administra-
tor marked confidential data for Aire, Aire could notify
him of reads that returned confidential data only during
original execution but not during repair.

Aire’s repair log and database of versioned Django
model objects grow in size over time, and eventually
garbage collection of old versions becomes necessary.
When the administrator of a service determines that logs
prior to a particular date are no longer needed, Aire per-
forms garbage collection by deleting repair logs and ver-
sions of database rows before that date. Once garbage
collection is done, Aire cannot repair requests to the ser-
vice prior to that date; if a client issues a repair operation
on a request whose logs were garbage collected, Aire
treats the service as permanently unavailable and notifies
the client’s administrator.

Our current prototype does not support simultaneous
normal execution and repair. When repair is invoked on a
service, Aire stops normal operation, switches the service
into repair mode, completes local repair, and switches it
back to normal operation. Our implementation could be
extended to support simultaneous normal execution and
repair similar to Warp’s repair generations [7].

10 Related work
The two closest pieces of work to Aire are the Warp [7]
and Dare [16] intrusion recovery systems. Warp focuses
on recovery in a single web service and is the inspiration
for Aire’s local recovery. Aire additionally tracks attacks
that spread across services and recovers from them, and
defines a model for reasoning about partially repaired
state. Dare performs intrusion recovery on a cluster of
machines. However, Dare’s repair is synchronous and
assumes that all machines are in the same administrative
domain; both of these design decisions are incompatible
with web services, unlike Aire’s asynchronous repair.

Some web services, like Google Docs and Dropbox,
already allow a user to roll back their files and documents
to a previous version. Aire provides a more powerful
recovery mechanism that tracks the spread of an attack

across services and undoes all effects of the attack while
preserving subsequent legitimate changes.

After a compromise, Polygraph [19] recovers the non-
corrupted state in a weakly consistent replication system
by rolling back corrupted state. However, unlike Aire,
it does not attempt to preserve the effects of legitimate
actions, which can lead to significant data loss.

Heat-ray [8] considers the problem of attackers propa-
gating between machines within a single administrative
domain, and suggests ways to reduce trust between ma-
chines. On the other hand, Aire is focused on attackers
spreading across web services that do not have a sin-
gle administrator, and allows recovery from intrusions.
Techniques such as Heat-ray’s could be helpful in under-
standing and limiting the ability of an adversary to spread
from one service to another.

Akkuş and Goel’s system [5] uses taint tracking to ana-
lyze dependencies between HTTP requests and database
elements, and uses administrator guidance to recover from
data corruption. However, unlike Aire, it can recover only
from accidental corruption and not attacks, and it cannot
handle attacks that spread across services.

The user-guided recovery system of Simmonds et
al. [21] recovers from violations of application-level in-
variants in a web service and uses compensating actions
and user input to resolve these violations. However, it
cannot recover from attacks or accidental data corruption.

Past work on distributed debugging [4] intercepts ex-
ecutions of unmodified applications and tracks depen-
dencies for performance debugging, whereas Aire tracks
dependencies for recovery.

11 Conclusion
This paper presented Aire, an intrusion recovery system
for interconnected web services. Aire introduced three
key techniques for distributed repair: (1) a repair protocol
to propagate repair across services that span administra-
tive domains, (2) an asynchronous approach to repair that
allows each service to perform repair at its own pace
without waiting for other services, and (3) a contract that
helps developers reason about states resulting from asyn-
chronous repair. We built a prototype of Aire for Django
and demonstrated that porting existing applications to
Aire requires little effort, that Aire can recover from four
realistic attack scenarios, and that Aire’s repair model is
supported by typical web service APIs.
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Abstract

We introduce optimistic crash consistency, a new ap-

proach to crash consistency in journaling file systems.

Using an array of novel techniques, we demonstrate how

to build an optimistic commit protocol that correctly

recovers from crashes and delivers high performance.

We implement this optimistic approach within a Linux

ext4 variant which we call OptFS. We introduce two

new file-system primitives, osync() and dsync(), that

decouple ordering of writes from their durability. We

show through experiments that OptFS improves perfor-

mance for many workloads, sometimes by an order of

magnitude; we confirm its correctness through a series

of robustness tests, showing it recovers to a consistent

state after crashes. Finally, we show that osync() and

dsync() are useful in atomic file system and database

update scenarios, both improving performance and meet-

ing application-level consistency demands.

1 Introduction

Modern storage devices present a seemingly innocuous

interface to clients. To read a block, one simply issues a

low-level read command and specifies the address of the

block (or set of blocks) to read; when the disk finishes

the read, it is transferred into memory and any awaiting

clients notified of the completion. A similar process is

followed for writes.

Unfortunately, the introduction of write buffering [28]

in modern disks greatly complicates this apparently sim-

ple process. With write buffering enabled, disk writes

may complete out of order, as a smart disk scheduler may

reorder requests for performance [13,24,38]; further, the

notification received after a write issue implies only that
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the disk has received the request, not that the data has

been written to the disk surface persistently.

Out-of-order write completion, in particular, greatly

complicates known techniques for recovering from sys-

tem crashes. For example, modern journaling file sys-

tems such as Linux ext3, XFS, and NTFS all carefully

orchestrate a sequence of updates to ensure that writes to

main file-system structures and the journal reach disk in a

particular order [22]; copy-on-write file systems such as

LFS, btrfs, and ZFS also require ordering when updating

certain structures. Without ordering, most file systems

cannot ensure that state can be recovered after a crash [6].

Write ordering is achieved in modern drives via ex-

pensive cache flush operations [30]; such flushes cause

all buffered dirty data in the drive to be written to the

surface (i.e., persisted) immediately. To ensure A is writ-

ten before B, a client issues the write to A, and then a

cache flush; when the flush returns, the client can safely

assume that A reached the disk; the write to B can then

be safely issued, knowing it will be persisted after A.

Unfortunately, cache flushing is expensive, sometimes

prohibitively so. Flushes make I/O scheduling less effi-

cient, as the disk has fewer requests to choose from. A

flush also unnecessarily forces all previous writes to disk,

whereas the requirements of the client may be less strin-

gent. In addition, during a large cache flush, disk reads

may exhibit extremely long latencies as they wait for

pending writes to complete [26]. Finally, flushing con-

flates ordering and durability; if a client simply wishes

to order one write before another, forcing the first write

to disk is an expensive manner in which to achieve such

an end. In short, the classic approach of flushing is pes-

simistic; it assumes a crash will occur and goes to great

lengths to ensure that the disk is never in an inconsis-

tent state via flush commands. The poor performance

that results from pessimism has led some systems to dis-

able flushing, apparently sacrificing correctness for per-

formance; for example, the Linux ext3 default configu-

ration did not flush caches for many years [8].

Disabling flushes does not necessarily lead to file sys-

tem inconsistency, but rather introduces it as a possibil-

ity. We refer to such an approach as probabilistic crash

consistency, in which a crashmight lead to file system in-

consistency, depending on many factors, including work-

load, system and disk parameters, and the exact timing of
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the crash or power loss. In this paper, one of our first con-

tributions is the careful study of probabilistic crash con-

sistency, wherein we show which exact factors affect the

odds that a crash will leave the file system inconsistent

(§3). We show that for some workloads, the probabilistic

approach rarely leaves the file system inconsistent.

Unfortunately, a probabilistic approach is insufficient

for many applications, where certainty in crash recov-

ery is desired. Indeed, we also show, for some work-

loads, that the chances of inconsistency are high; to

realize higher-level application-level consistency (i.e.,

something a DBMS might desire), the file system must

provide something more than probability and chance.

Thus, in this paper, we introduce optimistic crash con-

sistency, a new approach to building a crash-consistent

journaling file system (§4). This optimistic approach

takes advantage of the fact that in many cases, ordering

can be achieved through other means and that crashes

are rare events (similar to optimistic concurrency con-

trol [12, 16]). However, realizing consistency in an opti-

mistic fashion is not without challenge; we thus develop

a range of novel techniques, including a new extension of

the transactional checksum [23] to detect data/metadata

inconsistency, delayed reuse of blocks to avoid incorrect

dangling pointers, and a selective data journaling tech-

nique to handle block overwrite correctly. The combina-

tion of these techniques leads to both high performance

and deterministic consistency; in the rare event that a

crash does occur, optimistic crash consistency either

avoids inconsistency by design or ensures that enough

information is present on the disk to detect and discard

improper updates during recovery.

We demonstrate the power of optimistic crash consis-

tency through the design, implementation, and analysis

of the optimistic file system (OptFS). OptFS builds upon

the principles of optimistic crash consistency to imple-

ment optimistic journaling, which ensures that the file

system is kept consistent despite crashes. Optimistic

journaling is realized as a set of modifications to the

Linux ext4 file system, but also requires a slight change

in the disk interface to provide what we refer to as asyn-

chronous durability notification, i.e., a notification when

a write is persisted in addition to when the write has sim-

ply been received by the disk. We describe the details of

our implementation (§5) and study its performance (§6),

showing that for a range of workloads, OptFS signifi-

cantly outperforms classic Linux ext4 with pessimistic

journaling, and showing that OptFS performs almost

identically to Linux ext4 with probabilistic journaling

while ensuring crash consistency.

Central to the performance benefits of OptFS is

the separation of ordering and durability. By allow-

ing applications to order writes without incurring a

disk flush, and request durability when needed, OptFS

enables application-level consistency at high perfor-

mance. OptFS introduces two new file-system primi-

tives: osync(), which ensures ordering between writes

but only eventual durability, and dsync(), which en-

sures immediate durability as well as ordering.

We show how these primitives provide a useful base

on which to build higher-level application consistency

semantics (§7). Specifically, we show how a document

editing application can use osync() to implement the

atomic update of a file (via a create and then atomic re-

name), and how the SQLite database management sys-

tem can use file-system provided ordering to implement

ordered transactions with eventual durability. We show

that these primitives are sufficient for realizing useful

application-level consistency at high performance.

Of course, the optimistic approach, while useful in

many scenarios, is not a panacea. If an application

requires immediate, synchronous durability (instead of

eventual, asynchronous durability with consistent order-

ing), an expensive cache flush is still required. In this

case, applications can use dsync() to request durabil-

ity (as well as ordering). However, by decoupling the

durability of writes from their ordering, OptFS provides

a useful middle ground, thus realizing high performance

and meaningful crash consistency for many applications.

2 Pessimistic Crash Consistency

To understand the optimistic approach to journaling, we

first describe standard pessimistic crash consistency in

journaling file systems. To do so, we describe the nec-

essary disk support (i.e., cache-flushing commands) and

details on how such crash consistency operates. We then

demonstrate the negative performance impact of cache

flushing during pessimistic journaling.

2.1 Disk Interface

For the purposes of this discussion, we assume the pres-

ence of a disk-level cache flush command. In the ATA

family of drives, this is referred to as the “flush cache”

command; in SCSI drives, it is known as “synchronize

cache”. Both operations have similar semantics, forcing

all pending dirty writes in the disk to be written to the

surface. Note that a flush can be issued as a separate re-

quest, or as part of a write to a given blockD; in the latter

case, pending writes are flushed before the write to D.

Some finer-grained controls also exist. For exam-

ple, “force unit access” (FUA) commands read or write

around the cache entirely. FUAs are often used in tan-

dem with flush commands; for example, to write A be-

fore B, but to also ensure that both A and B are durable, a

client might write A, then write B with both cache flush-

ing and FUA enabled; this ensures that when B reaches

the drive, A (and other dirty data) will be forced to disk;

subsequently, B will be forced to disk due to the FUA.
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2.2 Pessimistic Journaling

Given the disk interface described above, we now de-

scribe how a journaling file system safely commits data

to disk in order to maintain consistency in the event of a

system crash. We base our discussion on ordered-mode

Linux ext3 and ext4 [34, 35], though much of what we

say is applicable to other journaling file systems such as

SGI XFS [32], Windows NTFS [27], and IBM JFS [3].

In ordered mode, file-system metadata is journaled to

maintain its consistency; data is not journaled, as writing

each data block twice reduces performance substantially.

When an application updates file-system state, either

metadata, user data, or (often) both need to be updated in

a persistent manner. For example, when a user appends

a block to a file, a new data block (D) must be written to

disk (at some point); in addition, various pieces of meta-

data (M) must be updated as well, including the file’s

inode and a bitmap marking the block as allocated.

We refer to the atomic update of metadata to the jour-

nal as a transaction. Before committing a transaction Tx

to the journal, the file system first writes any data blocks

(D) associated with the transaction to their final desti-

nations; writing data before transaction commit ensures

that committed metadata does not point to garbage. Af-

ter these data writes complete, the file system uses the

journal to log metadata updates; we refer to these journal

writes as JM . After these writes are persisted, the file sys-

tem issues a write to a commit block (JC); when the disk

persists JC, the transaction Tx is said to be committed.

Finally, after the commit, the file system is free to update

the metadata blocks in place (M); if a crash occurs during

this checkpointing process, the file system can recover

simply by scanning the journal and replaying committed

transactions. Details can be found elsewhere [22, 35].

We thus have the following set of ordered writes that

must take place: D before JM before JC before M, or

more simply: D → JM → JC → M. Note that D, JM ,

and M can represent more than a single block (in larger

transactions), whereas JC is always a single sector (for

the sake of write atomicity). To achieve this ordering,

the file system issues a cache flush wherever order is re-

quired (i.e., where there is a→ symbol).

Optimizations to this protocol have been suggested in

the literature, some of which have been realized in Linux

ext4. For example, some have noted that the ordering

between data and journaled metadata (D→ JM) is super-

fluous; removing that ordering can sometimes improve

performance (D|JM → JC →M) [22].

Others have suggested a “transactional check-

sum” [23] which can be used to remove the ordering be-

tween the journal metadata and journal commit (JM and

JC). In the normal case, the file system cannot issue JM
and JC together, because the drive might reorder them; in

that case, JC might hit the disk first, at which point a sys-

tem crash (or power loss) would leave that transaction

in a seemingly committed state but with garbage con-

tents. By computing a checksum over the entire transac-

tion and placing its value in JC, the writes to JM and JC
can be issued together, improving performance; with the

checksum present, crash recovery can avoid replay of im-

properly committed transactions. With this optimization,

the ordering is D→ JM|JC →M (where the bar over the

journal updates indicates their protection via checksum).

Interestingly, these two optimizations do not combine,

i.e., D|JM|JC → M is not correct; if the file system is-

sues D, JM , and JC together, it is possible that JM and

JC reach the disk first. In this case, the metadata com-

mits before the data; if a crash occurs before the data

is written, an inode (or indirect block) in the commit-

ted transaction could end up pointing to garbage data.

Oddly, ext4 allows this situation with the “right” set of

mount options.

We should note that one other important ordering ex-

ists among updates, specifically the order between trans-

actions; journaling file systems assume transactions are

committed to disk in order (i.e., Txi → Txi+1) [35]. Not

following this ordering could lead to odd results during

crash recovery. For example, a block B could have been

freed in Txi, and then reused in Txi+1; in this case, a

crash after Txi+1 committed but before Txi did would

lead to a state where B is allocated to two files.

Finally, and most importantly, we draw attention to the

pessimistic nature of this approach. Whenever ordering

is required, an expensive cache flush is issued, thus forc-

ing all pending writes to disk, when perhaps only a sub-

set of them needed to be flushed. In addition, the flushes

are issued even though the writes may have gone to disk

in the correct order anyhow, depending on scheduling,

workload, and other details; flushes induce extra work

that may not be necessary. Finally, and perhaps most

harmful, is the fact that the burden of flushes is added de-

spite the fact that crashes are rare, thus exacting a heavy

cost in anticipation of an extremely occasional event.

2.3 Flushing Performance Impact

To better understand the performance impact of cache

flushing during pessimistic journaling, we now perform

a simple experiment. Specifically, we run the Varmail

benchmark atop Linux ext4, both with and without cache

flushing; with cache flushing enabled, we also enable

transactional checksums to see their performance impact.

Varmail is a good choice here as it simulates an email

server and includes many small synchronous updates to

disk, thus stressing the journaling machinery described

above. The experimental setup for this benchmark and

configuration is described in more detail in Section 6.

From Figure 1, we can observe the following. First,

transactional checksums increase performance slightly,
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Figure 1: The Cost of Flushing. The figure shows the per-

formance of Filebench Varmail on different ext4 configurations.

Performance increases 5X when flushes are disabled.

showing how removing a single ordering point (via a

checksum) can help. Second, and most importantly, there

is a vast performance improvement when cache flushing

is turned off, in this case nearly a factor of five. Given

this large performance difference, in some installations,

cache flushing is disabled, which leads to the follow-

ing question: what kind of crash consistency is provided

when flushing is disabled? Surprisingly, the answer is

not “none”, as we now describe.

3 Probabilistic Crash Consistency

Given the potential performance gains, practitioners

sometimes forgo the safety provided by correct im-

plementations that issue flushes and choose to disable

flushes [8]. In this fast mode, a risk of file-system incon-

sistency is introduced; if a crash occurs at an untimely

point in the update sequence, and blocks have been re-

ordered across ordering points, crash recovery as run by

the file system will result in an inconsistent file system.

In some cases, practitioners observed that skipping

flush commands sometimes did not lead to observable in-

consistency, despite the presence of (occasional) crashes.

Such commentary led to a debate within the Linux com-

munity as to underlying causes. Long-time kernel devel-

oper Theodore Ts’o hypothesized why such consistency

was often achieved despite the lack of ordering enforce-

ment by the file system [33]:

I suspect the real reason why we get away with

it so much with ext3 is that the journal is usu-

ally contiguous on disk, hence, when you write

to the journal, it’s highly unlikely that commit

block will be written and the blocks before the

commit block have not. ... The most important

reason, though, is that the blocks which are

dirty don’t get flushed out to disk right away!

What the Ts’o Hypothesis refers to specifically is two

orderings: JM → JC and JC →M. In the first case, Ts’o

notes that the disk is likely to commit JC to disk after

JM even without an intervening flush (note that this is

without the presence of transactional checksums) due to

layout and scheduling; disks are simply unlikely to re-

order two writes that are contiguous. In the second case,

Ts’o notes that JC → M often holds without a flush due

to time; the checkpoint traffic that commitsM to disk of-

1 2 5 3 4 6

t
1

t
2

W = t2 -

t
1

tworkload

P
inc

=
W
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Figure 2: The Probability of Inconsistency (Pinc). An

example of a window of vulnerability is shown. Blocks 1

through 6 were meant to be written in strict order to disk. How-

ever, block 5 (dark gray) is written early. Once 5 is committed,

a window of vulnerability exists until blocks 3 and 4 (light gray)

are committed; a crash during this time will lead to observable

reordering. The probability of inconsistency is calculated by

dividing the time spent in such a window (i.e., W = t2− t1) by

the total runtime of the workload (i.e., tworkload).

ten occurs long after the transaction has been committed,

and thus ordering is preserved without a flush.

We refer to this arrangement as probabilistic consis-

tency. In such a configuration, typical operation may or

may not result in much reordering, and thus the disk is

only sometimes in an inconsistent state. A crash may not

lead to inconsistency despite a lack of enforcement by

the file system via flush commands. Despite probabilistic

crash consistency offering no guarantees on consistency

after a crash, many practitioners are drawn to it due to

large performance gains from turning off flushing.

3.1 Quantifying Probabilistic Consistency

Unfortunately, probabilistic consistency is not well un-

derstood. To shed light on this issue, we quantify how

often inconsistency arises without flushing via simula-

tion. To do so, we disable flushing in Linux ext4 and

extract block-level traces underneath ext4 across a range

of workloads. We analyze the traces carefully to deter-

mine the chances of an inconsistency occurring due to

a crash. Our analysis is done via a simulator built atop

DiskSim [4], which enables us to model complex disk

behaviors (e.g., scheduling, caching).

The main output of our simulations is a determination

of when a window of vulnerability (W ) arises, and for

how long such windows last. Such a window occurs due

to reordering. For example, if A should be written to

disk before B, but B is written at time t1 and A written at

t2, the state of the system is vulnerable to inconsistency

in the time period between, W = t2 − t1. If the system

crashes during this window, the file system will be left

in an inconsistent state; conversely, once the latter block

(A) is written, there is no longer any concern.

Given a workload and a disk model, it is thus possible

to quantify the probability of inconsistency (Pinc) by di-

viding the total time spent in windows of vulnerability by

the total run time of the workload (Pinc =∪Wi/tworkload);
Figure 2 shows an example. Note that when a workload

is run on a file system with cache-flushing enabled, Pinc
is always zero.
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Figure 3: Workload Study of Pinc. The figure shows Pinc
for six workloads. The first two workloads are sequential and

random writes to a 1 GB file. Fileserver, Webserver, and Var-

mail are part of the Filebench benchmark suite [17]. Fileserver

performs a sequence of creates, deletes, appends, reads, and

writes. Webserver emulates a multi-threaded web host server,

performing sequences of open-read-close on multiple files plus

a log file append. Varmail emulates a multi-threaded mail

server, performing a sequence of create-append-sync, read-

append-sync, reads, and deletes in a single directory. MySQL

represents the OLTP benchmark from Sysbench [1]. Each bar

is broken down into the percent contribution of the different

types of misordering. Standard deviations are shown as well.

3.2 Factors affecting Pinc

We now explore Pinc more systematically. Specifically,

we determine sensitivity to workload and disk param-

eters such as queue size and placement of the journal

relative to file-system structures. We use the validated

Seagate Cheetah 15k.5 disk model [4] provided with

DiskSim for our experiments.

3.2.1 Workload

We first show how the workload can impact Pinc. For this

experiment, we use 6 different workloads described in

the caption of Figure 3. From the figure, we make the

following observations. Most importantly, Pinc is work-

load dependent. For example, if a workload is mostly

read oriented, there is little chance of inconsistency, as

file-system state is not updated frequently (e.g., Web-

server). Second, for write-heavy workloads, the nature

of the writes is important; workloads that write randomly

or force writes to disk via fsync() lead to a fairly high

chance of a crash leaving the file system inconsistent

(e.g., random writes, MySQL, Varmail). Third, there can

be high variance in Pinc; small events that change the or-

der of persistence of writes can lead to large differences

in chances of inconsistency. Finally, even under extreme

circumstances, Pinc never reaches 100% (the graph is cut

off at 60%); there are many points in the lifetime of a

workload when a crash will not lead to inconsistency.

Beyond the overall Pinc shown in the graph, we also

break the probability further by the type of reordering

that leads to a window of vulnerability. Specifically, as-

suming the following commit ordering (D|JM → JC →
M), we determine when a particular reordering (e.g., JC
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Figure 4: The Effect of Queue Size. The figure shows

Pinc (left y-axis) and total I/O completion time (right y-axis) as

the queue size of the simulated disk varies (x-axis). For this

experiment, we use the Varmail workload.

before D) has resulted. The graph breaks down Pinc into

these fine-grained reordering categories, grouped into

the following relevant cases: early commit (e.g., JC →
JM|D), early checkpoint (e.g., M → D|JM|JC), transac-
tion misorder (e.g., Txi → Txi−1), andmixed (e.g., where

more than one category could be attributed).

Our experiments show that early commit before data,

(JC → D), is the largest contributor to Pinc, accounting

for over 90% of inconsistency across all workloads, and

100% in some cases (Fileserver, random writes). This

is not surprising, as in cases where transactions are being

forced to disk (e.g., due to calls to fsync()), data writes

(D) are issued just before transaction writes (JM and JC);

slight re-orderings by the disk will result in JC being

persisted first. Also, for some workloads (MySQL, Var-

mail), all categories might contribute; though rare, early

checkpoints and transaction misordering can arise. Thus,

any approach to provide reliable consistency mecha-

nisms must consider all possible causes, not just one.

3.2.2 Queue Size

For the remaining studies, we focus on Varmail, as it ex-

hibits the most interesting and varied probability of in-

consistency. First, we show how disk scheduler queue

depth matters. Figure 4 plots the results of our experi-

ment. The left y-axis plots Pinc as we vary the number

of outstanding requests to the disk; the right y-axis plots

performance (overall time for all I/Os to complete).

From the figure, we observe the following three re-

sults. First, when there is no reordering done by the disk

(i.e., queue size is 1), there is no chance of inconsistency,

as writes are committed in order; we would find the same

result if we used FIFO disk scheduling (instead of SPTF).

Second, even with small queues (e.g., 8), a great deal of

inconsistency can arise; one block committed too early

to disk can result in very large windows of vulnerability.

Finally, we observe that a modest amount of reordering

does indeed make a noticeable performance difference;

in-disk SPTF scheduling improves performance by about

30% with a queue size of 8 or more.

3.2.3 Journal Layout

We now study how distance between the main file-

system structures and the journal affects Pinc. Figure 5
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Figure 5: The Effect of Distance. The figure shows Pinc
(left y-axis) and total I/O completion time (right y-axis) as the

distance (in GB) between the data region and the journal of the

simulated disk is increased (x-axis). For this experiment, we

use the Varmail workload, with queue size set to 8.

plots the results of varying the location of Varmail’s data

and metadata structures (which are usually located in one

disk area) from close to the journal (left) to far away.

From the figure, we observe distance makes a signif-

icant difference in Pinc. Recall that one of the major

causes of reordering is early commit (i.e., JC written be-

fore D); by separating the location of data and the jour-

nal, it becomes increasingly unlikely for such reordering

to occur. Secondly, we also observe that increased dis-

tance is not a panacea; inconsistency (10%) still arises

for Varmail. Finally, increased distance from the jour-

nal can affect performance somewhat; there is a 14% de-

crease in performance when moving Varmail’s data and

metadata from right next to the journal to 140 GB away.

We also studied a number of other factors that might

affect Pinc, including the placement of the journal as it re-

lates to track boundaries on the disk, and other potential

factors. In general, these parameters did not significantly

affect Pinc and thus are not included.

3.3 Summary

The classic approach to journaling is overly pessimistic,

forcing writes to persistent storage often when only or-

dering is desired. As a result, users have sometimes

turned to probabilistic journaling, taking their chances

with consistency in order to gain more performance. We

have carefully studied which factors affect the consis-

tency of the probabilistic approach, and shown that for

some workloads, it works fairly well; unfortunately, for

other workloads with a high number of random-write

I/Os, or where the application itself forces traffic to disk,

the probability of inconsistency becomes high. As de-

vices become more sophisticated, and can handle a large

number of outstanding requests, the odds that a crash will

cause inconsistency increases. Thus, to advance beyond

the probabilistic approach, a system must include ma-

chinery to either avoid situations that lead to inconsis-

tency, or be able to detect and recover when such oc-

currences arise. We now describe one such approach:

optimistic crash consistency.

4 Optimistic Crash Consistency

Given that journaling with probabilistic consistency of-

ten gives consistent results even in the presence of sys-

tem crashes, we note a new opportunity. The goal of

optimistic crash consistency, as realized in an optimistic

journaling system, is to commit transactions to persis-

tent storage in a manner that maintains consistency to the

same extent as pessimistic journaling, but with nearly the

same performance as with probabilistic consistency. Op-

timistic journaling requires minimal changes to current

disk interfaces and the journaling layer; in particular, our

approach does not require changes to file-system struc-

tures outside of the journal (e.g., backpointers [6]).

To describe optimistic crash consistency and journal-

ing, we begin by describing the intuition behind opti-

mistic techniques. Optimistic crash consistency is based

on twomain ideas. First, checksums can remove the need

for ordering writes. Optimistic crash consistency elim-

inates the need for ordering during transaction commit

by generalizing metadata transactional checksums [23]

to include data blocks. During recovery, transactions are

discarded upon checksum mismatch.

Second, asynchronous durability notifications are used

to delay checkpointing a transaction until it has been

committed durably. Fortunately, this delay does not af-

fect application performance, as applications block until

the transaction is committed, not until it is checkpointed.

Additional techniques are required for correctness in sce-

narios such as block reuse and overwrite.

We first propose an additional notification that disk

drives should expose. We then explain how optimistic

journaling provides different properties to preserve the

consistency semantics of ordered journaling. We show

that these properties can be achieved using a combination

of optimistic techniques. We also describe an additional

optimistic technique which enables optimistic journaling

to provide consistency equivalent to data journaling.

4.1 Asynchronous Durability Notification

The current interface to the disk for ensuring that write

operations are performed in a specified order is pes-

simistic: the upper-level file system tells the lower-level

disk when it must flush its cache (or certain blocks) and

the disk must then promptly do so. However, the actual

ordering and durability of writes to the platter does not

matter, unless there is a crash. Therefore, the current in-

terface is overly constraining and limits I/O performance.

Rather than requiring the disk to obey ordering and

durability commands from the layer above, we propose

that the disk be freed to perform reads and writes in

the order that optimizes its scheduling and performance.

Thus, the performance of the disk is optimized for the

common case in which there is no crash.
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Given that the file system must still be able to guaran-

tee consistency and durability in the event of a crash, we

propose a minimal extension to the disk interface. With

an asynchronous durability notification the disk informs

the upper-level client that a specific write request has

completed and is now guaranteed to be durable. Thus

there will be two notifications from the disk: first when

the disk has received the write and later when the write

has been persisted. Some interfaces, such as Forced Unit

Access (FUA), provide a single, synchronous durability

notification: the drive receives the request and indicates

completion when the request has been persisted [14,37].

Tagged Queuing allows a limited number of requests to

be outstanding at a given point of time [15, 37]. Unfor-

tunately, many drives do not implement tagged queuing

and FUA reliably [18]. Furthermore, a request tagged

with FUA also implies urgency, prompting some im-

plementations to force the request to disk immediately.

While a correct implementation of tagged queuing and

FUA may suffice for optimistic crash consistency, we

feel that an interface that decouples request acknowl-

edgement from persistence enables higher levels of I/O

concurrency and thus provides a better foundation on

which to build OptFS.

4.2 Optimistic Consistency Properties

As described in Section 2.2, ordered journaling mode

involves the following writes for each transaction: data

blocks, D, to in-place locations on disk; metadata blocks

to the journal, JM; a commit block to the journal, JC; and

finally, a checkpoint of the metadata to its in-place lo-

cation, M. We refer to writes belonging to a particular

transaction i with the notation : i; for example, the jour-

naled metadata of transaction i is denoted JM: i.

Ordered journaling mode ensures several properties.

First, metadata written in transaction Tx: i+1 cannot be

observed unless metadata from transaction Tx: i is also

observed. Second, it is not possible for metadata to point

to invalid data. These properties are maintained by the

recovery process and how writes are ordered. If a crash

occurs after the transaction is properly committed (i.e.,

D, JM , and JC are all durably written), but before M is

written, then the recovery process can replay the transac-

tion so thatM is written to its in-place location. If a crash

occurs before the transaction is completed, then ordered

journaling ensures that no in-place metadata related to

this transaction was updated.

Optimistic journaling allows the disk to performwrites

in any order it chooses, but ensures that in the case of a

crash, the necessary consistency properties are upheld for

ordered transactions. To give the reader some intuition

for why particular properties are sufficient for ordered

journaling semantics, we walk through the example in

Figure 6. For simplicity, we begin by assuming that data

On-Disk Journal

In-Place Checkpoint

In-Memory

JM:0
Jc:0

 Ck(D:0,M:0)
JM:1

Jc:1
 Ck(D:1,M:1)
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Jc:2

 Ck(D:2,M:2)

D:1 D:2M:0D:0

M:1 M:2

JM:3
Jc:3

 Ck(D:3,M:3)

M:3

D:3

Figure 6: Optimistic Journaling. The figure shows four

transactions in progress, involving writes to main memory, the

on-disk journal, and to in-place checkpoints on disk. A rect-

angle block indicates that the file system has been notified that

the write has been durably completed. Cloud-shaped blocks in-

dicate that the write has been initiated, but the file system has

not yet been notified of its completion and it may or may not

be durable. Circles indicate dirty blocks in main memory that

cannot be written until a previous write is durable; a dashed

line indicates the write it is dependent on. Finally, the solid

arrow indicates that the meta-data may refer to the data block.

blocks are not reused across transactions (i.e., they are

not freed and re-allocated to different files or overwrit-

ten); we will remove this assumption later (§4.3.5).

In Figure 6, four transactions are in progress: Tx:0,

Tx:1, and Tx:2, and Tx:3. At this point, the file sys-

tem has received notification that Tx:0 is durable (i.e.,

D:0, JM:0, and JC:0) and so it is in the process of check-

pointing the metadataM:0 to its in-place location on disk

(note thatM:0 may point to data D:0). If there is a crash

at this point, the recovery mechanism will properly re-

play Tx:0 and re-initiate the checkpoint of M:0. Since

Tx:0 is durable, the application that initiated these writes

can be notified that the writes have completed (e.g., if it

called fsync()). Note that the journal entries for Tx:0

can finally be freed once the file system has been notified

that the in-place checkpoint write of M:0 is durable.

The file system has also started transactions Tx:1

through Tx:3; many of the corresponding disk writes

have been initiated, while others are being held in mem-

ory based on unresolved dependencies. Specifically, the

writes for D:1, JM:1, and JC:1 have been initiated; how-

ever, D:1 is not yet durable, and therefore the metadata

(M:1), which may refer to it, cannot be checkpointed. If

M:1 were checkpointed at this point and a crash occurred

(with M:1 being persisted and D:1 not), M:1 could be

left pointing to garbage values for D:1. If a crash occurs

now, beforeD:1 is durable, checksums added to the com-

mit block of Tx:1 will indicate a mismatch with D:1; the

recovery process will not replay Tx:1, as desired.

Tx:2 is allowed to proceed in parallel with Tx:1; in

this case, the file system has not yet been notified that the

journal commit block JC:2 has completed; again, since

the transaction is not yet durable, metadata M:2 cannot

be checkpointed. If a crash occurs when JC:2 is not yet

durable, then the recovery process will detect a mismatch

between the data blocks and the checksums and not re-

234



play Tx:2. Note that D:2 may be durable at this point

with no negative consequences because no metadata is

allowed to refer to it yet, and thus it is not reachable.

Finally, Tx:3 is also in progress. Even if the file sys-

tem is notified that D:3, JM:3, and JC:3 are all durable,

the checkpoint ofM:3 cannot yet be initiated because es-

sential writes in Tx:1 and Tx:2 are not durable (namely,

D:1 and JC:2). Tx:3 cannot be made durable until all

previous transactions are guaranteed to be durable; there-

fore, its metadata M:3 cannot be checkpointed.

4.3 Optimistic Techniques

The behavior of optimistic journaling described above

can be ensured with a set of optimistic techniques: in-

order journal recovery and release, checksums, back-

ground writes after notification, reuse after notification,

and selective data journaling. We now describe each.

4.3.1 In-Order Journal Recovery

The most basic technique for preserving the correct or-

dering of writes after a crash occurs during the journal

recovery process itself. The recovery process reads the

journal to observe which transactions were made durable

and it simply discards or ignores any write operations

that occurred out of the desired ordering.

The correction that optimistic journaling applies is to

ensure that if any part of a transaction Tx: i was not cor-

rectly or completely made durable, then neither transac-

tion Tx: i nor any following transaction Tx: j where j > i

is left durable. Thus, journal recovery must proceed in-

order, sequentially scanning the journal and performing

checkpoints in-order, stopping at the first transaction that

is not complete upon disk. The in-order recovery process

will use the checksums described below to determine if

a transaction is written correctly and completely.

4.3.2 In-Order Journal Release

Given that completed, durable journal transactions define

the write operations that are durable on disk, optimistic

journaling must ensure that journal transactions are not

freed (or overwritten) until all corresponding checkpoint

writes (of metadata) are confirmed as durable.

Thus, optimistic journaling must wait until it has been

notified by the disk that the checkpoint writes corre-

sponding to this transaction are durable. At this point,

optimistic journaling knows that the transaction need not

be replayed if the system crashes; therefore, the trans-

action can be released. To preserve the property that

Tx: i+ 1 is made durable only if Tx: i is durable, trans-

actions must be freed in order.

4.3.3 Checksums

Checksums are a well-known technique for detecting

data corruption and lost writes [20,31]. A checksum can

also be used to detect whether or not a write related to

a specific transaction has occurred. Specifically, check-

sums can optimistically “enforce” two orderings: that

the journal commit block (JC) persists only after meta-

data to the journal (JM) and after data blocks to their in-

place location (D). This technique for ensuring metadata

is durably written to the journal in its entirety has been

referred to as transactional checksumming [23]; in this

approach, a checksum is calculated over JM and placed

in JC. If a crash occurs during the commit process, the

recovery procedure can reliably detect the mismatch be-

tween JM and the checksum in JC and not replay that

transaction (or any transactions following). To identify

this particular instance of transactional checksumming

we refer to it as metadata transactional checksumming.

A similar, but more involved, version of data trans-

actional checksumming can be used to ensure that data

blocks D are written in their entirety as part of the trans-

action. Collecting these data blocks and calculating their

checksums as they are dirtied in main memory is more

involved than performing the checksums over JM , but the

basic idea is the same. With the data checksums and their

on-disk block addresses stored in JC, the journal recov-

ery process can abort transactions upon mismatch. Thus,

data transactional checksums enable optimistic journal-

ing to ensure that metadata is not checkpointed if the

corresponding data was not durably written.

4.3.4 Background Write after Notification

An important optimistic technique ensures that the

checkpoint of the metadata (M) occurs after the preced-

ing writes to the data and the journal (i.e., D, JM , and

JC). While pessimistic journaling guaranteed this behav-

ior with a flush after JC, optimistic journaling explicitly

postpones the checkpoint write of metadata M until it

has been notified that all previous transactions have been

durably completed. Note that it is not sufficient for M to

occur after only JC; D and JM must precede M as well

since optimistic journaling must ensure that the entire

transaction is valid and can be replayed if any of the in-

place metadata M is written. Similarly, M: i+1 must be

postponed until all transactions Tx: i have been durably

committed to ensure that M: i+ 1 is not durable if M: i

cannot be replayed. We note that M: i+ 1 does not need

to wait forM: i to complete, but must instead wait for the

responsible transaction Tx: i to be durable.

Checkpointing is one of the few points in the opti-

mistic journaling protocol where the file system must

wait to issue a particular write until a specific set of

writes have completed. However, this particular wait-

ing is not likely to impact performance because check-

pointing occurs in the background. Subsequent writes

by applications will be placed in later transactions and

these journal updates can be written independently of any

other outstanding writes; journal writes do not need to
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wait for previous checkpoints or transactions. Therefore,

even applications waiting for journal writes (e.g., by call-

ing fsync()) will not observe the checkpoint latency.

For this reason, waiting for the asynchronous durabil-

ity notification before a background checkpoint is funda-

mentally more powerful than the pessimistic approach of

sending an ordering command to the disk (i.e., a cache

flush). With a traditional ordering command, the disk

is not able to postpone checkpoint writes across multi-

ple transactions. On the other hand, the asynchronous

durability notification command does not artificially con-

strain the ordering of writes and gives more flexibility to

the disk so that it can best cache and schedule writes; the

command also provides the needed information to the file

system so that it can allow independent writes to proceed

while appropriately holding back dependent writes.

4.3.5 Reuse after Notification

The preceding techniques were sufficient for handling

the cases where blocks were not reused across transac-

tions. The difficulty occurs with ordered journaling be-

cause data writes are performed to their in-place loca-

tions, potentially overwriting data on disk that is still ref-

erenced by durable metadata from previous transactions.

Therefore, additional optimistic techniques are needed

to ensure that durable metadata from earlier transactions

never points to incorrect data blocks changed in later

transactions. This is a security issue: if user A deletes

their file, and then the deleted block becomes part of user

B’s file, a crash should not lead to user A being able to

view user B’s data. This is also one of the update depen-

dency rules required for Soft Updates [25], but optimistic

journaling enforces this rule with a different technique:

reuse after notification.

To understand the motivation for this technique, con-

sider the steps when a data block DA is freed from one

file MA and allocated to another file, MB and rewritten

with the contents DB. Depending on how writes are re-

ordered to disk, a durable version ofMA may point to the

erroneous content of DB.

This problem can be fixed with transactions as follows.

First, the freeing of DA and update to MA, denoted MA′ ,

is written as part of a transaction JMA′ : i; the allocation

of DB to MB is written in a later transaction as DB: i+ 1

and JMB
: i+1. Pessimistic journaling ensures that JMA′ : i

occurs before DB: i+ 1 with a traditional flush between

every transaction. The optimistic techniques introduced

so far are not sufficient to provide this guarantee because

the writes to DB: i+ 1 in their in-place locations cannot

be recovered or rolled back if M′
A is lost (even if there is

a checksum mismatch and transactions Tx: i or Tx: i+1

are found to be incomplete).

Optimistic journaling guarantees that JMA′ : i occurs be-

fore DB: i+ 1 by ensuring that data block DA is not re-

allocated to another file until the file system has been no-

tified by the disk that JMA′ : i has been durably written; at

this point, the data block DA is “durably free.” When the

fileMB must be allocated a new data block, the optimistic

file system allocates a “durably-free” data block that is

known to not be referenced by any other files; finding a

durably-free data block is straight-forward given the pro-

posed asynchronous durability notification from disks.

Performing reuse only after notification is unlikely to

cause the file system to wait or to harm performance.

Unless the file system is nearly 100% full, there should

always exist a list of data blocks that are known to be

durably free; under normal operating conditions, the file

system is unlikely to need to wait to be informed by the

disk that a particular data block is available.

4.3.6 Selective Data Journaling

Our final optimistic technique selectively journals data

blocks that have been overwritten. This technique allows

optimistic journaling to provide data journaling consis-

tency semantics instead of ordered journaling semantics.

A special case of an update dependency occurs when

a data block is overwritten in a file and the metadata for

that file (e.g., size) must be updated consistently. Opti-

mistic journaling could handle this using reuse after noti-

fication: a new durably-free data block is allocated to the

file and written to disk (DB: j), and then the new meta-

data is journaled (JMB
: j). The drawback of this approach

is that the file system takes on the behavior of a copy-on-

write file system and loses some of the locality benefits of

an update-in-place file system [21]; since optimistic jour-

naling forces a durably-free data block to be allocated,

a file that was originally allocated contiguously and pro-

vided high sequential read and write throughput may lose

its locality for certain random-update workloads.

If update-in-place is desired for performance, a dif-

ferent technique can be used: selective data journaling.

Data journaling places both metadata and data in the

journal and both are then updated in-place at checkpoint

time. The attractive property of data journaling is that in-

place data blocks are not overwritten until the transaction

is checkpointed; therefore, data blocks can be reused if

their metadata is also updated in the same transaction.

The disadvantage of data journaling is that every data

block is written twice (once in the journal, JD, and once

in its checkpointed in-place location,D) and therefore of-

ten has worse performance than ordered journaling [22].

Selective data journaling allows ordered journaling to

be used for the common case and data journaling only

when data blocks are repeatedly overwritten within the

same file and the file needs to maintain its original layout

on disk. In selective data journaling, the checkpoint of

both D andM simply waits for durable notification of all

the journal writes (JD, JM , and JC).
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Figure 7: Optimistic Journaling: Selective Data Jour-
naling. The figure shows that selective data journaling may

be used when transactions involve overwriting in-place data.

Data blocks are now placed in the journal and checkpointed

after the transaction is committed.

Figure 7 shows an example of how selective data jour-

naling can be used to support overwrite, in particular the

case where blocks are reused from previous transactions

without clearing the original references to those blocks.

In this example, data blocks for three files have been

overwritten in three separate transactions.

The first transaction illustrates how optimistic order-

ing ensures that durable metadata does not point to

garbage data. After the file system has been notified of

the durability of Tx:1 (specifically, of JD:1, JM:1, and

JC:1), it may checkpoint both D:1 and M:1 to their in-

place locations. Because the file system can write M:1

without waiting for a durable notification of D:1, in the

case of crash it is possible forM:1 to refer to garbage val-

ues in D:1; however, the recovery process will identify

this situation due to the checksum mismatch and replay

Tx:1 with the correct values for D:1.

The second and third transactions illustrate how opti-

mistic ordering ensures that later writes are visible only

if all earlier writes are visible as well. Specifically, D:2

and M:2 have been checkpointed, but only because both

Tx:2 and Tx:1 are both durable; therefore, a client can-

not see new contents for the second file without seeing

new contents for the first file. Furthermore, neither D:3

nor M:3 (or any later transactions) can be checkpointed

yet because not all blocks of its transaction are known to

be durable. Thus, selective data journaling provides the

desired consistency semantics while allowing overwrites.

4.4 Durability vs. Consistency

Optimistic journaling uses an array of novel techniques

to ensure that writes to disk are properly ordered, or that

enough information exists on disk to recover from an un-

timely crash when writes are issued out of order; the

result is file-system consistency and proper ordering of

writes, but without guarantees of durability. However,

some applications may wish to force writes to stable stor-

age for the sake of durability, not ordering. In this case,

something more than optimistic ordering is needed; the

file system must either wait for such writes to be per-

sisted (via an asynchronous durability notification) or is-

sue flushes to force the issue. To separate these cases, we

believe two calls should be provided; an “ordering” sync,

osync(), guarantees ordering between writes, while a

“durability” sync, dsync(), ensures when it returns that

pending writes have been persisted.

We now define and compare the guarantees given by

osync() and dsync(). Assume the user makes a se-

ries of writesW1,W2, ...,Wn. If no osync() or dsync()

calls are made, there is no guarantee as to file-system

state after a crash: any or all of the updates may be lost,

and updates may be applied out of order, i.e.,W2 may be

applied withoutW1.

Now consider when every write is followed by

dsync(), i.e., W1,d1,W2,d2, ...,Wn,dn. If a crash hap-

pens after di, the file system will recover to a state with

W1,W2, ...,Wi applied.

If every write was followed by osync(), i.e.,

W1,o1,W2,o2, ...,Wn,on, and a crash happens after oi, the
file system will recover to a state with W1,W2, ...,Wi−k

applied, where the last k writes had not been made

durable before the crash. We term this eventual durabil-

ity. Thus osync() provides prefix semantics [36], en-

suring that users always see a consistent version of the

file system, though the data may be stale. Prior research

indicates that this is useful in many domains [7].

5 Implementation of OptFS

We have implemented the Optimistic File System

(OptFS) inside Linux 3.2, based on the principles out-

lined before (§4), as a variant of the ext4 file system, with

additional changes to the JBD2 journaling layer and vir-

tual memory subsystem.

5.1 Asynchronous Durability Notifications

Since current disks do not implement the proposed asyn-

chronous durability notification interface, OptFS uses an

approximation: durability timeouts. Durability timeouts

represent the maximum time interval that the disk can

delay committing a write request to the non-volatile plat-

ter. When a write for block A is received at time T by

the disk, the block must be made durable by time T+

TD. The value of TD is specific to each disk, and must be

exported by the disk to higher levels in the storage stack.

Upon expiration of the time interval TD, OptFS consid-

ers the block to be durable; this is equivalent to the disk

notifying OptFS after TD seconds. Note that to account

for other delays in the I/O subsystem, TD is measured

from the time the write is acknowledged by the disk, and

not from the time the write is issued by the file system.

This approximation is limiting; TD might overestimate

the durability interval, leading to performance problems

and memory pressure; TD might underestimate the dura-

bility interval, comprising consistency. OptFS errs to-

wards safety and sets TD to be 30 seconds.
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5.2 Handling Data Blocks

OptFS does not journal all data blocks: newly allocated

data blocks are only checksummed; their contents are not

stored in the journal. This complicates journal recov-

ery as data-block contents may change after the check-

sum was recorded. Due to selective data journaling, a

data block that is not journaled (as it is newly allocated)

in one transaction might be overwritten in the following

transaction and therefore journaled. For example, con-

sider data block D with content A belonging to Tx1. The

checksum A will be recorded in Tx1. D is overwritten by

Tx2, with content B. Though this sequence is valid, the

checksum A in Tx1 will not match the content B in D.

This necessitates individual block checksums, since

checksum mismatch of a single block is not a problem

if the block belongs to a later valid transaction. In con-

trast, since the frozen state of metadata blocks are stored

in the journal, checksumming over the entire set is suffi-

cient for metadata transactional checksums. We explain

how OptFS handles this during recovery shortly.

OptFS does not immediately write out checksummed

data blocks; they are collected in memory and written in

large batches upon transaction commit. This increases

performance in some workloads.

5.3 Optimistic Techniques

We now describe the implementation of the optimistic

journaling techniques. We also describe how OptFS re-

verts to more traditional mechanisms in some circum-

stances (e.g., when the journal runs out of space).

In-Order Journal Recovery: OptFS recovers transac-

tions in the order they were committed to the journal. A

transaction can be replayed only if all its data blocks be-

long to valid transactions, and the checksum computed

over metadata blocks matches that in the commit block.

OptFS performs recovery in two passes: the first pass

linearly scans the journal, compiling a list of data blocks

with checksum mismatches and the first journal transac-

tion that contained each block. If a later valid transaction

matches the block checksum, the block is deleted from

the list. At the end of the scan, the earliest transaction in

the list is noted. The next pass performs journal recovery

until the faulting transaction, thus ensuring consistency.

OptFS journal recovery might take longer than ext4

recovery since OptFS might need to read data blocks off

non-contiguous disk locations while ext4 only needs to

read the contiguous journal to perform recovery.

In-Order Journal Release: When the virtual memory

(VM) subsystem informs OptFS that checkpoint blocks

have been acknowledged at time T , OptFS sets the trans-

action cleanup time as T+TD, after which it is freed from

the journal.

When the journal is running out of space, it may not

be optimal to wait for the durability timeout interval be-

fore freeing up journal blocks. Under memory pressure,

OptFS may need to free memory buffers of checkpoint

blocks that have been issued to the disk and are waiting

for durability timeouts. In such cases, OptFS issues a

disk flush, ensuring the durability of checkpoint blocks

that have been acknowledged by the disk. This allows

OptFS to clean journal blocks belonging to some check-

pointed transactions and free associated memory buffers.

Checksums: OptFS checksums data blocks using the

same CRC32 algorithm used for metadata. A tag is cre-

ated for each data block which stores the block number

and its checksum. Data tags are stored in the descriptor

blocks along with tags for metadata checksums.

Background Write after Notification: OptFS uses the

VM subsystem to perform background writes. Check-

point metadata blocks are marked as dirty and the

expiry field of each block is set to be T+ TD (the disk

acknowledged the commit block at T ). T will reflect the

time that the entire transaction has been acknowledged

because the commit is not issued until the disk acknowl-

edges data and metadata writes. The blocks are then

handed off to the VM subsystem.

During periodic background writes, the VM subsys-

tem checks if each dirty block has expired: if so,

the block is written out; otherwise the VM subsystem

rechecks the block on its next periodic write-out cycle.

Reuse after Notification: Upon transaction commit,

OptFS adds deleted data blocks to a global in-memory

list of blocks that will be freed after the durability time-

out, TD. A background thread periodically frees blocks

with expired durability timeouts. Upon file-system un-

mount, all list blocks are freed.

When the file system runs out of space, if the reuse list

contains blocks, a disk flush is issued; this ensures the

durability of transactions which freed the blocks in the

list. These blocks are then set to be free. We expect that

these “safety” flushes will be used infrequently.

Selective Data Journaling: Upon a block write, the

block allocation information (which is reflected in New

state of the buffer head) is used to determine whether

the block was newly allocated. If the write is an over-

write, the block is journaled as if it was metadata.

6 Evaluation

We now evaluate our prototype implementation of OptFS

on two axes: reliability and performance. Experiments

were performed on an Intel Core i3-2100 CPU with 16

GB of memory, a Hitachi DeskStar 7K1000.B 1 TB

drive, and running Linux 3.2. The experiments were re-

peatable; numbers reported are the average over 10 runs.
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Crash points

Workload Delayed Blocks Total Consistent

Data 50 50

Append JM , JC 50 50

Multiple blocks 100 100

Data 50 50

Overwrite JM , JC 50 50

Multiple blocks 100 100

Table 1: Reliability Evaluation. The table shows the to-

tal number of simulated crashpoints, and the number of crash-

points resulting in a consistent state after remount.

6.1 Reliability

To verify OptFS’s consistency guarantees, we build and

apply a crash-robustness framework to it under two syn-

thetic workloads. The first appends blocks to the end of a

file; the second overwrites blocks of an existing file; both

issue osync() calls frequently to induce more ordering

points and thus stress OptFS machinery.

Crash simulation is performed by taking a workload

trace, reordering some requests (either by delaying the

write of a single data block, journal commit or metadata

blocks, or multiple blocks chosen at random), creating a

file-system image that contains a subset of those writes

up until a particular crash point, and then recovering the

file system from that image.

Table 1 shows the results of 400 different crash sce-

narios. OptFS recovers correctly in each case to a file

system with a consistent prefix of updates (§4.4).

6.2 Performance

We now analyze the performance of OptFS under a num-

ber of micro- and macro-benchmarks. Figure 8 illustrates

OptFS performance under these workloads; details of the

workloads are found in the caption.

Micro-benchmarks: OptFS sequential-write perfor-

mance is similar to ordered mode; however, sequential

overwrites cause bandwidth to drop to half of that of or-

dered mode as OptFS writes every block twice. Ran-

dom writes on OptFS are 3x faster than on ext4 ordered

mode, as OptFS converts random overwrites into sequen-

tial journal writes (due to selective data journaling).

On the Createfiles benchmark, OptFS performs 2x bet-

ter than ext4 ordered mode, as ext4 writes dirty blocks

in the background for a number of reasons (e.g., hitting

the threshold for the amount of dirty in-memory data),

while OptFS consolidates the writes and issues them

upon commit. When we modified ext4 to stop the back-

ground writes, its performance was similar to OptFS.

Macro-benchmarks: We run the Filebench File-

server, Webserver, and Varmail workloads [17]. OptFS

performs similarly to ext4 ordered mode without flushes

for Fileserver and Webserver. Varmail’s frequent

fsync() calls cause a significant number of flushes,

leading to OptFS performing 7x better than ext4. ext4,
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Figure 8: Performance Comparison. Performance is

shown normalized to ext4 ordered mode with flushes. The abso-

lute performance of ordered mode with flushes is shown above

each workload. Sequential writes are to 80 GB files. 200K ran-

dom writes are performed over a 10 GB file, with an fsync()

every 1K writes. The overwrite benchmark sequentially writes

over a 32 GB file. Createfiles uses 64 threads to create 1M

files. Fileserver emulates file-server activity, using 50 threads

to perform a sequence of creates, deletes, appends, reads, and

writes. Webserver emulates a multi-threaded web host server,

performing sequences of open-read-close on multiple files plus

a log file append, with 100 threads. Varmail emulates a multi-

threaded mail server, performing a sequence of create-append-

sync, read-append-sync, reads, and deletes in a single direc-

tory. Each workload was run for 660 seconds. MySQL OLTP

benchmark performs 200K queries over a table with 1M rows.

even with flushes disabled, does not perform as well as

OptFS since OptFS delays writing dirty blocks, issuing

them in large batches periodically or on commit; in con-

trast, the background threads in ext4 issue writes in small

batches so as to not affect foreground activity.

Finally, we run the MySQL OLTP benchmark from

Sysbench [1] to investigate the performance on database

workloads. OptFS performs 10x better than ordered

mode with flushes, and 40% worse than ordered mode

without flushes (due to the many in-place overwrites of

MySQL, which result in selective data journaling).

Summary: OptFS significantly outperforms ordered

mode with flushes on most workloads, providing the

same level of consistency at considerably lower cost.

On many workloads, OptFS performs as well as ordered

mode without flushes, which offers no consistency guar-

antees. OptFS may not be suited for workloads which

consist mainly of sequential overwrites.

6.3 Resource consumption

Table 2 compares the resource consumption of OptFS

and ext4 for a 660 second run of Varmail. OptFS con-

sumes 10% more CPU than ext4 ordered mode without

flushes. Some of this overhead in our prototype can be
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Figure 9: Performance with Small Journals. The fig-

ure shows the variation in OptFS performance on the MySQL

OLTP benchmark as the journal size is varied. When OptFS

runs out of journal space, it issues flushes to safely checkpoint

transactions. Note that even in this stress scenario, OptFS per-

formance is 5x better than ext4 ordered mode with flushes.

attributed to CRC32 data checksumming and the back-

ground thread which frees data blocks with expired dura-

bility timeouts, though further investigation is required.

OptFS delays checkpointing and holds metadata in

memory longer, thereby increasing memory consump-

tion. Moreover, OptFS delays data writes until trans-

action commit time, increasing performance for some

workloads (e.g., Filebench Createfiles), but at the cost

of additional memory load.

6.4 Journal size

When OptFS runs out of journal space, it issues flushes in

order to checkpoint transactions and free journal blocks.

To investigate the performance of OptFS in such a sit-

uation, we reduce the journal size and run the MySQL

OLTP benchmark. The results are shown in Figure 9.

Note that due to selective journaling, OptFS performance

will be lower than that of ext4 without flushes, even

with large journals. We find that OptFS performs well

with reasonably sized journals of 512 MB and greater;

only with smaller journal sizes does performance de-

grade near the level of ext4 with flushes.

7 Case Studies

We now show how to use OptFS ordering guarantees to

provide meaningful application-level crash consistency.

Specifically, we study atomic updates in a text editor

(gedit) and logging within a database (SQLite).

7.1 Atomic Update within Gedit

Many applications atomically update a file with the fol-

lowing sequence: first, create a new version of the file

under a temporary name; second, call fsync() on the

file to force it to disk; third, rename the file to the desired

file name, replacing the original atomically with the new

contents (some applications issue another fsync() to

the parent directory, to persist the name change). The

gedit text editor, which we study here, performs this se-

quence to update a file, ensuring that either the old or new

contents are in place in their entirety, but never a mix.

File system CPU % Memory (MB)

ext4 ordered mode with flushes 3.39 486.75

ext4 ordered mode without flushes 14.86 516.03

OptFS 25.32 749.4

Table 2: Resource Consumption. The table shows the av-

erage resource consumption by OptFS and ext4 ordered mode

for a 660 second run of Filebench Varmail. OptFS incurs addi-

tional overhead due to techniques like delayed checkpointing.

gedit SQLite

ext4 w/o ext4 w/ OptFS ext4 w/o ext4 w/ OptFS

flush flush flush flush

Total crashpoints 50 50 50 100 100 100

Inconsistent 7 0 0 73 0 0

Old state 26 21 36 8 50 76

New state 17 29 14 19 50 24

Time per op (ms) 1.12 39.4 0.84 23.38 152 15.3

Table 3: Case Study: Gedit and SQLite. The table

shows the number of simulated crashpoints that resulted in a

consistent or inconsistent application state after remounting. It

also shows the time required for an application operation.

To study the effectiveness of OptFS for this usage, we

modified gedit to use osync() instead of fsync(), thus

ensuring order is preserved. We then take a block-level

I/O trace when running under both ext4 (with and with-

out flushes) and OptFS, and simulate a large number of

crash points and I/O re-orderings in order to determine

what happens during a crash. Specifically, we create

a disk image that corresponds to a particular subset of

writes taking place before a crash; we then mount the

image, run recovery, and test for correctness.

Table 3 shows our results. With OptFS, the saved file-

name always points to either the old or new versions of

the data in their entirety; atomic update is achieved. In

a fair number of crashes, old contents are recovered, as

OptFS delays writing updates; this is the basic trade-off

OptFS makes, increasing performance but delaying dura-

bility. With ext4 (without flush), a significant number

of crashpoints resulted in inconsistencies, including un-

mountable file systems and corrupt data. As expected,

ext4 (with flush) did better, resulting in new or old con-

tents exactly as dictated by the fsync() boundary.

The last row of Table 3 compares the performance of

atomic updates in OptFS and ext4. OptFS delivers per-

formance similar to ext4 without flushes, roughly 40x

faster per operation than ext4 with flushes.

7.2 Temporary Logging in SQLite

We now investigate the use of osync() in a database

management system, SQLite. To implement ACID trans-

actions, SQLite first creates a temporary log file, writes

some information to it, and calls fsync(). SQLite then

updates the database file in place, calls fsync() on the

database file, and finally deletes the log file. After a
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crash, if a log file is present, SQLite uses the log file

for recovery (if necessary); the database is guaranteed to

be recovered to either the pre- or post-transaction state.

Although SQLite transactions provide durability by

default, its developers assert that many situations do not

require it, and that “sync” can be replaced with pure or-

dering points in such cases. The following is an excerpt

from the SQLite documentation [29]:

As long as all writes that occur before the sync

are completed before any write that happens

after the sync, no database corruption will oc-

cur. [...] the database will at least continue

to be consistent, and that is what most people

care about (emphasis ours).

We now conduct the same consistency and perfor-

mance tests for SQLite. With a small set of tables

(≈30KB in size), we create a transaction to move records

from one half the tables to the other half. After a simu-

lated disk image that corresponds to a particular crash-

point is mounted, if consistent, SQLite should convert

the database to either the pre-transaction (old) or post-

transaction (new) state. The results in Table 3 are similar

to the gedit case-study: OptFS always results in a consis-

tent state, while ext4, without flushes, does not. OptFS

performs 10x better than ext4 with flushes.

8 Related Work

A number of approaches to building higher performing

file systems relate to our work on OptFS and optimistic

crash consistency. For example, Soft Updates [11] shows

how to carefully order disk updates so as to never leave

an on-disk structure in an inconsistent form. In contrast

with OptFS, FreeBSD Soft Updates issues flushes to im-

plement fsync() and ordering (although the original

work modified the SCSI driver to avoid issuing flushes).

Given the presence of asynchronous durability noti-

fications, Soft Updates could be modified to take ad-

vantage of such signals. We believe doing so would

be more challenging than modifying journaling file sys-

tems; while journaling works at the abstraction level of

metadata and data, Soft Updates works directly with file-

system structures, significantly increasing its complexity.

Our work is similar to that of Frost et al.’s work on

Featherstitch [10], which provides a generalized frame-

work to order file-system updates, in either a soft-

updating or journal-based approach. Our work instead

focuses on delayed ordering for journal commits; some

of our techniques could increase the journal performance

observed in their work.

Featherstitch provides similar primitives for ordering

and durability: pg depend() is similar to osync(),

while pg sync() is similar to dsync(). The main dif-

ference lies in the amount of work required from ap-

plication developers: Featherstitch requires developers

to explicitly encapsulate sets of file-system operations

into units called patchgroups and define dependencies

between them. Since osync() builds upon the famil-

iar semantics of fsync(), we believe it will be easier

for application developers to use.

Other work on “rethinking the sync” [19] has a sim-

ilar flavor to our work. In that work, the authors clev-

erly note that disk writes only need to become durable

when some external entity can observe said durability;

thus, by delaying persistence until such externalization

occurs, huge gains in performance can be realized. Our

work is complimentary, in that it reduces the number of

such durability events, instead enforcing a weaker (and

higher performance) ordering among writes, but avoid-

ing the complexity of implementing dependency tracking

within the OS. In cases where durability is required (i.e.,

applications use dsync() and not osync()), optimistic

journaling does not provide much gain; thus, Nightingale

et al.’s work still can be of benefit therein.

More recently, Chidambaram et al. implement

NoFS [6], which removes the need for any ordering to

disk at all, thus providing excellent performance. How-

ever, a lack of ordered writes means certain kinds of

crashes can lead to a recovered file system that is con-

sistent, but that contains data from partially completed

operations. As a result, NoFS cannot implement atomic

actions, such as rename(). Atomic rename is critical

in the following update sequence: create temporary file;

write temporary file with the entire contents of the old

file, plus updates; persist temporary file via fsync();

atomically rename temporary file over old file. At the

end of this sequence, the file should exist in either the old

state or the new state with all the updates. If rename()

is not atomic, or operations can be re-ordered, the en-

tire file could be lost due to an inopportune crash (some-

thing that has been observed in deployment [9]). OptFS,

in contrast, realizes many of the benefits of the NoFS

approach but still delivers meaningful semantics upon

which higher-level application semantics can be built.

Some real systems provide different flavors of

fsync() to applications. For example, on Mac OS X,

fsync() only ensures that writes have been issued to

the disk from main memory; as the man page states, if

an application desires durability, it should call fcntl()

with the F FULLSYNC flag. While the latter is identical

to dsync(), the former is not equivalent to osync();

importantly, simply flushing a write to the disk cache

does not provide any higher-level ordering guarantees

and thus does not serve as a suitable primitive atop which

to build application consistency; in contrast, as we have

shown, osync() is quite apt for this usage scenario.

Prior work in distributed systems aims to measure

eventual consistency (among replicas) and understand
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File-system check L H L L ×√√

Metadata journaling MM H H
√× ×

Data journaling H M H H
√× ×

Soft Updates MM H H
√×√

Copy-on-write H M H H
√× ×

Backpointer-Based Consistency M H H L ×√√

Optimistic Crash Consistency H H H H∗ √√√

Table 4: Consistency Techniques. The table compares

various approaches to providing consistency in file systems.

Legend: L – Low, M – Medium, H – High. H∗ indicates that op-
timistic crash consistency can provide immediate durability, if

required, using dsync(). Note that only optimistic crash con-

sistency provides support for transactions, immediate durabil-

ity on demand, and high performance while eliminating flushes

in the common case.

why it works in practice, similar to how probabilistic

crash consistency seeks to understand how file systems

maintain crash consistency without flushes. Yu et al. pro-

vide metrics to measure consistency among replicas and

show that such quantification allows replicated services

to make useful trade-offs [39]. Bailis et al. bound data

staleness in eventually consistent distributed systems and

explain why eventual consistency works in practice [2].

Finally, we compare optimistic crash consistency with

other approaches to providing crash consistency in file

systems. We have discussed some of them, such as

Soft Updates and Backpointer-Based Consistency, in de-

tail. Table 4 broadly compares various consistency tech-

niques on aspects such as durability, availability, and

performance. Transactional support indicates support

for multi-block atomic operations such as rename().

Flush-free indicates that the technique does not issue

flushes in the common case.

We observe that there are four approaches which

are optimistic: the file-system check [5], Soft Updates,

Backpointer-Based Consistency, and Optimistic Crash

Consistency. Soft Updates issues flushes to ensure or-

dering, and hence is not flush-free. While the file-system

check and backpointer-based consistency are completely

flush-free, they cannot force writes to disk, and hence

have eventual durability. Pessimistic approaches like

journaling and copy-on-write employ flushes to provide

transactional support and high levels of consistency and

durability; however, they cannot implement ordering

without flushes, and hence offer reduced performance on

workloads with many ordering points. Due to osync()

and dsync(), optimistic crash consistency can persist

writes on demand (leading to immediate durability), and

yet remain flush-free when only ordering is required.

9 Conclusion

We present optimistic crash consistency, a new approach

to crash consistency in journaling file systems that uses

a range of novel techniques to obtain both a high level

of consistency and excellent performance in the com-

mon case. We introduce two new file-system primitives,

osync() and dsync(), which decouple ordering from

durability, and show that they can provide both high per-

formance and meaningful semantics for application de-

velopers. We believe that such decoupling holds the key

to resolving the constant tension between consistency

and performance in file systems.

The source code for OptFS can be obtained at:

http://www.cs.wisc.edu/adsl/Software/optfs.

We hope that this will encourage adoption of the

optimistic approach to consistency.
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Abstract

Similar to software bugs, configuration errors are also

one of the major causes of today’s system failures. Many

configuration issues manifest themselves in ways simi-

lar to software bugs such as crashes, hangs, silent fail-

ures. It leaves users clueless and forced to report to de-

velopers for technical support, wasting not only users’

but also developers’ precious time and effort. Unfortu-

nately, unlike software bugs, many software developers

take a much less active, responsible role in handling con-

figuration errors because “they are users’ faults.”

This paper advocates the importance for software de-

velopers to take an active role in handling misconfigu-

rations. It also makes a concrete first step towards this

goal by providing tooling support to help developers im-

prove their configuration design, and harden their sys-

tems against configuration errors. Specifically, we build

a tool, called SPEX, to automatically infer configuration

requirements (referred to as constraints) from software

source code, and then use the inferred constraints to: (1)

exposemisconfiguration vulnerabilities (i.e., bad system

reactions to configuration errors such as crashes, hangs,

silent failures); and (2) detect certain types of error-

prone configuration design and handling.

We evaluate SPEX with one commercial storage sys-

tem and six open-source server applications. SPEX au-

tomatically infers a total of 3800 constraints for more

than 2500 configuration parameters. Based on these con-

straints, SPEX further detects 743 various misconfigu-

ration vulnerabilities and at least 112 error-prone con-

straints in the latest versions of the evaluated systems.

To this day, 364 vulnerabilities and 80 inconsistent con-
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straints have been confirmed or fixed by developers after

we reported them. Our results have influenced the Squid

Web proxy project to improve its configuration parsing

library towards a more user-friendly design.

Categories and Subject Descriptors: D.4.5 [Operating

Systems]: Reliability

General Terms: Reliability, Design

Keywords: Misconfiguration, Constraint, Inference,

Testing, Vulnerability

1 Introduction

1.1 Motivation

Configuration errors are one of the major causes of to-

day’s system failures. For example, Barroso and Hölzle

report that misconfigurations are the second major cause

of service-level failures at one of Google’s main ser-

vices [6]. Similar findings are reported in other stud-

ies [12, 22, 24, 27]. Recently, several systems, including

Microsoft Azure, Amazon EC2, and Facebook, expe-

rienced a number of misconfiguration-induced outages

that affected millions of their customers [2, 13, 31].

In fact, misconfigurations affect not only end users but

also support and software engineers, because they need

to spend time and effort in troubleshooting and correct-

ing them [8, 14]. A recent study [36] shows that con-

figuration issues account for 27% of customer support

cases in a major storage company. Regardless of the root

causes (software bugs or misconfigurations), the system

often misbehaves with similar symptoms (e.g., crashes,

missing functionalities, incorrect results). This leaves

users no choice but to report the problems to the techni-

cal support. When support engineers are misled by such

ambiguous symptoms, the diagnosis can take an unnec-

essarily long time [36].

Recently, many research efforts have been conducted

to address the misconfiguration problem including trou-

bleshooting anomalies caused by configuration errors [1,

3, 4, 5, 25, 32, 33, 34, 37, 40], detecting certain types of

misconfigurations [11, 35, 38], automating certain con-
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figuration tasks [7,9,17], and some others [15,19,26,28,

30,36]. All these studies focus on parameter-relatedmis-

configurations, as they account for the majority of users’

configuration errors [36]. Similarly, this paper also fo-

cuses on parameter-related misconfigurations.

While the previous work has significantly improved

the situation by providing the last level of defense, the

fundamental problem of misconfigurations probably lies

in the configuration design and the target system itself.

Unfortunately, not much attention has been paid to these

two, partially due to our (software developers’) attitude

towards misconfigurations (which is quite different from

how we treat software bugs). For software bugs, devel-

opers typically take a responsible and active role. This is

reflected in many ways, such as various choices of bug-

tracking databases, patch releases, unit/regression tests,

and bug checkers. In contrast, developers often take laid-

back roles in handling misconfigurations because “they

are users’ faults.” Such an attitude is reflected in two

main aspects: (1) Misconfigurations are much less rig-

orously tracked; and (2) After a configuration error is

identified as the root cause, developers often do not take

any further action, such as changing the code or releas-

ing patches in order to avoid the same misconfigurations

by other users (which is often the case).

In most cases, even though it is the users who com-

mit the configuration errors, they should not take all the

blame. After all, a misconfiguration is referred to as an

“error” simply because it does not match our (software

developers’) requirements for configuration. Therefore,

before blaming users for configuration errors, we need to

question whether we have the right requirements in the

first place. For example, are we assuming too much from

users? Users do not write our code and sometimes can-

not read our code. How could they have the same level of

understanding of the requirements and impact of various

configuration settings as we do? Are our configuration

requirements too strict or too confusing? After all, users

are human beings, and just like us, also make mistakes,

especially when the requirements are error-prone.

Moreover, while we are often trained and educated to

implement our code to tolerate hardware and network

errors, we place little emphasis on tolerating or reacting

gracefully to users’ configuration errors. In fact, just like

hardware errors, human errors are a force of nature, too.

Unfortunately, in reality, developers often unconsciously

assume correct configurations. As a result, many con-

figuration errors lead to system crashes, hangs, incorrect

results, etc., leaving users clueless and forced to report to

support engineers for assistance in failure diagnosis. On

the other hand, if the software could pinpoint the config-

uration errors with explicit log messages, users could di-

rectly fix their mistakes by themselves without resorting

to the technical support. Different from software bugs,

InitiatorName: iqn.time.domain:TARGET
Misconfiguration:

Symptom:
The storage share cannot be recognized.

Root Cause:
InitiatorName only allows lowercase letters, while the user sets the name

with the capital letters TARGET .

Diagnosis Efforts

75 rounds of communication

10 collections of system logs

Figure 1: A real-world example from a commercial com-

pany. The configuration constraint was too strict and users

made mistakes despite two documents explaining it.

listener-threads 32
Misconfiguration:

Symptom:
Crash after server startup with the only

log message: Segmentation fault .

Root Cause:
OpenLDAP only supports a hard-coded

maximum of 16 listener threads.

The user manual does not

mention this limit.

Developer's Response:

Refused to change the source

code and the manual because

the setting is not valid.

Figure 2: A real-world example from OpenLDAP. The

server crashes when “listener-threads” is set to be larger

than 16. More real-world examples are given in Figure 7.

if accurate error messages are provided by the system,

most configuration errors can be easily fixed by users

themselves. Therefore, providing good reactions to con-

figuration errors can significantly reduce the number of

issues reported to support engineers.

Figures 1 and 2 give two real-world examples to fur-

ther illustrate the points above. As shown in Figure 1,

a commercial system1 required users to type all low-

ercase letters to configure the initiator names of iSCSI

adapters. This requirement is too strict. As a result, sev-

eral customers made mistakes and had to call the com-

pany to help troubleshoot the problem. In this particular

case, the diagnosis took over 75 rounds of communica-

tion with the customer as well as 10 rounds of debugging

message collection. It resulted in not only customers’

downtime but also high supporting cost.

The second example, as shown in Figure 2, is from

the latest version of OpenLDAP. With the parameter,

“listener-threads”, configured to be larger than 16, the

LDAP server would crash after startup with “segmenta-

tion fault.” The crash symptom misled at least two users

to report it as a software bug. This problem is detected

by our tool. Unfortunately, after we reported this prob-

lem, the developer refused to take any action, such as

changing the configuration design, editing the manual

entry, or adding code to check the value and printout ex-

plicit error messages. This was mainly due to the com-

mon attitude many developers have towards configura-

tion errors: “It is not a bug, but an invalid setting.”

Of course, not all developers are like this. Some de-

velopers have a more responsible attitude towards han-

dling configuration errors. For example, after we re-

ported the misconfiguration vulnerabilities (bad system

1We are required to keep the company and the product anonymous.
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reactions to configuration errors such as crashes, hangs,

silent failures) and error-prone constraints to Squid (an

open-source Web proxy and cache server), Squid devel-

opers fixed the reported problems immediately. Also,

the large U.S. commercial company we worked with has

been very cooperative, allowing us to publish our evalu-

ation results of their system.

Certainly, the ultimate solutions to avoid misconfig-

urations are auto-configuration and completely rethink-

ing, redesigning configuration to prevent user mistakes.

While these solutions are revolutionary and fundamen-

tal, they are challenging and probably prohibitively diffi-

cult, because they have to balance two conflicting goals:

usability and flexibility (to adjust the system). In addi-

tion, not every configuration parameter can be automat-

ically configured. Moreover, few user studies have been

conducted to design configuration in better ways.

1.2 Our Contributions

In this paper, we make one of the first steps towards tak-

ing an active role in handling misconfigurations. Our ap-

proach is more evolutionary and practical. Specially, the

solutions and proposed changes in this paper can easily

be adopted by existing software systems. In particular,

we aim at improving the configuration design of today’s

software systems by (1) hardening systems against con-

figuration errors; and (2) detecting certain types of error-

prone configuration design and handling.

Achieving the above goals would need the specifica-

tion of configuration requirements referred to as con-

figuration constraints in this paper. A constraint for a

configuration parameter specifies its data type, format,

value range, dependency and correlation with other pa-

rameters, etc., in order to configure the parameter cor-

rectly. Since large-scale systems usually contain hun-

dreds or even thousands of configuration parameters,

it is time-consuming and error-prone to let developers

specify each constraint manually [16]. Another solution

is to leverage user manuals. Unfortunately, manuals are

written in natural languages and are hard to analyze au-

tomatically. Moreover, user manuals are often incom-

plete and outdated as shown in a recent study [26].

As source code always contains up-to-date informa-

tion, our idea is to automatically infer configuration con-

straints from source code by analyzing how the configu-

ration parameters are read and used. We implement our

idea in a tool called SPEX. Furthermore, SPEX leverages

the inferred configuration constraints to: (1) harden sys-

tems against misconfigurations by injecting errors that

violate the constraints, in order to expose misconfig-

uration vulnerabilities; and (2) detect certain types of

error-prone configuration design and handling, in order

to make them more user-friendly.

We evaluate SPEX with the latest versions of one

commercial system from a major U.S. storage vendor,

and six open-source server software including Apache,

MySQL, PostgreSQL, OpenLDAP, VSFTP, and Squid.

SPEX automatically infers a total of 3800 constraints

for more than 2500 configuration parameters. Based

on these constraints, it exposes 743 misconfiguration

vulnerabilities that caused system misbehavior such as

crashes, hangs, indeterminate failures, etc. It also de-

tects at least 112 error-prone configuration constraints.

To this day, 364 vulnerabilities and 80 error-prone con-

straints have been confirmed or fixed by developers after

we reported them. Section 5 reports our experiences in

interacting with developers during our work and some

good practices we have observed. Our results have influ-

enced the Squid Web proxy server to improve its config-

uration library towards a more user-friendly design, ben-

efiting more than 150 configuration parameters in Squid.

2 Configuration Constraint Inference

This section describes the design and implementation

of SPEX, a tool that automatically infers configuration

constraints (i.e., rules that differentiate correct config-

urations from misconfigurations) from source code. In

the next section, we will discuss how we use such con-

straints to expose misconfiguration vulnerabilities, and

to detect error-prone configuration design and handling.

SPEX requires the target software’s source code and

simple annotations as a starting point to help identify

and analyze configuration parameters in source code. In

this section, we first describewhat kinds of configuration

constraints we can infer and then discuss how to infer

them. Finally, we discuss the limitations, in particular,

what kinds of constraints cannot be inferred by SPEX.

2.1 What Constraints Can Be Inferred?

Many configuration requirements are reflected in the

software’s source code. Examples include data types,

formats, value ranges, multi-parameter dependencies,

etc. Some of these can be automatically inferred via

static code analysis by leveraging the properties of vari-

ous operations and system/library APIs when accessing

(reading or assigning to) configuration-related variables.

Of course, as we will discuss in Section 2.3, not all

configuration constraints are reflected in source code or

can be automatically inferred via static analysis. This

work provides a first step in this direction. Our evalu-

ation has shown promising results with even a modest

real-world impact on both commercial and open-source

software, as briefly presented in Section 4.1.

SPEX analyzes source code and infers constraints that

manifest through concrete, recognizable program pat-
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Transforming from char* type

to 32-bit integer type

MySQL-5.5.29

int ft_init_stopwords( ) { ...

fd = my_open(ft_stopword_file, ...) ...

}

File my_open(const char *FileName, ...) {

/* mysys/my_open.c */

fd = open((char *) FileName, Flags);

...

...
}

(b) Semantic-type constraint (FILE)

/* storage/myisam/ft_stopwords.c */

Code Snippets: ft_stopword_file

Constraint Inferred:

The semantic type of ft_stopword_file is a FILE.

(c) Semantic-type constraint (PORT)

static int *config_generic(ConfigArgs *c)

{ ...

if (c->value_int < 4)

c->value_int = 4;

else if (c->value_int > 255)

c->value_int = 255;

OpenLDAP-2.4.33

...
/* servers/slapd/bconfig.c */

Code Snippets:

index_intlen

(d) Data-range constraint

Constraint Inferred:

The valid range of index_intlen is 4 to 255.

fsyncstatic TransactionId

RecordTransactionCommit() { ...

if( enableFsync &&

MinimumActiveBackends(CommitSiblings))

/* access/transam/xact.c */

PostgreSQL-9.2.1

}

Control dep.

Code Snippets:

...
}

(e) Control-dependency constraint

commit_siblings

/* All commit_siblings 's usages

are inside the func. call. */

Constraint Inferred:
commit_siblings takes effect only when fsync

is not set as zero.

MySQL-5.5.29

/* storage/myisam/ft_parser.c */

uchar ft_get_word(...) { ...

if( length >= ft_min_word_len && ...

length < ft_max_word_len ) ) {

... //full-text operations
}

Code Snippets:

(f) Value-relationship constraint

ft_min_word_len

ft_max_word_len

Constraint Inferred:

ft_max_word_len should be greater than

ft_min_word_len .

(a) Basic-type constraint

Storage-A

Constraint Inferred:

Code Snippets: log.filesize

...

The basic data type of log.filesize is a 32-bit

integer number.

static char *set_max_ranges(..., char *arg, ...)

{ ...

int val = strtoll(arg, NULL, 0);

}

Squid-3.2.5

Code Snippets:

Constraint Inferred:
The semantic type of udp_port is a PORT.

/* src/icp_v2.cc */

...

void icpOpenPorts() { ...

icpIncomingConn->local.SetPort(port);

unsigned short

Ip::Address::SetPort(unsigned short prt) {

m_SocketAddress.sin6_port = htons(prt);

}

}

udp_port

...

...

/* prt is passed to the sin6_port of

struct sockaddr_in6 */

/* src/ip/Address.cc */

}

Figure 3: Real-world examples to illustrate what configuration constraints our SPEX infers. The arrows show the data-

flow, which motivates SPEX to do data-flow analysis. Configuration parameters are quoted in the figure, and the program

variables that store the parameters are shaded. Section 2.2 explains how these constraints are inferred.

terns. These constraints can be classified into attributes

and correlations. The former define the correct settings

of a parameter, while the latter specify the correlations

among multiple parameters. Figure 3 gives several con-

crete real-world examples of various kinds of configura-

tion constraints our SPEX infers. We describe each kind

in more detail as follows. The next subsection will ex-

plain in detail how SPEX infers them, starting from how

it identifies configuration variables in source code.

Data Type: To set a configuration parameter correctly,

users first need to know the expected data type. We call

such constraints type constraints. There are two classes

of data types for configuration parameters: basic types

and semantic types. The basic-type constraint speci-

fies a parameter’s value by the low-level data representa-

tion including integer, character, boolean, floating-point

number, string, etc.

However, basic types alone may not be sufficient. For

example, a “string” parameter may refer to either a file

path or an IP address. Each such semantic type has its

own specific requirements. For example, a file path has a

specific path-like format and should represent a valid file

in the file system. In addition to the “file path” and “IP

address” types, there are many other types such as user

name, port number, timeout, etc. In SPEX, we support

the high-level semantic types of most standard libraries.

Figures 3(a), (b), and (c) show three real-world exam-

ples of type constraints inferred by SPEX. In the first

example, via static code analysis, SPEX infers the pa-

rameter, “log.filesize”, to be a 32-bit integer number.

Figure 3(b) gives an example of the “FILE” type, and

Figure 3(c) shows an example of the “PORT” type.

Value Range: Configuration parameters may be further

constrained by some acceptable ranges of valid values,

such as minimum and maximum values or a list of ac-

ceptable values as in the enumerative type. Figure 3(d)

shows a range constraint inferred by SPEX from OpenL-

DAP, in which, as the code indicates, “index intlen”

needs to be between 4 and 255.

Control Dependency: Multiple configuration parame-

ters might have dependencies. Often, the resolution to

problems like, “Why does my setting of parameter A not

work?” is simply, “Turn on parameter B.” When such

dependencies are neither documented in the manual, nor

pinpointed explicitly by log messages, it is difficult for

users to figure them out. Such constraints are typically

manifested as control dependencies in source code.

Formally, we define the control dependency of two

parameters as (P,V,⋄) 7→ Q which means that the usage

of parameter Q relies on the setting of parameter P, un-

der the condition of P⋄V , where ⋄ ∈ {<,>,=, 6=,≥,≤},
andV is a constant value. Figure 3(e) shows an example
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from PostgreSQL, where “commit siblings” takes effect

only when “fsync” is non-zero.

Value Relationship: In addition to the control depen-

dency between two parameters, the relationship of their

values may also impose constraints. For example, in

Figure 3(f), the value of “ft max word len” should be

greater than that of “ft min word len”.

2.2 How to Infer Constraints?

To infer configuration constraints, SPEX first needs to

identify configuration variables in source code. It then

tracks the data-flow of each program variable corre-

sponding to the configuration parameter, and records any

constraint that is discovered along the data-flow path.

We implement SPEX’s analysis to be inter-procedural,

context-sensitive, and field-sensitive. Inter-procedure is

necessary because configuration parameters are com-

monly passed through function calls. SPEX also needs

to be field-sensitive because configuration parameters

could be stored in composite data types. SPEX is built

on top of the LLVM compiler infrastructure [18].

As a design choice, we do not use symbolic execution

for SPEX. Symbolic execution is able to explore all the

possible code paths in the program for the given input.

However, it suffers from path explosion when applied to

large systems such as Storage-A. Moreover, as shown in

Section 2, SPEX looks for concrete code patterns on the

data-flow path of each configuration parameter, which

does not fit the strength of symbolic execution.

SPEX scans the source code twice. In the first pass, it

infers the data-flow path of each parameter and looks for

data-type and data-range constraints for each parameter.

To further infer constraints involving multiple parame-

ters (i.e., control dependencies and value relationships),

SPEX scans the code again, but this time only on the pro-

gram slice containing the data-flow of each parameter.

2.2.1 Mapping Parameters to Variables

To start constraint inference, SPEX has to know the pro-

gram variables that store the values of configuration pa-

rameters. Different software projects may have differ-

ent conventions. We observe that developers often use

clean interface to manage the mapping information. By

examining 18 widely-used software projects (shown in

Table 1), we find that all but one of them map configu-

ration parameters into program variables via one of the

three interfaces: structure, comparison, and container.

Correspondingly, SPEX provides three template toolkits

to extract the mapping information with minimal anno-

tation efforts.

In structure-based mapping, data structures are used

to directly map each configuration parameter to the cor-

Software Desc. Type Software Desc. Type

Storage-A Storage struct Squid Proxy comparison

MySQL DB struct Redis DB comparison

PostgreSQL DB struct ntpd NTP comparison

Apache httpd Web struct CVS SCM comparison

lighttpd Web struct Hypertable DB container

Ngnix Web struct MongoDB DB container

OpenSSH SSH struct AOLServer Web container

Postfix Email struct Subversion SCM container

VSFTP FTP struct OpenLDAP LDAP hybrid

Table 1: Parameter-to-variable mapping in 18 software

projects. All of them fall into one of the three conventions:

structure, container, comparison, or their combinations.

struct config_int ConfigureNamesInt[] =
{ { "deadlock_timeout",

char* set_document_root(..., char * arg) {

static command_rec core_cmds[] = {
AP_INIT_TAKE1("DocumentRoot",
set_document_root, ... ),

void obtain_master_lock(...) { ...

}}

} else if(...)

void loadServerConfig(...) { ...
if (!strcasecmp(argv[0],"timeout")) {

server.maxidletime = atoi(argv[1]);

/* src/config.c */

uint32_t retry_interval =
context->props->
get_i32("Connection.Retry.Interval");

...

/* src/cc/Hypertable/Master/main.cc */

(a) Structure-based mapping (direct) (b) Structure-based mapping (function)

(c) Comparison-based mapping (d) Container-based mapping

/* src/backend/utils/misc/guc.c */ /* server/core.c */

PostgreSQL-9.2.1 Apache-httpd-2.4.1

Redis-2.4.17 Hypertable-0.9.6.4

}
...

...

&DeadlockTimeout,

...,
..., },

};

};
...

...

{ @STRUCT = ConfigureNamesInt
@PAR = [config_int, 1]
@VAR = [config_int, 3] }

{ @STRUCT = core_cmds
@PAR = [command_rec, 1]
@VAR = ([command_rec, 2], $arg) }

{ @PARSER = loadServerConfig
@PAR = $argv[0]
@VAR = $argv[1] }

{ @GETTER = get_i32
@PAR = 1
@VAR = $RET }

...

Annotation

...

82 mapping in this structure

103 mapping in this structure

Code Snippets Code Snippets

Annotation

Code Snippets Code Snippets

51 mapping in the function

Annotation Annotation

the getter function

Figure 4: Examples of mapping conventions, and the cor-

responding annotations to get the mapping information.

responding variable(s) in source code [as shown in Fig-

ure 4(a)], or to the parsing function [as shown in Fig-

ure 4(b)]. In the former case, developers only need to

provide the structure variable’s name and each specific

field. For Figure 4(a), three lines of annotations are suf-

ficient to extract the mapping information of 82 parame-

ters in PostgreSQL. In the latter case, developers need to

further annotate which parameter in the parsing function

is the configuration variable [e.g., arg in Figure 4(b)].

Comparison-based mapping, as shown in Figure 4(c),

uses string comparison functions (e.g., strcasecmp) to

match parameters. It further assigns values to the vari-

ables in the branch blocks. SPEX recognizes standard

string comparison functions. In this case, developers

need to annotate the parsing function and the initial input

variables holding the parameter names and values.

Container-based mapping, exemplified in Figure 4(d),

stores all the configuration parameters in a central con-

tainer and uses common getter functions to retrieve the
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value. In such cases, developers need to annotate the

getter functions (typically only a few).

By asking developers to annotate the mapping inter-

faces rather than every mapping pair, the toolkits require

a limited amount of information from developers. In the

evaluation, the number of annotations needed for most

software is less than 10, as shown in Table 4. Note: The

annotation only requires modest understanding of source

code. The configuration-related code is usually modu-

larized and can be found by simply searching parameter

names in source code (e.g., using grep).

Starting from the annotations, the SPEX toolkits infer

the mapping information in the form of key-value pairs:

(“parameter name”, variable name). For example,

the key-value pair in Figure 4(a) is (“deadlock timeout”,

DeadlockTimeout). In the remainder of this section,

we refer to the variables storing the parameters’ values

as “parameters,” to simplify our description.

2.2.2 Data Type Inference

Basic Type: SPEX infers each parameter’s basic type

from its type information in source code. On the data-

flow path of a parameter, its type might be casted mul-

tiple times. In such cases, we record the type after the

first casting as the basic type, because it is common for

a parameter to be first stored as a string (e.g., a char

array) before being transformed into its real type. Fig-

ure 3(a) shows an example from the commercial soft-

ware Storage-A, in which the parameter is converted

from a string to a 32-bit integer. Thus, the basic-type

constraint of “log.filesize” is inferred as 32-bit integer.

Semantic Type: SPEX infers semantic-type constraints

by searching the following patterns along a parameter’s

entire data-flow path: (1) the parameter is passed to a

known function call (e.g., system- and library-call) or a

known data structure; or (2) the parameter is compared

with, or is assigned with, the return value of a known

function call (e.g., the return value of the time syscall).

Figure 3(b) shows an example from MySQL of the

first pattern. In this example, SPEX infers the semantic

type of “ft stopword file” to be a file path because it is

used in the open syscall. Note: SPEX searches such

patterns along the entire data-flow path, even after the

parameter is modified, because the modification seldom

affects the semantic type. For example, a file path after

canonicalization is still used as a file path.

Currently, SPEX supports standard library APIs and

data types. In addition, we also allow developers to im-

port their own library APIs and data types by pointing to

their header files. For example, for the commercial stor-

age software used in our evaluation, we also imported its

proprietary library APIs. For constraint inference, the li-

brary APIs included in .h files are enough, but for mis-

configuration injection described in the next section, we

need developers to provide types of configuration errors

to inject for each customized data type. Note: They do

not need to provide such information for types defined in

standard libraries. In our evaluation, such customization

is used only for the commercial storage system.

2.2.3 Data Range Inference

SPEX infers range constraints when the parameter is

compared with constant values in conditional branches.

SPEX infers two types of ranges: numeric and enumera-

tive. For numeric comparison, SPEX treats the constant

numbers as thresholds of the data range. Enumerative

ranges are inferred if the parameter is used in switch

statements or “if...else if...else” logics.

For each range inferred, SPEX further decides whether

the range is valid or not by analyzing the program behav-

ior within the corresponding branch blocks. The reason

for inferring such information is to guide misconfigu-

ration injection to expose bad system reactions. If in

the branch block, the program exits, aborts, returns error

code, or resets the parameter, SPEX treats the range as

invalid. Otherwise, it is valid. Figure 3(d) shows an ex-

ample of range inference from OpenLDAP, in which the

range of “index intlen” is divided into (−∞,4), [4,255],
and (255,+∞). Both (−∞,4) and (255,+∞) are in-

valid because the parameters are reset in those ranges.

The default in a switch statement or the last else

in “if...else if...else” logics is also treated as

invalid. Please note: Since such information is used

to guide misconfiguration injection, some false positives

are not a major concern. It just wastes some testing time.

As a good practice, range constraints should be ex-

plicitly documented, but this is not always the case. As

shown in Figure 3(d), OpenLDAP limits index lengths

within [4,255]. However, this constraint is not docu-

mented. If users set out-of-range values, the system mis-

behaves silently, leaving users suspecting it as a bug.

2.2.4 Control Dependency Inference

To infer control dependencies, SPEX starts from the us-

age statements of a parameter Q, and looks for con-

ditional branches that dominate these statements in a

bottom-up manner. If the condition involves the vari-

able that is part of the data-flow of another parameter P,

SPEX records a control dependency between P and Q in

the form of (P,V,⋄) 7→Q.

Figure 3(e) gives an example of a control dependency

from PostgreSQL. Starting from the usage statement of

“commit siblings” inside a function call (omitted in the

figure), SPEX goes backwards to check the conditions

that allow the execution of this usage and infers the de-

pendency: (“fsync”,0, 6=) 7→ “commit siblings”. Note:
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Passing a parameter to a function and modifying its

value are not considered as usage because they do not

change program behavior [29]. They have to be used in

branches, arithmetic operations, and system-/library-call

arguments to be considered as usage statements.

However, if we blindly treated every such occurrence

of control dependencies as one constraint, there would

be many false ones. For example, VSFTP has three

parameters: “listen” (for ipv4), “listen ipv6”, and “lis-

ten port”. “listen port” is used after the check of “lis-

ten” and the check of “listen ipv6”. If we blindly gen-

erated two constraints: (“listen”,1,=) 7→ “listen port”

and (“listen ipv6”,1,=) 7→ “listen port”, both would be

too strict. To handle this problem, SPEX aggregates

all the inferred control dependencies for each parame-

ter from all control-flow paths, and calculates the MAY-

belief confidence of each dependency in a way similar to

[10]. If the confidence exceeds a predefined threshold

(currently set to 0.75), the dependency will be reported.

In the above example, each dependency will have a con-

fidence of 0.5, not exceeding the threshold. Therefore,

both of them are filtered out.

2.2.5 Value Relationship Inference

Similar to control-dependency inference, the value rela-

tionship also involves multiple parameters. SPEX looks

for comparison statements in parameters’ usage. If two

variables from different parameters’ data-flow paths are

compared with each other, SPEX infers the value rela-

tionship of the two parameters in the form of P ⋄ Q.

In addition, the value relationship is transitive, which

means it can be transited through intermediate variables.

Figure 3(f) gives such an example fromMySQL that the

min-max relation is transited by a local variable. In the

current prototype of SPEX, we only check one interme-

diate variable for transitivity, which is fast and captures

common cases. SPEX further tries to decide whether the

inferred relationship indicates a valid setting or not, in a

manner similar to that in range-constraint inference.

2.3 Discussion and Limitation

No tool is perfect, and SPEX is no exception. SPEX can-

not infer all configuration constraints and it also has false

positives, even though our evaluation with commercial

and open-source software has shown good results.

Currently, the constraint inference of SPEX is limited

within the scope of a single program. However, when

we study real-world misconfiguration issues (presented

in Section 4.2), we find that cross-software configura-

tion correlations also account for a considerable number

of misconfiguration cases. Inferring these constraints re-

quires new techniques to consider the software stacks as

a whole, which remains our future work.

Even within a single program, SPEX does not infer all

constraints. Some constraints are program-specificwith-

out common, concrete program patterns. For example, it

is hard for SPEX to understand the complicated string

manipulation logics used in parsing certain parameters

(e.g., nesting and semi-structured rules), which might

appear in software providing services of networking and

access controls (e.g., Bind9, Netfilter). Moreover, SPEX

cannot infer all the possible semantics of parameters.

The constraints inferred by SPEX are basic and can-

not capture certain complicated constraints (e.g., depen-

dencies involving complicated compositions of boolean

or arithmetic operations). Fortunately, according to our

inspection, systems seldom have these complicated con-

straints on the configuration, possibly because users can-

not handle such complexity.

Not every constraint inferred by SPEX is a true con-

straint. Section 4.3 provides the evaluation results for

false positives. SPEX’s inference accuracy is above 90%

for most evaluated software. To further improve accu-

racy, we would need developers to manually examine

each constraint and prune out the 10% false ones.

The analysis of SPEX works on LLVM’s intermediate

code representation (IR), a generic assembly language

in the static single assignment (SSA) form [18]. Thus,

SPEX is applicable to software programs written in pro-

gramming languages that can be compiled into LLVM

IR. In our evaluation, we use Clang as the front-end tool

to compile C/C++ source code into LLVM IR.

3 Use Cases of Configuration Constraints

3.1 Harden Systems against Configuration

Errors

Given the configuration constraints inferred by SPEX,

we take one step further. We build a misconfiguration

injection-based testing tool called SPEX-INJ, to expose

misconfiguration vulnerabilities. SPEX-INJ automati-

cally generates configuration errors by violating the con-

straints inferred by SPEX. Then, it injects the errors to

the configuration settings and tests how the system re-

acts. If the system does not react well (e.g., crashes,

hangs, failures), SPEX-INJ reports the bad reactions to

the developers. By fixing these vulnerabilities (e.g.,

adding checks and log messages to detect and pinpoint

the errors), developers can harden systems against users’

misconfigurations, and allow users to quickly find their

configuration errors so as to fix the errors by themselves.

Misconfiguration Generation and Injection: Table 2

summarizes how SPEX-INJ generates configuration er-

rors by intentionally violating the inferred constraints.

Each misconfiguration includes one or several erro-
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log.filesize : 32-bit INTEGER (Storage-A)

(a) Basic-type violation

ft_stopword_file : FILE (MySQL-5.5.29)

(b) Semantic-type Violation (FILE)

udp_port : PORT (Squid-2.3.5)

(c) Semantic-type Violation (PORT)

System crash! (caused by segmentation fault)

Bad Reaction Exposed:

ft_stopword_file = a_directory_path
udp_port = an_occupied_port

Abort with the misleading log message:

FATAL: Cannot open ICP Port

Bad Reaction Exposed:

commit_siblings silently takes no effect

ft_min_word_len = 25

ft_max_word_len = 10

Incorrect results returned by full-text search.

index_intlen : [4, 255] (OpenLDAP-2.4.33)

(d) Data-range violation (e) Control-dependency violation

ft_min_word_len < ft_max_word_len

(f) Value-relationship violation

Bad Reaction Exposed:

fsyn = off

commit_siblings = 5

Bad Reaction Exposed:

( fsync , 0, ) commit_siblings

SPEX Injects: SPEX Injects:

SPEX Injects: SPEX Injects:

log.filesize = 9,000,000,000

Bad Reaction Exposed:

Change the setting to the

overflowed number

SPEX Injects:

log.filesize = 9G

Bad Reaction Exposed:

Ignore G as the unit, using

9 bytes as the size

SPEX Injects:

Bad Reaction Exposed:

index_intlen = 300

Change the setting to 255 without notifying users

(the constraint is not documented in user manual)

SPEX Injects: (PostgreSQL-9.2.1) (MySQL-5.5.29)

Figure 5: Real-world examples to illustrate the configuration error generation of SPEX-INJ (based on the rules in Table 2),

and the exposed misconfiguration vulnerabilities (bad system reactions). How the constraints are inferred from these exam-

ples is shown in Figure 3. All the vulnerabilities are detected by SPEX-INJ in the latest versions of the evaluated systems.

Constraint Generation Rules

Basic type Generate parameter values with invalid basic types

Semantic Generate invalid parameter values specific to

type different semantic types

Range Generate out-of-range values

Control dep. Generate (P ⋄ V )∧Q for (P,V,⋄) 7→ Q

Value relat. Generate invalid value relationships

Table 2: SPEX-INJ generates configuration errors for dif-

ferent types of constraints inferred by SPEX.

neous parameter values that violate a specific constraint.

SPEX-INJ may generate several misconfigurations in

various aspects for a parameter: violating the constraints

of its data type, its data range, its dependencies and cor-

relations with other parameters. Every generation rule

is implemented as a plug-in, which can be extended for

customization. Figure 5 lists several real-world exam-

ples for each rule along with the exposed vulnerabilities.

SPEX-INJ injects misconfigurations by replacing the

default parameter values with the generated erroneous

values in configuration files. We use the configuration

file parser in ConfErr [15] to parse a template configura-

tion file into an abstract representation (AR), and trans-

form the modified AR with errors injected to a usable

configuration file for testing. In fact, other configuration

file parsing tools such as Augeas can also be used.

Category of Misconfiguration Vulnerabilities (Bad

System Reactions): When a misconfiguration occurs,

the system should pinpoint either the misconfigured pa-

rameter’s name/value or its location information (e.g.,

line numbers in the file). Otherwise, SPEX-INJ considers

the system reaction as a misconfiguration vulnerability.

Table 3 categorizes different types of misconfigura-

tion vulnerabilities. The first category, system crashes

and hangs, is considered as severe vulnerabilities, espe-

cially for server applications where availability is cru-

Reaction Description

Crash/Hang The system crashes or hangs.

Early The system exits without pinpointing the

termination injected configuration error.

Functional The system fails functional testing without

failure pinpointing the injected error.

Silent The system changes input configurations to

violation different values without notifying users.

Silent The system ignores input configurations

ignorance (mainly for control-dependency violation).

Table 3: The category of bad system reactions.

cial. Such symptoms would mislead users and sup-

port engineers to suspect them as software bugs. The

second category, early termination without pinpointing

message, is also undesirable. In this case, the system

terminates itself but does not give useful feedback for

users to fix the problems by themselves. Similarly, func-

tion failures without pinpointing error messages can also

confuse users, as shown in the MySQL example in Fig-

ure 5(f). As for the last two categories, it is still unac-

ceptable (maybe less severe) to silently violate or ignore

the users’ intention, which might cause users’ confusion

or sophisticated problems (e.g., performance issues, fea-

ture not activated), as shown in Figure 5(a) and (d).

In this paper, we do not consider performance issues

caused by misconfigurations, mainly because of the dif-

ficulties in objectively judging whether the performance

is acceptable. Unless the performance degradation af-

fects the system usability (belonging to “hang”), we con-

sider it acceptable as long as the functionality is correct.

Testing and Analysis: SPEX-INJ leverages each soft-

ware’s own test infrastructure, including test cases and

test oracles, for accepting/rejecting test results. For each

generated configuration file (containing one misconfig-

uration), SPEX-INJ first launches the target system. If

the system successfully starts, SPEX-INJ will further ap-
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ply existing functional test cases one by one and monitor

the system status and output. During testing, SPEX-INJ

records all the system and console logs. If the test results

fail to pass the test oracles, SPEX-INJ checks the logs to

see whether the system pinpoints the misconfiguration.

If not, it generates an error report for the developers.

The error report (the output of SPEX-INJ) contains the

constraint, the injected error, and the failed test cases,

associated with all the log messages. Therefore, the de-

velopers can know what misconfigurations caused what

problems. SPEX-INJ reports silent violation/ignorance if

the system does not pinpoint errors but passes testing.

The testing process can be slow, as N× T , where N

is the number of misconfigurations SPEX-INJ generates

and T is the time to run all input test cases once. To

shorten the time, we apply two optimizations. First, for

each misconfiguration, SPEX-INJ stops immediately af-

ter the first failed test case. Second, we sort the running

time of each test case and run the shortest test case first.

By using these optimizations, the testing time of SPEX-

INJ on the evaluated software is under 10 hours. Note:

This is a one-time cost because SPEX-INJ can be made

incrementally. Only those constraints affected by code

modification during each revision need to be retested.

3.2 Detect Error-Prone Design

Configuration settings which are expected to be per-

formed by users, should be intuitive and less prone to

errors. Carefully-designed configuration constraints can

prevent users’ confusion and mistakes. More specifi-

cally, since the configuration setting is also one type of

software interface exposed to the users, it should follow

the interface design principles [20, 23].

We expect configuration design to be (1) consistent in

constraints of different parameters, (2) explicit to users

when changing (violating) their settings, and (3) com-

plete in documenting the requirements of parameters

(i.e., constraints). In this section, we show how to lever-

age the constraints to detect error-prone configuration

design and handling that break these three principles.

Design Inconsistency: Consistency is a primary in-

terface design principle to prevent user mistakes. The

inferred constraints provide opportunities for detecting

two types of configuration inconsistency: (1) case sen-

sitivity, and (2) unit granularity. Such inconsistency is

error-prone because users are likely confused by the con-

tradictory requirements for parameters of same types.

Figures 6(a) and (b) show two real-world examples

of the two types of constraint inconsistency. In Fig-

ure 6(a), different from most string case-insensitive con-

figuration parameters in MySQL, the values of param-

eter “innodb file format check” are case sensitive. In

(a) Inconsistency of case sensitivity (b) Inconsistency of parameter units

MySQL-5.5.29 Apache httpd-2.4.3

/* storage/innobase/srv/srv0start.c */ /* server/mpm_common.c */

Most size parameters in Apa-

che use "byte" as the unit.

value = strtol(arg, NULL, 10);

Most enum options in MySQL

are insensitive (strcasecmp)!

unit: "Kilobyte"

MaxMemFree

if (!strcmp(method, "fsync")) {

} else if (!strcmp(method, "O_DSYNC")) {

...

...

(c) Silent Overruling

/* src/cache_cf.cc */

(d) Using unsafe API

/* src/Parsing.cc */yes and enable are

treated as off silently

if (!strcasecmp(token, on )) {

*var = 1;

} else {

*var = 0;

}
The return value of invalid

input is undefined.

int i;

sscanf(token, %i , &i);

//use the value

input from users
input from users

ap_max_mem_free = value * 1024;

...

...

Squid-2.3.5 Squid-2.3.5

innodb_file_format_check

Figure 6: Real-world examples of error-prone configura-

tion design and handling in source code.

Figure 6(b), different from the other size parameters in

Apache that use Bytes as the unit, “MaxMemFree” uses

KBytes as the unit. Therefore, users can easily make

mistakes here due to the inconsistency. As shown in

Section 4.1, we find that more than half of the evaluated

systems have these two kinds of inconsistency.

The inconsistency is detected based on SPEX’s infer-

ence of semantic-type constraints. Remember that SPEX

records the API calls that use the parameters. The case

sensitivity is inferred by identifying string comparison

functions. If the parameter is used in comparison func-

tions like strcasecmp, it is case insensitive. Otherwise

it is sensitive when used in functions like strcmp. Sim-

ilarly, the unit information is inferred according to the

API’s unit. For example, parameters used in sleep have

the unit second, while parameters used in usleep are of

unit microsecond. We also consider the transformation

of the parameter, along its data-flow path before it falls

into the API call, as shown in Figure 6(b).

Silent Overruling: Silent overruling refers to the case

that the system changes an unacceptable user setting into

the default value without notifying the user. It may cause

silent violation of user intention as one type of mis-

configuration vulnerabilities. As shown in Figure 6(c),

Squid silently treats any boolean parameter as “off” as

long as it is not set to “on”, even if its value is “yes” or

“enable”. Such design can easily confuse users because

the system behavior would not match their expectation.

To detect silent overruling, for enumerative range

constraints inferred in “if...else if...else” or

switch logics, if the parameter is silently overwritten

in the else block or default case, we flag it as silent

overruling. In Squid and Apache, we detect many silent

overruling cases that affected 74 parameters. All of these

have been fixed by developers after we reported them.
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We do not consider static initialization of configura-

tion parameters as silent overruling. It is mainly used to

assign default values that would be overwritten by user

settings. Thus, it is not relevant to users’ configuration.

Unsafe APIs: Using unsafe APIs in configuration han-

dling can also create confusing behavior. For example,

unsafe string-to-number transformation APIs, including

atoi, sscanf and sprintf are vulnerable to erroneous

user inputs. Taking atoi as an example, there is no way

to check unexpected characters [atoi(1O0) returns 1]

and overflow issues [atoi(INT MAX) returns -1]. These

APIs are handy in controlled contexts but should be

avoided in configuration parsing since user inputs may

not be trustworthy and can easily be misspelled [39]. In-

stead, a good practice is to use safe APIs such as strtol

and check errors through errno and end pointers. Most

bug detection tools do not report these vulnerabilities be-

cause they cannot know whether a variable comes from

user settings. SPEX can detect them exactly because it is

starting from parameter settings. Our evaluation shows

that many systems use unsafe APIs, affecting large num-

bers of parameters as exemplified in Figure 6(d).

Undocumented Constraints: The inferred constraints

are also useful for developers to check whether the con-

straints are documented in any form (e.g., user manu-

als, error messages, or even accurate parameter nam-

ing). Our evaluation shows that some configuration con-

straints have never been documented in any form. As the

consequence, users can easily make mistakes with them.

4 Evaluation

We evaluate the effectiveness of our tools using one

commercial system and six open-source systems as

listed in Table 4. The commercial system, Storage-A, is

from a major storage vendor in the U.S. It is a distributed

operating system used for managing network attached

storage devices. It serves storage over networks using

both file-based protocols (including NFS, CIFS, FTP,

HTTP) and block-based protocols (including FC, FCoE,

iSCSI). The system provides users with a large number

of configuration parameters. The open-source systems

are mature, widely-used server applications with consid-

erable numbers of configuration parameters.

The test cases we use to drive SPEX-INJ are from the

test suites shipped with the software projects or provided

by the developers. To collect related warning and error

log messages, we set sufficient logging verbosity.

Table 4 also shows the numbers of annotations we

added in each software so that SPEX can use them as

the starting points to identify and analyze configuration-

related variables in source code. As shown in Table 4,

the annotation efforts in terms of lines are acceptable.

Software Proprietary LoC #Parameter LoA

Storage-A Commercial – – 5

Apache Open source 148K 103 4

MySQL Open source 1.2M 272 29

PostgreSQL Open source 757K 231 7

OpenLDAP Open source 292K 86 4

VSFTP Open source 16K 124 5

Squid Open source 180K 335 2

Table 4: Evaluated software systems. “–”: We are re-

quired to keep the concrete numbers of Storage-A confi-

dential. “LoA” is the abbreviation of lines of annotations.

4.1 Overall Results

We first present the end results exposed by SPEX-INJ:

the misconfiguration vulnerabilities (bad system reac-

tions) and error-prone configuration design and han-

dling. Later in Section 4.3, we will show the interme-

diate results: the constraints inferred by SPEX.

Misconfiguration Vulnerabilities: Table 5(a) shows

the number of misconfiguration vulnerabilities (bad sys-

tem reactions) exposed in the latest versions of the eval-

uated systems. SPEX-INJ exposes a total of 743 vulner-

abilities (they are true vulnerabilities verified by us). To

this day, 364 of them have been confirmed or fixed by the

developers. The vulnerabilities exposed by SPEX-INJ

are of various kinds in all the evaluated systems. Most

notably, all the open-source systems experienced bad re-

actions such as crashes, hangs, and early terminations

under some misconfigurations. In addition, silent vio-

lation and ignorance are more prevalent compared with

terminations and failures. This once again reflects that

developers pay less attention to defending against mis-

configurations as long as they do not affect the system’s

own execution. Figure 7 gives five additional examples

for each type of vulnerabilities exposed by SPEX-INJ.

Since one source-code location could affect the con-

straints of several configuration parameters, Table 5(b)

further shows the number of unique code locations that

cause these vulnerabilities. The 743 vulnerabilities are

caused by 448 locations in source code, and the 364 con-

firmed bad reactions can be fixed by 97 code patches.

Error-Prone Configuration Design and Handing:

Table 6 shows the distribution of the case-sensitivity re-

quirements for string parameters in each system. We can

see that more than half of the systems have inconsistent

case-sensitivity requirements. The inconsistent require-

ments of 80 parameters in Apache, MySQL, and Squid

have been confirmed and fixed after we reported them.

Table 7 shows the unit requirements for size and time

parameters. More than half of the systems have incon-

sistent size and time units. For example, in Storage-A, 20

size parameters use Bytes as their units except three pa-
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Software
Crash/ Early Functional Silent Silent

Total
Hang terminat. failure violation ignor.

Storage-A 0 (0) 0 (0) 7 (5) 74 (72) 83 (0) 164 (77)

Apache 5 (2) 4 (3) 9 (3) 29 (2) 5 (1) 52 (11)

MySQL 5 (5) 10 (3) 12 (4) 71 (70) 16 (0) 114 (82)

PostgreSQL 1 (0) 10 (1) 2 (0) 1 (0) 35 (2) 49 (3)

OpenLDAP 1 (0) 3 (0) 6 (0) 7 (0) 0 (0) 17 (0)

VSFTP 12 (12) 5 (0) 18 (0) 23 (0) 68 (0) 126 (12)

Squid 2 (2) 3 (2) 29 (1) 173 (173) 14 (1) 221 (179)

Total 26 (21) 35 (9) 83 (13) 378 (317) 221 (4) 743 (364)

(a) Misconfiguration vulnerabilities (bad system reactions)

Software
Source-code

location

Storage-A 119 (34)

Apache 52 (1)

MySQL 46 (16)

PostgreSQL 44 (3)

OpenLDAP 17 (0)

VSFTP 107 (12)

Squid 62 (21)

Total 448 (97)

(b) Corresponding code locations

Table 5: The number of exposed misconfiguration vulnerabilities, and the corresponding source-code locations. A patch

to one source-code location might fix multiple vulnerabilities. The numbers in “()” are the numbers of confirmed or fixed

cases by the developers after we reported them. The cases that have not been confirmed are discussed in Section 5.1.

Bad Reaction Exposed:

Crash

SPEX Injects:

performance_schema_events_ \

waits_history_size = 0

SPEX Injects:

ThreadLimit = 100000

SPEX Injects:

sockbuf_max_incoming 1
SPEX Injects:

pcs.size = 512MB

No System Log
System Log:

Segmentation fault (core

dumped)

Bad Reaction Exposed:

Ignore MB and use 512GB

(default unit) as pcs.size

MySQL-5.5.29 Apache httpd-2.4.3

Bad Reaction Exposed:

Abort during startup

System Log:

Cannot allocate memory: AH00004:

Unable to create access scoreboard

(anonymous shared memory failure)

Storage-AOpenLDAP-2.4.33

Bad Reaction Exposed:

Any client request leads to:

Can't contact LDAP server (-1)

System Log:

conn=xx ACCEPT from IP=x.x.x.x

conn=xx closed (connection lost)

(a) System Crash

(crash/hang)

(b) Early termination with

misleading message

(c) Functional failure without

pinpointing message

(d) Silently change user inputs

(silent violation)

(e) Silently ignore user inputs

(silent ignorance)

VSFTP-3.0.2

SPEX Injects:

virtual_use_local_privs = yes

one_process_mode = yes

Bad Reaction Exposed:

The setting of virtual_use_\

local_privs has no effect

No System Log

Figure 7: Examples of different types of misconfiguration vulnerabilities (categorized in Table 3) exposed by SPEX-INJ.

Software
Case sensitivity Developers’

Sensitive Insensitive fixes

Storage-A 32 (7.1%) 453 (92.9%) being investigated

Apache 3 (11.5%) 26 (88.5%) all sens.→insens.

MySQL 1 (1.7%) 58 (98.3%) all sens.→insens.

PostgreSQL 0 (0.0%) 92 (100.0%) N/A

OpenLDAP 0 (0.0%) 9 (100.0%) N/A

VSFTP 0 (0.0%) 73 (100.0%) N/A

Squid 85 (52.8%) 76 (47.2%) all insens.→sens.

Table 6: Case-sensitivity requirements of different config-

uration parameters in the evaluated systems.

rameters, each of which uses different unit size, namely

KBytes, MBytes, and GBytes. Storage-A mitigates the

inconsistency via naming, including the unit information

in parameter names (c.f., Section 5.2). However, none of

the open-source systems makes such effort, so the incon-

sistencies may confuse users and cause mistakes.

Table 8 shows other types of error-prone constraints.

SPEX detects 74 parameters with silent overruling in

Apache and Squid, all of which were fixed by the de-

velopers after we reported them. In addition, more than

half of the systems use unsafe transformation APIs for

large numbers of parameters. Moreover, a number of

inferred constraints are not documented in any form.

However, it might be arguable whether the cases in

Table 7 and 8 are really confusing and error-prone to

Software
Size Time

B KB MB GB µs ms s m h

Storage-A 20 1 1 1 2 10 53 12 4

Apache 20 1 0 0 0 1 26 0 0

MySQL 29 0 0 0 2 2 13 0 0

PostgreSQL 1 3 0 0 1 12 9 1 0

OpenLDAP 2 0 0 0 0 0 3 0 0

VSFTP 1 0 0 0 0 0 6 0 0

Squid 18 2 0 0 1 6 33 0 0

Table 7: The different units of size- and time-related con-

figuration parameters in the evaluated systems.

Software

Silent Unsafe Undoc. Constraints

over- trans- Data Ctrl Val.

ruling form. range dep. rel.

Storage-A 0 28 2 0 2

Apache 1 27 0 1 0

MySQL 0 0 4 3 1

PostgreSQL 0 0 3 3 2

OpenLDAP 0 0 2 0 0

VSFTP 0 20 3 47 1

Squid 73 115 3 4 4

Table 8: Other types of error-prone configuration design

and handling in the evaluated systems.

users. To be conservative, we did not report them to

the developers. For the same reason, we did not include

them in the results presented in the abstract and intro-

duction sections.
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Software
Parameter Bad reactions that can be

misconfig. potentially avoided by SPEX

Storage-A 246 68 (27.6%)

Apache 50 19 (38.0%)

MySQL 47 14 (29.8%)

OpenLDAP 49 12 (24.5%)

Table 9: Real-world misconfiguration cases that can be

potentially avoided among all sampled historic cases.

Software
Inference incapability Conform to Good

Single-SW Cross-SW constraints reactions

Storage-A 19 (7.7%) 51 (20.7%) 76 (30.9%) 32 (13.0%)

Apache 5 (10.0%) 12 (24.0%) 9 (18.0%) 5 (10.0%)

MySQL 1 (2.1%) 12 (25.5%) 18 (38.3%) 2 (4.3%)

OpenLDAP 9 (18.4%) 4 (8.2%) 12 (24.5%) 12 (24.5%)

Table 10: The breakdown of misconfiguration cases

that cannot benefit from SPEX/SPEX-INJ. “Conform con-

straint” and “Good reactions” are explained in the text.

4.2 Benefits to Real-World Configuration

Problems

It is hard to predict the benefits of SPEX in avoiding fu-

ture misconfiguration reports and in reducing miscon-

figuration diagnosis time. To provide some estimation

of the end benefits, we have to leverage past misconfig-

uration cases committed by real users and evaluate how

many customer reports could have been avoided if our

tools had been used. Note: The results in this section

are from the perspective of system vendors. We do not

consider the users’ downtime and frustration.

We study real-world historical misconfiguration cases

from four systems: Storage-A, Apache, MySQL, and

OpenLDAP. For Storage-A, we randomly sampled 246

parameter misconfiguration cases from the company’s

customer issue database. For open-source applications,

we randomly collected 177 parameter misconfigurations

from official forums, mailing lists, and ServerFault.com

(a popular system administration forum). The data have

been presented in our early paper [36].

As shown in Table 9, 24%–38% of the misconfigura-

tion cases could have been potentially avoided if SPEX

had been used to improve the configuration design and

harden the system against misconfigurations. The re-

sults may not sound impressive. However, if we consider

the total number of configuration issues encountered in

today’s server systems, eliminating approximately one-

third of the issues is noteworthy. Here, we consider all

parameter-related configuration errors as the denomina-

tor. The percentages will be larger if we consider only

one subtype such as illegal misconfigurations [36]. As

a first step in the direction of improving configuration

design, we believe that 24%–38% is a promising result.

To guide future research in this direction, Table 10 fur-

ther breaks down the misconfiguration cases that cannot

Software
Data type Data Ctrl Value

Basic Semtc range dep. rel.

Storage-A 922 111 490 81 20

Apache 103 22 42 1 9

MySQL 272 74 213 35 10

PostgreSQL 231 52 186 44 6

OpenLDAP 75 15 20 0 2

VSFTP 130 34 84 68 1

Squid 258 46 120 14 9

Total 1991 354 1155 243 57

Table 11: Configuration constraints inferred by SPEX.

Software
Data type Data Ctrl Value

Basic Semtc range dep. rel.

Storage-A 97.0% 95.7% 87.1% 84.1% 94.1%

Apache 96.1% 91.7% 94.6% 100.0% 81.8%

MySQL 100.0% 98.7% 99.1% 94.7% 71.4%

PostgreSQL 100.0% 96.3% 97.3% 91.7% 85.7%

OpenLDAP 88.2% 93.7% 73.1% N/A 50.0%

VSFTP 100.0% 100.0% 100.0% 63.9% 100.0%

Squid 77.0% 100.0% 100.0% 77.8% 100.0%

Table 12: Accuracy of constraint inference.

benefit from our tools. First, as discussed in Section 2.3,

SPEX cannot infer all the configuration constraints. In

addition, a configuration setting might conform to the

constraints, but does not match the users’ intention. For

example, a permission setting might be valid from the

constraints’ perspective, but insufficient for the user to

access files. Finally, even if the system already provides

“good reactions” by our criteria (i.e., printing log mes-

sages containing the faulting parameters), users might

still report the problem because the semantics of the text

messages might be confusing.

4.3 Configuration Constraint Inference

Table 11 breaks down different kinds of constraints in-

ferred by SPEX. It infers a total of 3800 constraints from

the evaluated systems. We can see that basic types can

be inferred for most configuration parameters. In com-

parison, the number of semantic types is much smaller.

SPEX cannot extract the semantic type for every param-

eter. It can only infer the semantic type if the param-

eter interacts with known APIs. Data range and inter-

parameter correlations, especially control dependencies,

are also common in the evaluated systems.

Table 12 shows the accuracy of constraint inference.

We manually and carefully examined all of the 3800

constraints inferred by SPEX. SPEX achieves over 90%

inference accuracy in most cases. We find that the inac-

curacy is mainly caused by pointer aliasing. If a config-

uration parameter is pointed by aliased pointers, and/or

there are complicated pointer arithmetic logic, SPEX

may lose the correct mapping from the configuration pa-

rameter to the program variable, and thereby infer con-
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straints that do not belong to the right parameter. Cur-

rently, SPEX does not perform any pointer-alias analysis.

This explains why OpenLDAP has the lowest accuracy:

many of its parameters are referenced through pointers.

However, our overall accuracy is still over 90%, because

most of the configuration parameters are not aliased.

5 Experience and Practice

5.1 Interaction Experience

We reported the detected vulnerabilities and error-prone

constraints to developers through the official bug report-

ing systems. To this day, 364 of our reported vulnerabili-

ties and 80 inconsistent constraints have been confirmed

or fixed by the developers. The others are ignored or

rejected or being investigated. Here, we share our expe-

riences in interacting with developers.

Positive Experience. We are encouraged by the pos-

itive feedback from many developers of the evaluated

systems, and we appreciate their help.

• Storage-A: Misconfigurations account for one-third

of the customer issues of Storage-A in this major U.S.

storage company. It has incurred significant financial

cost for troubleshooting these issues. Therefore, they

actively investigate solutions to misconfigurations and

have been very supportive to our work, including pro-

viding us with source code, test cases, and allowing us

to include Storage-A’s results in this paper. All the ex-

posed issues have been sent to the corresponding de-

veloping teams. Many of them have been fixed (c.f.,

Table 5), and others are under investigation.

• Squid: The developers immediately paid great atten-

tion to our reported misconfiguration vulnerabilities.

We worked together and improved their configuration

parsing library by adding more checks for configura-

tion errors and more logging in reporting errors.

Negative Experience. Not all interaction with develop-

ers is positive. Some of our reports and patches so far

have been rejected or ignored. The following summa-

rize the typical negative responses: (1) Some developers

think the information is clearly described in the docu-

ment, so there is no need for systems to check or to pin-

point the configuration errors in log messages — “The

manual states, near the top...” However, users may not

read manuals line by line, especially given that manu-

als for large systems are usually lengthy (e.g., MySQL-

5.5’s manual has 4502 pages). Also, users may have

problems understanding manual contents because many

users come from a different background. (2) Some open-

source developers tend to assume that administrators

read source code (since it is open sourced) when they

configure systems. In the response to one of our patches,

the developer wrote, “Most users never adjust these val-

ues. Those who do, read the code.” Note: Users can read

open-source code, but this does not mean that users have

time or are willing to read the code. (3) Some developers

optimistically assume that users will not make mistakes,

“If you work exactly and carefully, it does not matter;

if not, you should not maintain the server at all.” As

a result, it is not uncommon that developers closed the

report with comments like, “This is not a bug.” The im-

plication is that “the user must be a novice or not think-

ing.” However, such optimistic assumptions are often

proved unrealistic as partially demonstrated in our work

and previous work on misconfiguration.

The negative experiences indicate that the battle to

have developers take an active role in misconfigura-

tion handling is challenging. The main impediment is

the controversial responsibilities of misconfigurations

between users and developers. Often, it is only until

the system suffers considerable support cost or failures

(caused by misconfigurations) will the importance of ac-

tive handling be appreciated by developers. We believe

one way to raise this awareness is through education

on user-friendly configuration design, hopefully leverag-

ing the trend and attention in good user-interface design

raised by Apple’s success. As articulated in [24], devel-

opers should view system administrators and operators

as their first-class users.

5.2 Practice

We highlight some of the good practices we have ob-

served from the evaluated software projects.

Hiding Critical Configurations from Users: Despite

the trend that systems expose more and more configu-

ration knobs to users, some systems choose to hide ad-

vanced and critical parameters from users, in order to

avoid careless mistakes. Storage-A provides two lev-

els of configuration interfaces: one for normal users and

the other for advanced administrators. Moreover, it does

not allow users to directly modify system configuration

files. Users’ configuration settings are enforced to go

through the interfaces which perform basic checking. In

fact, developers sometimes are struggling with the con-

figurability. For example, eight Squid parameters have

the following explanation in their manual entries:

“Heavy voodoo here. I can’t even believe you

are reading this. Are you crazy? Don’t even

think about adjusting these unless you under-

stand the algorithms in comm select.c first!”

A good practice should hide such esoteric parameters

from users, or forewarn users with clear log messages

when they are trying to configure these parameters.
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Handling Inconsistency: We observe two efforts in

Storage-A in handling unit inconsistency. First, the unit

information is exposed in naming (e.g., “cleanup.msec”,

“takeover.sec”) which serves as both constraint descrip-

tions and mnemonics for users. Second, some parame-

ter settings enforce users to specify unit suffixes to help

them express their intention explicitly.

Exploiting Data Structures: Storage-A, MySQL, and

PostgreSQL use global data structures which enforce de-

velopers to specify the data type and the minimum,max-

imum value for each configuration parameter. In this

way, the systems easily enforce uniform validity check-

ing for configuration settings. Consequently, they have

fewer misconfiguration vulnerabilities that violate type

and range constraints, as shown in Table 5.

6 Related Work

The major research efforts in addressing misconfigura-

tion problems focus on detecting [11, 35, 38] and trou-

bleshooting [1,3,4,5,21,25,32,33,34,37,40] configura-

tion errors in a timely manner. While these studies pro-

vide remedies to find root causes of misconfiguration-

induced system failures and anomalies, it is often too

late to alleviate users from frustrating experiences.

Our work is different but complementary to miscon-

figuration detection and troubleshooting. We propose

to improve the configuration design, to harden systems

with graceful reactions to misconfigurations, and to pro-

vide users with explicit log messages so as to enable

users to fix configuration errors by themselves. Doing

these can help eliminate many configuration errors, or

at least help users self-diagnose the problems quickly

(based on system error messages) without the need to

run any extra detection or troubleshooting tools. Al-

though we have made only a modest step in this direc-

tion, we strongly believe that having developers take a

more active role to improve configuration design and an-

ticipate/tolerate configuration errors should be the ulti-

mate solution (maybe not immediately achievable).

ConfErr [15] pioneers the configuration testing di-

rection. Since it is not guided by configuration con-

straints, it makes generic alternations to valid configu-

ration settings (e.g., omissions, substitutions, and case

alternations of characters). Similarly, fuzz testing can be

used to generate random data as configuration settings.

Our work is complementary to ConfErr and fuzz test-

ing. The major part of our work focuses on configuration

constraint inference. Based on the inferred constraints,

our injection are guided to be program- and constraint-

specific. Take the range constraint as an example, SPEX-

INJ generates values exactly covering in and out of the

specific range. Besides misconfiguration injection, we

also leverage the constraints to detect error-prone config-

uration design and handling. Although not demonstrated

in the paper, the inferred constraints can also be used as

references for developers or UI engineers to examine if

the configuration constraints are too complicated or un-

natural, or not backward-compatible, etc.

Rabkin and Katz extract configuration parameters

together with their data types from Hadoop-like pro-

grams [26]. Our work differs from theirs in the following

three aspects. First, we have different objectives. Their

objective is to understand the types of configuration pa-

rameters, whereas ours is to advocate and enable devel-

opers to take an active role in reducing configuration-

related issues. Second, their work focuses on data types

only, whereas our work also extracts other kinds of con-

straints including data ranges, control dependencies, and

value relationships. Third, their work focuses on the

characteristics but shows no use case of the extracted

information, whereas our work uses the inferred con-

straints to expose misconfiguration vulnerabilities and to

detect error-prone configuration design and handling.

7 Conclusion

This paper advocates the importance for software de-

velopers to take an active role in handling misconfigu-

rations. It makes a concrete useful step by providing

tooling support for developers to expose misconfigura-

tion vulnerabilities, and detect error-prone configuration

design and handling. Our tools have exposed 743 vul-

nerabilities and at least 112 error-prone constraints in

both commercial and open-source systems. To this day,

364 vulnerabilities, together with 80 inconsistent con-

straints, have been confirmed or fixed by developers af-

ter we reported them. Our results have influenced the

Squid Web proxy project to improve its configuration

parsing library towards a more user friendly design. We

hope our work can inspire developers to improve their

practices as well as follow-up research in this direction.
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Abstract
This paper studies an emerging class of software bugs
called optimization-unstable code: code that is unexpect-
edly discarded by compiler optimizations due to unde-
fined behavior in the program. Unstable code is present
in many systems, including the Linux kernel and the Post-
gres database. The consequences of unstable code range
from incorrect functionality to missing security checks.

To reason about unstable code, this paper proposes
a novel model, which views unstable code in terms of
optimizations that leverage undefined behavior. Using
this model, we introduce a new static checker called Stack
that precisely identifies unstable code. Applying Stack
to widely used systems has uncovered 160 new bugs that
have been confirmed and fixed by developers.

1 Introduction
The specifications of many programming languages des-
ignate certain code fragments as having undefined behav-
ior [15: §2.3], giving compilers the freedom to generate
instructions that behave in arbitrary ways in those cases.
For example, in C the “use of a nonportable or erroneous
program construct or of erroneous data” leads to unde-
fined behavior [24: §3.4.3].

One way in which compilers exploit undefined behavior
is to optimize a program under the assumption that the pro-
gram never invokes undefined behavior. A consequence
of such optimizations is especially surprising to many pro-
grammers: code which works with optimizations turned
off (e.g., -O0) breaks with a higher optimization level (e.g.,
-O2), because the compiler considers part of the code dead
and discards it. We call such code optimization-unstable
code, or just unstable code for short. If the discarded
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char *buf = ...;
char *buf_end = ...;
unsigned int len = ...;
if (buf + len >= buf_end)

return; /* len too large */
if (buf + len < buf)

return; /* overflow, buf+len wrapped around */
/* write to buf[0..len-1] */

Figure 1: A pointer overflow check found in several code bases.
The code becomes vulnerable as gcc optimizes away the second if
statement [13].

unstable code happens to be used for security checks, the
optimized system will become vulnerable to attacks.

This paper presents the first systematic approach for
reasoning about and detecting unstable code. We imple-
ment this approach in a static checker called Stack, and
use it to show that unstable code is present in a wide
range of systems software, including the Linux kernel and
the Postgres database. We estimate that unstable code
exists in 40% of the 8,575 Debian Wheezy packages that
contain C/C++ code. We also show that compilers are
increasingly taking advantage of undefined behavior for
optimizations, leading to more vulnerabilities related to
unstable code.

To understand unstable code, consider the pointer over-
flow check buf+len < buf shown in Figure 1, where buf
is a pointer and len is a positive integer. The program-
mer’s intention is to catch the case when len is so large
that buf + len wraps around and bypasses the first check
in Figure 1. We have found similar checks in a number of
systems, including the Chromium browser [7], the Linux
kernel [49], and the Python interpreter [37].

While this check appears to work with a flat address
space, it fails on a segmented architecture [23: §6.3.2.3].
Therefore, the C standard states that an overflowed pointer
is undefined [24: §6.5.6/p8], which allows gcc to simply
assume that no pointer overflow ever occurs on any archi-
tecture. Under this assumption, buf + len must be larger
than buf, and thus the “overflow” check always evaluates
to false. Consequently, gcc removes the check, paving the
way for an attack to the system [13].

In addition to introducing new vulnerabilities, unstable
code can amplify existing weakness in the system. Fig-
ure 2 shows a mild defect in the Linux kernel, where the
programmer incorrectly placed the dereference tun->sk

260

http://dx.doi.org/10.1145/2517349.2522728


struct tun_struct *tun = ...;
struct sock *sk = tun->sk;
if (!tun)

return POLLERR;
/* write to address based on tun */

Figure 2: A null pointer dereference vulnerability (CVE-2009-
1897) in the Linux kernel, where the dereference of pointer tun is
before the null pointer check. The code becomes exploitable as gcc
optimizes away the null pointer check [10].

before the null pointer check !tun. Normally, the kernel
forbids access to page zero; a null tun pointing to page
zero causes a kernel oops at tun->sk and terminates the
current process. Even if page zero is made accessible (e.g.,
via mmap or some other exploits [25, 45]), the check !tun
would catch a null tun and prevent any further exploits. In
either case, an adversary should not be able to go beyond
the null pointer check.

Unfortunately, unstable code can turn this simple bug
into an exploitable vulnerability. For example, when gcc
first sees the dereference tun->sk, it concludes that the
pointer tun must be non-null, because the C standard
states that dereferencing a null pointer is undefined [24:
§6.5.3]. Since tun is non-null, gcc further determines that
the null pointer check is unnecessary and eliminates the
check, making a privilege escalation exploit possible that
would not otherwise be [10].

Poor understanding of unstable code is a major obstacle
to reasoning about system behavior. For programmers,
compilers that discard unstable code are often “baffling”
and “make no sense” [46], merely gcc’s “creative reinter-
pretation of basic C semantics” [27]. On the other hand,
compiler writers argue that the C standard allows such
optimizations, which many compilers exploit (see §2.3);
it is the “broken code” [17] that programmers should fix.

Who is right in this debate? From the compiler’s point
of view, the programmers made a mistake in their code.
For example, Figure 2 clearly contains a bug, and even
Figure 1 is arguably incorrect given a strict interpretation
of the C standard. However, these bugs are quite subtle,
and understanding them requires detailed knowledge of
the language specification. Thus, it is not surprising that
such bugs continue to proliferate.

From the programmer’s point of view, the compilers are
being too aggressive with their optimizations. However,
optimizations are important for achieving good perfor-
mance; many optimizations fundamentally rely on the
precise semantics of the C language, such as eliminating
needless null pointer checks or optimizing integer loop
variables [20, 29]. Thus, it is difficult for compiler writers
to distinguish legal yet complex optimizations from an op-
timization that goes too far and violates the programmer’s
intent [29: §3].

This paper helps resolve this debate by introducing a
model for identifying unstable code that allows a com-

piler to generate precise warnings when it removes code
based on undefined behavior. The model specifies precise
conditions under which a code fragment can induce un-
defined behavior. Using these conditions we can identify
fragments that can be eliminated under the assumption
that undefined behavior is never triggered; specifically,
any fragment that is reachable only by inputs that trigger
undefined behavior is unstable code. We make this model
more precise in §3.

The Stack checker implements this model to identify
unstable code. For the example in Figure 2, it emits a
warning that the null pointer check !tun is unstable due
to the earlier dereference tun->sk. Stack first computes
the undefined behavior conditions for a wide range of con-
structs, including pointer and integer arithmetic, memory
access, and library function calls. It then uses a constraint
solver [3] to determine whether the code can be simplified
away given the undefined behavior conditions, such as
whether the code is reachable only when the undefined be-
havior conditions are true. We hope that Stack will help
programmers find unstable code in their applications, and
that our model will help compilers make better decisions
about what optimizations might be unsafe and when an
optimizer should produce a warning.

We implemented the Stack checker using the LLVM
compiler framework [30] and the Boolector solver [3].
Applying it to a wide range of systems uncovered 160 new
bugs, which were confirmed and fixed by the developers.
We also received positive feedback from outside users
who, with the help of Stack, fixed additional bugs in both
open-source and commercial code bases. Our experience
shows that unstable code is a widespread threat in systems,
that an adversary can exploit vulnerabilities caused by
unstable code with major compilers, and that Stack is
useful for identifying unstable code.

The main contributions of this paper are:

• a new model for understanding unstable code,

• a static checker for identifying unstable code, and

• a detailed case study of unstable code in real systems.

Another conclusion one can draw from this paper is
that language designers should be careful with defining
language construct as undefined behavior. Almost every
language allows a developer to write programs that have
undefined meaning according to the language specifica-
tion. Our experience with C/C++ indicates that being
liberal with what is undefined can lead to subtle bugs.

The rest of the paper is organized as follows. §2 pro-
vides background information. §3 presents our model of
unstable code. §4 outlines the design of Stack. §5 sum-
marizes its implementation. §6 reports our experience of
applying Stack to identify unstable code and evaluates
Stack’s techniques. §7 covers related work. §8 concludes.
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Construct Sufficient condition Undefined behavior

Language p + x p∞ + x∞ < [0, 2n − 1] pointer overflow
∗p p = NULL null pointer dereference
x ops y x∞ ops y∞ < [−2n−1, 2n−1 − 1] signed integer overflow
x / y, x % y y = 0 division by zero
x << y, x >> y y < 0 ∨ y ≥ n oversized shift
a[x] x < 0 ∨ x ≥ ARRAY_SIZE(a) buffer overflow

Library abs(x) x = −2n−1 absolute value overflow
memcpy(dst, src, len) |dst − src| < len overlapping memory copy
use q after free(p) alias(p, q) use after free
use q after p′ B realloc(p, ...) alias(p, q) ∧ p′ , NULL use after realloc

Figure 3: A list of sufficient (though not necessary) conditions for undefined behavior in certain C constructs [24: §J.2]. Here p, p′, q
are n-bit pointers; x, y are n-bit integers; a is an array, the capacity of which is denoted as ARRAY_SIZE(a); ops refers to binary operators
+, -, *, /, % over signed integers; x∞ means to consider x as infinitely ranged; NULL is the null pointer; alias(p, q) predicates whether p and q
point to the same object.

2 Background
This section provides some background on undefined be-
havior and how it can lead to unstable code. It builds on
earlier surveys [26, 41, 49] and blog posts [29, 39, 40] that
describe unstable code examples, and extends them by
investigating the evolution of optimizations in compilers.

2.1 Undefined behavior
Figure 3 shows a list of constructs and their undefined be-
havior conditions, as specified in the C standard [24: §J.2].
One category of undefined behavior is simply program-
ming errors, such as null pointer dereference, buffer over-
flow, and use after free. The other category is non-portable
constructs, the hardware implementations of which often
have subtle differences.

For instance, when signed integer overflow or division
by zero occurs, a division instruction traps on x86 [22:
§3.2], while it silently produces an undefined result on
PowerPC [21: §3.3.8]. Another example is shift instruc-
tions: left-shifting a 32-bit one by 32 bits produces 0 on
ARM and PowerPC, but 1 on x86; however, left-shifting
a 32-bit one by 64 bits produces 0 on ARM, but 1 on x86
and PowerPC. Wang et al.’s survey [49] provides more
details of such architectural differences.

To build a portable system, the language standard could
impose uniform behavior over erroneous or non-portable
constructs, as many higher-level languages do. In doing
so, the compiler would have to synthesize extra instruc-
tions. For example, to enforce well-defined error han-
dling (e.g., run-time exception) on buffer overflow, the
compiler would need to insert extra bounds checks for
memory access operations. Similarly, to enforce a consis-
tent shift behavior on x86, for every x << y the compiler
would need to insert a check against y (unless it is able to
prove that y is not oversized), as follows:

if (y < 0 ∨ y ≥ n) then 0 else x << y.

The C-family languages employ a different approach.
Aiming for system programming, their specifications
choose to trust programmers [23: §0] and assume that
their code will never invoke undefined behavior. This
assumption gives more freedom to the compiler than
simply saying that the result of a particular operation
is architecture-dependent. While it allows the compiler to
generate efficient code without extra checks, the assump-
tion also opens the door to unstable code.

2.2 Examples of unstable code

The top row of Figure 4 shows six representative examples
of unstable code in the form of sanity checks. All of these
checks may evaluate to false and become dead code under
optimizations, even though none appear to directly invoke
undefined behavior. We will use them to test existing
compilers in §2.3.

The check p + 100 < p resembles Figure 1, which is
dead assuming no pointer overflow.

The null pointer check !p with an earlier dereference
is from Figure 2, which is dead assuming no null pointer
dereference.

The check x+100 < x with a signed integer x becomes
dead assuming no signed integer overflow. It once led
to a harsh debate between some C programmers and gcc
developers [17].

Another check x++100 < 0 tests whether optimizations
perform more elaborate reasoning assuming no signed
integer overflow; x+ is known to be positive.

The shift check !(1 << x) was intended to catch a large x,
from a patch to the ext4 file system [31]. It becomes dead
assuming no oversized shift amount.

The check abs(x) < 0 was used in the PHP interpreter
to catch the most negative value (i.e., −2n−1). It becomes
dead when optimizations understand this library function
and assume no absolute value overflow [18].
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if (p + 100 < p) ∗p; if (!p) if (x + 100 < x) if (x+ + 100 < 0) if (!(1 << x)) if (abs(x) < 0)

gcc-2.95.3 – – O1 – – –
gcc-3.4.6 – O2 O1 – – –
gcc-4.2.1 O0 – O2 – – O2

gcc-4.8.1 O2 O2 O2 O2 – O2

clang-1.0 O1 – – – – –
clang-3.3 O1 – O1 – O1 –
aCC-6.25 – – – – – O3

armcc-5.02 – – O2 – – –
icc-14.0.0 – O2 O1 O2 – –
msvc-11.0 – O1 – – – –
open64-4.5.2 O1 – O2 – – O2

pathcc-1.0.0 O1 – O2 – – O2

suncc-5.12 – O3 – – – –
ti-7.4.2 O0 – O0 O2 – –
windriver-5.9.2 – – O0 – – –
xlc-12.1 O3 – – – – –

Figure 4: Optimizations of unstable code in popular compilers: gcc, clang, aCC, armcc, icc, msvc, open64, pathcc, suncc, TI’s
TMS320C6000, Wind River’s Diab compiler, and IBM’s XL C compiler. In the examples, p is a pointer, x is a signed integer, and x+
is a positive signed integer. In each cell, “On” means that the specific version of the compiler optimizes the check into false and discards it
at optimization level n, while “–” means that the compiler does not discard the check at any level.

2.3 An evolution of optimizations
We chose 12 well-known C/C++ compilers to see what
they do with the unstable code examples: two open-source
compilers (gcc and clang) and ten recent commercial com-
pilers (HP’s aCC, ARM’s armcc, Intel’s icc, Microsoft’s
msvc, AMD’s open64, PathScale’s pathcc, Oracle’s suncc,
TI’s TMS320C6000, Wind River’s Diab compiler, and
IBM’s XL C compiler). For every unstable code example,
we test whether a compiler optimizes the check into false,
and if so, find the lowest optimization level -On at which
it happens. The result is shown in Figure 4.

We further use gcc and clang to study the evolution of
optimizations, as the history is easily accessible. For gcc,
we chose the following representative versions that span
more than a decade:

• gcc 2.95.3, the last 2.x, released in 2001;

• gcc 3.4.6, the last 3.x, released in 2006;

• gcc 4.2.1, the last GPLv2 version, released in 2007
and still widely used in BSD systems;

• gcc 4.8.1, the latest version, released in 2013.

For comparison, we chose two versions of clang, 1.0
released in 2009, and the latest 3.3 released in 2013.

We make the following observations of existing com-
pilers from Figure 4. First, discarding unstable code is
common among compilers, not just in recent gcc versions
as some programmers have claimed [27]. Even gcc 2.95.3
eliminates x + 100 < x. Some compilers discard unstable
code that gcc does not (e.g., clang on 1 << x).

Second, from different versions of gcc and clang, we
see more unstable code discarded as the compilers evolve
to adopt new optimizations. For example, gcc 4.x is

more aggressive in discarding unstable code compared to
gcc 2.x, as it uses a new value range analysis [36].

Third, discarding unstable code occurs with standard
optimization options, mostly at -O2, the default optimiza-
tion level for release build (e.g., autoconf [32: §5.10.3]);
some compilers even discard unstable code at the lowest
level of optimization -O0. Hence, lowering the optimiza-
tion level as Postgres did [28] is an unreliable way of
working around unstable code.

Fourth, optimizations exploit undefined behavior not
only from the core language features, but also from li-
brary functions (e.g., abs [18] and realloc [40]) as the
compilers evolve to understand them.

As compilers improve their optimizations, for example,
by implementing new algorithms (e.g., gcc 4.x’s value
range analysis) or by exploiting undefined behavior from
more constructs (e.g., library functions), we anticipate an
increase in bugs due to unstable code.

3 Model for unstable code
Discarding unstable code, as the compilers surveyed in §2
do, is legal as per the language standard, and thus is not a
compiler bug [39: §3]. But, it is baffling to programmers.
Our goal is to identify such unstable code fragments and
generate warnings for them. As we will see in §6.2, these
warnings often identify code that programmers want to
fix, instead of having the compiler remove it silently. This
goal requires a precise model for understanding unstable
code so as to generate warnings only for code that is
unstable, and not for code that is trivially dead and can
be safely removed. This section introduces a model for
thinking about unstable code and a framework with two
algorithms for identifying it.
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3.1 Unstable code
To formalize a programmer’s misunderstanding of the C
specification that leads to unstable code, let C⋆ denote
a C dialect that assigns well-defined semantics to code
fragments that have undefined behavior in C. For example,
C⋆ is defined for a flat address space, a null pointer that
maps to address zero, and wrap-around semantics for
pointer and integer arithmetic [38]. A code fragment e is
a statement or expression at a particular source location in
program P. If the compiler can transform the fragment e
in a way that would change P’s behavior under C⋆ but
not under C, then e is unstable code.

Let P[e/e′] be a program formed by replacing e with
some fragment e′ at the same source location. When is it
legal for a compiler to transform P into P[e/e′], denoted
as P { P[e/e′]? In a language specification without
undefined behavior, the answer is straightforward: it is
legal if for every input, both P and P[e/e′] produce the
same result. In a language specification with undefined
behavior, the answer is more complicated; namely, it is
legal if for every input, one of the following is true:

• both P and P[e/e′] produce the same results without
invoking undefined behavior, or

• P invokes undefined behavior, in which case it does
not matter what P[e/e′] does.

Using this notation, we define unstable code below.

Definition 1 (Unstable code). A code fragment e in pro-
gram P is unstable w.r.t. language specifications C and
C⋆ iff there exists a fragment e′ such that P{ P[e/e′] is
legal under C but not under C⋆.

For example, for the sanity checks listed in Figure 4,
a C compiler is entitled to replace them with false, as
this is legal according to the C specification, whereas a
hypothetical C⋆ compiler cannot do the same. Therefore,
these checks are unstable code.

3.2 Approach for identifying unstable code
The above definition captures what unstable code is, but
does not provide a way of finding unstable code, because
it is difficult to reason about how an entire program will
behave. As a proxy for a change in program behavior,
Stack looks for code that can be transformed by some
optimizer O under C but not under C⋆. In particular,
Stack does this using a two-phase scheme:

1. run O without taking advantage of undefined behavior,
which resembles optimizations under C⋆; and

2. run O again, this time taking advantage of undefined
behavior, which resembles (more aggressive) optimiza-
tions under C.

If O optimizes extra code in the second phase, we assume
the reason O did not do so in the first phase is because it

would have changed the program’s semantics under C⋆,
and so Stack considers that code to be unstable.

Stack’s optimizer-based approach to finding unstable
code will miss unstable code that a specific optimizer
cannot eliminate in the second phase, even if there exists
some optimizer that could. This approach will also gener-
ate false reports if the optimizer is not aggressive enough
in eliminating code in the first phase. Thus, one challenge
in Stack’s design is coming up with an optimizer that is
sufficiently aggressive to minimize these problems.

In order for this approach to work, Stack requires an
optimizer that can selectively take advantage of unde-
fined behavior. To build such optimizers, we formalize
what it means to “take advantage of undefined behav-
ior” in §3.2.1, by introducing the well-defined program
assumption, which captures C’s assumption that program-
mers never write programs that invoke undefined behavior.
Given an optimizer that can take explicit assumptions as
input, Stack can turn on (or off) optimizations based on
undefined behavior by supplying (or not) the well-defined
program assumption to the optimizer. We build two ag-
gressive optimizers that follow this approach: one that
eliminates unreachable code (§3.2.2) and one that simpli-
fies unnecessary computation (§3.2.3).

3.2.1 Well-defined program assumption
We formalize what it means to take advantage of unde-
fined behavior in an optimizer as follows. Consider a
program with input x. Given a code fragment e, let Re(x)
denote its reachability condition, which is true iff e will
execute under input x; and let Ue(x) denote its undefined
behavior condition, or UB condition for short, which in-
dicates whether e exhibits undefined behavior on input x,
assuming C semantics (see Figure 3).

Both Re(x) and Ue(x) are boolean expressions. For
example, given a pointer dereference ∗p in expression e,
one UB condition Ue(x) is p = NULL (i.e., causing a null
pointer dereference).

Intuitively, in a well-defined program to dereference
pointer p, p must be non-null. In other words, the nega-
tion of its UB condition, p , NULL, must hold whenever
the expression executes. We generalize this below.

Definition 2 (Well-defined program assumption). A code
fragment e is well-defined on an input x iff executing e
never triggers undefined behavior at e:

Re(x)→ ¬Ue(x). (1)

Furthermore, a program is well-defined on an input iff
every fragment of the program is well-defined on that
input, denoted as ∆:

∆(x) =
∧
e∈P

Re(x)→ ¬Ue(x). (2)
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1: procedure Eliminate(P)
2: for all e ∈ P do
3: if Re(x) is UNSAT then
4: Remove(e) ◃ trivially unreachable
5: else
6: if Re(x) ∧ ∆(x) is UNSAT then
7: Report(e)
8: Remove(e) ◃ unstable code eliminated

Figure 5: The elimination algorithm. It reports unstable code that
becomes unreachable with the well-defined program assumption.

3.2.2 Eliminating unreachable code
The first algorithm identifies unstable statements that can
be eliminated (i.e., P{ P[e/∅] where e is a statement).
For example, if reaching a statement requires triggering
undefined behavior, then that statement must be unreach-
able. We formalize this below.

Theorem 1 (Elimination). In a well-defined program P,
an optimizer can eliminate code fragment e, if there is no
input x that both reaches e and satisfies the well-defined
program assumption ∆(x):

@x : Re(x) ∧ ∆(x). (3)

The boolean expression Re(x) ∧ ∆(x) is referred as the
elimination query.

Proof. Assuming ∆(x) is true, if the elimination query
Re(x)∧∆(x) always evaluates to false, then Re(x) must be
false, meaning that e must be unreachable. One can then
safely eliminate e. �

Consider Figure 2 as an example. There is one input
tun in this program. To pass the earlier if check, the
reachability condition of the return statement is !tun.
There is one UB condition tun = NULL, from the pointer
dereference tun->sk, the reachability condition of which
is true. As a result, the elimination query Re(x)∧∆(x) for
the return statement is:

!tun ∧ (true→ ¬(tun = NULL)).

Clearly, there is no tun that satisfies this query. Therefore,
one can eliminate the return statement.

With the above definition it is easy to construct an al-
gorithm to identify unstable due to code elimination (see
Figure 5). The algorithm first removes unreachable frag-
ments without the well-defined program assumption, and
then warns against fragments that become unreachable
with this assumption. The latter are unstable code.

3.2.3 Simplifying unnecessary computation
The second algorithm identifies unstable expressions that
can be optimized into a simpler form (i.e., P{ P[e/e′]
where e and e′ are expressions). For example, if eval-
uating a boolean expression to true requires triggering

1: procedure Simplify(P, oracle)
2: for all e ∈ P do
3: for all e′ ∈ Propose(oracle, e) do
4: if e(x) , e′(x) ∧ Re(x) is UNSAT then
5: Replace(e, e′)
6: break ◃ trivially simplified
7: if e(x) , e′(x) ∧ Re(x) ∧ ∆(x) is UNSAT then
8: Report(e)
9: Replace(e, e′)

10: break ◃ unstable code simplified

Figure 6: The simplification algorithm. It asks an oracle to propose
a set of possible e′, and reports if any of them is equivalent to e with
the well-defined program assumption.

undefined behavior, then that expression must evaluate to
false. We formalize this below.

Theorem 2 (Simplification). In a well-defined pro-
gram P, an optimizer can simplify expression e with
another e′, if there is no input x that evaluates e(x) and
e′(x) to different values, while both reaching e and satis-
fying the well-defined program assumption ∆(x):

∃e′@x : e(x) , e′(x) ∧ Re(x) ∧ ∆(x). (4)

The boolean expression e(x) , e′(x) ∧ Re(x) ∧ ∆(x) is
referred as the simplification query.

Proof. Assuming ∆(x) is true, if the simplification query
e(x) , e′(x)∧Re(x)∧∆(x) always evaluates to false, then
either e(x) = e′(x), meaning that they evaluate to the same
value; or Re(x) is false, meaning that e is unreachable. In
either case, one can safely replace e with e′. �

Simplification relies on an oracle to propose e′ for a
given expression e. Note that there is no restriction on the
proposed expression e′. In practice, it should be simpler
than the original e since compilers tend to simplify code.
Stack currently implements two oracles:

• Boolean oracle: propose true and false in turn for a
boolean expression, enumerating possible values.

• Algebra oracle: propose to eliminate common terms
on both sides of a comparison if one side is a subex-
pression of the other. It is useful for simplifying non-
constant expressions, such as proposing y < 0 for
x + y < x, by eliminating x from both sides.

As an example, consider simplifying p+100 < p using
the boolean oracle, where p is a pointer. For simplicity
assume its reachability condition is true. From Figure 3,
the UB condition of p + 100 is p∞ + 100∞ < [0, 2n − 1].
The boolean oracle first proposes true. The corresponding
simplification query is:

(p + 100 < p) , true
∧ true ∧ (true→ ¬(p∞ + 100∞ < [0, 2n − 1])) .
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Compiler
frontend (§4.2)

UB condition
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Solver-based
optimization (§4.4)

Bug report
generation (§4.5)

C IR

Figure 7: Stack’s workflow. It invokes clang to convert a C/C++ program into LLVM IR, and then detects unstable code based on the IR.

Clearly, this is satisfiable. The boolean oracle then pro-
poses false. This time the simplification query is:

(p + 100 < p) , false
∧ true ∧ (true→ ¬(p∞ + 100∞ < [0, 2n − 1])) .

Since there is no pointer p that satisfies this query, one
can fold p+ 100 < p into false. §6.2.2 will show more ex-
amples of identifying unstable code using simplification.

With the above definition it is straightforward to con-
struct an algorithm to identify unstable code due to simpli-
fication (see Figure 6). The algorithm consults an oracle
for every possible simpler form e′ for expression e. Simi-
larly to elimination, it warns if it finds e′ that is equivalent
to e only with the well-defined program assumption.

3.3 Discussion
The model focuses on discarding unstable code by ex-
ploring two basic optimizations, elimination because of
unreachability and simplification because of unnecessary
computation. It is possible to exploit the well-defined pro-
gram assumption in other forms. For example, instead of
discarding code, some optimizations reorder instructions
and produce unwanted code due to memory aliasing [47]
or data races [2], which Stack does not model.

Stack implements two oracles, boolean and algebra,
for proposing new expressions for simplification. One
can extend it by introducing new oracles.

4 Design
This section describes the design of the Stack checker
that detects unstable code by mimicking an aggressive
compiler. A challenge in designing Stack is to make
it scale to large programs. To address this challenge,
Stack uses variants of the algorithms presented in §3
that work on individual functions. A further challenge is
to avoid reporting false warnings for unstable code that
is generated by the compiler itself, such as macros and
inlined functions.

4.1 Overview
Stack works in four stages, as illustrated in Figure 7. In
the first stage, a user prepends a script stack-build to
the actual building command, such as:

% stack-build make

The script stack-build intercepts invocations to gcc and
invokes clang instead to compile source code into the
LLVM intermediate representation (IR). The remaining
three stages work on the IR.

In the second stage, Stack inserts UB conditions listed
in Figure 3 into the IR. In the third stage, it performs
a solver-based optimization using a variant of the algo-
rithms described in §3.2. In the fourth stage, Stack gen-
erates a bug report of unstable code discarded by the
solver-based optimization, with the corresponding set of
UB conditions. For example, for Figure 2 Stack links
the null pointer check !tun to the earlier pointer derefer-
ence tun->sk.

4.2 Compiler frontend
Stack invokes clang to compile C-family source code to
the LLVM IR for the rest of the stages. Furthermore, to
detect unstable code across functions, it invokes LLVM
to inline functions, and works on individual functions
afterwards for better scalability.

A challenge is that Stack should focus on unstable
code written by programmers, and ignore code generated
by the compiler (e.g., from macros and inline functions).
Consider the code snippet below:

#define IS_A(p) (p != NULL && p->tag == TAG_A)
p->tag == ...;
if (IS_A(p)) ...;

Assume p is a pointer passed from the caller. Ideally,
Stack could inspect the callers and check whether p can
be null. However, Stack cannot do this because it works
on individual functions. Stack would consider the null
pointer check p != NULL unstable due to the earlier deref-
erence p->tag. In our experience, this causes a large
number of false warnings, because programmers do not
directly write the null pointer check but simply reuse the
macro IS_A. To reduce false warnings, Stack ignores
such compiler-generated code by tracking code origins,
at the cost of missing possible bugs (see §4.6).

To do so, Stack implements a clang plugin to record the
original macro for macro-expanded code in the IR during
preprocessing and compilation. Similarly, it records the
original function for inlined code in the IR during inlin-
ing. The final stage uses the recorded origin information
to avoid generating bug reports for compiler-generated
unstable code (see §4.5).

4.3 UB condition insertion
Stack implements the UB conditions listed in Figure 3.
For each UB condition, Stack inserts a special function
call into the IR at the corresponding instruction:

void bug_on(bool expr);
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This function takes one boolean argument as the UB con-
dition of the instruction.

It is straightforward to represent UB conditions as a
boolean argument in the IR. For example, for a divi-
sion x/y, Stack inserts bug_on(y = 0) for division by zero.
The next stage uses these bug_on calls to compute the
well-defined program assumption.

4.4 Solver-based optimization
To detect unstable code, Stack runs the algorithms de-
scribed in §3.2 in the following order:
• elimination,
• simplification with the boolean oracle, and
• simplification with the algebra oracle.

To implement these algorithms, Stack consults the
Boolector solver [3] to decide satisfiability for elimination
and simplification queries, as shown in (3) and (4). Both
queries need to compute the terms Re(x)∧∆(x). However,
it is practically infeasible to precisely compute them for
large programs. By definition, computing the reachability
condition Re(x) requires inspecting all paths from the start
of the program, and computing the well-defined program
assumption ∆(x) requires inspecting the entire program
for UB conditions. Neither scales to a large program.

To address this challenge, Stack computes approximate
queries by limiting the computation to a single function.
To describe the impact of this change, we use the fol-
lowing two terms. First, let R′e(x) denote fragment e’s
reachability condition from the start of current function;
Stack replaces Re(x) with R′e. Second, let dom(e) denote
e’s dominators [35: §7.3], the set of fragments that ev-
ery execution path reaching e must have reached; Stack
replaces the well-defined program assumption ∆(x) over
the entire program with that over dom(e).

With these terms we describe the variant of the algo-
rithms for identifying unstable code by computing ap-
proximate queries. Stack eliminates fragment e if the
following query is unsatisfiable:

R′e(x) ∧
∧

d∈dom(e)

¬Ud(x). (5)

Similarly, Stack simplifies e into e′ if the following query
is unsatisfiable:

e(x) , e′(x) ∧ R′e(x) ∧
∧

d∈dom(e)

¬Ud(x). (6)

Appendix A provides a proof that using both approximate
queries still correctly identifies unstable code.

Stack computes the approximate queries as follows. To
compute the reachability condition R′e(x) within current
function, Stack uses Tu and Padua’s algorithm [48]. To
compute the UB condition

∧
d∈dom(e) ¬Ud(x), Stack col-

lects them from the bug_on calls within e’s dominators.

1: procedure MinUBCond(Qe

[
= H ∧

∧
d∈dom(e) ¬Ud(x)

]
)

2: ubset ← ∅
3: for all d ∈ dom(e) do
4: Q′e ← H ∧

∧
d′∈dom(e)\{d} ¬Ud′ (x)

5: if Q′e is SAT then
6: ubset ← ubset ∪ {Ud}

7: return ubset

Figure 8: Algorithm for computing the minimal set of UB condi-
tions that lead to unstable code given query Qe for fragment e.

4.5 Bug report generation
Stack generates a bug report for unstable code based
on the solver-based optimization. First, it inspects the
recorded origin of each unstable code case in the IR, and
ignores code that is generated by the compiler, rather than
written by the programmer.

To help users understand the bug report, Stack reports
the minimal set of UB conditions that make each report’s
code unstable [8], using the following greedy algorithm.

Let Qe be the query with which Stack decided that
fragment e is unstable. The query Qe then must be unsat-
isfiable. From (5) and (6), we know that the query must
be in the following form:

Qe = H ∧
∧

d∈dom(e)

¬Ud(x). (7)

H denotes the term(s) excluding
∧

d∈dom(e) ¬Ud(x) in Qe.
The goal is to find the minimal set of UB conditions that
help make Qe unsatisfiable.

To do so, Stack masks out each UB condition in e’s
dominators from Qe individually to form a new query Q′e;
if the new query Q′e becomes satisfiable, then the UB
condition masked out is crucial for making fragment e
unstable. The complete algorithm is listed in Figure 8.

4.6 Limitations
The list of undefined behavior Stack implements (see Fig-
ure 3) is incomplete. For example, it misses violations
of strict aliasing [24: §6.5] and uses of uninitialized vari-
ables [24: §6.3.2.1]. We decided not to implement them
because gcc already issues decent warnings for both cases.
It would be easy to extend Stack to do so as well.

Moreover, since our focus is to find subtle code changes
due to optimizations, we choose not to implement unde-
fined behavior that occurs in the frontend. One example
is evaluating (x = 1) + (x = 2); this fragment has un-
defined behavior due to “unsequenced side effects” [24:
§6.5/p2]. We believe that the frontend rather than the
optimizer should be able to warn against such cases.

As discussed in §4.4, Stack implements approximation
algorithms for better scalability, using approximate reach-
ability and UB conditions. Stack may miss unstable code
due to these approximations. As Stack consults a con-
straint solver with elimination and simplification queries,
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# bugs pointer null integer div shift buffer abs memcpy free realloc

Binutils 8 6 1 1
e2fsprogs 3 1 1 1
FFmpeg+Libav 21 9 6 1 1 3 1
FreeType 3 3
GRUB 2 2
HiStar [52] 3 1 2
Kerberos 11 1 9 1
libX11 2 2
libarchive 2 2
libgcrypt 2 2
Linux kernel 32 1 6 1 2 10 5 5 2
Mozilla 3 2 1
OpenAFS 11 6 4 1
plan9port 3 1 1 1
Postgres 9 1 7 1
Python 5 5
QEMU 4 3 1
Ruby+Rubinius 2 1 1
Sane 8 1 7
uClibc 2 2
VLC 2 2
Xen 3 1 1 1
Xpdf 9 8 1
others (⋆) 10 1 5 2 1 1

all 160 29 44 23 7 23 14 1 7 9 3

(⋆) Bionic, Dune [1], file, GMP, Mosh [51], MySQL, OpenSSH, OpenSSL, PHP, Wireshark.

Figure 9: New bugs identified by Stack. We also break down the number of bugs by undefined behavior from Figure 3: “pointer” (pointer
overflow), “null” (null pointer dereference), “integer” (signed integer overflow), “div” (division by zero), “shift” (oversized shift),
“buffer” (buffer overflow), “abs” (absolute value overflow), “memcpy” (overlapped memory copy), “free” (use after free), and “realloc” (use
after realloc).

Stack will also miss unstable code if the solver times out.
See §6.6 for a completeness evaluation.

Stack reports false warnings when it flags redundant
code as unstable, as programmers sometimes simply write
useless checks that have no effects (see §6.2.4). Note
that even though such redundant code fragments are false
warnings, discarding them is allowed by the specification.

5 Implementation
We implemented Stack using the LLVM compiler frame-
work [30] and the Boolector solver [3]. Stack consists of
approximately 4,000 lines of C++ code.

6 Evaluation
This section answers the following questions:

• Is Stack useful for finding new bugs? (§6.1)

• What kinds of unstable code does Stack find? (§6.2)

• How precise are Stack’s bug reports? (§6.3)

• How long does Stack take to analyze a large sys-
tem? (§6.4)

• How prevalent is unstable code in real systems, and
what undefined behavior causes it? (§6.5)

• What unstable code does Stack miss? (§6.6)

6.1 New bugs
From July 2012 to March 2013, we periodically applied
Stack to systems software written in C/C++ to identify
unstable code. The systems Stack analyzed are listed
in Figure 9, and include OS kernels, virtual machines,
databases, multimedia encoders/decoders, language run-
times, and security libraries. Based on Stack’s bug re-
ports, we submitted patches to the corresponding devel-
opers. The developers confirmed and fixed 160 new bugs.
The results show that unstable code is widespread, and
that Stack is useful for identifying unstable code.

We also break down the bugs by type of undefined
behavior. The results show that several kinds of undefined
behavior contribute to the unstable code bugs.

6.2 Analysis of bug reports
This subsection reports our experience of finding and
fixing unstable code with the aid of Stack. We manu-
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int64_t arg1 = ...;
int64_t arg2 = ...;
if (arg2 == 0)

ereport(ERROR, ...);
int64_t result = arg1 / arg2;
if (arg2 == -1 && arg1 < 0 && result <= 0)

ereport(ERROR, ...);

Figure 10: An invalid signed division overflow check in Postgres,
where the division precedes the check. A malicious SQL query will
crash it on x86-64 by exploiting signed division overflow.

ally classify Stack’s bug reports into the following four
categories based on the impact:

• non-optimization bugs, causing problems regardless
of optimizations;

• urgent optimization bugs, where existing compilers are
known to cause problems with optimizations turned
on, but not with optimizations turned off;

• time bombs, where no known compilers listed in §2.3
cause problems with optimizations, though Stack does
and future compilers may do so as well; and

• redundant code: false warnings, such as useless checks
that compilers can safely discard.

The rest of this subsection illustrates each category using
examples from Stack’s bug reports. All the bugs de-
scribed next were previously unknown but now have been
confirmed and fixed by the corresponding developers.

6.2.1 Non-optimization bugs
Non-optimization bugs are unstable code that causes prob-
lems even without optimizations, such as the null pointer
dereference bug shown in Figure 2, which directly invokes
undefined behavior.

To illustrate the subtle consequences of invoking unde-
fined behavior, consider the implementation of the 64-bit
signed division operator for SQL in the Postgres database,
as shown in Figure 10. The code first rejects the case
where the divisor is zero. Since 64-bit integers range
from −263 to 263 − 1, the only overflow case is −263/−1,
where the expected quotient 263 exceeds the range and
triggers undefined behavior. The Postgres developers in-
correctly assumed that the quotient must wrap around to
−263 in this case, as in some higher-level languages (e.g.,
Java), and tried to catch it by examining the overflowed
quotient after the division, using the following check:

arg2 == -1 && arg1 < 0 && arg1 / arg2 <= 0.

Stack identifies this check as unstable code: the divi-
sion implies that the overflow must not occur to avoid
undefined behavior, and thus the overflow check after the
division must be false.

While signed division overflow is undefined behavior
in C, the corresponding x86-64 instruction IDIV traps
on overflow. One can exploit this to crash the database

char buf[15]; /* filled with data from user space */
unsigned long node;
char *nodep = strchr(buf, ’.’) + 1;
if (!nodep)

return -EIO;
node = simple_strtoul(nodep, NULL, 10);

Figure 11: An incorrect null pointer check in the Linux sysctl im-
plementation for /proc/sys/net/decnet/node_address. A correct
null check should test the result of strchr, rather than that plus
one, which is always non-null.

server on x86-64 by submitting a SQL query that invokes
−263/−1, such as:

SELECT ((-9223372036854775808)::int8) / (-1);

Interestingly, we notice that the Postgres developers tested
the −263/−1 crash in 2006, but incorrectly concluded that
this “seemed OK” [34]. We believe the reason is that they
tested Postgres on x86-32, where there was no 64-bit IDIV
instruction. In that case, the compiler would generate a
call to a library function lldiv for 64-bit signed division,
which returns −263 for −263/−1 rather than a hardware
trap. The developers hence overlooked the crash issue.

To fix this bug, we submitted a straightforward patch
that checks whether arg1 is −263 and arg2 is −1 before
arg1/arg2. However, the Postgres developers insisted on
their own fix. Particularly, instead of directly comparing
arg1 with −263, they chose the following check:

arg1 != 0 && (-arg1 < 0) == (arg1 < 0).

Stack identifies this check as unstable code for similar
reasons: the negation −arg1 implies that arg1 cannot be
−263 to avoid undefined behavior, and thus the check must
be false. We will further analyze this check in §6.2.3.

By identifying unstable code, Stack is also useful for
uncovering programming errors that do not directly in-
voke undefined behavior. Figure 11 shows an incorrect
null pointer check from the Linux kernel. The intention
of this check was to reject a network address without any
dots. Since strchr(buf, ’.’) returns null if it cannot
find any dots in buf, a correct check should check whether
its result is null, rather than that plus one. One can bypass
the check !nodep with a malformed network address from
user space and trigger an invalid read at page zero. Stack
identifies the check !nodep as unstable code, because un-
der the no-pointer-overflow assumption nodep (a pointer
plus one) must be non-null.

6.2.2 Urgent optimization bugs
Urgent optimization bugs are unstable code that existing
compilers already optimize to cause problems. §2.2 de-
scribed a set of examples where compilers either discard
the unstable code or rewrite it into some vulnerable form.

To illustrate the consequences, consider the code snip-
pet from FFmpeg/Libav for parsing Adobe’s Action Mes-
sage Format, shown in Figure 12. The parsing code starts
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const uint8_t *data = /* buffer head */;
const uint8_t *data_end = /* buffer tail */;
int size = bytestream_get_be16(&data);
if (data + size >= data_end || data + size < data)

return -1;
data += size;
...
int len = ff_amf_tag_size(data, data_end);
if (len < 0 || data + len >= data_end

|| data + len < data)
return -1;

data += len;
/* continue to read data */

Figure 12: Unstable bounds checks in the form data + x < data
from FFmpeg/Libav, which gcc optimizes into x < 0.

void pdec(io *f, int k) {
if (k < 0) { /* print negative k */

if (-k >= 0) { /* not INT_MIN? */
pchr(f, ’-’); /* print minus */
pdec(f, -k); /* print -k */
return;

}
... /* print INT_MIN */
return;

}
... /* print positive k */

}

Figure 13: An unstable integer check in plan9port. The function
pdec prints a signed integer k; gcc optimizes the check -k >= 0 into
true when it learns that k is negative, leading to an infinite loop if
the input k is INT_MIN.

with two pointers, data pointing to the head of the input
buffer, and data_end pointing to one past the end. It first
reads in an integer size from the input buffer, and fails if
the pointer data+size falls out of the bounds of the input
buffer (i.e., between data and data_end). The intent of
the check data+size < data is to reject a large size that
causes data + size to wrap around to a smaller pointer
and bypass the earlier check data + size >= data_end.
The parsing code later reads in another integer len and
performs similar checks.

Stack identifies the two pointer overflow checks in the
form data + x < data as unstable code, where x is a
signed integer (e.g., size and len). Specifically, with the
algebra oracle Stack simplifies the check data+ x < data
into x < 0, and warns against this change. Note that this
is slightly different from Figure 1: x is a signed integer,
rather than unsigned, so the check is not always false
under the well-defined program assumption.

Both gcc and clang perform similar optimizations, by
rewriting data + x < data into x < 0. As a result, a large
size or len from malicious input is able to bypass the
checks, leading to an out-of-bounds read. A correct fix
is to replace data + x >= data_end || data + x < data
with x >= data_end − data, which is simpler and also
avoids invoking undefined behavior; one should also add
the check x < 0 if x can be negative.

int64_t arg1 = ...;
if (arg1 != 0 && ((-arg1 < 0) == (arg1 < 0)))

ereport(ERROR, ...);

Figure 14: A time bomb in Postgres. The intention is to check
whether arg1 is the most negative value −2n−1, similar to Figure 13.
struct p9_client *c = ...;
struct p9_trans_rdma *rdma = c->trans;
...
if (c)

c->status = Disconnected;

Figure 15: Redundant code from the Linux kernel, where the caller
of this code snippet ensures that c must be non-null and the null
pointer check against c is always true.

Figure 13 shows an urgent optimization bug that leads
to an infinite loop from plan9port. The function pdec is
used to print a signed integer k; if k is negative, the code
prints the minus symbol and then invokes pdec again with
the negation −k. Assuming k is an n-bit integer, one spe-
cial case is k being −2n−1 (i.e., INT_MIN), the negation
of which is undefined. The programmers incorrectly as-
sumed that -INT_MIN would wrap around to INT_MIN and
remain negative, so they used the check −k >= 0 to filter
out INT_MIN when k is known to be negative.

Stack identifies the check −k >= 0 as unstable code;
gcc also optimizes the check into true as it learns that k is
negative from the earlier k < 0. Consequently, invoking
pdec with INT_MIN will lead an infinite loop, printing
the minus symbol repeatedly. A simple fix is to replace
−k >= 0 with a safe form k != INT_MIN.

6.2.3 Time bombs
A time bomb is unstable code that is harmless at present,
since no compiler listed in §2.3 can currently optimize
it. But this situation may change over time. §2.3 already
showed how past compiler changes trigger time bombs
to become urgent optimization bugs. §6.2.1 illustrated
how a time bomb in Postgres emerged as the x86 pro-
cessor evolved: the behavior of 64-bit signed division on
overflow changed from silent wraparound to trap, allow-
ing one to crash the database server with malicious SQL
queries.

Figure 14 shows a time bomb example from Postgres.
As mentioned in §6.2.1, the Postgres developers chose
this approach to check whether arg1 is −263 without using
the constant value of −263; their assumption was that the
negation of a non-zero integer would have a different sign
unless it is −263.

The code currently works; the time bomb does not go
off, and does not cause any problems, unlike its “equiva-
lent” form in Figure 13. This luck relies on the fact that
no production compilers discard it. Nonetheless, Stack
identifies the check as unstable code, and we believe that
some research compilers such as Bitwise [43] already dis-
card the check. Relying on compilers to not optimize time
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build time analysis time # files # queries # query timeouts

Kerberos 1 min 2 min 705 79,547 2 (0.003%)
Postgres 1 min 11 min 770 229,624 1,131 (0.493%)
Linux kernel 33 min 62 min 14,136 3,094,340 1,212 (0.039%)

Figure 16: Stack’s performance numbers when running it against Kerberos, Postgres, and the Linux kernel, including the build time, the
analysis time, the number of files, the number of total queries Stack made, and the number of queries that timed out.

bombs for system security is risky, and we recommend
fixing problems flagged by Stack to avoid this risk.

6.2.4 Redundant code

Figure 15 shows an example of redundant code from
the Linux kernel. Stack identifies the null pointer check
against the pointer c in the if condition as unstable code,
due to the earlier dereference c->trans. The caller of the
code snippet ensures that the pointer c must be non-null,
so the check is always true. Our experience shows that
redundant code comprises only a small portion of unstable
code that Stack reports (see §6.3).

Depending on their coding conventions, it is up to pro-
grammers to decide whether to keep redundant code.
Based on the feedback from Stack’s users, we have
learned that programmers often prefer to remove such
redundant checks or convert them to assertions for better
code quality, even if they are not real bugs.

6.3 Precision
To understand the precision of Stack’s results, we further
analyzed every bug report Stack produced for Kerberos
and Postgres. The results below show that Stack has a
low rate of false warnings (i.e., redundant code).

Kerberos. Stack reported 11 bugs in total, all of which
were confirmed and fixed by the developers. In addition,
the developers determined that one of them was remotely
exploitable and requested a CVE identifier (CVE-2013-
1415) for this bug. After the developers fixed these bugs,
Stack produced zero reports.

Postgres. Stack reported 68 bugs in total. The develop-
ers promptly fixed 9 of them after we demonstrated how
to crash the database server by exploiting these bugs, as
described in §6.2.1. We further discovered that Intel’s icc
and PathScale’s pathcc compilers discarded 29 checks,
which Stack identified as unstable code (i.e., urgent op-
timization bugs), and reported these problems to the de-
velopers. At the writing of this paper, the strategies for
fixing them are still under discussion.

Stack found 26 time bombs (see §6.2.3 for one exam-
ple); we did not submit patches to fix these time bombs
given the developers’ hesitation in fixing urgent optimiza-
tion bugs. Stack also produced 4 bug reports that identi-
fied redundant code, which did not need fixing.

algorithm # reports # packages

elimination 23,969 2,079
simplification (boolean oracle) 47,040 2,672
simplification (algebra oracle) 871 294

Figure 17: Number of reports generated by each of Stack’s algo-
rithms from §3.2 for all Debian Wheezy packages, and the number
of packages for which at least one such report was generated.

6.4 Performance
To measure the running time of Stack, we ran it against
Kerberos, Postgres, and the Linux kernel (with all mod-
ules enabled), using their source code from March 23,
2013. The experiments were conducted on a 64-bit
Ubuntu Linux machine with an Intel Core i7-980 3.3 GHz
CPU and 24 GB of memory. The processor has 6 cores,
and each core has 2 hardware threads.

Stack built and analyzed each package using 12 pro-
cesses in parallel. We set a timeout of 5 seconds for each
query to the solver (including computing the UB condi-
tion set as described in §4.5). Figure 16 lists the build
time, the analysis time, the number of files, the number of
total queries to the solver, and the number of query time-
outs. The results show that Stack can finish analyzing a
large system within a reasonable amount of time.

We noticed a small number of solver timeouts (less
than 0.5%) due to complex reachability conditions, often
at the end of a function. Stack would miss unstable code
in such cases. To avoid this, one can increase the timeout.

6.5 Prevalence of unstable code
We applied Stack to all 17,432 packages in the Debian
Wheezy archive as of March 24, 2013. Stack checked
8,575 of them that contained C/C++ code. Building and
analyzing these packages took approximately 150 CPU-
days on Intel Xeon E7-8870 2.4 GHz processors.

For 3,471 out of these 8,575 packages, Stack detected
at least one instance of unstable code. This suggests that
unstable code is a widespread problem.

Figure 17 shows the number of reports generated by
each of Stack’s algorithms. These results suggest that
they are all useful for identifying unstable code.

Each of Stack’s reports contains a set of UB conditions
that cause the code to be unstable. Figure 18 shows the
number of times each kind of UB condition showed up
in a report. These numbers confirm that many kinds of
undefined behavior lead to unstable code in practice.
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UB condition # reports # packages

null pointer dereference 59,230 2,800
buffer overflow 5,795 1,064
signed integer overflow 4,364 780
pointer overflow 3,680 614
oversized shift 594 193
aliasing 330 70
overlapping memory copy 227 47
division by zero 226 95
use after free 156 79
other libc (cttz, ctlz) 132 7
absolute value overflow 86 23
use after realloc 22 10

Figure 18: Number of reports that involve each of Stack’s UB con-
ditions from Figure 3 for all Debian Wheezy packages, and the
number of packages for which at least one such report was gen-
erated.

As described in §4.5, Stack computes a minimal set
of UB conditions necessary for each instance of unstable
code. Most unstable code reports (69,301) were the result
of just one UB condition, but there were also 2,579 reports
with more than one UB condition, and there were even
4 reports involving eight UB conditions. These numbers
confirm that some unstable code is caused by multiple
undefined behaviors, which suggests that automatic tools
such as Stack are necessary to identify them. Program-
mers are unlikely to find them by manual inspection.

6.6 Completeness
Stack is able to identify all the unstable code examples de-
scribed in §2.3. However, it is difficult to known precisely
how much unstable code Stack would miss in general. In-
stead we analyze what kind of unstable code Stackmisses.
To do so, we collected all examples from Regehr’s “un-
defined behavior consequences contest” winners [40] and
Wang et al.’s undefined behavior survey [49] as a bench-
mark, a total of ten tests from real systems.

Stack identified unstable code in seven out of the ten
tests. Stack missed three for the following reasons. As
described in §4.6, Stack missed two because we chose
not to implement their UB conditions for violations of
strict aliasing and uses of uninitialized variables; it would
be easy to extend Stack to do so. The other case Stack
missed was due to approximate reachability conditions,
also mentioned in §4.6.

7 Related work
To the best of our knowledge, we present the first defini-
tion and static checker to find unstable code, but we build
on several pieces of related work. In particular, earlier
surveys [26, 41, 49] and blog posts [29, 39, 40] collect
examples of unstable code, which motivated us to tackle
this problem. We were also motivated by related tech-

niques that can help with addressing unstable code, which
we discuss next.

Testing strategies. Our experience with unstable code
shows that in practice it is difficult for programmers to
notice certain critical code fragments disappearing from
the running system as they are silently discarded by the
compiler. Maintaining a comprehensive test suite may
help catch “vanished” code in such cases, though doing
so often requires a substantial effort to achieve high code
coverage through manual test cases. Programmers may
also need to prepare a variety of testing environments as
unstable code can be hardware- and compiler-dependent.

Automated tools such as KLEE [4] can generate test
cases with high coverage using symbolic execution. These
tools, however, often fail to model undefined behavior
correctly. Thus, they may interpret the program differently
from the language standard and miss bugs. Consider a
check x + 100 < x, where x is a signed integer. KLEE
considers x + 100 to wrap around given a large x; in other
words, the check catches a large x when executing in
KLEE, even though gcc discards the check. Therefore, to
detect unstable code, these tools need to be augmented
with a model of undefined behavior, such as the one we
proposed in this paper.

Optimization strategies. We believe that programmers
should avoid undefined behavior, and we provide sugges-
tions for fixing unstable code in §6.2. However, overly
aggressive compiler optimizations are also responsible for
triggering these bugs. Traditionally, compilers focused on
producing fast and small code, even at the price of sacri-
ficing security, as shown in §2.2. Compiler writers should
rethink optimization strategies for generating secure code.

Consider x + 100 < x with a signed integer x again.
The language standard does allow compilers to consider
the check to be false and discard it. In our experience,
however, it is unlikely that the programmer intended the
code to be removed. A programmer-friendly compiler
could instead generate efficient overflow checking code,
for example, by exploiting the overflow flag available on
many processors after evaluating x + 100. This strategy,
also allowed by the language standard, produces more
secure code than discarding the check. Alternatively,
the compiler could produce warnings when exploiting
undefined behavior in a potentially surprising way [19].

Currently, gcc provides several options to alter the com-
piler’s assumptions about undefined behavior, such as

• -fwrapv, assuming signed integer wraparound for ad-
dition, subtraction, and multiplication;

• -fno-strict-overflow, assuming pointer arithmetic
wraparound in addition to -fwrapv; and

• -fno-delete-null-pointer-checks [44], assuming
unsafe null pointer dereferences.
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These options can help reduce surprising optimizations,
at the price of generating slower code. However, they
cover an incomplete set of undefined behavior that may
cause unstable code (e.g., no options for shift or division).
Another downside is that these options are specific to gcc;
other compilers may not support them or interpret them
in a different way [49].

Checkers. Many existing tools can detect undefined be-
havior as listed in Figure 3. For example, gcc provides the
-ftrapv option to insert run-time checks for signed inte-
ger overflows [42: §3.18]; IOC [11] (now part of clang’s
sanitizers [9]) and Kint [50] cover a more complete set
of integer errors; Saturn [12] finds null pointer derefer-
ences; several dedicated C interpreters such as kcc [14]
and Frama-C [5] perform checks for undefined behavior.
See Chen et al.’s survey [6] for a summary.

In complement to these checkers that directly target un-
defined behavior, Stack finds unstable code that becomes
dead due to undefined behavior. In this sense, Stack can
be considered as a generalization of Engler et al.’s in-
consistency cross-checking framework [12, 16]. Stack,
however, supports more expressive assumptions, such as
pointer and integer operations.

Language design. Language designers may reconsider
whether it is necessary to declare certain constructs as
undefined behavior, since reducing undefined behavior in
the specification is likely to avoid unstable code. One ex-
ample is left-shifting a signed 32-bit one by 31 bits. This
is undefined behavior [24: §6.5.7], even though the result
is consistently 0x80000000 on most modern processors.
The committee for the C++ language standard is already
considering this change [33].

8 Conclusion
This paper presented the first systematic study of unstable
code, an emerging class of system defects that manifest
themselves when compilers discard code due to unde-
fined behavior. Our experience shows that unstable code
is subtle and often misunderstood by system program-
mers, that unstable code prevails in systems software, and
that many popular compilers already perform unexpected
optimizations, leading to misbehaving or vulnerable sys-
tems. We introduced a new model for reasoning about
unstable code, and developed a static checker, Stack, to
help system programmers identify unstable code. We
hope that compiler writers will also rethink optimiza-
tion strategies against unstable code. Finally, we hope
this paper encourages language designers to be careful
with using undefined behavior in the language specifi-
cation. All Stack source code is publicly available at
http://css.csail.mit.edu/stack/.
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A Correctness of approximation
As discussed in §3.2, Stack performs an optimization
if the corresponding query Q is unsatisfiable. Using an
approximate query Q′ yields a correct optimization if Q′

is weaker than Q (i.e., Q → Q′): if Q′ is unsatisfiable,
which enables the optimization, the original query Q must
also be unsatisfiable.

To prove the correctness of approximation, it suffices to
show that the approximate elimination query (5) is weaker
than the original query (3); the simplification queries (6)
and (4) are similar. Formally, given code fragment e, it
suffices to show the following:

Re(x) ∧ ∆(x)→ R′e(x) ∧
∧

d∈dom(e)

¬Ud(x). (8)

Proof. Since e’s dominators are a subset of the program,
the well-defined program assumption over dom(e) must
be weaker than ∆(x) over the entire program:

∆(x)→
∧

d∈dom(e)

(
Rd(x)→ ¬Ud(x)

)
. (9)

From the definition of dom(e), if fragment e is reach-
able, then its dominators must be reachable as well:

∀d ∈ dom(e) : Re(x)→ Rd(x). (10)

Combining (9) and (10) gives:

∆(x)→
(
Re(x)→

∧
d∈dom(e)

¬Ud(x)
)
. (11)

With Re(x), we have:

Re(x) ∧ ∆(x)→ Re(x) ∧
∧

d∈dom(e)

¬Ud(x). (12)

By definition Re(x)→ R′e(x), so (12) implies (8). �
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Abstract
Currently, users of geo-distributed storage systems face

a hard choice between having serializable transactions

with high latency, or limited or no transactions with low

latency. We show that it is possible to obtain both serial-

izable transactions and low latency, under two conditions.

First, transactions are known ahead of time, permitting

an a priori static analysis of conflicts. Second, transac-

tions are structured as transaction chains consisting of a

sequence of hops, each hop modifying data at one server.

To demonstrate this idea, we built Lynx, a geo-distributed

storage system that offers transaction chains, secondary

indexes, materialized join views, and geo-replication.

Lynx uses static analysis to determine if each hop can

execute separately while preserving serializability—if

so, a client needs wait only for the first hop to complete,

which occurs quickly. To evaluate Lynx, we built three

applications: an auction service, a Twitter-like microblog-

ging site and a social networking site. These applications

successfully use chains to achieve low latency operation

and good throughput.

1 Introduction
Many Web applications rely on geo-distributed stor-

age systems, such as Cassandra [2], Megastore [10] and

Spanner [22]. These systems hold the promise of both

high availability (by replicating data across datacenters)

and low latency (by placing data close to clients). A

useful feature of storage systems is serializable transac-

tions, which group many read/write operations to ensure

consistency despite failures and concurrency. Unfortu-

nately, existing mechanisms to provide transactions [12]

are expensive for a geo-distributed setting, incurring inter-

datacenter delays of up to hundreds of milliseconds.
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Studies done at Google and Amazon show that Web

users are sensitive to latency [46]: even a 100ms increase

in latency causes measurable revenue losses. It is there-

fore important to reduce the latency of transactions as

much as possible. A common way to achieve low-latency

is to drop serializability [28] and offer relaxed consis-

tency (e.g. causal+ [39, 40], PSI [50], Red/Blue [38],

HAT [9]). Many systems with weakened consistency also

have other limitations: some systems require all data to be

replicated at all datacenters [38–40], while others [38,50]

lack a scalable design within a datacenter.

It turns out that giving up serializability for low-latency

is unnecessary. This claim is predicated on two obser-

vations. First, typical Web applications run a predefined

set of transactions, so it is possible to perform a global

static analysis of its transactions before execution, to

find opportunities to execute them quickly without vi-

olating serializability. Second, one can decompose a

general (geo-distributed) transaction into a sequence of

hops, each modifying data in only one server. With the

aid of static analysis, one can safely run these hops as

separate transactions while preserving serializability, and

return quickly to clients after the first hop (often in the

local datacenter).

Using these ideas we built Lynx, a geo-distributed stor-

age system that provides serializability with low latency.

To scale, Lynx partitions tables into many shards, each

possibly replicated in a subset of datacenters. Lynx pro-

vides a new primitive called transaction chain or simply

chain. A chain is a sequence of hops, each accessing data

on one server, such that all hops execute exactly once
or none of them do, similar to the notion of a saga [30].

Applications submit transactions to Lynx as chains; Lynx

also uses chains internally to update secondary indexes,

materialized joins, and geo-distributed replicas.

Prior to application execution, Lynx performs a global

static analysis of its transaction chains. The analysis de-

termines if it is possible to execute each chain piecewise—

that is, as a series of local transactions, one per hop—

while preserving serializability of the entire chain. The

analysis uses the theory of transaction chopping [48] to

construct a graph based on the operations within the trans-
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actions. Lynx has two ways to enhance the opportunity

for piecewise execution. First, Lynx lets programmers

provide annotations about the commutativity of pairs of

hops that would otherwise be considered to conflict. Sec-

ond, when chains are executed piecewise, Lynx ensures

origin ordering: if chains T1 and T2 start at the same

server, and T1 starts before T2, then T1 executes before T2

at every server where they both execute. This property

eliminates many conflicts in the internal chains that Lynx

uses for updating secondary indexes and join tables.

Lynx has some limitations. First, it does not reduce

the total execution time of a chain; rather, Lynx can re-

turn control to the application after the chain’s first hop.

The first hop is often fast: it commonly executes in the

local datacenter and writes some internal metadata to a

nearby datacenter (for disaster tolerance), which adds

only milliseconds of delay. This low first-hop latency

does not benefit all applications, but we believe that it

helps many Web applications where users interact—for

instance, by sending friendship requests, posting mes-

sages on walls, etc. These operations are well served by a

chain whose first hop modifies the user’s own data, while

later hops modify other users’ data in the background.

The second limitation is that Lynx cannot execute all

chains piecewise to attain low first-hop latency: the static

analysis may force some chains to execute as distributed

transactions. The third limitation is that Lynx does not

guarantee external consistency or order-preserving seri-

alizability [32, 54], but to compensate Lynx provides the

guarantee of read-my-writes within a session [52].

Using Lynx, we built three Web applications: an auc-

tion service ported from the RUBiS benchmark [1, 7]; a

Twitter-like microblogging service; and a Facebook-like

social networking site. These applications were easy to

build using Lynx’s API, and they benefit from piecewise

chains. Experiments running on three EC2 availability

regions show that these applications achieve low latency

with good throughput, and Lynx scales well with the

number of servers.

2 Overview
Setting. Lynx is a geo-distributed storage system for

large Web applications, such as social networks, Web-

based email, or online auctions. Lynx scales by partition-

ing data into many shards spread across machines. Each

shard can be geo-replicated at many datacenters, based

on requirements of locality, durability, and availability.

Unlike other systems [38–40], Lynx does not require that

all datacenters replicate all data, so Lynx can have many

datacenters with low replication cost.

Data model and usage. Application developers define a

set of schematized relational tables [22] sharded based

on their primary key. Lynx provides general transactions

in the form of chains, and all operations are performed
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Figure 1: Example schema for a simple auction service and
a chain for placing a bid.

using chains. API details are given in Section 5.1.

We illustrate how applications can use Lynx with an

example from RuBIS [1], a simple online auction service

modeled after eBay. RuBIS stores data in many tables;

two are shown in Figure 1. The Items table stores each

item on sale with its item id, current highest bid, and user

who placed that bid. The Bids table stores item ids that

received a bid, the bid amounts, and the bidders.

The RuBIS developers denormalized the schema to

duplicate the highest bid in the Items table, to improve the

performance of a common operation: display the current

highest bid price of an item. When a user places a new

bid, RuBIS must insert the bid into Bids and update the

corresponding high price in Items in the same transaction

to ensure consistency. With Lynx, programmers write

such a transaction as a chain (Figure 1, bottom).

Lynx supports derived tables—tables whose contents

are automatically derived from base tables—for speeding

up queries or safeguarding data. There are three types

of derived tables: secondary indexes, materialized join

views, and geo-replicas. For example, RuBIS has a sec-

ondary index on the item id of Bids, to quickly find the

bidding history of an item. Derived tables are themselves

sharded according to their key (secondary index key, join

key, or replicated primary key) and spread across ma-

chines. When base tables change, Lynx automatically

issues sub-chains to update the derived tables. These

sub-chains are called system chains, while user chains
are written by application developers.

Before application deployment, Lynx performs a static

analysis of all application chains to determine if Lynx

can execute each chain piecewise—one hop at a time—

while ensuring the entire chain and its sub-chains are

serializable as a single transaction.

Features. In summary, Lynx has the following features:

• Serializability. Given an application and its chains,

Lynx ensures that concurrent execution of those chains

preserve serializability.

• Low latency. For chains that can be executed piece-

wise, applications can achieve low latency by having
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Lynx return control after the first hop, which typically

executes in the local datacenter and logs to a nearby

datacenter for disaster tolerance. To the best of our

knowledge, no prior geo-distributed storage system

provides both serializability and low latency.

• Derived tables. Automatically updated secondary in-

dexes, materialized join tables, and geo-replicas speed

up common application queries.

• Scalablity. Lynx scales with the number of machines

in a datacenter and with the number of datacenters.

Transaction chains are the fundamental mechanism

underlying Lynx; we develop them fully in the next two

sections. Section 3 describes the properties of chains.

Section 4 explains how to ensure serializability of chains.

3 Transaction chains
A transaction chain accesses data that is distributed

over many servers. A chain encodes a transaction T
as a sequence of hops T =[p1 . . . pk] with each hop pi
executing deterministically at one server, where servers

can be at different datacenters and may repeat. A hop

may have input parameters that depend on the output of

earlier hops in the chain.

It is desirable to execute a chain piecewise, which

means that hops are executed one after the other as sep-

arate transactions. Such execution is efficient, because

each hop is contained within a single server, so it can be

executed as a local transaction. Chains can also improve

perceived application latency, as an application can just

wait for a chain’s first hop to complete.

Guarantees. Chains have the following properties:

• Per-hop isolation. Each hop is serializable with respect

to other hops in all chains. This is achieved efficiently

by executing a hop as a local transaction.

• Inner ordering. Hop pi+1 never executes before hop pi.

• All-or-nothing atomicity.1 If the first hop of a chain

commits, then the other hops eventually commit as

well. (They may abort due to concurrency control,

but in that case the system retries until they commit.)

Moreover, if the first hop aborts then no hop commits.

Thus, the first hop determines the outcome of the chain.

• Origin ordering. If two chains T =[p1...] and T ′=[p′1...]
start on the same server with p1 executing before p′1,

then pi executes before p′j for every pi and p′j that

execute on the same server.

When executed piecewise, chains might interleave

their execution. Say, if a chain has hops p1, p2 and an-

other chain has hops p′1, p′2, the system may execute the

hops in the order p1, p′1, p2, p′2. Lynx determines whether

such interleavings are serializable (Section 4) and, if not,

avoids them by executing the chain as a distributed trans-

action. Thus, Lynx ensures the following:

1called simply atomicity in the database community
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Figure 2: SC-graph analysis for transaction chopping. T1

is chopped into T1,1,T1,2 and T2 into T2,1,T2,2. There is an
SC-cycle in graph (a) but not (b).

• Serializability. Chains are serializable as transactions.

Restrictions. A chain has two restrictions. First,

application-initiated aborts can occur only at the first

hop of a chain (this is needed to implement all-or-nothing

atomicity). Second, chains are static: each hop executes

at a server that is known when the chain starts (needed

to implement origin ordering). Some transactions can-

not be structured as chains. These can be executed as a

distributed transaction in Lynx.

Linked chains. Applications can link together multiple

chains so that they execute consecutively, like a chain of

chains, where each chain individually satisfies the proper-

ties above. The set of linked chains may not be serialized

as one transaction, but Lynx ensures the following atom-

icity property: if chains are linked and the first chain

starts then the other chains eventually start. Like hops in

a chain, linked chains can receive inputs from previous

chains, and all linked chains must be submitted together.

4 Providing serializability
Web applications typically have an a priori known set

of transactions, permitting a global static analysis of the

application to determine what chains can be executed

piecewise while preserving serializability. If the analy-

sis determines that executing a chain piecewise would

violate serializability, Lynx executes the chain as a dis-

tributed ACID transaction [12, 22], incurring higher la-

tency. Alternatively, the developer can remove conflicts

using annotations or linked chains, as we describe below.

In what follows, we explain how the analysis works

(§4.1), how to improve the chances for piecewise execu-

tion (§4.2), how to cope with the lack of external consis-

tency (§4.3), and what limitations chains have (§4.4).

4.1 Static analysis of chains
The analysis uses knowledge of the table schemas and

the application chains, specifically the table accessed

by each hop of each chain and the type of access (read

or write). The analysis determines what chains can be

executed piecewise while preserving serializability.

The analysis is based on the theory of transaction chop-

ping, originally developed for breaking up large trans-
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actions into smaller pieces in centralized database sys-

tems [48]. The chopping algorithm takes a set of chopped

transactions and constructs a graph, which we call SC-
graph, where vertices represent transaction pieces and

edges represent relationships between pieces. There are

two types of edges: S-edges connect vertices of the same

unchopped transaction, C-edges connect vertices of dif-

ferent transactions if they access the same item and an ac-

cess is a write. An SC-cycle is a simple cycle containing

a C-edge and an S-edge (Figure 2). It is shown that serial-

izability is assured if the SC-graph has no SC-cycles [48].

Intuitively, an SC-cycle indicates a non-serializable inter-

leaving. For example, Figure 2(a) allows the problematic

interleaving T1,1, T2,1, T2,2, T3, T1,2.2

Naive construction of the SC-graph. To apply the the-

ory of transaction chopping in our context, a chain cor-

responds to a chopped transaction and its hops are the

pieces. Thus, in the SC-graph, S-edges connect the hops

of a chain, while C-edges mark potential conflicts be-

tween hops of different chains. Static analysis cannot

determine exactly what data items a hop accesses (which

rows); therefore, we conservatively add a C-edge be-

tween two hops of different chains if the hops access the

same table and an access is a write. Since instances of

the same chain may be in conflict (if they update data),

the SC-graph includes two instances of every chain that

updates data;3 for read-only chains, one instance suffices.

We must also consider system sub-chains caused by user

chains (recall that system chains are automatically cre-

ated to update derived tables when base tables change);

we want these sub-chains to be serialized with the orig-

inating chain. A simple idea is to combine a user chain

and its sub-chains in the SC-graph: when a user chain hop

modifies a base table, the hop is expanded into the sub-

chains that update derived tables. Later, in Section 4.2,

we improve on this simple idea.

As an example, consider the auction application from

Section 2 (Figure 1), with the three chains: Tbid for plac-

ing a bid, Titem for adding an item to be auctioned, and

Tread for browsing an item. Tbid has two hops, while the

others have one hop. For simplicity, let us ignore the

system chains. Figure 3 shows the resulting SC-graph.

There is an SC-cycle involving two instances of Tbid , so

this chain cannot safely execute piecewise.

4.2 Improving chances for piecewise execution
When we naively apply the theory of transaction chop-

ping, we find little opportunity for piecewise execution,

because SC-cycles are everywhere! Below, we consider

2This interleaving is bad because it creates a cycle in the serial-
ization graph [54], where T1 precedes T2 (as T1,1 precedes T2,1 in the

interleaving), T2 precedes T3 (as T2,2 precedes T3), and T3 precedes T1

(as T3 precedes T1,2).
3Two instances suffice, since an SC-cycle with more than two in-

stances implies an SC-cycle with only two instances.
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Figure 3: SC-graph for a simple auction service (Figure 1)
with three chains: Tbid , Tadd , Tread . There are two instances
of Tbid and Tadd to account for self-conflict. The graph has
an SC-cycle involving the two instances of Tbid .
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Figure 4: Lynx automatically generates sub-chains to up-
date derived tables X ′ and X ′′ of base table X . The sub-
chains cause an SC-cycle.

the problems and propose ways to avoid these cycles.

User chains. User chains can have spurious C-edges

because the notion of conflict is coarse-grained, being

based on table accesses. This problem is exacerbated by

self-conflicts between instances of the same chain. In

Figure 3, Tbid modifies two tables, creating an SC-cycle

on its own instances. Closer inspection reveals that the

hop “insert to Bids” inserts a row with a unique id; this

hop commutes with itself, so it does not self-conflict.

Developers can use annotations to indicate that the hop

self-commutes, which removes the C-edge between its

instances, breaking the cycle. Other systems also exploit

commutativity [38, 47, 50], but in different ways.

User chains may have unnecessary S-edges: a user

chain may have hops that need not be serialized together,

but were placed in the same chain because they require

all-or-nothing atomicity. In that case, programmers can

separate these hops into different chains and execute them

as linked chains (Section 3), which also provide all-or-

nothing atomicity but avoid S-edges.

System chains. Many self-conflicts arise among the sys-

tem sub-chains created by Lynx to update derived tables.

Figure 4 shows a one-hop user chain that modifies a base
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table causing a system chain. Because a chain and its

resulting system chains should be serialized together as

one transaction, we consider the combined chain in the

SC-graph. This chain unfortunately causes an SC-cycle

on its two instances, because of self-conflicting hops with

updates that do not always commute (Figure 4).

We eliminate these cycles using the origin ordering
guarantee of chains. Specifically, sub-chains updating

identical rows in derived tables either commute or start

by updating the same base table row at the same server.

In the latter case, origin ordering ensures that these sub-

chains are consistently ordered and thus need not be

connected in the SC-graph. Note that origin ordering

cannot eliminate C-edges in user chains, because the

static analysis cannot determine if two user chains start

at the same server: that depends on what table shard they

access, which may be determined only at run-time.

Complete construction of the SC-graph. With the

above ideas, we modify the naive construction of the

SC-graph (Section 4.1) as follows. First, we omit sys-

tem chains and only consider user chains when adding

C-edges. A user chain may read from derived tables but

can never directly modify them. Thus, two hops from dif-

ferent (instances of) user chains have a C-edge between

them iff (1) both hops access the same base table and

an access is a write, or (2) one hop reads from a derived

table T and the other hop modifies a base table from

which T derives. Additionally, if two hops are annotated

as commutative, we do not add a C-edge between them.

Finally, chains that are linked are included as separate

chains in the SC-graph; the fact they are linked does not

affect the SC-graph.

4.3 A word on preserving order
The techniques we described do not ensure external

consistency or order-preserving serializability [32, 54].

Order-preserving serializability requires that if a transac-

tion commits before another one starts, the first appears

before the latter in the equivalent serial order. The anal-

ogous property for chains does not hold: a client may

submit chain T2 after chain T1 returns (after committing

T1’s first hop), but T2 may be serialized before T1.

There are two ways to address this issue, if necessary.

First, there is a barrier operation that blocks a client

until its outstanding chains complete. This is analogous

to memory barriers in multiprocessor systems, which

allow programmers to enforce ordering when necessary.

For example, the operation to change a user’s privacy

settings should be followed by a barrier. Doing so is akin

to enforcing application-defined explicit causality rather

than every possible causality [8]. Second, we can provide

the simple guarantee of read-my-writes [52], which in

our setting ensures that a client sees the entire effects of

her previous chains (even if they return early), a useful

property in practice. We explain how Lynx ensures this

property in Section 6.2.

4.4 Restrictions and typical usage

Transaction chains can reduce user-perceived latency

but there are some restrictions on its use. First, program-

mers must explicitly divide a transaction into a chain such

that (1) only its first hop contains a user-initiated abort

and (2) the chain is static in that the shards it accesses

at each hop are known before the chain starts executing.

This is akin to requiring transactions to have known read

and write sets, so one might apply the ideas of [53] to sys-

tematically transform a general transaction into a static

one. Second, to achieve low latency, programmers must

design the chains so that, most of the time, the application

can proceed after the chains complete their first hop (or

first few hops). As discussed earlier, returning after the

first hop may result in the loss of external consistency

and, if misused, can generate user-perceived anomalies.

Having discussed the restrictions, we describe our ex-

perience in using transaction chains for Web applications.

We focus on Web applications where users interact, which

require scalability and low latency. In such applications,

we recommend co-locating data owned by the same user

in the same datacenter (possibly with geo-replication).

To process a typical user request, one uses a transaction

chain which first modifies a user’s own data and then

updates other users’ data or global data. We give two

examples.

First, in a social networking application, suppose that

user X posts a message on the wall of a friend Y. To

execute this request, a transaction chain first modifies

X’s data by inserting X’s message in the message table,

and then updates Y’s data by inserting the message id

into Y’s wall in the wall table. As a second example, in

Figure 1 the chain for placing a bid first inserts the user’s

bid into the bid table and then changes global information

by updating the high price in the items table.

Since an application usually processes a request at the

datacenter that stores the requesting user’s data, a chain’s

first hop can complete quickly. In both examples, the

application returns control to the user after the first hop.

The lack of external consistency is partly compensated

by the optional read-my-writes guarantee of chains: in

the first example, with read-my-writes user X is guar-

anteed to see her own message when she browses Y’s

wall. However, unlike the external consistency guarantee,

if X tells Y about her message using external channels

(e.g., the phone) and Y checks his wall, Y may not see

X’s message. This is an anomaly that applications must

tolerate when taking advantage of transaction chain’s low

latency.
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CREATE ENTITY_GROUP UserEnt {key int};

CREATE TABLE Bids IN_GROUP UserEnt {
bidder ALIAS UserEnt.key,
bid_id int AUTOINCREMENT,
seller int,
item_id int,
price float

} PRIMARY_KEY(bidder, bid_id);

Figure 5: Syntax for defining the Bids base table, whose
rows are co-located with those from other tables in the
same (UserEnt) entity group.

//a materialized view joining Bids and Users
//on Bids.bidder = Users.uid
CREATE DTABLE Bids-Users IN_GROUP UserEnt

FROM Bids, Users {
bidder ALIAS UserEnt.key <-- Bids.bidder,
bid_id <-- Bids.bid_id,
bidder_name <-- Users.name,
seller <-- Bids.seller,
} JOIN(Bids.bidder = Users.uid);

// secondary index for Bids-Users indexed by seller
CREATE DTABLE Bids-Users_seller IN_GROUP UserEnt

FROM Bids-Users {
seller ALIAS UserEnt.key <-- Bids-Users.seller,
bidder <-- Bids-Users.bidder,
bid_id <-- Bids-Users.bid_id
bidder_name <-- Bids-Users.bidder_name,
} INDEX_KEY(seller);

Figure 6: Syntax for defining derived tables. The join table
Bids-Users unites Bids and Users tables with the join key
Bids.bidder. The secondary index table Bids-Users seller
further indexes the join table on the seller column.

5 Lynx Architecture
We give an overview of Lynx’s system design. We first

explain its interface to applications (§5.1), then describe

its system architecture (§5.2).

5.1 Programming interface
Lynx’s API consists of a simple language for describ-

ing table schemas, and a client-side library for writing

chains.

Creating tables. Programmers use a SQL-like syntax to

define table schemas. Tables are partitioned by rows ac-

cording to their primary keys. Programmers can provide

hints for co-locating partitions from different tables using

entity groups [10, 22].

Figure 5 shows the Bids table schema for the auction

example of Figure 1. The CREATE TABLE. . .IN GROUP
syntax creates a table co-located with the given entity

group. The table inherits the key of the entity group as a

column, which can be renamed using ALIAS. The entity

key must be part of the table’s primary key. Here, each

row of Bids is co-located with the user placing the bid.

Figure 6 shows how to define derived tables for sec-

ondary indexes and materialized join views. Bids-Users
is a join table that unites tables Bids and Users on the

1 //chain definition
2 place_bid = new Lynx.tx_chain;
3 place_bid.add_hop('insert_bid',
4 function(ctx) {
5 var row = @Bids.insert(ctx.args.bidder,
6 ctx.args.item_id, ...);
7 ctx.bid_id = row.bid_id;
8 }
9 );

10 place_bid.add_hop('update_price',
11 function(ctx) {
12 var seller = ctx.args.seller;
13 var id = ctx.args.item_id;
14 var curr_price = @Items.lookup(seller, id).price;
15 if (price > curr_price) {
16 @Items.update(seller, id).price = price;
17 }
18 );
19 //commutativity annotation
20 Lynx.commutes(place_bid.hops['insert_bid'], @self);
21 Lynx.commutes(place_bid.hops['update_price'], @self);
22
23 //chain execution
24 place_bid.execute({
25 args : {
26 bidder : 9999,
27 seller : 8888,
28 item_id : 123,
29 price : 1.09
30 },
31 //chain is in Session associated with user id 9999
32 session : UserSession[9999],
33 return_after_first : true
34 });

Figure 7: JavaScript API for writing a user chain. The
example shows the chain for placing a bid in the auction
service.

join key Bids.bidder. Bids-Users seller is a secondary

index table for the join table on the seller column. This

table allows one to find the names of bidders who placed

bids on items sold by a given user. The <-- syntax serves

to copy a column from the base table. Currently, Lynx

supports only joins based on equality of indexed keys.

Creating and using chains. All operations are per-

formed using chains. Figure 7 shows the chain for placing

a bid using Lynx’s JavaScript API. The chain has two

hops, one to insert the bid (line 3) and another to update

the current highest bid price of the item (line 10). Each

hop has access to the chain’s context (ctx) which contains

input arguments of the chain. Lynx exposes relational

tables as auto-generated table objects whose names start

with ‘@’. This syntax simplifies the static analysis tool

that generates the SC-graph. Since ‘@’ is not allowed in

JavaScript identifiers, it is removed before execution.

Programmers can read or write base tables (e.g., line

5 and 14); derived tables are updated only by the sys-

tem. Programmers can specify commutative relationships

(lines 20–21 specify hops that self commute). When ex-

ecuting a chain, programmers can optionally indicate a

session for the chain (line 31). Lynx ensures that chains

in a session see the writes of chains in the same session

that have already returned (read-my-writes). We explain
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how Lynx provides this guarantee in Section 6.2.

5.2 System Overview
A Lynx system consists of a number of geo-distributed

datacenters, each of which contains many machines. A

machine runs many logical Lynx servers in the same pro-

cess. This improves concurrency as having more (logical)

servers imposes fewer constraints under origin ordering.

The rows of a table are partitioned into shards based

on row keys; that is, a shard is a set of rows of a table.

The rows of a shard are replicated across the same set of

servers, as we now explain.

Geo-replication. Data shards can have geo-replicas

across data centers. Geo-replicas are configured by a

configuration service that assigns each shard to a replica
group, which consists of a set of Lynx servers spread

across datacenters. Geo-replication across data centers is

implemented by Lynx using system chains as explained in

Section 6. To avoid having conflicting updates at different

replicas, Lynx uses home geo-replicas, similar to Wal-

ter [50]: each replica group has a designated server called

the home geo-replica or home server, and the system

forwards all updates on a shard to its home geo-replica.

The home geo-replica can be chosen intelligently to be

the server where updates are most likely to occur. For

example, a Web application may have a replica group for

each user, where the home geo-replica is in a datacenter

close to the user.

Local replication and cluster storage system. Data

shards may also be replicated within a datacenter to pro-

vide fast fail-over. This replication is provided by a clus-
ter storage system that provides synchronous updates and

transparent failover; such a service is implemented using

well-known techniques (e.g., [14, 31]).

Lynx also uses the cluster storage system to syn-

chronously replicate internal metadata across buddy data-
centers. Two datacenters are buddies if they are near

enough to communicate with low latency, yet far enough

so that one datacenter is safe from a disaster that affects

the other. For example, this criterion may be met by data-

centers that are a few hundred miles apart with roundtrip

latencies of several ms, which is comparable to disk laten-

cies. Lynx relies on buddies only to geo-replicate some

internal metadata; application data can be geo-replicated

using chains across any datacenters chosen by the devel-

oper, not just buddies.

Configuration service. Lynx relies on a separate config-

uration service to maintain the mapping from each shard

to its replica group. Our design of this service follows

other systems [18, 50, 51]. Nodes consult the service to

determine the server responsible for a given shard. This

information is subsequently cached. Each server obtains

a lease for its responsible shards and rejects requests des-
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Figure 8: Lynx client library and server processes. The
client dispatches chains using RPCs. The server process
receives chains, queues them, and executes them against
a local database. The server process also implements geo-
replication, secondary indexes, and materialized join views
using system chains.

tined for other shards. The configuration service itself is

implemented via a Paxos replicated state machine.

Chain analysis. Prior to application execution, Lynx stat-

ically analyzes chains based on application code and table

schemas (§4.1). The analysis outputs SC-cycles, if any.

Programmers can use this information to add annotations

or use linked chains to break the cycles (§4.2).

6 Chain execution in Lynx
We now describe how chains work at runtime. We

give an overview of the implementation (§6.1), and then

explain the details on how Lynx ensures the various chain

properties (§6.2) and how it uses system chains (§6.3).

6.1 Overview
Chains are implemented by the Lynx client library and

server process (Figure 8). The client dispatches a chain

to its first hop, at a server storing the data accessed by

the hop. If the first hop writes data, the client chooses

the server in the shard’s home datacenter; otherwise, it

chooses a server in a nearby datacenter that has a replica.

The first server of a chain coordinates its execution

in a coordinator thread. The coordinator first stores in-

formation about the chain in its history table kept in the

cluster storage system. The history table keeps the chain

id, the chain parameters from the client, and the origin

ordering sequencers (§6.2). The coordinator may execute

the chain piecewise or as a distributed transaction.

To execute the chain piecewise, the coordinator se-

rially executes each hop of the chain, by invoking the

appropriate server (the first server is local) and waiting

for a completion acknowledgement. After the first server

executes its hop, the coordinator returns an indication

of first-hop completion to the client library. Then, if the

server executed a hop that modified data, it spawns in

parallel sub-chains to update derived tables, if any. These

sub-chains are coordinated by the server and execute like

any other chain—in particular, Lynx ensures origin order-

ing based on where the sub-chains start. The server waits
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Property Technique
per-hop isolation local database transactions

all-or-nothing atomicity chain replay and history table

inner ordering serial execution

origin ordering pairwise sequencers

read-my-writes origin ordering and read sub-chains

linked chain atomicity super-coordinator

Figure 9: Techniques used to ensure the chain properties
using piecewise execution.

for the sub-chains to complete before sending an ack to

the coordinator of the higher-level chain.

If a chain cannot execute piecewise, the coordinator

executes it as a distributed transaction using standard

two-phase locking and two-phase commit [12, 22].

6.2 Providing chain properties
We now explain how Lynx provides the properties of

chains (§3) when chains execute piecewise. Figure 9

gives a summary. These techniques are efficient as they

require little or no coordination across servers.

Per-hop isolation. Lynx stores each shard at one server.

Because each hop of a chain accesses one shard, we can

ensure per-hop isolation by simply executing it using

a local serializable database transaction. Our current

implementation requires shards to fit on a single machine,

but it is possible to generalize this to split a shard among

several machines and substitute local transactions with

distributed transactions within a single datacenter.

All-or-nothing atomicity. If the first hop of chain com-

mits, subsequent hops are executed exactly once despite

failures. Lynx ensures this property by replaying chains

that stop due to failures, using history tables to prevent

duplicate execution, as we now explain.

Recall that a coordinator orchestrates the execution of

a chain. We must address three failure types that break

chain execution: (1) crashes of a Lynx server, (2) crashes

of the coordinator, and (3) failures of an entire datacenter.

(1) A Lynx server crashes while executing a hop. In

this case, the system recovers the server as described in

the next paragraph, and the coordinator resubmits the hop

for execution. To avoid duplicate execution, every Lynx

server keeps a history table, similar to [44]. This table

is kept in the same storage system as the server’s tables;

it records, for every hop that the server completes, its

chain id, hop number, and any output produced by the

hop to be passed forward in the chain. To be consistent,

the history table is updated using the same transaction
that updates the server tables during the hop execution.
Before executing a hop, each server checks its history

table to see whether the hop has already executed and,

if so, skips execution. This checking is also done in the

same transaction that updates the history table.

The server then notifies the coordinator that the hop is

done, attaching the hop’s output. The server deletes the

hop entry from its history table when it gets an acknowl-

edgement from the coordinator. The coordinator updates

the current progress of the chain in its history table; it

deletes the chain’s entry after the entire chain completes.

To recover a Lynx server, the system can optionally

store the server’s data in a cluster storage system within

the datacenter. In that case, recovery is simple: the system

starts a new server and reconfigures the replica group to

replace the old server with the new one. The new Lynx

server operates on the same data as the old server using

the cluster storage system.

If the Lynx server does not use the cluster storage

system, or the cluster storage system is crashed, then

recovery relies on geo-replication and reconstruction. Be-

fore using a geo-replica, the system must ensure it is

up-to-date, by restarting and waiting for the completion

of any replication sub-chains that might be coordinated

by the failed Lynx server; how this is done is explained

in (2) below. Derived tables might not be geo-replicated;

these tables are reconstructed using the base tables. Then,

the system reconfigures the replica groups to replace the

failed server with a server holding the geo-replicas or

reconstructed tables.

(2) The coordinator crashes while executing a chain.
In this case, the system restarts the coordinator at another

host. The new coordinator determines the outstanding

chains using the history table of the previous coordinator,

which is kept in the cluster storage system. To handle

datacenter failures (see below), the coordinator’s cluster

storage system is geo-replicated at buddy datacenters

(§5.2). (Note that the cluster storage of the coordinator

is separate from the cluster storage of a Lynx server—

only the former uses buddies; the latter is contained in a

single datacenter.) For each outstanding chain, the new

coordinator replays the chain from its first hop, executing

one hop at a time using the origin ordering sequencers

stored in the history table. Servers that already executed

the chain avoid duplicate execution as explained above.

(3) An entire datacenter is destroyed or becomes un-
available beyond a time threshold. In this case, the sys-

tem first recovers the Lynx servers using geo-replicas

and reconstruction, as described in (1). Then, the system

recovers from crashed coordinators, as described in (2).

Inner ordering. This property is provided by executing

hops in the order in which they appear in the chain.

Origin ordering. A naive way to provide this property

would be for coordinators to execute one chain entirely

before starting the next chain. This scheme has low con-

currency and poor performance.

Instead, we use pairwise sequencers: each server i
keeps n counters ctri→1...ctri→n, where n is the num-
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ber of servers in the system. Server i also keep tracks

of the latest sequence number that it has processed

from each other server, done1→i...donen→i. Suppose a

chain with k hops is to execute on servers s1,s2, ...,sk.

The first server, s1, increments the respective counters

ctrs1→s1
,ctrs1→s2

, ...,ctrs1→sk for each hop of the chain

and attaches them to the chain as sequence numbers

seqs1→s1
,seqs1→s2

, ...,seqs1→sk
. Each of the servers si

waits until its counter dones1→si reaches seqs1→si
−1 be-

fore executing its corresponding hop in the chain.

This mechanism ensures origin ordering: suppose

chains C1 and C2 start at the same server i and both ex-

ecute later hops at server j. If C1 executes before C2

at server i, the sequence number seqi→ j of chain C2 is

greater than that of C1, causing C2 to execute after C1 at

server j. If a chain visits some server i multiple times, the

hops at i will be assigned consecutive sequence numbers

and thus will not be interleaved with other chains, thereby

preserving the origin ordering property.

The message overhead for enforcing origin ordering

is low: the number of sequence numbers attached to a

chain is proportional to its length. Origin order may

sometimes introduce latency overheads, but this is the

behavior we desire for consistency. Specifically, if two

chains start at the same server and follow different paths

before overlapping again at another server, the first chain

may delay the second chain.

Read-my-writes in sessions. This property ensures that

a chain in a session sees the writes of chains in the same

session that have already returned. To do so, the applica-

tion associates a session with a server, and Lynx forces

all session chains to start at that server by adding a no-op

first hop if necessary. A possible optimization in practice

is to pick a server where most session chains start any-

ways, to avoid adding the no-op hop. If a session chain

reads from a base table, then origin ordering ensures the

read-my-writes property. If a session chain reads from

a derived table, Lynx executes the read hop differently

from a regular chain: Lynx submits the read hop at the

base table, which then starts a sub-chain to read the de-

rived table. By doing so, the read of the derived table is

ordered consistently with the operations on the base table,

which in turn are correctly ordered by origin ordering. If

a derived table has two base tables (a join table), Lynx

submits the read at each base table in some arbitrary order

and keeps the result of the later read.

Atomicity of linked chains. To execute a series of linked

chains, the coordinator of the first chain serves as a super-

coordinator. The super-coordinator stores the linked

chains in its history table, for recovery, and then launches

the chains one at a time at their first hop. When the chain

completes, the super-coordinator marks completion in

the history table. If the super-coordinator fails, recovery
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Figure 10: The chains for inserting a new row and updat-
ing an existing row’s secondary index. Base table T has a
secondary index table T Ksec.
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Figure 11: The chains for inserting a new row and updat-
ing an existing row’s join key value. Base tables LT and
RT have secondary index tables, LT Kjoin, RT Kjoin (corre-
sponding to the join key Kjoin) and a join table LT-RT.

is similar to that of a coordinator.

6.3 System chains
Recall that system chains are generated internally by

Lynx to update derived tables. There are three types of

system chains, one for each type of derived table.

Chains for geo-replication. When a hop of the chain

wishes to modify a geo-replicated base or derived table,

the hop is forwarded to the corresponding shard’s home

datacenter for execution. The responsible server at the

home datacenter generates a sub-chain to propagate the

modification to replicas at other datacenters. Because

of the origin ordering property of these sub-chains, all

replicas are updated in the same order.

Chains for secondary index tables. When a row

is inserted, deleted, or updated in a base table, the

server where the modification occurred spawns a sub-

chain to modify the index tables. (If an index ta-

ble is geo-replicated, the corresponding server at the

home datacenter generates additional sub-chains for geo-

replication.) The sub-chain has one or two hops for each
index table: if the indexed value does not change, one

hop suffices to update the index table; if the indexed value

changes, the old and new rows of the index table may

belong to different shards, in which case two hops are

needed, one to delete the old row, the other to insert the

new row. Figure 10’s top chain shows the case where

only one hop is needed.

Chains for join views. To update materialized join

views, we apply ideas from incremental join view up-

date algorithms [13], using chains to correctly update the
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views. Figure 11 shows the sub-chains for updating the

derived table LT-RT, which joins two base tables LT and

RT on join key Kjoin. We assume that the join key Kjoin is

not the primary key of LT or RT (the case when the join

key is a primary key is simpler). Therefore, in order to

create the join view, programmers are required to add in-

dex tables (LT K join, RT K join) indexing the join key. For

updating a join view, there are two cases depending on

whether the base table modification changes the existing

value of the join key column. The top chain of Figure 11

illustrates the case when no existing value of the join key

column is changed with an insert operation to the base

table LT. In this case, the sub-chain updates both LT’s

secondary index table for the join key (LT K join) and the

join table LT-RT using a local read-write transaction. The

use of a local transaction is possible because the affected

rows of the index and join tables LT K join, RT K join and

LT-RT are co-located in the same shard. The bottom chain

of Figure 11 is generated when the existing value of the

join key column is changed. In this case, two additional

hops are required to maintain LT-RT, one to delete the

existing value, another to add the new value.

The join table may also have other index tables derived

from it. In this case, Lynx spawns parallel sub-chains

that start from the updated join table shard and update

those index tables.

The correctness of the join process is assured by two

features of the chains. First, with origin ordering, mod-

ifications on the same row of LT interleave correctly.

Second, with per-hop isolation, the local read-write trans-

action updating LT K join, RT K join, and LT-RT ensures

that LT-RT is always the join of the secondary indexes

LT K join and RT K join. This reduces the correctness of

updating the join table to the correctness of updating

secondary indexes, which is evident.

7 Implementation of Lynx
The Lynx server and client library consist of ≈5000

lines of C++ code, plus 3500 lines for a custom RPC

library. Programmers specify user chains using Lynx’s

JavaScript API; a Lynx utility reads the application table

schemas and generates JavaScript objects that program-

mers use to read and update each table. When executing

a user chain, the coordinator transfers the JavaScript code

of each hop to the appropriate server, which then caches

and executes the code using the V8 JavaScript engine.

The implementation stores tables in a custom storage

system rather than a local database system. The custom

system keeps tables in memory with transactional logging

to stable storage.

Our current prototype misses four pieces from the de-

sign. First, it lacks the configuration service, instead rely-

ing on a static configuration file to indicate what server

has what shards. Second, a Lynx server and coordinator

have their stable storage on a local disk, not a cluster stor-

age system. Third, our prototype does not yet implement

the recovery protocol (Section 6.2) for handling server or

datacenter failures. Fourth, there is no implementation

for executing a chain as a distributed transaction.

8 Applications
We implemented three applications using Lynx: a so-

cial network website (L-Social), a microblogging ser-

vice (L-Twitter), and an auction service (L-RUBiS). The

applications use secondary indexes and join views ex-

tensively, and all of their chains can execute piecewise.

This required modifying some chains slightly (while re-

taining the same behavior). In particular, a user chain

which reads a base table and its derived table creates an

SC-cycle. We addressed this by duplicating the needed

columns of the base table in the derived table, so a user

chain needs to only read the derived table.

Social networking. The L-Social application imple-

ments the basic operations of a website like Facebook

(e.g., befriending users, posting to walls). L-Social has 5

base tables: Graph, Status, Users, Wall, Activities. There

is one join table GraphActivities with a secondary index

to allow a user to read her friends’ activities quickly, with

one lookup to the secondary index.

To befriend users A and B, the application must cre-

ate two friendship edges and two new-friend activity

announcements, one for each user. A naive design uses a

chain with four user hops, two for inserting into Graph,

two for inserting into Activities. This chain creates an SC-

cycle with C-edges from each Graph insertion hop to the

one-hop read-activity chain that reads the secondary in-

dex of GraphActivities. To avoid this cycle, we break the

befriend chain into three linked chains: one chain inserts

the friendship edges, two chains each insert once into

Activities. The first chain still has an SC-cycle with the

unfriend chain and itself. We break this cycle by making

the insertion/deletion of friendship edges a commutative

operation: we use a counter column in the Graph table,

and we increment/decrement the counter to insert/delete

edges. This is similar to the counting sets in Walter [50].

When user A posts a status message, L-Social uses

a chain to insert the message into Status and add the

announcement “A has changed her status” to Activities.

Both hops commute with themselves. A similar chain is

used to post messages on walls. The join table GraphAc-
tivities allows a user to read the activities of his friends

in one hop.

A final static analysis indicates an SC-cycle: the 1-hop

read chain to show a user’s friends has an SC-cycle with

the 2-hop befriend (or unfriend) chain: the read hop has

two C-edges, to each hop of the befriend (or unfriend)

chain. We use application knowledge to determine that

this SC-cycle is spurious: since a user never befriends
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himself, the read hop conflicts with at most one of the

hops of the befriend chain, so only one of the two C-edges

is a real conflict.

Microblogging. L-Twitter is a simple Twitter clone with

tables and schemas modeled after [36]. There are three

tables: Users, Tweets, Graph. Graph differs from L-

Social’s Graph because it captures an asymmetric fol-

lower relation.

A common Twitter operation is to show a user’s

timeline—the collection of tweets posted by users that

the user follows. Twitter’s original implementation on

a one-node MySQL server performs a join query be-

tween Graph and Tweets [36]. Twitter’s current dis-

tributed implementation no longer uses joins, but rather

manually maintains the timeline of each user in mem-

cached. L-Twitter follows the original implementation

by using a distributed join table GraphTweets (replicat-

ing only the tweet id not its text) based on the join key

Tweets.creator = Graph.followee with a secondary index

on Graph follower. By querying this index, L-Twitter

can display a user’s timeline by contacting only one

server. We chose this much simpler implementation to

demonstrate the materialized joins of Lynx.

There are two limitations in the current design of L-

Twitter. First, when user X starts to follow Y, the un-

derlying join chain inserts all of Y’s existing tweets into

X’s timeline (the secondary index of GraphTweets). It

would be better to insert only Y’s recent tweets. This

can be done adding a selection operation to the join view,

to filter out old tweets with a smaller timestamp than

the follow edge timestamp. Supporting such selection

operations in Lynx is future work. Second, when a user

with many followers tweets, there are large overheads

to update their followers’ timelines. Thus, L-Twitter’s

current push-based approach should be combined with

pull-based queries for users marked as popular [49].

Auction service. L-RUBiS is a port of the auction web-

site in the RUBiS benchmark [1, 7]. The original RUBiS

implementation is based on PHP using a local MySQL

database system. We ported the RUBiS schema to Lynx

and re-wrote its PHP functions in JavaScript. L-RUBiS

has 10 sharded tables with 13 secondary indexes in total,

where a table has at most 3 secondary indexes. We use

a join table to unite the User table, which maps uids to

usernames, and the Comments table, which records users’

comments. This table allows L-RUBiS to quickly find

usernames of users who commented on a seller.

There are two noteworthy user chains, one to process

bidding requests (discussed in §2), the other to handle

new user registration while ensuring unique usernames.

In our first design, a register-user chain checks if a cho-

sen username already exists in a secondary index of User
based on usernames; if not, the second hop inserts the

user into the User table. This chain has an SC-cycle

between two of its instances. We subsequently changed

L-RUBiS to use an additional table, Usernames, which

contains all the usernames that have ever been created.

The register-user chain first checks that the chosen user-

name is absent in Usernames (and if so inserts it there)

and in the second hop adds the user to Users. If the

chosen username is already taken, the second hop does

nothing. The chain still has an SC-cycle with itself, but

this cycle is spurious: if two register-user chains conflict

on the first hop (due to both having the same username),

then one of the chains sees that the username is already

taken in its first hop and does nothing in its second hop,

so there are no conflicts in the second hop.

9 Evaluation
We measure the performance of Lynx and its applica-

tions across geo-distributed datacenters. The highlights

are the following:

• Application operations have good throughput and low-

latency, despite geo-replication. The first hop of all

chains execute quickly, and so user-perceived latency

is only a few milliseconds.

• Lynx scales well. As we increase the number of servers

in each datacenter from 1 to 8, aggregate chain through-

put grows by a factor of more than 6.

9.1 Experimental setup
We perform experiments on Amazon EC2 using three

availability regions, East Coast, West Coast and Europe,

with the following roundtrip latencies between them:

West Coast Europe
East Coast 82ms 102ms
West Coast 153ms

Unless otherwise stated, in all experiments each re-

gion has 4 Lynx servers and 4 client machines, where a

machine is an extra-large instance with 15GB of RAM

and 4 virtual cores. The geo-replication factor is two

datacenters. We perform three runs for each experiment

and report the average. (Standard deviations were low.)

9.2 Microbenchmark
We evaluate three types of chains. In the simple-n

experiments, a client operation is a chain with n hops,

each inserting a row into a different base table. In the

secondary index experiment, a client operation inserts a

row into a table with a secondary index, resulting in a

system chain of 2 hops. In the join experiment, a client

operation inserts a row into the LT base table which has

both a secondary index table and a join table (with another

base table). In all chains, the first hop executes in the local

datacenter and the subsequent hops execute in different

remote datacenters. All chains run only C++ code at

servers.

We perform two sets of experiments, one without geo-

replication, one with geo-replication factor of two. Even
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NO GEO-REPLICATION GEO-REPLICATION AT 2 DATACENTERS
Chain type Throughput First-hop lat. Completion lat. Throughput First-hop lat. Completion lat.

(K chains/s) (50%; 99%) (50%; 99%) (K chains/s) (50%; 99%) (50%; 99%)

simple-1 3,570 3.1ms; 3.3ms 3.1ms; 3.3ms 1,770 3.1ms; 3.6ms 84ms; 90ms

simple-2 1,630 3.1ms; 3.4ms 86ms; 88ms 872 3ms; 3.8ms 266ms; 283ms

simple-3 1,190 3.2ms; 3.3ms 253ms; 257ms 512 3.1ms; 3.8ms 607ms; 656ms

secondary index 1,220 3.1ms; 3.4ms 84ms; 88ms 590 3ms; 3.3ms 258ms; 291ms

join 808 3.1ms; 3.4ms 89ms; 99ms 453 2.8ms; 3.3ms 268ms; 299ms

Table 1: Microbenchmark throughput and latency results.

in experiments without geo-replication, data is spread

over the three EC2 regions.

Chain throughput. Table 1 shows Lynx’s throughput in

thousands of chains/s. We first examine the experiments

without geo-replication (left of table). The simple-1 ex-

periment provides a baseline aggregate throughput of

3,570K chains/s using 12 servers in 3 datacenters. We

expect the throughput of simple chains with m hops to be

≈1/m the throughput of a 1-hop chain. The experiments

confirm this. Throughput drops by over half going from

simple-1 to simple-2 because in simple-1 only clients

forward chains whereas in simple-2 servers also do that.

The system chain for updating the secondary index ta-

ble has two hops and its aggregate throughput is 1,220K

chains/s. This is lower than simple-2 because of the over-

head of checking if a table modification needs a system

sub-chain and if so, coordinating the system sub-chain.

The throughput of the join experiment is 808K chains/s,

much lower than in the secondary index experiment, even

though both chains have two hops. This is because the

second hop of the join chain requires more computation:

it reads rows from the RT table and inserts them into the

join table, all in a local transaction (Figure 11). In the

experiments, we pre-populated the RT base table so that

there are 6 rows to be read and inserted into the join table

every time a chain modifies a single row in LT.

Chain latency. Table 1 shows the median and 99-

percentile latency for completing both the first hop and

the entire chain. The experiments were done under low

load and we measured the latency of chains starting in

the West Coast. Since the first hop of a chain executes

in the local datacenter, first-hop latency is below 4 ms

(99-percentile) across workloads. This latency number

is optimistic for two reasons. First, it does not reflect

disk latency: although our server implementation syn-

chronously writes its log to disk, the disk latency is ab-

sorbed by on-disk caching which cannot be disabled in

EC2. Second, it does not reflect the delay in replicating

the chain coordinator’s log to a nearby buddy datacenter:

our prototype currently logs to the local disk as opposed

to a cluster file system.

Compared to the first hop latency, the total completion
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Figure 12: L-Twitter operation throughput

latency is much longer, as each subsequent hop executes

in a different datacenter. For example, the median com-

pletion latency for a simple chain of length 2 (no repli-

cation) is 86ms, and it grows to 253ms when the length

is 3.

Geo-replication performance. The right part of Table 1

shows experiments where all base and derived tables are

geo-replicated at two datacenters. Geo-replication re-

duces throughput by half compared to the left results,

because it produces twice the work; and it increases com-

pletion latency due to the extra communication.

9.3 Application performance
Lynx’s applications are implemented mostly in

JavaScript, except for simple read-only one-hop chains,

which have an efficient C++ interface.

L-Twitter. We evaluate three common operations: read-
timeline for showing a user’s timeline, follow-user for

starting to follow a user, and post-tweet for posting a

tweet. We populate the database with 100,000 users,

each with 6 tweets and 6 followers on average. There are

3 datacenters, and we use different geo-replication levels

for different tables. We geo-replicate the base tables

(Tweets, Graph) at 2 datacenters, but do not geo-replicate

secondary indexes or joins (e.g., GraphTweets), which

can be reconstructed if there is a disaster.

Figure 12 shows the operation throughput of L-Twitter.

For operations that write data, the throughput depends on

how many hops the underlying chain has. The chain for

post-tweet inserts a row into Tweets, updates its replica

across datacenters, inserts 6 rows into the join table

GraphTweets (each user has 6 followers on average) and
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Operation First-hop lat. Completion lat.
(50%; 99%) (50%; 99%)

follow-user 3.2ms; 3.5ms 174ms; 176ms

post-tweet 3.1ms, 3.4ms 252ms; 263ms

read-timeline 3.1ms, 3.3ms -

Table 2: Latency of operations in L-Twitter. All chains in
L-Twitter return after the first hop, so first-hop latency cor-
responds to the user-perceived latency. Completion latency
measures when the entire chain completes.

updates the secondary index of GraphTweets, for a total 9

hops (6 of which run in parallel). This results in an aggre-

gate post-tweet throughput of 173K tweets/s. The follow
operation also inserts 6 rows into GraphTweets (each

user has 6 existing tweets), thus having the same number

of hops as post-tweet and achieving similar throughput

(184K ops/s). For follow, all 6 updates to the secondary

index of GraphTweets have the same secondary key and

thus they could have been batched in one RPC. Lynx does

not currently have this optimization. The throughput for

reading a user’s timeline is high, at more than 1.35M

ops/s. This is because the underlying chain only needs to

read (many rows) in one server.

Table 2 shows chain latency for the L-Twitter opera-

tions. All chains return after the first hop, so L-Twitter

achieves low user-perceived latency. The completion la-

tency of post-tweet measures how long its chain takes to

update the geo-replica of Tweets, and update the join table

GraphTweets and its secondary index. The 99-percentile

latency is 263ms, meaning that a tweet quickly appears

in all followers’ timelines.

L-RUBiS. The most interesting chain in L-RUBiS is the

place-bid operation, with a user chain of 2 hops (Figure 7)

plus 4 hops of system sub-chains for geo-replication and

secondary indexes. The aggregate place-bid throughput

is 168K ops/s—3 times lower than the geo-replicated

simple-3 chain, which also has 6 hops (Figure 1). This

difference is because place-bid runs JavaScript user code

at the servers using the V8 engine, which imposes signif-

icant overhead, whereas the simple-3 chain does not.

L-Social. We evaluated a common multi-hop user chain

in L-Social, post-status. Its first user hop inserts a new

status to the Status table and the second user hop adds a

message “User X has changed her status” to Activities.

The system chains generated by the second user hop are

similar to that of post-tweet in L-Twitter. The overall

throughput for post-status is 64K ops/s.

9.4 Scaling
Lynx partitions data across many shards stored at many

servers, to scale with both the number of servers/datacen-

ter and the number of datacenters.

Figure 13 shows the aggregate chain throughput when
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Figure 13: Aggregate chain throughput as the number of
server increases in each datacenter. The experiments run
on three datacenters with no geo-replication.

we increase the number of servers in each datacenter from

1 to 8. The experiments always run on three datacenters,

with our largest experiments having 8× 3 = 24 Lynx

servers and 24 clients. We use the simple-3, secondary

index, and join workloads (without geo-replication) as

described in Section 9.2. We see that Lynx scales well

with the number of servers. This is expected as different

Lynx chains run independently. With 8 servers/datacen-

ter, the aggregate secondary index throughput is 2.38M

chains/s—6.8 times the throughput of 0.35K chains/s for

1 server/datacenter. This is close to linear scaling.

9.5 Comparison with Cassandra/Eiger
We compare the application performance of Lynx to

Eiger [40], a geo-replicated key-value storage system

with write-only transactions and causal+ consistency,

built over Cassandra [2]. We implemented the L-Twitter

operations using Eiger’s column-family key-value data

model. Each user X has a row with four column families:

followers has a list of sparse columns for users that follow

X ; followees has the users that X follows; tweets has the

list of posts written by X ; and timeline has posts from

users that X follows. To post a tweet, user X reads the list

of followers and uses a write-only transaction to insert

the tweet and update the followers’ timelines.

The Eiger experiments use the same setup with 3 avail-

ability regions. We observe an aggregate throughput of

12K tweets/s. By comparison, L-Twitter running on Lynx

achieves 173K tweets/s. Thus, Lynx has better through-

put with serializability while Eiger offers only causal+

consistency. Admittedly, the performance difference can

be an artifact of the two systems’ implementation choices;

an apples-to-apples comparison is impossible.

Lynx uses much less storage space than Eiger. In L-

Twitter, Lynx geo-replicates base tables only once and

derived tables zero times, which suffices for disaster tol-

erance. By contrast, Eiger forces all data to be replicated

at all datacenters, causing a large space overhead.
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10 Related work
Geo-distributed storage. Prior geo-distributed systems

face the unpleasant tradeoff between strong semantics

and low latency. Spanner provides strong semantics

with order-preserving serializable transactions [22], but

these are expensive: like its predecessor Megastore [10],

Spanner’s update transactions take many cross-datacenter

roundtrips to execute and commit. Replicated Com-

mit [41] and MDCC [37] are faster but still incur cross-

datacenter latency to execute and commit transactions.

At the other end of the tradeoff, Cassandra [2] and Dy-

namo [24] are key-value storage systems offering even-

tual consistency, while PNUTS [21] offers the slightly

stronger per-record timeline consistency. Other systems

provide stronger but still relaxed semantics to achieve

low-latency. COPS/Eiger [39, 40] offer causal+ consis-

tency where write conflicts are resolved deterministi-

cally. These systems do not support general transac-

tions and moreover COPS/Eiger require replication of

all data across all datacenters. Walter provides parallel

snapshot isolation [50] and Gemini provides Red/Blue

consistency [38]. Apart from weakened semantics, the

latter two systems do not have a scalable design within a

datacenter.

Single datacenter storage systems. Since the net-

work latency within a single datacenter is low (sub-

millisecond), it is generally agreed that the storage system

should provide strong consistency.

The late 80s saw pioneering work in distributed

database systems, such as Gamma [25], Bubba [15],

R* [42], Teradata, and Tandem [26], which aim to pro-

vide the same transactional updates and query interfaces

present in centralized database systems. These systems

pioneered distributed transactions.

Modern single-datacenter storage systems offer vari-

ants of the key-value interface (BigTable [18], H-Base [3],

MongoDB [4]). Recently, there has also been strong in-

terest in transactions, e.g. in Sinfonia [6], Percolator [43],

and H-store/VoltDB [35]. These systems provide dis-

tributed transactions using two-phase commit, which is

efficient within a datacenter. HyperDex [27] uses value-

dependent chains to update replicas consistently within

a datacenter. Value-dependent chains provide a property

similar to chain’s origin ordering.

View maintenance in database systems. There is much

work on maintaining materialized views. Incremental

maintenance schemes typically update base tables and

views in the same ACID transaction [13]. Deferred main-

tenance schemes batch changes to tables, and update

views periodically or when there is a query [20, 34, 55],

for efficiency. Deferred maintenance is often used in

data warehouses where only one update batch executes

at any time [45]. In the same spirit, LazyBase [19] op-

timizes data analytics by batching writes and updating

materialized secondary indexes in epochs.

Only a few systems offer online distributed view main-

tenance and even fewer do so in a geo-distributed setting.

BigTable now supports secondary indexes [17]. PNUTS

added support for secondary indexes and join views that

are asynchronously updated [5]. Lynx also updates de-

rived tables asynchronously, in piecewise chains. Unlike

PNUTS, Lynx uses static analysis to provide serializabil-

ity despite asynchronous updates.

Workflow Management [54]. Transaction chains resem-

ble application workflows in systems like travel planning

or insurance claim processing. An application workflow

naturally consists of many activities, each executing as

a transaction. Like Lynx, workflow systems guarantee

that all activities are eventually executed completely and

exactly once. However, these systems are designed to

manage sophisticated workflows often involving people

actions, while Lynx uses chains to efficiently execute

logical transactions while guaranteeing that entire chains

are serializable.

Transaction Decomposition. The database commu-

nity has explored various aspects in decomposing a

transaction in smaller pieces using SAGAS [30], step-

decomposed transactions [11], transaction chopping [48],

multi-database transactional management [16], and

Spheres of Control (SoC) [23, 33]. Garcia-Molina ob-

serves that if various pieces of a decomposed transaction

commute, a safe execution schedule always exists [29].

Lynx also exploits commutativity, inspired by this and

other work including Walter [50], Gemini [38], and

conflict-free replicated data types [47]. In addition to

commutativity, Lynx also provides the origin ordering

property to reduce conflicts among system chains.

11 Conclusion
Lynx provides serializability with low-latency in geo-

distributed storage systems. The key insight is to express

transactions as chains with multiple hops, and then per-

form a global static analysis of the chains, to find conflicts

and determine when chains can execute piecewise with-

out violating serializability. Chains are also useful for

implementing several features: secondary indexes, mate-

rialized join views, and geo-replication. We demonstrated

the use of Lynx in an auction service, a microblogging

service, and a social networking site.
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Abstract
By offering storage services in several geographically
distributed data centers, cloud computing platforms en-
able applications to offer low latency access to user data.
However, application developers are left to deal with the
complexities associated with choosing the storage ser-
vices at which any object is replicated and maintaining
consistency across these replicas.

In this paper, we present SPANStore, a key-value store
that exports a unified view of storage services in geo-
graphically distributed data centers. To minimize an ap-
plication provider’s cost, we combine three key princi-
ples. First, SPANStore spans multiple cloud providers to
increase the geographical density of data centers and to
minimize cost by exploiting pricing discrepancies across
providers. Second, by estimating application workload
at the right granularity, SPANStore judiciously trades off
greater geo-distributed replication necessary to satisfy
latency goals with the higher storage and data propaga-
tion costs this entails in order to satisfy fault tolerance
and consistency requirements. Finally, SPANStore min-
imizes the use of compute resources to implement tasks
such as two-phase locking and data propagation, which
are necessary to offer a global view of the storage ser-
vices that it builds upon. Our evaluation of SPANStore
shows that it can lower costs by over 10x in several sce-
narios, in comparison with alternative solutions that ei-
ther use a single storage provider or replicate every ob-
ject to every data center from which it is accessed.

1 Introduction
Today, several cloud providers offer storage as a ser-
vice. Amazon S3 [1], Google Cloud Storage (GCS) [3],
and Microsoft Azure [8] are notable examples. All of
these services provide storage in several data centers dis-
tributed around the world. Customers can store and re-
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trieve data via PUTs and GETs without dealing with the
complexities associated with setting up and managing
the underlying storage infrastructure.

Ideally, web applications should be able to provide
low-latency service to their clients by leveraging the
distributed locations for storage offered by these ser-
vices. For example, a photo sharing webservice de-
ployed across Amazon’s data centers may serve every
user from the data center closest to the user.

However, a number of realities complicate this goal.
First, almost every storage service offers an isolated pool
of storage in each of its data centers, leaving replication
across data centers to applications. For example, even
though Amazon’s cloud platform has 8 data centers, cus-
tomers of its S3 storage service need to read/write data at
each data center separately. If a user in Seattle uploads a
photo to a photo sharing webservice deployed on all of
Amazon’s data centers, the application will have to repli-
cate this photo to each data center to ensure low latency
access to the photo for users in other locations.

Second, while replicating all objects to all data cen-
ters can ensure low latency access [26], that approach
is costly and may be inefficient. Some applications may
value lower costs over the most stringent latency bounds,
different applications may demand different degrees of
data consistency, some objects may only be popular in
some regions, and some clients may be near to multi-
ple data centers, any of which can serve them quickly.
All these parameters mean that no single deployment
provides the best fit for all applications and all objects.
Since cloud providers do not provide a centralized view
of storage with rich semantics, every application needs
to reason on its own about where and how to replicate
data to satisfy its latency goals and consistency require-
ments at low cost.

To address this problem, we design and implement
SPANStore (“Storage Provider Aggregating Networked
Store”), a key-value store that presents a unified view of
storage services present in several geographically dis-
tributed data centers. Unlike existing geo-replicated
storage systems [26, 27, 32, 19], our primary focus in de-
veloping SPANStore is to minimize the cost incurred by
latency-sensitive application providers. Three key prin-
ciples guide our design of SPANStore to minimize cost.

First, SPANStore spans data centers across multiple
cloud providers due to the associated performance and
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cost benefits. On one hand, SPANStore can offer lower
latencies because the union of data centers across multi-
ple cloud providers results in a geographically denser set
of data centers than any single provider’s data centers.
On the other hand, the cost of storage and networking
resources can significantly differ across cloud providers.
For example, when an application hosted in the US
serves a user in China, storing the user’s data in S3’s Cal-
ifornia data center is more expensive ($0.105 per GB)
than doing so in GCS ($0.085 per GB), whereas the price
for serving data to the user has the opposite trend ($0.12
per GB in S3 vs. $0.21 per GB in GCS). SPANStore
exploits these pricing discrepancies to drive down the
cost incurred in satisfying application providers’ latency,
consistency, and fault tolerance goals.

Second, to minimize cost, SPANStore judiciously de-
termines where to replicate every object and how to per-
form this replication. Replicating objects to a larger di-
versity of locations reduces GET latencies by moving
copies closer to clients, but this additional replication
increases both storage costs and the expenses necessary
to pay for the bandwidth required to propagate updates.
For every object that it stores, SPANStore addresses this
trade-off by taking into consideration several factors: the
anticipated workload for the object (i.e., how often dif-
ferent clients access it), the latency guarantees specified
by the application that stored the object in SPANStore,
the number of failures that the application wishes to tol-
erate, the level of data consistency desired by the ap-
plication (e.g., strong versus eventual), and the pricing
models of storage services that SPANStore builds upon.

Lastly, SPANStore further reduces cost by minimiz-
ing the compute resources necessary to offer a global
view of storage. These compute resources are used to
implement tasks such as two-phase locking while offer-
ing strong consistency and propagation of updates when
offering eventual consistency. To keep costs low, we en-
sure that all data is largely exchanged directly between
application virtual machines (VMs) and the storage ser-
vices that SPANStore builds upon; VMs provisioned by
SPANStore itself—rather than by application provider—
are predominantly involved only in metadata operations.

We have developed and deployed a prototype of
SPANStore that spans all data centers in the S3, Azure,
and GCS storage services. In comparison to alterna-
tive designs for geo-replicated storage (such as using
the data centers in a single cloud service or replicating
every object in every data center from which it is ac-
cessed), we see that SPANStore can lower costs by over
10x in a range of scenarios. We have also ported two
applications with disparate consistency requirements (a
social networking webservice and a collaborative docu-
ment editing application), and we find that SPANStore is
able to meet latency goals for both applications.

2 Problem formulation
Our overarching goal in developing SPANStore is to en-
able applications to interact with a single storage service,
which underneath the covers uses several geographically
distributed storage services. Here, we outline our vision
for how SPANStore simplifies application development
and the challenges associated with minimizing cost.

2.1 Setting and utility
We assume an application employing SPANStore for
data storage uses only the data centers of a single cloud
service to host its computing instances, even though (via
SPANStore) it will use multiple cloud providers for data
storage. This is because different cloud computing plat-
forms significantly vary in the abstractions that applica-
tions can build upon; an application’s implementation
will require significant customization in order for it be
deployable across multiple cloud computing platforms.
For example, applications deployed on Amazon EC2
can utilize a range of services such as Simple Queue-
ing Service, Elastic Beanstalk, and Elastic Load Balanc-
ing. Other cloud computing platforms such as Azure and
GCE do not offer direct equivalents of these services.

To appreciate the utility of developing SPANStore,
consider a collaborative document editing webservice
(similar to Google Docs) deployed across all of EC2’s
data centers. Say this application hosts a document that
is shared among three users who are in Seattle, China,
and Germany. The application has a range of choices as
to where this document could be stored. One option is
to store copies of the document at EC2’s Oregon, Tokyo,
and Ireland data centers. While this ensures that GET
operations have low latencies, PUTs will incur latencies
as high as 560ms since updates need to be applied to all
copies of the document in order to preserve the docu-
ment’s consistency. Another option is to maintain only
one copy of the document at EC2’s Oregon data cen-
ter. This makes it easier to preserve consistency and also
reduces PUT latencies to 170ms, but increases GET la-
tencies to the same value. A third alternative is to store
a single copy of the document at Azure’s data center on
the US west coast. This deployment reduces PUT and
GET latencies to below 140ms and may significantly re-
duce cost, since GET and PUT operations on EC2 cost
4x and 50x, respectively, what they do on Azure.

Thus, every application has a range of replication
strategies to choose from, each of which presents a dif-
ferent trade-off between latency and cost. Today, the
onus of choosing from these various options on a object-
by-object basis is left to individual application develop-
ers. By developing SPANStore, we seek to simplify the
development of distributed applications by presenting a
single view to geo-replicated storage and automating the
process of navigating this space of replication strategies.
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Figure 1: For applications deployed on a single cloud service (EC2 or Azure), a storage service that spans multiple cloud
services offers a larger number of data centers (a and b) and more cheaper data centers (c and d) within a latency bound.

2.2 Goals
Four objectives guide our synthesis of geographically
distributed storage services into a single key-value store.
• Minimize cost. Our primary goal is to minimize costs

for applications that use SPANStore. For this, we
need to minimize the total cost across SPANStore’s
use of 1) the storage services that it unifies, and 2)
the compute resources offered by the corresponding
providers.

• Respect latency SLOs. We design SPANStore to
serve latency-sensitive applications that have geo-
graphically distributed deployments, and therefore
stand to benefit from the geo-replicated storage of-
fered by SPANStore. However, the service level objec-
tives (SLOs)1 for GET/PUT latencies may vary across
applications. While minimizing cost for any particu-
lar application, SPANStore must strive to meet appli-
cations’ latency goals.

• Flexible consistency. Different applications can also
vary in their requirements for the consistency of
the data they store. For example, a collaborative
document editing service requires strong consistency
whereas eventual consistency suffices for a social net-
working service. SPANStore should respect require-
ments for strong consistency and exploit cases where
eventual consistency suffices to offer lower latencies.

• Tolerate failures. Applications seek to tolerate fail-
ures of data centers and Internet paths. However, app-
lications may differ in the cost that they are willing to
bear for increased fault tolerance. SPANStore should
account for an application’s fault tolerance require-
ments while storing objects written by the application.

2.3 Challenges
Satisfying these goals is challenging for several reasons.

Inter-dependencies between goals. To minimize
cost, it is critical that SPANStore jointly considers an
application’s latency, consistency, and fault tolerance
requirements. For example, if an application desires
strongly consistent data, the most cost-effective strategy

1We use the term SLO instead of SLA because violations of the
latency bounds are not fatal, but need to be minimized.

is for SPANStore to store all of the application’s data in
the cheapest storage service. However, serving all PUTs
and GETs from a single replica may violate the appli-
cation’s latency requirements, since this replica may be
distant from some of the data centers on which the app-
lication is deployed. On the other hand, replicating the
application’s data at all data centers in order to reduce
PUT/GET latencies will increase the cost for SPANStore
to ensure strong consistency of the data.

Dependence on workload. Even if two applications
have the same latency, fault tolerance, and consistency
requirements, the most cost-effective solution for storing
their data may differ. The lowest cost configuration for
replicating any object depends on several properties of
an application’s workload for that object:

• The set of data centers from which the application
accesses the object, e.g., an object accessed only by
users within the US can be stored only on data centers
in the US, whereas another object accessed by users
worldwide needs wider replication.

• The number of PUTs and GETs issued for that object
at each of these data centers, e.g., to reduce network
transfer costs, it is more cost-effective to replicate the
object more (less) if the workload is dominated by
GETs (PUTs).

• The temporal variation of the workload for the object,
e.g., the object may initially receive a high fraction of
PUTs and later be dominated by GETs, thus requiring
a change in the replication strategy for the object.

Multi-dimensional pricing. Cost minimization is
further complicated by the fact that any storage service
prices its use based on several metrics: the amount of
data stored, the number of PUTs and GETs issued, and
the amount of data transferred out of the data center in
which the service is hosted. No single storage service
is the cheapest along all dimensions. For example, one
storage service may offer cheap storage but charge high
prices for network transfers, whereas another may offer
cheap network bandwidth but be expensive per PUT and
GET to the service. Moreover, some storage services
(e.g., GCS) charge for network bandwidth based on the
location of the client issuing PUTs and GETs.
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3 Why multi-cloud?
A key design decision in SPANStore is to have it span the
data centers of multiple cloud service providers. In this
section, we motivate this design decision by presenting
measurements which demonstrate that deploying across
multiple cloud providers can potentially lead to reduced
latencies for clients and reduced cost for applications.

3.1 Lower latencies

We first show that using multiple cloud providers can en-
able SPANStore to offer lower GET/PUT latencies. For
this, we instantiate VMs in each of the data centers in
EC2, Azure, and GCE. From the VM in every data cen-
ter, we measure GET latencies to the storage service in
every other data center once every 5 minutes for a week.
We consider the latency between a pair of data centers
as the median of the measurements for that pair.

Figure 1 shows how many other data centers are
within a given latency bound of each EC2 [1(a)] and
Azure [1(b)] data center. These graphs compare the
number of nearby data centers if we only consider the
single provider to the number if we consider all three
providers—Amazon, Google, and Microsoft. For a
number of latency bounds, either graph depicts the mini-
mum, median, and maximum (across data centers) of the
number of options within the latency bound.

For nearly all latency bounds and data centers, we
find that deploying across multiple cloud providers in-
creases the number of nearby options. SPANStore can
use this greater choice of nearby storage options to meet
tighter latency SLOs, or to meet a fixed latency SLO us-
ing fewer storage replicas (by picking locations nearby
to multiple frontends). Intuitively, this benefit occurs be-
cause different providers have data centers in different
locations, resulting in a variation in latencies to other
data centers and to clients.

3.2 Lower cost

Deploying SPANStore across multiple cloud providers
also enables it to meet latency SLOs at potentially lower
cost due to the discrepancies in pricing across providers.
Figures 1(c) and 1(d) show, for each EC2 and Azure data
center, the number of other data centers within a given
latency bound that are cheaper than the local data cen-
ter along some dimension (storage, PUT/GET requests,
or network bandwidth). For example, nearby Azure data
centers have similar pricing, and so, no cheaper options
than local storage exist within 150ms for Azure-based
services. However, for the majority of Azure-based fron-
tends, deploying across all three providers yields multi-
ple storage options that are cheaper for at least some op-
erations. Thus, by judiciously combining resources from
multiple providers, SPANStore can use these cheaper op-
tions to reduce costs.

Data center 1
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Service

Placement 
Manager

Data
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Storage
Service

PUT/GET requests

Data center 2
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Service

SPANStore 
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SPANStore
Library

Application VM

Storage
Service

Figure 2: Overview of SPANStore’s architecture.

4 Overview
We design SPANStore such that every application uses
a separate deployment of SPANStore. Figure 2 summa-
rizes SPANStore’s deployment for any particular appli-
cation. At every data center in which the application
is deployed, the application issues PUT and GET re-
quests for objects to a SPANStore library that the ap-
plication links to. The SPANStore library serves these
requests by 1) looking up in-memory metadata stored in
the SPANStore-instantiated VMs in the local data center,
and thereafter 2) issuing PUTs and GETs to underlying
storage services. To issue PUTs to remote storage ser-
vices, the SPANStore library may choose to relay PUT
operations via SPANStore VMs in other data centers.

The manner in which SPANStore VMs should serve
PUT/GET requests for any particular object is dictated
by a central PlacementManager (PMan). We divide time
into fixed-duration epochs; an epoch lasts one hour in
our current implementation. At the start of every epoch,
all SPANStore VMs transmit to PMan a summary of the
application’s workload and latencies to remote data cen-
ters measured in the previous epoch. PMan then com-
putes the optimal replication policies to be used for the
application’s objects based on its estimate of the appli-
cation’s workload in the next epoch and the application’s
latency, consistency, and fault tolerance requirements. In
our current implementation, PMan estimates the appli-
cation’s workload in a particular epoch to be the same
as that observed during the same period in the previous
week. PMan then communicates the new replication
policies to SPANStore VMs at all data centers. These
replication policies dictate how SPANStore should serve
the application’s PUTs (where to write copies of an ob-
ject and how to propagate updates) and GETs (where to
fetch an object from) in the next epoch.

5 Determining replication policies
In this section, we discuss PMan’s determination of the
replication policies used in SPANStore’s operation. We
first describe the inputs required by PMan and the format
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Figure 3: Overview of PMan’s inputs and output.

in which it outputs replication policies. We then present
the algorithms used by PMan in two different data con-
sistency scenarios.

5.1 Inputs and output

As shown in Figure 3, PMan requires three types of in-
puts: 1) a characterization of SPANStore’s deployment,
2) the application’s latency, fault tolerance, and consis-
tency requirements, and 3) a specification of the appli-
cation’s workload.

Characterization of SPANStore deployment. PMan
requires two pieces of information about SPANStore’s
deployment. First, it takes as input the distribution of
latencies between every pair of data centers on which
SPANStore is deployed. These latencies include mea-
surements of PUTs, GETs, and pings issued from a VM
in one data center to the storage service or a VM in an-
other data center. Second, PMan needs the pricing pol-
icy for the resources used by SPANStore. For each data
center, we specify the price per byte of storage, per PUT
request, per GET request, and per hour of usage for the
type of virtual machine used by SPANStore in that data
center. We also specify, for each pair of data centers, the
price per byte of network transfer from one to the other,
which is determined by the upload bandwidth pricing at
the source data center.

Application requirements. PMan also needs as input
the application’s latency, data consistency, and fault tol-
erance requirements. For the latency goals, we let the ap-
plication separately specify SLOs for latencies incurred
by PUT and GET operations. Either SLO is specified by
a latency bound and the fraction of requests that should
incur a latency less than the specified bound.

To capture consistency needs, we ask the application
developer to choose between strong and eventual con-
sistency. In the strong consistency case, we provide lin-
earizability, i.e., all PUTs for a particular object are or-
dered and any GET returns the data written by the last
committed PUT for the object. In contrast, if an applica-
tion can make do with eventual consistency, SPANStore
can satisfy lower latency SLOs. Our algorithms for
the eventual consistency scenario are extensible to other
consistency models such as causal consistency [26] by
augmenting data transfers with additional metadata.

In both the eventual consistency and strong consis-

tency scenarios, the application developer can specify
the number of failures—either of data centers or of Inter-
net paths between data centers—that SPANStore should
tolerate. As long as the number of failures is less than the
specified number, SPANStore should ensure the avail-
ability of all GET and PUT operations while also satis-
fying the application’s consistency and latency require-
ments. When the number of failures exceeds the spec-
ified number, SPANStore may make certain operations
unavailable or violate latency goals in order to ensure
that consistency requirements are preserved.

Workload characterization. Lastly, PMan accounts
for the application’s workload in two ways. First, for
every object stored by an application, we ask the ap-
plication to specify the set of data centers from which
it will issue PUTs and GETs for the object. We refer
to this as the access set for the object. An application
can determine the access set for an object based on the
sharing pattern of that object across users. For exam-
ple, a collaborative online document editing webservice
knows the set of users with whom a particular document
has been shared. The access set for the document is then
the set of data centers from which the webservice serves
these users. In cases where the application itself is un-
sure which users will access a particular object (e.g., in
a file hosting service like Rapidshare), it can specify the
access set of an object as comprising all data centers on
which the application is deployed; this uncertainty will
translate to higher costs. In this work, we consider ev-
ery object as having a fixed access set over its lifetime.
SPANStore could account for changes in an object’s ac-
cess set over time, but at the expense of a larger number
of latency SLO violations; we defer the consideration of
this scenario to future work.

Second, SPANStore’s VMs track the GET and PUT
requests received from an application to characterize
its workload. Since the GET/PUT rates for individual
objects can exhibit bursty patterns (e.g., due to flash
crowds), it is hard to predict the workload of a partic-
ular object in the next epoch based on the GETs and
PUTs issued for that object in previous epochs. There-
fore, SPANStore instead leverages the stationarity that
typically exists in an application’s aggregate workload,
e.g., many applications exhibit diurnal and weekly pat-
terns in their workload [11, 17]. Specifically, at every
data center, SPANStore VMs group an application’s ob-
jects based on their access sets. In every epoch, for every
access set, the VMs at a data center report to PMan 1)
the number of objects associated with that access set and
the sum of the sizes of these objects, and 2) the aggregate
number of PUTs and GETs issued by the application at
that data center for all objects with that access set.

To demonstrate the utility of considering aggregate
workloads in this manner, we analyze a Twitter dataset
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Figure 4: Comparison at different granularities of the sta-
tionarity in the number of posted tweets.

that lists the times at which 120K users in the US posted
on Twitter over a month [25]. We consider a scenario
in which every user is served from the EC2 data cen-
ter closest to the user, and consider every user’s Twit-
ter timeline to represent an object. When a user posts a
tweet, this translates to one PUT operation on the user’s
timeline and one PUT each on the timelines of each of
the user’s followers. Thus, the access set for a particular
user’s timeline includes the data centers from which the
user’s followers are served.

Here, we consider those users whose timelines have
their access set as all EC2 data centers in the US. Fig-
ure 4 presents the stationarity in the number of PUTs
when considering the timelines of all of these users in
aggregate and when considering five popular individual
users. In either case, we compare across two weeks the
number of PUTs issued in the same hour on the same
day of the week, i.e., for every hour, we compute the
difference between the number of tweets in that hour
and the number of tweets in the same hour the previous
week, normalized by the latter value. Aggregate across
all users, the count for every hour is within 50% of the
count for that hour the previous week, whereas individ-
ual users often exhibit 2x and greater variability. The
greater stationarity in the aggregate workload thus en-
ables more accurate prediction based on historical work-
load measurements.

Replication policy. Given these inputs, at the begin-
ning of every epoch, PMan determines the replication
policy to be used in the next epoch. Since we capture
workload in aggregate across all objects with the same
access set, PMan determines the replication policy sep-
arately for every access set, and SPANStore employs the
same replication strategy for all objects with the same
access set. For any particular access set, the replication
policy output by PMan specifies 1) the set of data cen-
ters that maintain copies of all objects with that access
set, and 2) at each data center in the access set, which
of these copies SPANStore should read from and write
to when an application VM at that data center issues a
GET or PUT on an object with that access set.

Thus, the crux of SPANStore’s design boils down
to: 1) in each epoch, how does PMan determine the

replication policy for each access set, and 2) how does
SPANStore enforce PMan-mandated replication policies
during its operation, accounting for failures and changes
in replication policies across epochs? We next describe
separately how SPANStore addresses the first question in
the eventual consistency and strong consistency cases,
and then tackle the second question in the next section.

5.2 Eventual consistency

When the application can make do with eventual con-
sistency, SPANStore can trade-off costs for storage,
PUT/GET requests, and network transfers. To see why
this is the case, let us first consider the simple replica-
tion policy where SPANStore maintains a copy of every
object at each data center in that object’s access set (as
shown in Figure 5(a)). In this case, a GET for any ob-
ject can be served from the local storage service. Simi-
larly, PUTs can be committed to the local storage service
and updates to an object can be propagated to other data
centers in the background; SPANStore considers a PUT
as complete after writing the object to the local storage
service because of the durability guarantees offered by
storage services. By serving PUTs and GETs from the
storage service in the same data center, this replication
policy minimizes GET/PUT latencies, the primary bene-
fit of settling for eventual consistency. In addition, serv-
ing GETs from local storage ensures that GETs do not
incur any network transfer costs.

However, as the size of the access set increases, repli-
cating every object at every data center in the access set
can result in high storage costs. Furthermore, as the frac-
tion of PUTs in the workload increase, the costs associ-
ated with PUT requests and network transfers increase
as more copies need to be kept up-to-date.

To reduce storage costs and PUT request costs,
SPANStore can store replicas of an object at fewer data
centers, such that every data center in the object’s access
set has a nearby replica that can serve GETs/PUTs from
this data center within the application-specified latency
SLOs. For example, as shown in Figure 5(b), instead of
storing a local copy, data center A can issue PUTs and
GETs to the nearby replica at Q.

However, SPANStore may incur unnecessary net-
working costs if it propagates a PUT at data center A
by having A directly issue a PUT to every replica. In-
stead, we can capitalize on the discrepancies in pricing
across different cloud services (see Section 3) and re-
lay updates to the replicas via another data center that
has cheaper pricing for upload bandwidth. For example,
in Figure 5(c), SPANStore reduces networking costs by
having A send each of its updates to P, which in turn
issues a PUT for this update to all the replicas that A
has not written to directly. In some cases, it may be
even more cost-effective to have the replica to which A
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commits its PUTs relay updates to a data center that has
cheap network pricing, which in turn PUTs the update to
all other replicas, e.g., as shown in Figure 5(d).

PMan addresses this trade-off between storage, net-
working, and PUT/GET request costs by formulating
the problem of determining the replication policy for a
given access set AS as a mixed integer program (shown
in Appendix A; for simplicity, we present the formula-
tion without including VM costs). For every data cen-
ter i 2 AS, PMan chooses f + 1 data centers (out of all
those on which SPANStore is deployed) which will serve
as the replicas to which i issues PUTs and GETs (line
27). SPANStore then stores copies of all objects with ac-
cess set AS at all data centers in the union of PUT/GET
replica sets (line 29).

The integer program used by PMan imposes several
constraints on the selection of replicas and how updates
made by PUT operations propagate. First, whenever an
application VM in data center i issues a PUT, SPANStore
synchronously propagates the update to all the data cen-
ters in the replica set for i (line 31) and asynchronously
propagates the PUT to all other replicas of the object
(line 33). Second, to minimize networking costs, the
integer program used by PMan allows for both syn-
chronous and asynchronous propagation of updates to
be relayed via other data centers. Synchronous relaying
of updates must satisfy the latency SLOs (lines 13 and
14), whereas in the case of asynchronous propagation of
updates, relaying can optionally be over two hops (line
15), as in the example in Figure 5(d). Finally, for every
data center i in the access set, PMan identifies the paths
from data centers j to k along which PUTs from i are
transmitted during either synchronous or asynchronous
propagation (lines 35 and 36).

PMan solves this integer program with the objective
of minimizing total cost, which is the sum of storage
cost and the cost incurred for serving GETs and PUTs.
The storage cost is simply the cost of storing one copy
of every object with access set AS at each of the replicas
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Figure 6: Example use of asymmetric quorum sets. Solid
unshaded circles represent data centers in the access set,
and shaded circles are data centers that host replicas. Di-
rected edges represent transfers to PUT replica sets, and
dashed ovals represent GET replica sets.

chosen for that access set (line 24). For every GET oper-
ation at data center i, SPANStore incurs the price of one
GET request at each of i’s replicas and the cost of trans-
ferring the object over the network from those replicas
(line 20). In contrast, every PUT operation at any data
center i incurs the price of one PUT request each at all
the replicas chosen for access set AS, and network trans-
fer costs are incurred on every path along which i’s PUTs
are propagated (line 22).

5.3 Strong consistency

When the application using SPANStore for geo-
replicated storage requires strong consistency of data,
we rely on quorum consistency [20]. Quorum consis-
tency imposes two requirements to ensure linearizabil-
ity. For every data center i in an access set, 1) the subset
of data centers to which i commits each of its PUTs—
the PUT replica set for i—should intersect with the PUT
replica set for every other data center in the access set,
and 2) the GET replica set for i should intersect with the
PUT replica set for every data center in the access set.
The cardinality of these intersections should be greater
than the number of failures that the application wants
SPANStore to tolerate.

In our design, we use asymmetric quorum sets [31]
to instantiate quorum consistency as above. With asym-
metric quorum sets, the PUT and GET replica sets for
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any particular data center can differ. We choose to use
asymmetric quorum sets due to the non-uniform geo-
graphic distribution of data centers. For example, as
seen in Figure 1(a), EC2 data centers have between 2
and 16 other data centers within 200ms of them. Fig-
ure 6 shows an example where, due to this non-uniform
geographic distribution of data centers, asymmetric quo-
rum sets reduce cost and help meet lower latency SLOs.

The integer program that PMan uses for choosing
replication policies in the strong consistency setting
(shown in Appendix B) mirrors the program for the
eventual consistency case in several ways: 1) PUTs can
be relayed via other data centers to reduce networking
costs (lines 10 and 11, and 27–30), 2) storage costs are
incurred for maintaining a copy of every object at ev-
ery data center that is in the union of the GET and PUT
replica sets of all data centers in the access set (lines
7, 18, and 32), and 3) for every GET operation at data
center i, one GET request’s price and the price for trans-
ferring a copy of the object over the network is incurred
at every data center in i’s GET replica set (line 14).

However, the integer program for the strong con-
sistency setting does differ from the program used in
the eventual consistency case in three significant ways.
First, for every data center in the access set, the PUT and
GET replica sets for that data center may differ (lines 5
and 6). Second, PMan constrains these replica sets so
that every data center’s PUT and GET replica sets have
an intersection of at least 2 f + 1 data centers with the
PUT replica set of every other data center in the access
set (lines 20–26). Finally, PUT operations at any data
center i are propagated only to the data centers in i’s
PUT replica set, and these updates are propagated via
at most one hop (line 16).

6 SPANStore dynamics
Next, we describe SPANStore’s operation in terms of the
mechanisms it uses to execute PUTs and GETs, to tol-
erate failures, and to handle changes in the application’s
workload across epochs. First, we discuss the metadata
stored by SPANStore to implement these mechanisms.

6.1 Metadata

At every data center, SPANStore stores in-memory meta-
data across all the VMs that it deploys in that data center.
At the beginning of an epoch, PMan computes the new
replication policy to use in that epoch, and it transmits
to every data center the replication policy information
needed at that data center. A data center A needs, for
every access set AS that contains A, the PUT and GET
replica sets to be used by A for objects with access set
AS. Whenever the application issues a PUT for a new
object at data center A, it needs to specify the access set
for that object. SPANStore then inserts an (object name
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Figure 7: At any data center A, SPANStore stores an (a)
in-memory version mapping for objects stored at A. If the
application is deployed at A, SPANStore also stores (b) the
access set mapping for objects whose access set includes A,
and (c) replication policy versions for different epochs.

! access set) mapping into the in-memory metadata at
every data center in the access set.

As we describe later in Section 6.4, when serving
the first operation for an object in a particular epoch,
SPANStore needs to account for both the replication pol-
icy currently in use for that object and the new repli-
cation policy computed by PMan for the current epoch.
Therefore, we store both current and historical versions
of the (access set ! replica sets) mapping. As shown in
Figure 7, the access set mapping for an object includes
the replication policy version that currently applies for
that object. SPANStore eventually destroys an old repli-
cation policy when no object is using it.

In addition, at any data center, SPANStore also stores
an in-memory version mapping for all objects stored in
the storage service at that data center. Note that, at any
data center A, the set of objects stored at A can differ
from the set of objects whose access set includes A.

6.2 Serving PUTs and GETs

Any application uses SPANStore by linking to a li-
brary that implements SPANStore’s protocol for per-
forming PUTs and GETs. If the application configures
SPANStore to provide eventual consistency, the library
looks up the local metadata for the current PUT/GET
replica set for the queried object. Upon learning which
replicas to use, the SPANStore library issues PUT/GET
requests to the storage services at those replicas and re-
turns an ACK/the object’s data to the application as soon
as it receives a response from any one of those replicas.

When using strong consistency, SPANStore uses two
phase locking (2PL) to execute PUT operations. First,
the SPANStore library looks up the object’s metadata to
discover the set of replicas that this data center must
replicate the object’s PUTs to. The library then acquires
locks for the object at all data centers in this replica set.
If it fails to acquire any of the locks, it releases the locks
that it did acquire, backs off for a random period of time,
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Figure 8: Illustration of SPANStore’s two-phase locking
protocol. Solid lines impact PUT latency, whereas opera-
tions along dashed lines are performed asynchronously.

and then retries. Once the library acquires locks at all
data centers in the PUT replica set, it writes the new ver-
sion of the object to the storage services at those data
centers and releases the locks.

The straightforward implementation of this protocol
for executing PUTs can be expensive. Consider a VM at
data center A performing a PUT operation on a replica
set that includes data center B. The VM at A can first
send a request to a VM at B to acquire the lock and to
obtain the version of the object stored at data center B.
The VM at A can then send the data for the object being
updated to the VM at B (possibly via another data center
C that relays the data). The VM at B can write the data to
the local data center, release the lock, and update the in-
memory version mapping for the object. However, this
requires SPANStore’s VMs to receive object data from
remote data centers. To meet the bandwidth demands of
doing so, we will need to provision a large number of
VMs, thus inflating cost.

Instead, we employ a modified 2PL protocol as shown
in Figure 8. As before, the VM at A communicates with
a VM at B to acquire the lock and obtain the version
number of B’s copy of the object. To acquire the lock
for object o, the VM at B inserts two objects into the lo-
cal in-memory metadata cluster—LT

o that times out after
5 seconds, and LU

o that does not have any timeout. Once
it acquires the lock, the VM at A directly issues a PUT
to the storage service at data center B, rather than ask-
ing the VM at B to perform this PUT. While writing the
object, we prepend the version number to the object’s
data. Once the PUT to the storage service is complete,
SPANStore lazily requests a VM at B to release the lock
by deleting both LT

o and LU
o , and to also update the ver-

sion number stored in memory for the updated object.
In the case where the Internet path from A to B fails

after the new version of the object has been written to B
or if the VM at A that is performing the PUT fails before
it releases the locks, the VM at A cannot explicitly delete
LT

o and LU
o at B, yet LT

o will timeout. When a VM at B
receives a request to lock object o in the future and finds

that LT
o is absent but LU

o is present, it issues a GET for
the object to the local storage service and updates the in-
memory version mapping for o to the version prepended
to the object’s data.

This modified 2PL protocol eliminates the need for
SPANStore’s VMs to send or receive object data, other
than when PUTs are relayed via another data center.
As a result, our 2PL protocol is significantly more cost-
effective than the strawman version, e.g., a small VM on
EC2 can handle 105 locking operations per second, but
can only receive and write to the local storage service 30
100KB objects per second.

In the strong consistency setting, serving GETs is sim-
pler than serving PUTs. When an application VM at
a particular data center issues a GET, the SPANStore
library on that VM looks up the GET replica set for
that object in the local in-memory metadata, and it then
fetches the copy of the requested object from every data
center in that set. From the retrieved copies of the object,
the library then returns the latest version of the object to
the application. We could reduce networking costs by
first querying the in-memory metadata at every replica
for the current version of the object at that data center,
and then fetching a copy of the object only from the near-
est data center which has the latest version. However,
for small objects whose data can fit into one IP packet,
querying the version first and then fetching the object
will double the wide-area RTT overhead.

6.3 Fault tolerance

SPANStore needs to respect the application’s fault-
tolerance needs, which PMan accounts for when it de-
termines replication policies. In the eventual consistency
case, every data center in the access set is associated with
f + 1 replicas, and SPANStore considers a GET/PUT
as complete once the operation successfully completes
on any one of the replicas chosen by PMan. It suffices
for SPANStore to consider a PUT as complete even af-
ter writing the update to a single replica because of the
durability guarantees offered by the storage services that
SPANStore builds upon. Every storage service replicates
objects across servers within a data center to ensure that
it is very unlikely to lose an update committed by a PUT.

When configured for strong consistency, SPANStore
relies on the fault tolerance offered by our use of quo-
rum sets. An intersection of at least 2 f + 1 data centers
between the PUT replica set of every data center and the
PUT and GET replica sets of every other data center in
the access set enables SPANStore to be resilient to up to
f failures [30]. This is because, even if every data center
is unable to reach a different set of f replicas, the in-
tersection larger than 2 f + 1 between PUT-PUT replica
set pairs and GET-PUT replica set pairs ensures that ev-
ery pair of data centers in the access set has at least one
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common replica that they can both reach.
Thus, in the strong consistency setting, the SPANStore

library can tolerate failures as follows when executing
PUT and GET operations. At any data center A, the li-
brary initiates a PUT operation by attempting to acquire
the lock for the specified object at all the data centers in
A’s PUT replica set for this object. If the library fails to
acquire the lock at some of these data centers, for every
other data center B in the object’s access set, the library
checks whether it failed to acquire the lock at at most f
replicas in B’s PUT and GET replica sets for this object.
If this condition is true, the library considers the object
to be successfully locked and writes the new data for the
object. If not, the PUT operation cannot be performed
and the library releases all acquired locks.

The SPANStore library executes GETs in the strong
consistency setting similarly. To serve a GET issued
at data center A, the library attempts to fetch a copy of
the object from every data center in A’s GET replica set
for the specified object. If the library is unsuccessful
in fetching copies of the object from a subset S of A’s
replica set, it checks to see whether S has an intersec-
tion of size greater than f with the PUT replica set of
any other data center in the object’s access set. If yes,
the library determines that the GET operation cannot be
performed and returns an error to the application.

6.4 Handling workload changes

The replication policy for an access set can change when
there is a significant change in the aggregate workload
estimated for objects with that access set. When PMan
mandates a new replication policy for a particular ac-
cess set at the start of a new epoch, SPANStore switches
the configuration for an object with that access set at the
time of serving the first GET or PUT request for that ob-
ject in the new epoch. SPANStore can identify the first
operation on an object in the new epoch based on a ver-
sion mismatch between the replication policy associated
with the object and the latest replication policy.

In a new epoch, irrespective of whether the first op-
eration on an object is a GET or a PUT, the SPANStore
library on the VM issuing the request attempts to acquire
locks for the object at all data centers in the object’s ac-
cess set. In the case of a PUT, SPANStore commits the
PUT to the new PUT replica set associated with the ob-
ject. In the case of a GET, SPANStore reads copies of the
object from the current GET set and writes the latest ver-
sion among these copies to the new PUT set. SPANStore
then switches the replication policy for the object to the
current version at all data centers in its access set. There-
after, all the PUTs and GETs issued for the object can be
served based on the new replication policy.

This procedure for switching between replication
policies leads to latency SLO violations and cost over-

head (due to the additional PUTs incurred when the first
request for an object in the new epoch is a GET). How-
ever, we expect the SLO violations to be rare and the
cost overhead to be low since only the first operation on
an object in a new epoch is affected.

7 Implementation
We have implemented and deployed a prototype of
SPANStore that spans all the data centers in Amazon S3,
Microsoft Azure, and Google Cloud Storage. Our imple-
mentation has three components—1) PMan, 2) a client
library that applications can link to, and 3) an XMLRPC
server that is run in every VM run by SPANStore. In ad-
dition, in every data center, we run a memcached cluster
across all SPANStore instances in that data center to store
SPANStore’s in-memory metadata.

PMan initially bootstraps its state by reading in a
configuration file that specifies the application’s latency,
consistency, and fault tolerance requirements as well as
the parameters (latency distribution between data cen-
ters, and prices for resources at these data centers) that
characterize SPANStore’s deployment. To determine op-
timal replication policies, it then periodically invokes
the CPLEX solver to solve the formulation (Appendix A
or Appendix B) appropriate for the application’s consis-
tency needs. PMan also exports an XMLRPC interface
to receive workload and latency information from every
data center at the end of every epoch.

The client library exports two methods: GET(key) and
PUT(key, value, [access set]). The library implements
these methods as per the protocols described in Sec-
tion 6. To lookup the metadata necessary to serve GET
and PUT requests, the library uses DNS to discover the
local memcached cluster.

The XMLRPC server exports three interfaces. First,
it exports a LOCK(key) RPC for the client library to ac-
quire object-specific locks. Second, its RELAY(key, data,
dst) enables the library or a SPANStore VM to indirectly
relay a PUT in order to reduce network bandwidth costs.
Lastly, the XMLRPC server receives replication policy
updates from PMan.

In addition, the XMLRPC server 1) gathers statis-
tics about the application’s workload and reports this
information to PMan at the end of every epoch, and
2) exchanges heartbeats and failure information with
SPANStore’s VMs in other data centers. Both the client
library and the XMLRPC server leverage open-source
libraries for issuing PUT and GET requests to the S3,
Azure, and GCS storage services.

8 Evaluation
We evaluate SPANStore from four perspectives: the cost
savings that it enables, the cost-optimality of its replica-
tion policies, the cost necessary for increased fault toler-
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Figure 10: Variation in the dominant
component of SPANStore’s cost as a func-
tion of the application’s workload.

ance, and the scalability of PMan. Here, we show results
for the case where the application is deployed across
EC2’s data centers, and SPANStore is deployed across
the storage services offered by S3, Azure, and GCS. Our
results are qualitatively similar when we consider appli-
cation deployments on Azure or GCE.

8.1 Cost savings
Workload and SLOs. To evaluate the cost savings en-
abled by SPANStore, we consider all 18 combinations
of a) GET:PUT ratios of 1, 10, and 30, b) average ob-
ject sizes of 1 KB and 100 KB, and c) aggregate data
size of 0.1 TB, 1 TB and 10 TB. Our choice of these
workload parameters is informed by the GET:PUT ratio
of 30:1 and objects typically smaller than 1 KB seen in
Facebook’s workload [14]. For brevity, we omit here the
results for the intermediate cases where GET:PUT ratio
is 10 and overall data size is 1 TB. In all workload set-
tings, we fix the number of GETs at 100M and compute
cost over a 30 day period.

When analyzing the eventual consistency setting, we
consider two SLOs for the 90th percentile values of GET
and PUT latencies—100 ms and 250 ms; 250 ms is the
minimum SLO possible with a single replica for ev-
ery object and 100 ms is less than half of that. In the
strong consistency case, we consider two SLO combina-
tions for the 90th percentile GET and PUT latencies—1)
100ms and 830ms, and 2) 250 ms and 830 ms; 830 ms
is the minimum PUT SLO if every object was replicated
at all data centers in its access set. Since the cost sav-
ings enabled by SPANStore follow similar trends in the
eventual consistency and strong consistency settings, we
show results only for the latter scenario for brevity.

Comparison with single-cloud deployment. First,
we compare the cost with SPANStore with the mini-
mum cost required if we used only Amazon S3’s data
centers for storage. Figure 9 shows that SPANStore’s
use of multiple cloud services consistently offers sig-
nificant cost savings when the workload includes 1 KB
objects. The small object size makes networking cost
negligible in comparison to PUT/GET requests costs,
and hence, SPANStore’s multi-cloud deployment helps

because PUT and GET requests are priced 50x and 4x
cheaper on Azure as compared to on S3. When the av-
erage object size is 100KB, SPANStore still offers cost
benefits for a sizeable fraction of access sets when the
PUT/GET ratio is 1 and overall size size is small. In
this case, since half of the workload (i.e., all PUT op-
erations) require propagation of updates to all replicas,
SPANStore enables cost savings by exploiting discrep-
ancies in network bandwidth pricing across cloud ser-
vices. Furthermore, when the total data size is 10 TB,
SPANStore reduces storage costs by storing fewer copies
of every object.

Comparison with fixed replication policies. We also
compare the cost incurred when using SPANStore with
that imposed by two fixed replication policies: Every-
where and Single. With the Everywhere policy, every
object is replicated at every data center in the object’s
access set. With the Single replication policy, any object
is stored at one data center that minimizes cost among
all single replica alternatives that satisfy the PUT and
GET latency SLOs. We consider the same workloads as
before, but ignore the cases that set the SLO for the 90th

percentile GET latency to 100ms since that SLO cannot
be satisfied when using a single replica.

In Figure 11(left), we see that SPANStore significantly
outdoes Everywhere in all cases except when GET:PUT
ratio is 30 and average object size is 100KB. On the
other hand, in Figure 11(right), we observe a bi-modal
distribution in the cost savings as compared to Single
when the object size is small. We find that this is be-
cause, for all access sets that do not include EC2’s Syd-
ney data center, using a single replica (at some data cen-
ter on Azure) proves to be cost-optimal; this is again
because the lower PUT/GET costs on Azure compen-
sate for the increased network bandwidth costs. When
the GET:PUT ratio is 1 and the average object size is
100KB, SPANStore saves cost compared to Single by ju-
diciously combining the use of multiple replicas.

Dominant cost analysis. Finally, we analyze how the
dominant component of SPANStore’s cost varies based
on the input workload. For one particular access set,
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ing workload using individual objects com-
pared with aggregate workload prediction.

Figure 10 shows which among network, storage, and re-
quest cost dominates the total cost when varying average
object size from 0.1 KB to 1 MB and total data size from
1 GB to 1 PB. Here, we use a GET:PUT ratio of 30 and
set GET and PUT SLOs as 250ms and 830ms with the
need for strong consistency, but the takeaways are simi-
lar in other scenarios.

When both the average object size and the total data
size are small, costs for PUT and GET requests initially
dominate, but network transfer costs increase as the av-
erage object size increases. However, as the average ob-
ject size increases further, SPANStore transitions to stor-
ing data locally at every data center in the access set.
This eliminates the need to use the network when serv-
ing GETs, thus making request costs the dominant com-
ponent of cost again. However, network transfers cannot
be completely eliminated due to the need to propagate
updates to all replicas. Therefore, network transfer costs
again begin to dominate for large object sizes.

When the total data size is large, SPANStore stores
a single copy of all data when the average object size
is small and storage cost is dominant. As the average
object size increases, network transfer costs initially ex-
ceed the storage cost. However, as network costs con-
tinue to increase, SPANStore begins to store multiple
replicas of every object so that many GETs can be served
from the local data center. This reduces network transfer
costs and makes storage cost dominant again. Eventu-
ally, as the average object size increases further, even if
SPANStore stores a replica of every object at every data
center in its access set, the need to synchronize replicas
results in networking costs exceeding storage costs.

8.2 Impact of aggregation of objects
SPANStore’s cost-effectiveness critically depends on its
ability to estimate the application’s workload. As dis-
cussed previously in Section 5, we choose to charac-
terize workload in aggregate across all objects with the
same access set due to the significantly greater station-
arity that exists in aggregate workloads as compared to
the workloads of individual objects. Here, we quantify
the cost benefits enabled by this design decision.

From the Twitter dataset previously described in Sec-
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Figure 13: Cost inflation when tolerating f failures com-
pared to the cost with f = 0. SLOs are on 90th percentile
latencies and G-SLO=250ms.

tion 5, we randomly choose 10K users. Since the dataset
only specifies the times at which these users post tweets,
we generate the times at which they check their Twitter
timelines based on Twitter’s usage statistics [4]. Consid-
ering hour-long epochs, we estimate the workload in a
particular hour as being the same as that in the same hour
in the previous week. We consider workload estimation
at two granularities: 1) per-object, and 2) in aggregate
across all objects with the same access set.

Figure 12 shows the cost inflation arising from esti-
mating workloads on a per-object granularity as com-
pared to the cost when estimating aggregate workloads.
The high inflation is due to the significant variation seen
in any individual user’s usage of Twitter. Since most
users rarely post or access Twitter, the use of the per-
object workload estimator causes SPANStore to typically
choose EC2’s data centers as replicas since they have
lower storage cost. However, this often turns out to
be a mis-prediction of the workload, and when a user
does post or access her timeline, SPANStore has to incur
greater request costs that necessary by serving these re-
quests from EC2’s data centers. The greater accuracy of
estimating workloads in aggregate enables SPANStore to
replicate data in a more cost-effective manner.

8.3 Cost for fault tolerance

To tolerate failures, SPANStore provisions more data
centers to serve as replicas. As expected, this results in
higher cost. In Figure 13, we show the cost inflation for
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various levels of fault-tolerance as compared to the cost
when SPANStore is provisioned to not tolerate any fail-
ures. For most access sets, the cost inflation is roughly
proportional to f +1 in the eventual consistency scenario
and proportional to 2 f +1 in the strong consistency case.
However, the need for fault tolerance increases cost by
a factor greater than f +1/2 f +1 for many other access
sets. This is because, as f increases, the need to pick
a greater number of replicas within the latency SLO for
every data center in the access set requires SPANStore to
use as replicas data centers that have greater prices for
GET/PUT requests.

In addition, in both the eventual consistency and
strong consistency scenarios, the need to tolerate fail-
ures results in higher cost inflation when the GET:PUT
ratio is low as compared to when the GET:PUT ratio is
high. This is because, when the GET:PUT ratio is low,
SPANStore can more aggressively reduce costs when
f = 0 by indirectly propagating updates to exploit dis-
crepancies in network bandwidth pricing.

8.4 Scalability of PlacementManager

Finally, we evaluate the scalability of PMan, the one
central component in SPANStore. At the start of every
epoch, PMan needs to compute the replication policy for
all access sets; there are 2N access sets for an application
deployed across N data centers. Though the maximum
number of data centers in any one cloud service is cur-
rently 8 (in EC2), we test the scalability of PMan in the
extreme case where we consider all the data centers in
EC2, Azure, and GCE as being in the same cloud ser-
vice on which the application is deployed. On a cluster
of 16 servers, each with two quad-core hyperthreaded
CPUs, we find that we can compute the replication pol-
icy within an hour for roughly 33K access sets. There-
fore, as long as the application can estimate its workload
for the next epoch an hour before the start of the epoch
(which is the case with our current way of estimation
based on the workload in the same hour in the previ-
ous week), our PMan implementation can tackle cases
where the application is deployed on 15 or fewer data
centers. For more geographically distributed application
deployments, further analysis is necessary to determine
when the new aggregate workload for a access set will
not cause a significant change in the optimal replication
policy for that set. This will enable PMan to only recom-
pute the replication policy for a subset of access sets.

9 Case studies
We have used our SPANStore prototype as the back-
end storage for two applications that can benefit from
geo-replicated storage: 1) Retwis [5] is a clone of the
Twitter social networking service, which can make do
with eventual consistency, and 2) ShareJS [6] is a col-
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Figure 14: CDF of operation latencies in (a) Retwis and
(b) ShareJS applications.

laborative document editing webservice, which requires
strongly consistent data. To support both applications,
we add a few operations that are wrappers over PUTs
and GETs, such as “append to a set”, “get ith element
from a set”, and “increment a global counter”. We de-
ploy both applications across all of EC2’s data centers.2

Retwis. At each EC2 data center, we run emulated
Retwis clients which repeatedly make two types of oper-
ations: Post operations represent a user posting a tweet,
and GetRange operations fetch the last 100 tweets in a
user’s timeline (the set of tweets posted by those that the
user follows). We set the ratio of number of Post op-
erations to number of GetRange operations as 0.1, i.e.,
on average, every user makes a post every 10 times that
she checks her timeline. A GetRange operation issues
1) a GET to fetch the user’s timeline object, and then
2) GETs for the post IDs in the specified range in the
timeline. A Post operation executes the following se-
quence: 1) a PUT to store the post, 2) a GET to fetch
the list of the user’s followers, and 3) an Insert operation
to append the post’s ID to the timeline object of each of
the user’s followers. The Insert operation on an object
fetches the object by issuing GET, modifies it locally,
and then writes back the updated object with a PUT.

We run Retwis with a randomly generated social net-
work graph comprising 10K users, where every user fol-
lows a randomly chosen subset of 200 users [2]. For ev-
ery user, we assign the data center from which the user is
served at random. We run this workload on SPANStore
configured with the latency SLOs specifying that the
90th percentile PUT and GET latencies should be less
than 100ms. Figure 14(a) shows that SPANStore satis-
fies these latency goals as over 90% of all operations are
within the specified SLOs.

ShareJS. We run the ShareJS application with a sim-
ilar setup; we consider 1K documents, each of which is
associated with a randomly chosen access set. At each
EC2 data center, we then run a ShareJS client which iter-
atively issues GetSnapshot and ApplyEdit operations on

2Though ShareJS is not amenable to distributed deployment, we
modify it suitably so as to enable every user to be served from her
closest EC2 data center.
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randomly chosen documents whose access set includes
the local data center. These operations correspond to
the client fetching a document and applying an edit to
a document, respectively. Since we need strong consis-
tency in this case, we use SLOs on the 90th percentile
PUT and GET latencies as 830ms and 250ms. Note that
the GetSnapshot operation directly maps to a GET, but
the ApplyEdit operation requires the application to issue
a GET for the latest version of the document and then
issue a PUT to incorporate the edit.

Figure 14(b) shows the distribution of latencies in-
curred for the GetSnapshot and ApplyEdit operations.
We can see that more than 95% of GetSnapshot oper-
ations satisfy the latency SLO, and a vast majority of
ApplyEdit operations are within the SLO, given that an
ApplyEdit includes a GET followed by a PUT. The small
minority of operations that exceed the latency bounds
are due to contention between concurrent updates to the
same document; when a writer fails on the two-phase
locking operation, it retries after 2 seconds.

10 Related work
Evaluating benefits of cloud deployments. Some re-
cent work addresses when to use cloud services, in par-
ticular examining how and when to migrate applications
from the application provider’s data center to a cloud ser-
vice [21, 33, 36]. While these efforts consider issues
such as cost and wide-area latency like we do, none of
them seek to provide a unified view to geo-replicated
storage. Some others compare the performance offered
by various cloud services [23, 7]. However, these efforts
do not consider issues such as cost and consistency.
Using multiple cloud services. Several previously de-
veloped systems (e.g., RACS [9], SafeStore [22], DEP-
SKY [16], and MetaStorage [15]) have considered the
use of multiple service providers for storing data. How-
ever, all of these systems focus on issues pertaining to
availability, durability, vendor lock-in, performance, and
consistency. Unlike SPANStore, none of these systems
seek to minimize cost by exploiting pricing discrepan-
cies across providers.

Other complementary efforts have focused on utiliz-
ing compute resources from multiple cloud providers.
AppScale enables portability of applications across
cloud services [18], but without any attempt to mini-
mize cost. Conductor [34] orchestrates the execution
of MapReduce jobs across multiple cloud providers in a
manner that minimizes cost. In contrast to these systems,
SPANStore only focuses on unifying the use of storage
resources across multiple providers.
Optimizing costs and scalable storage. Minerva [12],
Hippodrome [13], scc [28] and Rome [35] automate
the provisioning of cost-effective storage configura-
tions while accounting for workload characterizations.

Though these systems share a similar goal as ours, their
setting is restricted to storage clusters deployed within
a data center. SPANStore provides geo-replicated stor-
age, and so its deployment strategies must account for
inter-data center latencies and multiple administrative
domains. Farsite [10] provides scalable storage in an
untrusted environment and shares some techniques with
SPANStore, e.g., lazily propagating updates. However,
Farsite does not focus on optimizing cost.
Low-latency geo-replicated storage with improved
consistency. Numerous systems strive to provide
fast performance and stronger-than-eventual consistency
across the wide area. Recent examples include Wal-
ter [32], Spanner [19], Gemini [24], COPS [26], and
Eiger [27]. Given that wide-area storage systems can-
not simultaneously guarantee both the strongest forms
of consistency and low latency [29], these systems strive
to push the envelope along one or both of those dimen-
sions. However, none of these systems focus on mini-
mizing cost while meeting performance goals, which is
our primary goal. In fact, most of these systems repli-
cate all data to all data centers, and all data centers are
assumed to be under one administrative domain. We be-
lieve that SPANStore can be adapted to achieve the con-
sistency models and performance that these systems of-
fer at the lower costs that SPANStore provides.

11 Conclusions
Though the number of cloud storage services avail-
able across the world continues to increase, the onus
is on application developers to replicate data across
these services. We develop SPANStore to export a uni-
fied view of geographically distributed storage services
to applications and to automate the process of trading
off cost and latency, while satisfying consistency and
fault-tolerance requirements. Our design of SPANStore
achieves this goal by spanning data centers of multiple
cloud providers, by judiciously determining replication
policies based on workload properties, and by minimiz-
ing the use of compute resources. We have deployed
SPANStore across Amazon’s, Microsoft’s, and Google’s
cloud services and find that it can offer significant cost
benefits compared to simple replication policies.
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A Replication policy selection for eventual
consistency

1: Inputs:
2: T = Duration of epoch
3: AS = Set of data centers that issue PUTs and GETs
4: f = Number of failures that SPANStore should tolerate
5: SLO, p = SLO on pth percentile of PUT/GET latencies
6: LC

i j = pth percentile latency between VMs in data centers i
and j

7: LS
i j = pth percentile latency between a VM in data center i

and the storage service in data center j
8: PUTsi,GETsi = Total no. of PUTs and GETs issued at data

center i across all objects with access set AS
9: Sizeavg,Sizetotal = Avg. and total size of objects with ac-

cess set AS
10: PriceGET

i ,PricePUT
i ,PriceStorage

i = Prices at data center i
per GET, per PUT, and per byte per hour of storage

11: PriceNet
i j = Price per byte of network transfer from data

center i to j

12: Variables:
13: 8i 2 AS, j s.t. LS

i j  SLO : Ri j // whether j is a replica to
which i issues PUTs and GETs; only permitted if a VM
at i can complete a GET/PUT on the storage service at j
within the SLO

14: 8i 2 AS, j,k s.t. pth percentile of LC
i j + LS

jk  SLO : PS
i jk

// whether i synchronously forwards its PUTs to k via j;
only permitted if a VM at i can forward data to the storage
service at j via a VM at k within the SLO

15: 8i 2 AS, j,k,m : PA
i jkm // whether i’s PUTs are asyn-

chronously forwarded to m via j and k
16: 8i 2 AS, j,k s.t. j 6= k : Fi jk // whether PUTs from i are

relayed to k via j
17: 8 j : Cj //whether j is a replica

18: Objective: Minimize (Cost for GETs + Cost for PUTs +
Storage cost)

19: // GETs issued at i fetch data only from i’s replicas
20: Cost for GETs = Â

i
GETsi · (Â

j
(Ri j · (PriceGET

j +

PriceNet
ji ·Sizeavg)))

21: // Every PUT is propagated to all replicas
22: Cost for PUTs = Â

i
PUTsi · (Â

j
(Cj ·PricePUT

j )+Â
j,k

(Fi jk ·

PriceNet
jk ·SizeAvg))

23: // every replica stores one copy of every object
24: Storage cost = Â

j
(Cj ·PriceStorage

j ·SizeTotal ·T )

25: Constraints:
26: // Every data center in the access set has f + 1 GET/PUT

replicas
27: 8i 2 AS : Â

j
Ri j = f +1

28: // j is a replica if it is a GET/PUT replica for any i in the
access set

29: 8 j : (Cj = 1) iff ( Â
i2AS

Ri j > 0) 3

30: // i’s PUTs must be synchronously forwarded to k iff k is
one of i’s replicas

31: 8i 2 AS,k : (Rik = 1) iff (Â
j

PS
i jk > 0)

32: // For every data center in access set, its PUTs must reach
every replica

33: 8i 2 AS,m : Cm = Â
j
(PS

i jm +Â
k

PA
i jkm)

34: // PUTs from i can be forwarded over the path from j to k
as part of either synchronous or asynchronous forwarding

35: 8i, j,k s.t. i 6= j : (Fi jk = 1) iff (PS
i jk +Â

m
(PA

i jkm +PA
im jk) >

0)
36: 8i,k : (Fiik = 1) iff (PS

iik +Â
m

PS
ikm + Â

m,n
PA

ikmn > 0)

B Replication policy selection for strong
consistency

1: Inputs:
2: Same as the inputs in the eventual consistency scenario,

except
3: SLOGET ,SLOPUT = SLOs on GET and PUT latencies

4: Variables:
5: 8i 2 AS, j : PRi j // whether j is in i’s PUT replica set

3We implement constraints of the form (X = 1) iff (Y > 0) as X 
Y  max(Y ) ·X .
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6: 8i 2 AS, j s.t. LS
i j  SLOGET : GRi j // whether j is in i’s

GET replica set; only permitted if a VM at i can complete
a GET on the storage service j within the SLO

7: 8 j : Cj // whether j is a replica
8: 8i, j 2 AS,k : UP

i jk // whether k is in the union of i’s and j’s
PUT replica sets

9: 8i, j 2 AS,k : UG
i jk // whether k is in the union of i’s GET

replica set and j’s PUT replica set
10: 8i 2 AS, j,k s.t. pth percentile of LC

i j + LC
ik + LS

k j 
SLOPUT : Fik j // whether i forwards its PUTs to j via k;
only permitted if a VM at i can acquire the lock on a VM
at j and then forward data to the storage service at j via a
VM at k within the SLO

11: 8i 2 AS,k : Rik // whether k serves as a relay from i to any
of i’s PUT replicas

12: Objective: Minimize (Cost for GETs + Cost for PUTs +
Storage cost)

13: // at each of i’s GET replicas, every GET from i incurs one
GET request’s cost and the network cost of transferring
the object from the replica to i

14: Cost for GETs = Â
i

GETsi · (Â
j
(GRi j · (PriceGET

j +

PriceNet
ji ·Sizeavg)))

15: // every PUT from i incurs one PUT request’s cost at each
of i’s PUT replicas and the network cost of transferring
the object to these replicas

16: Cost for PUTs = Â
i

PUTsi · Â
k

(Rik · PriceNet
ik · Sizeavg +

Â
j
(Fik j · (PricePUT

j +PriceNet
k j ·Sizeavg)))

17: // every replica stores one copy of every object
18: Storage cost = Â

j
(Cj ·PriceStorage

j ·Sizetotal ·T )

19: Constraints:
20: // k is in the union of i’s and j’s PUT replica sets if it is in

either set
21: 8i, j 2 AS,k : (UP

i jk = 1) iff (PRik +PR jk > 0)
22: // for the PUT replica sets of any pair of data centers in

access set, the sum of their cardinalities should exceed the
cardinality of their union by 2 f

23: 8i, j 2 AS : Â
k

(PRik +PR jk) > Â
k

UP
i jk +2 f

24: // for any pair of data centers in access set, GET replica
set of one must have intersection larger than 2 f with PUT
replica set of the other

25: 8i, j 2 AS,k : (UG
i jk = 1) iff (GRik +PR jk > 0)

26: 8i, j 2 AS : Â
k

(GRik +PR jk) > Â
k

UG
i jk +2 f

27: // a PUT from i is relayed to k iff k is used to propagate i’s
PUT to any of i’s PUT replicas

28: 8i 2 AS,k : (Rik = 1) iff (Â
j

Fik j > 0)

29: // some k must forward i’s PUTs to j iff j is in i’s PUT
replica set

30: 8i 2 AS, j : PRi j = Â
k

Fik j

31: // a data center is a replica if it is either a PUT replica or
a GET replica for any data center in access set

32: 8 j : (Cj = 1) iff ( Â
i2AS

(GRi j +PRi j) > 0)
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Abstract 
Choosing a cloud storage system and specific 
operations for reading and writing data requires 
developers to make decisions that trade off consistency 
for availability and performance. Applications may be 
locked into a choice that is not ideal for all clients and 
changing conditions.  Pileus is a replicated key-value 
store that allows applications to declare their 
consistency and latency priorities via consistency-
based service level agreements (SLAs).  It dynamically 
selects which servers to access in order to deliver the 
best service given the current configuration and system 
conditions.  In application-specific SLAs, developers 
can request both strong and eventual consistency as 
well as intermediate guarantees such as read-my-
writes.  Evaluations running on a worldwide test bed 
with geo-replicated data show that the system adapts to 
varying client-server latencies to provide service that 
matches or exceeds the best static consistency choice 
and server selection scheme. 

Categories and Subject Descriptors: D.4.7 
[Operating Systems]: Organization and Design--
Distributed systems; H.2.4 [Database Management]: 
Systems--Distributed databases; H.3.5 [Information 
Storage and Retrieval]: Online Information Services--
Data sharing 

General Terms: Design, Performance, Reliability 

Keywords: Cloud Computing, Storage, Replication, 
Consistency, Service Level Agreement 

1 Introduction 
Cloud storage systems, such as the currently 

popular class of “NoSQL” data stores, have been 
designed to meet the needs of diverse applications from 
social networking to electronic commerce.  Such 
storage services invariably replicate application data on 
multiple machines to make it highly available. Many 
provide a relaxed form of consistency, eventual 
consistency, in order to achieve elastic scalability and 
good performance while some strive for strong 
consistency to maintain the semantics of one-copy 
serializability.  To allow local access and ensure data 
survivability even during a complete datacenter failure, 
many storage systems offer “geo-replication,” the 
option of replicating data across different regions of the 
world. 

With data being replicated on a worldwide scale, 
the inherent trade-offs between performance and 
consistency are accentuated due to the high 
communication latencies between datacenters.  The 
performance difference between reads with different 
consistencies can be substantial.  This is not surprising.  
Strongly consistent reads generally involve multiple 
replicas or must be serviced by a primary replica, 
whereas eventually consistent reads can be answered 
by the closest replica.  Even within a datacenter, the 
latency of strongly consistent reads has been measured 
as eight times that of reads with weaker session 
guarantees [26].  With geo-replication, our studies 
show that the performance can differ by more than two 
orders of magnitude.   

Recognizing these fundamental trade-offs [12], 
storage systems like Amazon’s SimpleDB and 
DynamoDB [43], Google’s AppEngine data store [22], 
Yahoo!’s PNUTS [17], and Oracle’s NoSQL Database 
[32] now offer read operations with a choice between 
strong consistency and eventual consistency.  
Applications can choose between stronger consistency 
with lower performance and relaxed consistency with 
higher performance.   

A major problem with existing multi-consistency 
storage services is that application developers need to 
decide at development time which consistency to 
embrace.  They use different API calls to request 
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different guarantees.  Unfortunately, developers have 
insufficient information to make the best decision for 
all situations.  The actual performance differences 
depend heavily on the degree of replication, relative 
locations of servers and clients, network and server 
load, and other configuration issues.  In some cases, 
such as when a client is located on the other side of the 
globe from the master copy but near a potentially out-
of-date replica, a strong read may be 100 times slower 
than an eventually consistent read, while in other cases 
the performance differences may be minimal or non-
existent.  Although some systems allow the master 
replica to move so that it is near active clients [17], this 
is not possible for data that is shared by a global user 
community.  Different clients will observe different 
performance or consistency or both.  This makes it 
difficult for developers to pick a consistency-
performance pair that satisfies all users in all situations. 

The Pileus storage system was designed to relieve 
application developers from the burden of explicitly 
choosing a single ideal consistency.  The key novelty 
lies in allowing application developers to provide a 
service level agreement (SLA) that specifies the 
application’s consistency/latency desires in a 
declarative manner.  For example, an application might 
request the strongest consistency that can be met within 
a given response time.  Applications issue read 
operations with an associated SLA.  The Pileus system 
chooses to which server (or set of servers) each read is 
directed in order to comply with the SLA.  Customers 
of a public cloud may pay extra for better levels of 
service, thereby incentivizing the storage service 
provider to meet the application’s needs as closely as 
possible.  Pileus adapts to different configurations of 
replicas and clients and to changing conditions, 
including variations in network or server load.  If an 
application, such as a multi-player game, favors latency 
over consistency, then reads are directed to nearby 
servers regardless of whether they hold stale data, 
whereas applications with stronger consistency 
requirements have their reads directed to servers that 
are fully or mostly up-to-date.   

Our target applications are those that tolerate 
relaxed consistency but, nevertheless, benefit from 
improved consistency.  In the cloud computing world, 
many applications have been built on data stores that 
offer only eventual consistency.  This includes 
applications for social networking, shopping, 
entertainment, news, personal finances, messaging, 
crowd sourcing, mobility, and gaming.  In such 
applications, the cost of accessing stale data manifests 
itself in many ways: user inconvenience, lost revenue, 
compensating actions, duplicate work, and so on.  If 
the system, with knowledge of the application’s 
performance requirements, can return data that is as up-
to-date as possible, then the applications and their users 

profit.  Even applications that operate on strongly 
consistent data may take advantage of SLAs that 
permit some relaxed consistency.  For example, as 
discussed further in Section 2.3, a program might 
beneficially perform speculative execution on 
eventually consistent data.  Thus, we believe that a 
large class of applications could benefit from 
consistency-based SLAs. 

The key challenge addressed in this paper is how to 
define and implement consistency-based SLAs that 
offer an extensive set of service levels when accessing 
a scalable key-value store.  We make two main 
contributions: 

First, we present the design of a cloud storage 
system with a range of consistency choices that lie 
between strong and eventual consistency.  Others have 
demonstrated that a variety of consistency guarantees 
are useful including monotonic reads, read-my-writes, 
and bounded staleness [36][39][42][46].  Pileus allows 
different applications (or different users of an 
application) to obtain different consistency guarantees 
even while sharing the same data.   

Second, we introduce the notion of an SLA that 
incorporates consistency as well as latency.  With the 
consistency choices we offer, an application’s SLA can 
indicate a broad set of acceptable consistency/latency 
trade-offs. We propose expressing such consistency-
based SLAs as a series of alternative choices with 
decreasing value to the application.  We present and 
evaluate techniques that attempt to maximize the 
delivered value when reading data.  

The next section presents several concrete scenarios 
in which applications declare and benefit from 
consistency-based SLAs. Section 3 presents the 
services offered by Pileus to application developers 
including the range of consistency choices and the 
expressiveness of consistency-based SLAs.  Section 4 
then discusses the implementation of these services and 
the rationale for our design decisions.  Section 5 
evaluates the effectiveness of SLAs in improving the 
value provided to different applications.  Section 6 
outlines some extensions and areas for future 
exploration.  Related work is reviewed in Section 7, 
and Section 8 concludes by revisiting the key 
characteristics of consistency-based SLAs. 

2 Application scenarios 
In this section, we explore a number of applications 

and illustrate the consistency-based SLAs that those 
applications desire.  We envision a cloud computing 
ecosystem in which storage service providers charge 
clients for increasing levels of service.  That is, the 
price that clients pay for accessing storage depends not 
only on the amount of data they read or write but also 
on the latency for accessing that data and the 
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consistency of the data returned for read operations.  
Amazon, for instance, already charges twice as much 
for strongly consistent reads as for eventually 
consistent reads in DynamoDB [4].  Major web service 
companies have reported that increased latency directly 
results in lower revenue per customer; for example, 
Amazon observed that they lose 1% of sales for each 
additional 100 ms of latency [24][40].  Some cloud 
companies already include latency guarantees in their 
SLAs, and differentiated pricing for low latency cannot 
be far behind [31].  Given such a pricing model, 
applications will not simply request strong consistency 
and zero latency.  Applications should request the 
consistency and latency that provides suitable service 
to their customers and for which they will pay.   

Even if applications are willing to pay for 
maximum consistency and minimal latency, current 
operating conditions may prevent the storage system 
from providing ideal service.  Thus, applications also 
want to express less favorable but acceptable latency-
consistency combinations in their SLAs.  Each 
application has a range of acceptable consistency and 
tolerable latency based on the application semantics 
and the data it accesses.  For example, although an 
application may prefer to read strongly consistent data, 
it may perform correctly even when presented stale 
data, and although the application may prefer 100 
millisecond response times, it may be usable with 
delays of up to one second.  An application’s 
consistency-based SLA communicates to the storage 
provider, in cases where its ideal consistency and 
latency cannot be met, whether the application favors 
relaxed consistency or higher latency or both.  Sample 
applications fit into one of three classes. 

2.1 Latency-favoring applications 
Shopping carts for holding electronic purchases are 

a well-known example of an application that has been 
built on an eventually consistent platform in order to 
maximize availability and performance [20][42].  High 
availability is critical since shoppers should never be 
prevented from adding items to their carts, and low 
latency is important so that customers can check out 
quickly.  If a user at check-out time occasionally 
experiences a shopping cart that is not quite up-to-date, 
that is acceptable.  For example, an Amazon shopper 
may occasionally see items that she previously 
removed from her cart.  In this case, the person simply 
needs to remove the item again before confirming her 
purchases.  Thus, the shopping cart application seems 
well suited to a data store that provides eventual 
consistency.  However, the customers’ shopping 
experience is clearly improved with stronger 
consistency.  If shopping carts were inaccurate most of 
the time, then shoppers would get annoyed and shop 
elsewhere.   

Ideally, this shopping cart application wants an 
SLA that offers the strongest consistency possible for a 
given latency budget.  Read-my-writes consistency is 
sufficient since the customer is the only client that ever 
updates her own shopping cart.  But weaker 
consistency is tolerable and may be required to meet 
strict performance standards.  Suppose, as in the 
Dynamo system [20], the application developer is 
given a target of retrieving a user’s shopping cart in 
under 300 milliseconds.  The application needs the 
ability to say:  

“I’d ideally like to be able to see my own 
updates but I’ll accept any consistency as long 
as data is returned in under 300 ms.” 
With such an SLA, clients that are near a primary 

replica can always read from this replica and observe 
perfectly accurate data, assuming the server is not 
overloaded.  This is preferred over reading from a 
randomly chosen server.  Clients with a round-trip time 
to the primary that is consistently over 300 ms, that is, 
customers located in remote parts of the world, should 
read from the closest server even if that server is not 
up-to-date.  This is the best that can be achieved under 
the circumstances.  The developer need not choose 
between strong reads or eventually consistent reads, 
which can result in suboptimal performance or 
consistency for many customers.  And the storage 
service provider, with knowledge of the applications’ 
performance and consistency needs, can improve the 
overall resource utilization. 

Other latency-sensitive and inconsistency-tolerant 
applications include real-time multiplayer games, 
computer-supported collaborative work, and some data 
analytics.  These applications would benefit from 
similar consistency-based SLAs. 

2.2 Consistency-favoring applications 
Other applications may have rigid consistency 

preferences but tolerate a wide range of response times 
for read operations.  For example, a web search 
application may want search results with bounded 
staleness.  While this application will accept different 
latencies, and, indeed, users are accustomed to 
unpredictable response times, the application loses 
advertising revenue when fetching data is slower.  
Essentially, the application wants an SLA that allows it 
to express the following: 

“I want data that is at most 5 minutes out-of-
date, and I will pay $0.00001 for reads that 
return in under 200 ms, $0.000008 for reads 
with latency under 400 ms, $0.000005 for reads 
in under 600 ms, and nothing for reads over 
600 ms.” 
Many other applications that are funded with 

advertising revenue fit into the same class and could 
use similar SLAs, though perhaps with different 

311



consistency choices.  These include social networking 
applications like Facebook, web-based e-mail and 
calendaring programs, news readers, personal cloud 
file systems, and photo sharing sites. 

2.3 Applications with other trade-offs 
As another example, consider applications that 

want to display information quickly in response to a 
user’s request and then update the display with more 
accurate data as it arrives.  For example, a browsing 
application might display results based on locally 
available information and then later add additional 
results from a more extensive search.  Or a news 
reading application might display a slightly outdated 
list of news stories and then update the list with the 
latest stories.  The code pattern depicted in Figure 1 
arises in a number of applications that retrieve data 
from a service that offers both strong and eventually 
consistent reads. 

When writing this code, the developer assumes that 
simply issuing a StrongRead will make the user wait too 
long and is aiming for a better user experience.  He 
assumes that the WeakRead has a low response time and 
that the StrongRead will take longer to return.  And he 
must pessimistically assume that the two reads return 
different results.  But what if these assumptions are 
incorrect?  If strongly consistent data can be fetched as 
quickly (or almost as quickly) as eventually consistent 
data, then performing two reads is wasteful, and the 
client unnecessarily pays for both operations.  If the 
application runs on a machine that is near a primary 
replica, for instance, the client will likely obtain 
accurate data with the first read operation.  
Unfortunately, the application code has no way of 
determining this.  On the other hand, if the application 
is far from any replicas, even the WeakRead operation 
may have an unsatisfactory response time.  In this case, 
the application may prefer to wait for accurate data 
since the user already experiences a noticeable delay. 

A consistency-based SLA allows the developer to 
precisely state his desires in a declarative manner.  He 
might decide that accessing data in under 150 ms is fast 
enough.  For this application, the desired SLA says the 
following:  

“I want a reply in under 150 ms and prefer 
strongly consistent data but will accept any 
data; if no data can be obtained quickly then I 
am willing to wait up to a second for up-to-date 
data.” 
With this SLA applied to the first read in Figure 1, 

the operation will return strongly consistent data if it 
can be fetched quickly or if no data is accessible in a 
timely manner.  The client is informed whether the data 
was retrieved from a primary replica so that it can skip 
the second, unnecessary read operation.  This SLA 
allows the client to obtain better performance and 
reduced execution costs in many, but not all, situations. 

Similar code patterns arise in other applications.  
For example, many systems maintain user credentials 
in an eventually consistent distributed database, like 
Microsoft’s Active Directory.  Some password 
checking programs first issue a weakly consistent read 
to obtain a user’s credentials.  Then, if the password 
check fails, they issue a strong read to ensure that the 
password is checked against the user’s latest 
credentials.  The intent, as with the code snippet above, 
is to perform the password check as fast as possible by 
using data that can be quickly obtained.  Since users 
change their passwords infrequently, reading from any 
server will almost always return a user’s current 
credentials.  Nevertheless, reading data that is 
guaranteed to be accurate is preferable if it can be done 
with bounded latency.  Thus, these password checking 
programs desire a consistency-based SLA like the one 
above.  

This password checking program is one example of 
a broad class of programs that want strongly consistent 
data but may benefit from speculatively executing on 
data returned by an eventually consistent read.  Such 
programs have a similar structure to the code in Figure 
1 except the calls to display data are replaced by code 
that executes on the data. In other words, data is 
fetched quickly and execution is started using this data 
as input.  In the background, strongly consistent data is 
fetched; only if it differs from the data that was 
previously returned is the computation restarted.  In the 
common case where most servers are up-to-date and 
can return accurate data, reading from a nearby server 
and starting a speculative execution can result in a 
reduced overall computation time.  As a concrete 
example, consider an application that generates 
thumbnails for a collection of photos.  Since photos are 
rarely edited, eventual consistency reads will almost 
always return the latest photo, and so the application 
can speculatively generate thumbnails from locally 
available photos but wants to ensure that the correct 
thumbnail is produced.  Such speculative programs can 
use similar consistency-based SLAs. 

data = WeakRead (key); 
display (data); 
latestdata = StrongRead (key); 
if data != latestdata { 
     display (latestdata); 
} 

Figure 1. Code segment for displaying inaccurate 
data quickly and more accurate data later.  
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3 System API 
This section examines the functionality presented to 

application developers.  The Pileus system combines 
the features of a traditional key-value store offered by 
current cloud storage providers with new consistency 
choices and expanded service level agreements. 

3.1 Key-value store 
From the viewpoint of an application developer, 

Pileus manages a collection of replicated key-value 
tables.  Applications can create any number of tables 
for holding application-specific data.  A table contains 
one or more data objects.  Each data object consists of 
a unique string-valued key and a value that is an 
opaque byte-sequence.  Every table is created with a 
globally unique name and is managed independently 
with its own configuration of servers and replication 
policies; for the most part, these configuration details 
are transparent to applications.  

Put is the method for adding or updating a data 
object with a given key.  If a Put is performed for a key 
that does not already exist in the table, then a new data 
object is created; otherwise, a new version of the object 
is produced in which its value is overwritten with the 
new value. 

Get fetches the data associated with the given key.  
It differs from Get operations in a traditional key-value 
store in that it takes a consistency-based SLA as an 
optional argument.  Additionally, the Get method 
returns, along with some version of a data object, a 
condition code that indicates whether (or how well) the 
SLA was met, including the consistency of the data.  
Section 3.3 discusses the structure and semantics of 
consistency-based SLAs.  If the governing SLA allows 
relaxed consistency, then the data object being read 
may not be up-to-date, i.e. clients may read a version 
that existed at some point in the past. 

Pileus supports transactions.  That is, a client may 
call BeginTx, perform a sequence of Get and Put 
operations on arbitrary objects, and then call EndTx.  
Each transaction runs with snapshot isolation and is 
committed atomically.  The details of the transaction 
mechanisms are beyond the scope of this paper but are 

available in a technical report [38].  In this paper, we 
treat each Get and Put as single-operation transactions.  

All Get and Put operations are enclosed within a 
session.  Sessions serve as the scope for certain 
consistency guarantees such as monotonic reads; these 
guarantees are presented in the next section.  The 
BeginSession method takes a consistency-based SLA 
as its only argument.  This serves as the default SLA 
for all of the Gets within the session; however, a Get 
may override the default by indicating its own SLA. 

The basic operations supported by Pileus (ignoring 
transactions) are summarized in Figure 2. This API is 
provided by a client library that is called by 
applications.  The client library, as discussed in more 
detail in Section 4, performs operations by contacting 
one or more servers as needed.   

3.2 Consistency guarantees 
Each Get operation returns some, but not 

necessarily the latest, version written by a Put to the 
key being read.  Different consistency guarantees 
permit different amounts of staleness in the values of 
the objects returned by Gets.  Pileus offers several read 
guarantees, which we informally define as follows: 

 strong:  A Get(key) returns the value of the last 
preceding Put(key) performed by any client. 

 eventual:  A Get(key) returns the value written by 
any Put(key), i.e. any version of the object with the 
given key; clients can expect that the latest version 
eventually would be returned if no further Puts 
were performed, but there are no guarantees 
concerning how long this might take. 

 read-my-writes:  A Get(key) returns the value 
written by the last preceding Put(key) in the same 
session or returns a later version; if no Puts have 
been performed to this key in this session, then the 
Get may return any previous value as in eventual 
consistency. 

 monotonic:  A Get(key) returns the same or a later 
version as a previous Get(key) in this session; if the 
session has no previous Gets for this key, then the 
Get may return the value of any Put(key). 

 bounded(t):  A Get(key) returns a value that is stale 
by at most t seconds. Specifically, it returns the 
value of the latest Put(key) that completed more 
than t seconds ago or some more recent version. 

 causal:  A Get(key) returns the value of a latest 
Put(key) that causally precedes it or returns some 
later version.  The causal precedence relation < is 
defined such that op1<op2 if either 
(a) op1 occurs before op2 in the same session, 
(b) op1 is a Put(key) and op2 is a Get(key) that 

returns the version put in op1, or 
(c) for some op3, op1<op3 and op3<op2. 

CreateTable (name); 
DeleteTable (name); 
tbl = OpenTable (name); 

s = BeginSession(tbl, sla); 
                  EndSession(s);                  
 
                  Put (s, key, value); 

value, cc = Get (s, key, sla); 

Figure 2. The Pileus API 
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This selection of guarantees was motivated by 
earlier work demonstrating their usefulness [39].  As 
noted previously, a number of cloud storage providers 
currently offer clients a choice between strong and 
eventual consistency.  The read-my-writes and 
monotonic guarantees were part of the session 
guarantees offered by Bayou [36].  Bounded staleness 
has been proposed in a number of systems [9][46].  Our 
definition of causal consistency resembles that used in 
other systems [28][30] but includes the notion of 
sessions.  Like previous storage systems, it only 
considers causal dependencies between Puts and Gets 
and does not track causality through direct client-to-
client messages. 

As will be evident when we discuss how these read 
guarantees are implemented in Section 4, selecting a 
guarantee may limit the set of servers that can process 
a Get operation.  Limiting the set of suitable servers 
indirectly increases the expected read latency since 
nearby servers may need to be bypassed in favor of 
more distant, but more up-to-date replicas.  For 
example, strong reads must be directed to the primary 
site; eventual reads can be answered by any replica 
thereby delivering the best possible availability and 
performance.  The other read guarantees fall 
somewhere in between these two consistency extremes 
in terms of trading off consistency and latency.   

Figure 3 shows the average latency obtained in our 
system when performing Gets with certain consistency 
choices.  In this experiment, we geo-replicated data 
across three datacenters with the primary site in 
England and secondary sites in the U.S. and India, and 
we ran the YCSB benchmark on clients in four 
different locations; more details are discussed in 
Section 5 where we present additional evaluations.  
These numbers confirm that latency does indeed vary 
drastically for different consistencies and also differs 
significantly from client to client.  Fortunately, when 
using Pileus, an application developer need not be fully 
aware of the performance consequences of choosing a 
specific consistency guarantee or commit to a 
particular choice; instead, the developer provides an 
SLA to capture the application needs and preferences. 

3.3 Service level agreements 
In Pileus, consistency-based SLAs allow an 

application developer to express his desired 
consistency and latency for Get operations.  
Importantly, an SLA indicates whether the system 
should relax consistency or use servers with slower 
response times when the application’s ideal 
consistency and ideal latency cannot both be met given 
the current conditions.   

An SLA is specified as a sequence of consistency 
and latency targets.  Each consistency-latency pair is 
called a subSLA.  A given SLA can contain any number 
of subSLAs.  The first subSLA indicates the 
application’s preferred consistency and latency.  Lower 
subSLAs denote alternatives that are acceptable but 
less desirable.  Generally, lower subSLAs permit lesser 
consistency or higher latency or both. 

 For example, the SLA for the shopping cart 
application discussed in Section 2.1 can be expressed 
as in Figure 4. This SLA says that the application 
prefers the read-my-writes guarantee but can tolerate 
eventual consistency and absolutely requires round-trip 
times of under 300 ms.  For the web applications 
discussed in Section 2.2 that favor lower latency, the 
SLA can be defined as in Figure 5.  The SLA for the 
password checking scenario discussed in Section 2.3 is 
shown in Figure 6. 

Pileus makes a best effort attempt to provide the 
highest desired service.  It may not always succeed in 
meeting the top subSLA due to the configuration of 
replicas and network conditions, over which Pileus has 
no control, or because it makes a poor decision based 
on inaccurate information as arising from changing 
load conditions.  Along with the data that is returned by 
a Get, the caller is informed of which subSLA was 
satisfied.  This information allows the application to 
take different actions based on the consistency of the 
returned data. 

If none of the subSLAs can be met, then the Get 
call returns with an error code and no data.  Thus, 
unavailability in Pileus is defined in practical terms as 
the inability to retrieve the desired data with 
acceptable consistency and latency as defined by the 
SLA.  If an application wants maximum availability, it 
need only specify <eventual, unbounded> as the last 
subSLA.  In this case, data will be returned as long as 
some replica can be reached. 

Consistency U.S. England 
(Primary) 

India China 

strong 147 1 435 307 
causal 146 1 431 306 
bounded(30) 75 1 234 241 
read-my-writes 13 1 18 166 
monotonic 1 1 1 160 
eventual 1 1 1 160 

Figure 3. Average latency (in milliseconds) 
observed for consistency choices and client 

locations  

Rank Consistency Latency Utility 
1. read-my-writes 300 ms 1.0 
2. eventual 300 ms 0.5 

Figure 4. The shopping cart SLA 
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Associated with each subSLA is the utility of that 
consistency-latency pair to the application.  Lower-
ranked subSLAs have lower utility than higher-ranked 
ones within the same SLA.  The utility of a subSLA is 
a number that allows applications to indicate its 
relative importance.  As will be seen in Section 4.6, 
these utilities are used to decide the best strategy for 
meeting an SLA.  If Pileus were deployed as a public 
cloud service with a tiered pricing model, the utility of 
a subSLA ideally would match the price the storage 
provider charges for the given level of service.  In this 
case, the storage provider has a strong incentive to 
meet the highest subSLA possible, the one that will 
generate the highest revenue. 

4 Design and implementation 
This section presents the design and 

implementation of the Pileus system.  The emphasis is 
on the challenges faced in providing consistency-based 
SLAs for access to data that is partitioned and geo-
replicated. 

4.1 Architecture  
The Pileus system contains the following major 

components: 
Storage nodes are servers that hold data and 

provide a Get/Put interface.  They know nothing about 
consistency guarantees or SLAs.  The Put operation 
writes a new version with a given timestamp, while the 
Get operation returns the latest version that is known to 
the node.  Any number of storage nodes may exist in 
each datacenter.  As discussed in more detail below, 
some storage nodes are designated as primary nodes, 
which hold the master data, while others are secondary 
nodes. 

Replication agents are co-located with storage 
nodes and asynchronously propagate updates between 
nodes.  Any replication protocol could be used as long 
as updates are applied in timestamp order.  In our 
current implementation, secondary nodes periodically 
pull new versions of data objects from primary nodes 
(though they could also receive updates from other 
secondary nodes).  Each replication agent simply 
records the latest timestamp of any version it has 
received and periodically, say once per minute, 
retrieves versions with higher timestamps. 

Monitors track the amount by which various 
secondary nodes lag behind their primaries and 
measure the roundtrip latencies between clients and 
storage nodes.  In the current system, each client has its 
own monitor though having a shared monitoring 
service could be useful (as discussed in Section 6.1).  

The client library is linked into the application 
code.  It exports the API presented in Section 3 and 
maintains state for sessions.  Moreover, the client 
library contains the logic for directing Get operations 
to the storage nodes that maximize the expected utility 
for a given SLA.   

4.2 Replication and partitioning 
For scalability, a large table can be sharded into one 

or more tablets, as in other storage systems like 
BigTable [16].  Horizontal partitioning divides each 
table into tablets according to key-ranges.  Tablets are 
the granularity of replication and are independently 
replicated on multiple storage nodes.   

All Puts in Pileus are performed and strictly 
ordered at a primary site, a set of storage nodes within 
a datacenter.  Different tablets may be configured with 
different primary sites; only the primary site accepts 
Put operations for keys in the tablet’s key-range.  This 
mimics the design of many commercial cloud storage 
systems including Windows Azure Storage [14] and 
PNUTS, except that PNUTS allows per-object masters 
[17].  The advantages of this primary-update approach, 
compared to a multi-master update scheme, are two-
fold.  First, the primary site is an authoritative copy for 
answering strongly consistent Gets.  Second, the 
system avoids conflicts that might arise from different 
clients concurrently writing to different servers. 

The primary site could consist of a fault-tolerant 
cluster of servers, but any such structuring is invisible 
to clients.  The initial Pileus prototype, which is used 
for the evaluations in section 5, designates a single 
node as the primary.  Clearly, this has limited fault-
tolerance that could be addressed by well-known 
techniques such as the Paxos-based scheme used in 
Spanner [19] or chain replication [41].  As an example, 
we have built a second version of Pileus in which each 
“node” is a Windows Azure Storage account utilizing 
strongly consistent three-way replication.    

Secondary nodes eventually receive all updated 
objects along with their update timestamps via an 
asynchronous replication protocol.  Because this 

Rank Consistency Latency Utility 
1. bounded(300) 200 ms 0.00001 
2. bounded(300) 400 ms 0.000008 
3. bounded(300) 600 ms 0.000005 
4. bounded(300) 1000 ms 0.0 

Figure 5. The web application SLA 

Rank Consistency Latency Utility 
1. strong 150 ms 1.0 
2. eventual 150 ms 0.5 
3. strong 1 sec 0.25 

Figure 6. The password checking SLA 
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protocol reliably transmits objects in timestamp order, 
Pileus actually provides a stronger form of eventual 
consistency than many systems, a guarantee that has 
been called prefix consistency [37] or timeline 
consistency [17].  No assumptions are made about the 
time required to fully propagate an update to all 
replicas, though more rapid dissemination increases a 
client’s chance of being able to read from a nearby 
node and hence increases the likelihood of satisfying a 
latency-critical SLA. 

Consistency choices and consistency-based SLAs 
are applicable in any system that contains a mixture of 
strongly consistent nodes that are synchronously 
updated and eventually consistent secondary nodes that 
are asynchronously updated, especially when there is a 
large variation in access times to different nodes.  This 
is invariably the case in systems that employ world-
scale geo-replication, where performing synchronous 
updates to large numbers of widely distributed storage 
nodes is costly.  But systems with both primary and 
secondary nodes are also commonly deployed within a 
datacenter or geographical region. 

Our Pileus prototype is manually configured by a 
system administrator.  Currently, the system does not 
automatically elect primary sites, create new replicas, 
migrate nodes, or repartition tables.  Other work has 
shown how to provide more dynamic reconfiguration 
[1][13][25], and we could adopt such mechanisms in 
the future as they are largely orthogonal to our new 
contributions.   

4.3 Storage metadata 
Each storage node maintains a single version of 

each data object in its tablet.    The state managed by a 
node includes the following information: 
 tablet store = set of <key, value, timestamp> tuples 

for all keys in a range. 
 high timestamp = the update timestamp of the latest 

data object version that has been received and 
processed by this node. 

Since all Put operations are assigned increasing 
update timestamps from the primary site and the 
replication protocol transfers updated objects in 
timestamp order, at any point in time, each node has 
received a prefix of the overall sequence of Put 
operations.  Thus, a single high timestamp per node is 
sufficient to record the set of updates that have been 
processed at the node.  When a node receives and 
stores a new version of some data object, it updates its 
high timestamp to the object’s update timestamp and 
records this same timestamp with the stored object.   

If no Puts have updated the tablet recently, 
secondary nodes will receive no new versions during 
their periodic replication.  In this case, the primary 
sends its current time causing secondary nodes to 

advance their high timestamps; this permits clients to 
discover that these nodes are up-to-date.  

In response to a Get(key) request, the node replies 
with its locally stored version of the object with the 
requested key.  Included in the response is the object’s 
timestamp as well as the node’s high timestamp. 

4.4 Consistency-specific node selection 
When selecting the node to which a Get operation 

should be sent, the desired consistency guarantee, 
along with the previous object versions that have been 
read or written in the current session and the key being 
read, determines the minimum acceptable read 
timestamp.  This read timestamp can be computed 
based solely on information maintained by the client. 
Any storage node whose high timestamp is greater than 
or equal to this minimum acceptable read timestamp is 
sufficiently up-to-date to process the Get request.  In 
other words, the minimum acceptable read timestamp 
indicates how far a secondary node can lag behind the 
primary and still provide an answer to the given Get 
operation with the desired consistency.  Figure 7 
illustrates an example in which a node can provide any 
of the consistency choices except for strong and causal.  

For strong consistency, the minimum acceptable 
read timestamp must be at least as large as the update 
timestamp of the latest Put to the key that is being Get.  
This guarantees, as expected, that each Get accesses 
the latest version of the object.  In practice, clients do 
not actually need to determine the minimum acceptable 
read timestamp for strongly consistent Gets.  The client 
simply sends such operations to the key’s primary site. 

For read-my-writes guarantees, the client’s session 
state records the update timestamps of any previous 
Puts in the session.  The minimum acceptable read 
timestamp is the maximum timestamp of any previous 
Puts to the key being accessed in the current Get. 

For monotonic reads, the client’s session state 
records each key along with the timestamp of the latest 
object version returned by previous Gets.  The 
minimum acceptable read timestamp is the recorded 
timestamp for the key being accessed in the Get.   

 For bounded staleness, the minimum acceptable 
read timestamp is simply the current time minus the 
desired time bound.  Clients and storage nodes need 
only have approximately synchronized clocks since 
staleness bounds tend to be large, often on the order of 
minutes. Work has shown that clocks can be tightly 
synchronized even across globally-distributed 
datacenters [19]. 

For causal consistency, observe that, because Puts 
are performed in causal order at the primary site, each 
secondary node always holds a causally consistent, but 
perhaps stale, copy of a tablet.  However, causal 
consistency could still be violated if clients perform 
Gets from randomly selected nodes.  Causal 
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consistency can be guaranteed, while still allowing 
clients a choice of servers, by setting the minimum 
acceptable read timestamp in a similar manner to the 
monotonic reads and read-my-write guarantees.  
Specifically, the minimum acceptable read timestamp 
is the maximum timestamp of any object that was 
previously read or written in this session.   

For eventual consistency, the minimum acceptable 
read timestamp is simply time zero.  Get operations are 
thus allowed to be sent to any storage node for the 
given key. 

4.5 Monitoring storage nodes 
Clients need information about both the network 

latency and high timestamp of each storage node.  
Monitors residing in each client record the set of nodes 
for each tablet along with their pertinent statistics.  
This information is collected as clients perform Get 
and Put operations on various nodes; for nodes that 
have not been accessed recently, the monitor may send 
active probes.  The monitor measures the round-trip 
latency of each operation and records a sliding window 
of the last few minutes of measurements.  It also 
records the maximum high timestamp that it has 
observed for each node.   Monitors implement three 
main operations that return probability estimates based 
on the recorded information. 

PNodeCons (node, consistency, key) returns a number 
between zero and one indicating a conservative 
estimate of the probability that the given storage node 
is sufficiently up-to-date to provide the given 
consistency guarantee for the given key.  Although 
clients do not have perfect knowledge of each node’s 
high timestamp, it only increases over time, and thus 
stale information is still useful.  The local monitor 
returns one if the node’s last known high timestamp is 
greater than the minimum acceptable read timestamp 
for the given consistency (as discussed in the previous 
subsection), and otherwise returns zero.    

PNodeLat (node, latency) returns an estimate of the 
probability that the node can respond to Gets within the 
given response time.  Determining whether the node is 
likely to respond in time is based on past measurements 
of its round-trip response times; a sliding window is 
maintained so that the system reacts to changing 
latency caused by failed links or varying load.  
PNodeLat returns the fraction of previous times that are 
less than the desired latency.  More recent 
measurements could be weighted higher than older 
ones. 

PNodeSla (node, consistency, latency, key) returns an 
estimate of the probability that the given node can meet 
the given consistency and latency for the given key.  
This is obtained by multiplying PNodeCons (node, 

consistency, key) by PNodeLat (node, latency). 

4.6 Client-side SLA enforcement 
One simple, but flawed scheme for meeting an SLA 

is to broadcast each Get operation to all replicas, and 
then take the first response that provides the desired 
consistency and latency.  However, broadcasting Gets 
would be wasteful of network and server resources.  
More importantly, such a strategy would yield a 
multiplicative increase in the client’s financial costs 
since cloud service providers charge for each byte that 
is sent/received and for each operation performed.  

The client library’s main responsibility is to 
determine the minimum acceptable read timestamp 
based on the session’s SLA and send each Get 
operation to a single node (or perhaps small set of 
nodes) that can provide data at the desired consistency 
and also can meet the target round-trip latency. 

 

Figure 7. Acceptable read timestamp ranges for  
different consistency guarantees 

SelectTarget (SLA, key) =  
     maxutil = -1; 
     bestnodes = {}; 
     bestlatency = ∞; 
     targetSLA = null; 
     foreach subSLA in SLA  
            foreach node in key.replicas  
                 util = PNodeSla (node, subSLA.consistency, 
                             subSLA.latency, key)  * subSLA.utility; 
                 if (util > maxutil)  
                      targetSLA = subSLA; 
                      maxutil = util; 

                                 bestnodes = node;                            
                           else if (util = maxutil)  

                      bestnodes = bestnodes + node; 
     foreach node in bestnodes  
          if (node.latency < bestlatency)  
               bestnodes = node; 
               bestlatency = node.latency;      
     return targetSLA, bestnodes; 
  

Figure 8. Algorithm that selects target subSLA 
and node for each Get operation 
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4.6.1 Choosing a target subSLA 
Recall that an SLA consists of an ordered list of 

subSLAs where each subSLA has an application-
provided utility.  The client library’s goal in selecting a 
storage node is to maximize the expected utility.  
Figure 8 illustrates the algorithm used when presented 
with a Get operation and an SLA. 

For each subSLA and each node storing the key 
that is being accessed by the Get, the client computes 
the expected utility that would accrue from sending the 
Get to that node.  This expected utility is the product of 
the PNodeSla function provided by the monitor and the 
utility associated with this subSLA.  The client selects 
the target subSLA with the highest expected utility 
along with the set of nodes that it believes can best 
meet this subSLA at the current time.  If multiple nodes 
offer the same expected utility, the client chooses the 
one that is closest. Alternatively, the client could 
choose one at random to balance the load or pick the 
one that is most up-to-date. 

Note that the application’s top subSLA is not 
always chosen as the target subSLA.  For example, 
consider the shopping cart SLA specified in Figure 4.  
If the second subSLA has a utility that is only slightly 
less than that of the first subSLA and the first subSLA 
has a much lower chance of success, then the client 
will select the second subSLA as its target and choose 
among the nodes that can provide eventually consistent 
data rather than aiming for read-my-writes consistency. 

4.6.2 Determining which subSLA was met  
The client measures the time between sending a Get 

and getting a reply, and uses this round-trip latency 
along with timestamps included in the reply to 
determine whether the target subSLA was met.  The 
client may determine that some higher or lower 
subSLA was satisfied.  

In the response to each Get operation, along with 
the value of the requested data object, a storage node 
includes its current high timestamp.  Given the 
minimum acceptable read timestamps for each 
consistency guarantee, the client can use the 
responding node’s high timestamp to determine what 
consistency is actually being provided for a particular 

Get.  The client uses this actual consistency, along with 
the measured round-trip latency, to determine which 
subSLA was satisfied and returns this indication to the 
Get’s caller.   

Interestingly, a Get may meet a higher subSLA than 
the target subSLA.  For example, revisiting the 
shopping cart SLA, although the client may have 
chosen a node that it believed would provide only 
eventual consistency, the storage node may return an 
object whose version satisfies the read-my-writes 
guarantee as illustrated in Figure 9.  This could very 
well happen in practice when the client has outdated 
information for storage nodes, and hence severely 
underestimates whether a node can meet a guarantee. 

5 Evaluation 
This section describes experiments we conducted to 

evaluate Pileus in a globally distributed datacenter 
environment.  The goal was to verify that adapting 
consistency to different conditions in accordance with 
application-specific SLAs can yield significant benefits 
compared to selecting a fixed consistency. 

5.1 Experimental set-up 
For these experiments, Pileus was run on a research 

test bed connecting private datacenters in different 
parts of the world.  As shown in Figure 10, the primary 
storage node was in England and secondary nodes were 
placed on the U.S. West Coast and in India.  We 
evaluate configurations where the client runs in the 
same datacenter as one of the nodes as well as when it 
is in China.    

The widely used YCSB benchmark [18], which was 
developed for evaluating the performance of cloud-
based key-value stores, provided the workload that we 
used in our experiments.  In this workload, clients 
perform equal numbers of Puts and Gets to a collection 
of 10,000 keys.  We adapted this workload to add the 
notion of sessions.  In particular, we started a session, 
performed 400 Gets and Puts in this session, then 
ended the session and started a new one.   

One client performs all of the Gets and Puts in the 
benchmark.  The origin of the Puts is irrelevant since 
they all are performed on the primary node, and so the 

 

Figure 9. Meeting a higher subSLA than 
predicted 
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results are the same as if a distributed set of clients 
were performing concurrent updates.  Once per minute, 
both secondary nodes pull all newly created versions 
from the primary. 

The goal is to measure how well the client’s Get 
operations meet a given consistency-based SLA.  We 
use the shopping cart SLA in Figure 4 and the 
password checking SLA in Figure 6; the third SLA 
presented in Figure 5 is not evaluated since it uses a 
single consistency and would not provide additional 
insights into Pileus.  We compare Pileus to three 
alternative systems that use simpler, fixed strategies for 
deciding where to send each Get operation:  
 Primary always performs Gets at the primary node.  

This is equivalent to systems like Azure [14] that 
only offer strong consistency or choosing strong 
reads in SimpleDB [5]. 

 Random performs each Get at a node selected 
randomly from one of the three.  This mimics the 
behavior of SimpleDB when clients choose 
eventually consistent reads [44]. 

 Closest always performs Gets at the node with the 
lowest average latency.  Thus, it promises only 
eventual consistency. 

The comparison metric used for all experiments is 
the average delivered utility.  Recall that each SLA 
consists of a list of subSLAs each with their own 
numerical utility.  For each Get operation, Pileus 
returns an indication of which subSLA was met.  For 
the alternative systems, we similarly determine the 
subSLA that was met for each Get even though their 
behavior does not depend on the given SLA.  The 
subSLA, in turn, determines the utility that is delivered 
for each Get, and we average this delivered utility over 
all operations in the workload. 

5.2 Shopping cart SLA 
Figure 11 shows results for the shopping cart SLA. 

The fixed strategy of always sending Gets to the 
primary works well for clients in the U.S. and England 
since their round-trip latencies are always below the 
desired 300 ms, but completely fails for clients in India 
and China.  As expected, choosing random nodes is not 

ideal for anyone since a too-distant node is often 
chosen.  Choosing the closest storage node works 
reasonably for this particular SLA since the read-my-
writes consistency guarantee can be met at least 90% of 
the time.  But there are times when clients (except 
those in England) receive only eventual consistency 
from their local node; these clients obtain an average 
utility from 0.95 for the U.S. client to 0.98 for India.   
Pileus’s utility-driven strategy always performs well.   

Table 1 provides more detail on the decisions made 
by the Pileus client in trying to meet this SLA; this 
table indicates the percentage of Gets for which Pileus 
selects each combination of target subSLA and storage 
node.  When the client is in the U.S., Pileus always 
chooses the top subSLA as its target. This client reads 
from the local U.S. node 90.9% of the time, i.e. when 
this node can provide the read-my-writes guarantee, 
and otherwise sends its Gets to England.  This results 
in a perfect average utility unlike the Closest strategy.  
Note that Pileus and the Primary strategy both satisfy 
the top subSLA 100% of the time, but Pileus obtains an 
average latency of 14.48 ms compared to 148 ms when 
accessing the primary.  When the client is in England, 
Pileus always reads from the local node, as expected. 
With the client in India, Pileus targets the top subSLA 
if it believes that the read-my-writes guarantee can be 
met locally or by accessing the U.S. and otherwise 
targets the second subSLA.  It almost always chooses 
to access the local secondary in India, and it obtains a 
high utility value since this secondary is quite often 
sufficiently up-to-date.  The results for the client in 
China are similar although all of its Get operations are 
sent to remote nodes; it does, however, experience 
much higher round-trip times.   The China client 
mostly accesses the U.S. node since it is the closest.  
Occasionally, 0.4% of the time, it discovers that the 
India node can meet the read-my-writes guarantee 
while the U.S. node cannot.  It never accesses England 
since the latency is too high.  

5.3 Password checking SLA 
Using the password checking SLA produces the 

results in Figure 12 and a more detailed breakdown in 

Client Target 
SubSLA 

Get from 
U.S. 

Get from 
England 

Get from 
India 

SubSLA 
Met 

Avg.  
Utility 

U.S. 1 90.9% 9.1% 0% 100% 1.0 
 2 0% 0% 0% 0%  

England 1 0% 100% 0% 100% 1.0 
 2 0% 0% 0% 0%  

India 1 0.2% 0% 95.9% 96.1% 0.98 
 2 0% 0% 3.9% 3.9%  

China 1 95.1% 0% 0.4% 95.5% 0.98 
 2 4.5% 0% 0% 4.5%  

Table 1. Breakdown of Pileus client decisions for  
shopping cart SLA 

 
Figure 11. Utility of shopping cart SLA for 

clients in U.S., England, India, and China 
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Table 2.  Again, Pileus targets the top subSLA when 
the client is in the U.S. or England and always reads 
from the primary.  When the client is in the U.S., 
choosing to read from the remote primary rather than 
the local secondary is almost always the correct 
decision, though occasionally the primary does not 
respond quickly enough, resulting in a .99 average 
utility. When the client is in India, Pileus believes the 
top subSLA to be unattainable since the primary is too 
far away, and thus it targets the second subSLA and 
reads from the local secondary.  The client in China is 
so remote that Pileus forgoes the top two subSLAs and 
targets the third one, causing it to read from the 
primary but delivering only a 0.25 utility; in contrast, 
the Closest strategy always accesses the U.S. and 
receives a zero utility, which is worse than Random’s 
0.08 average utility. 

5.4 Adaptability to network delays 
To explore how well Pileus adapts to latencies that 

change drastically over time, we repeated our 
experiments for the password checking SLA while 
introducing artificial delays in the round-trip times for 
Get operations.  Figure 13 shows the delivered utility 
for Gets performed over a period of almost six minutes.  
Initially, with no added delays, the client (in the U. S.) 
always chooses to go to the primary (in England) for 
the first subSLA but occasionally the primary does not 
respond in time (as previously indicated in Table 2).  
At the point labeled #1 in Figure 13, the latency to the 
primary node was increased by 300 ms; we simply 
added 300 ms to the measured round-trip times that 
were reported to the client.  Such an increase might 
happen in practice if the primary or its 
inbound/outbound network becomes overloaded.  For 
some small period of time (between points #1 and #2 in 
the figure), the client continued to choose the top 
subSLA and continued to send all of its Gets to the 
primary.  None of these Gets returned in time to meet 
the top subSLA but they did satisfy the third subSLA, 
resulting in a utility of 0.25.   

Eventually, the client learned that the primary was 
too far away, switched to the second subSLA, and 
started performing Gets on the local node (between 

points #2 and #3 in the figure).  At point #3, we added 
300 ms to the latency when accessing the local node.  
For some period (between points #3 and #4) the client 
continued to use the local node, but it responded too 
slowly and was too inconsistent to meet any of the 
subSLAs, resulting in a utility of zero.  Note that in this 
case, after receiving a local response, the client could 
have performed the Get at the primary and still have 
met the third subSLA within the specified 1-second 
bound; we are considering adding such a strategy to the 
client library.  At point #4, the client decided correctly 
that only the third subSLA could be met and resumed 
sending Gets to the primary. 

At point #5 we reduced the access latency to the 
local node back to a millisecond, and at point #6 we 
restored the average latency to the primary to the usual 
149 ms.  The client eventually discovers, through 
periodic probes, that it can regularly access its local 
site with low delay, and the client switches back to 
choosing the second subSLA; this switch takes a while 
since the client probes infrequently and has some built-
in hysteresis.  Later, sometime after point #6, the client 
switches to targeting the top subSLA and resumes 
sending Gets to the primary.  This experiment clearly 
demonstrates Pileus’s ability to select a strategy that 
maximizes the delivered utility in response to varying 
network latencies. 

5.5 Sensitivity to utility values 
Finally, to study the sensitivity of our results to the 

utility number included in an SLA, we varied the 
utilities for the password checking SLA in Figure 6.  
We multiplied the utilities of the second and third 
subSLAs by a factor from 2, which places the second 
subSLA on par with the first, to 0.1, which makes the 
top subSLA considerably more valuable.  These results 
are presented in Figure 14.  Observe that different 
utilities affect the relative rankings of the fixed 
selection schemes but Pileus again outperforms them. 

 
Figure 12. Utility of password checking SLA 

Client Target 
SubSLA 

Get from 
U.S. 

Get from 
England 

Get from 
India 

SubSLA 
Met 

Avg. 
Utility 

U.S. 1 0% 100% 0% 99.4% 0.99 
 2 0% 0% 0% 0%  
 3 0% 0% 0% 0.6%  

England 1 0% 100% 0% 100% 1.0 
 2 0% 0% 0% 0%  
 3 0% 0% 0% 0%  

India 1 0% 0% 0% 0% 0.5 
 2 0% 0% 100% 100%  
 3 0% 0% 0% 0%  

China 1 0% 0% 0% 0% 0.25 
 2 0% 0% 0% 0%  
 3 0% 100% 0% 100%  

Table 2. Breakdown of Pileus client decisions for  
password checking SLA 
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5.6 Summary 
In all of the configurations that we measured, Pileus 

delivered the same utility as the best performing fixed 
consistency scheme.  As expected, always requesting 
strong or always requesting eventual consistency 
yielded suboptimal service in some configurations. 
Pileus was able to adapt the service provided to clients 
in different locations to best meet the target SLA. 

6 Extensions and future work 
6.1 Enhanced monitoring 

Although the monitoring performed in Pileus does 
not consume many resources, especially when it 
piggybacks on normal traffic, it could potentially be 
improved.  For one thing, clients could adapt the rate at 
which they send periodic probes based on the data they 
obtain.  If the latency to a node is fairly stable and the 
consistency predictable, then clients could probe less 
frequently.   

Even if communication latencies are well-known, 
probes are used to determine the staleness of a storage 
node.  Clients could potentially predict a node’s high 
timestamp based on the time that it last communicated 
with the node as well as knowledge about the update 
rates for various objects and the replication protocol’s 
propagation delay. 

Additionally, clients could share monitoring 
information with other clients in the same datacenter.  
We have considered having a distributed monitoring 
service that is detached from individual clients, perhaps 
with monitors in every region of the world, or having 
clients gossip monitoring information among 
themselves.  Exploring the relationship between the 
amount of traffic generated by various monitoring 
schemes and the accrued benefits is an interesting 
subject for future work.  

6.2 SLA-driven reconfiguration 
Currently, we assume that the number and 

placement of storage nodes is outside of Pileus’s 
control.  However, given knowledge of the SLAs being 
used by various clients, the system could make 
reasonable re-configuration decisions.  For example, 
Pileus might automatically move the primary to a 

different datacenter in order to maximize the utility 
delivered to its clients.  If one client has stringent 
latency requirements but loose consistency needs, a 
new secondary storage node could be placed nearby.  
Similarly, the rate at which updated data objects are 
propagated from the primary to secondary nodes could 
be adjusted based on the clients’ desired consistency 
and proximity.  We are currently investigating SLA-
driven reconfiguration. 

6.3 Parallel Gets 
The current system sends each Get operation to a 

single node based on utility estimates.  This policy 
minimizes client costs when storage providers charge 
for each operation.  However, clients could receive 
more rapid responses and more up-to-date data when 
sending a Get in parallel to two or more nodes that are 
predicted to provide roughly the same service, 
particularly in cases where changing conditions lead to 
poor utility estimates.  Existing methods for computing 
expected utilities could be used in a cost-benefit 
analysis to explore multi-node selection schemes. 

6.4 Multi-site Puts 
Our current implementations perform Put operations at 
a single primary site, i.e. a cluster of storage nodes 
within a datacenter.  Generally, the cost of Put 
operations can be traded off against the cost of strongly 
consistent Get operations.  If the system synchronously 
sends Puts to a larger collection of primary nodes, 
possibly nodes that are replicated across datacenters or 
even across regions, the expected latency of strong 
Gets is reduced (and the availability of such operations 
increases).  A wider distribution of primary nodes can 
positively affect Gets with other consistency choices as 
well, except for eventual consistency.  A thorough 
study of these Put/Get trade-offs remains future work.   

7 Related work 
The design of Pileus adopts and extends prior work 

on cloud storage systems, variable consistency, and 
service level agreements. However, we are not aware 
of other systems that combine consistency guarantees 
with latency targets as part of a storage service SLA.   

 
Figure 13. Behavior under varying latency  

Figure 14. Behavior under varying utility 
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Numerous cloud storage systems have been 
designed with a variety of data models, read and write 
operations, replication protocols, consistency, and 
partitioning schemes.  Some key-value store probably 
exists with every imaginable combination of features 
and occupies every point in the space of consistency, 
scalability, availability, cost, and performance trade-
offs.  These include Dynamo [20], SimpleDB [5], 
BigTable [16], PNUTS [17][35], Cassandra [27], 
Windows Azure [14], Spanner [19], and many more 
[15].  Pileus borrows from many of these systems its 
simple Get/Put interface, key-range partitioning, geo-
replication, and primary-update model.   

Researchers have observed the need for more 
flexible storage designs that permit tradeoffs between 
consistency and availability [33].  Some cloud storage 
systems offer both strongly consistent and eventually 
consistent read operations [22][43][17][2][8], and 
papers have suggested switching between these options 
based on application classes [26][45].  Studies have 
shown that even eventually consistent systems 
frequently deliver strongly consistent data [11][44].  
Researchers have proposed consistency models with 
guarantees that lie between these two extremes, such as 
session guarantees [36], continuous consistency 
[3][9][46], RedBlue consistency [29], and causal 
consistency [30], and many have been shown to be 
useful in diverse applications [10][36][42][23][34]. 
However, very few of these are being used in current 
systems.  To the best of our knowledge, Pileus is the 
first cloud storage system to offer a broad choice of 
consistency guarantees, and allow the requested 
consistency to vary for each Get even when accessing 
the same data. 

Service level agreements are an integral part of 
cloud services, including storage and networking. But 
such SLAs mainly focus on performance metrics and 
availability.  For example, a typical SLA for an 
Amazon service guarantees “a response within 300ms 
for 99.9% of its requests” [20]. Others have suggested 
including consistency in SLAs [7] and developed 
algorithms for checking consistency [6][21], but Pileus 
is the first system to actually support consistency-based 
SLAs. 

8 Conclusions 
The Pileus storage system’s main contribution is 

support for consistency-based SLAs that allow 
developers to declaratively specify their needs using a 
choice of consistency guarantees coupled with latency 
targets.  Get operations access data that is partitioned 
and replicated among servers in all parts of the world 
while conforming to such SLAs.  Consistency-based 
SLAs allow applications that were written to tolerate 
eventual consistency, as are many cloud applications 

today, to benefit from increased consistency when the 
performance cost is not excessive.  When conditions 
are favorable, such as when the application is running 
in the same datacenter as up-to-date replicas, Pileus is 
able to deliver ideal consistency and latency to the 
application, and when conditions are less favorable, 
such as when nodes fail or become overloaded or 
clients are far from their frequently accessed data, the 
application’s SLA indicates how best to adapt. 

Pileus cleanly separates the mechanism for finding 
versions of a data object with the desired consistency 
from the techniques for selecting servers that can meet 
an SLA given existing network and server 
characteristics.  Timestamp mechanisms support a 
broad range of consistencies while monitoring permits 
clients to independently select subSLAs that maximize 
the utility delivered to their local applications. 

While our early experimental results show that 
consistency-based SLAs can indeed improve 
application-specific levels of service, further studies 
are needed to explore the full space of practical SLAs.  
Future work will investigate additional schemes for 
monitoring/predicting the lag and performance of 
storage nodes, expanding the choice of consistency 
guarantees, and automatically configuring services 
based on their applications’ SLAs. 
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Abstract
Distributed systems are easier to build than ever with the
emergence of new, data-centric abstractions for storing
and computing over massive datasets. However, similar
abstractions do not exist for storing and accessing meta-
data. To fill this gap, Tango provides developers with
the abstraction of a replicated, in-memory data struc-
ture (such as a map or a tree) backed by a shared log.
Tango objects are easy to build and use, replicating state
via simple append and read operations on the shared
log instead of complex distributed protocols; in the pro-
cess, they obtain properties such as linearizability, per-
sistence and high availability from the shared log. Tango
also leverages the shared log to enable fast transactions
across different objects, allowing applications to parti-
tion state across machines and scale to the limits of the
underlying log without sacrificing consistency.

1 Introduction
Cloud platforms have democratized the development of
scalable applications in recent years by providing sim-
ple, data-centric interfaces for partitioned storage (such
as Amazon S3 [1] or Azure Blob Store [8]) and par-
allelizable computation (such as MapReduce [19] and
Dryad [28]). Developers can use these abstractions to
easily build certain classes of large-scale applications –
such as user-facing Internet services or back-end ma-
chine learning algorithms – without having to reason
about the underlying distributed machinery.
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However, current cloud platforms provide applica-
tions with little support for storing and accessing meta-
data. Application metadata typically exists in the form
of data structures such as maps, trees, counters, queues,
or graphs; real-world examples include filesystem hier-
archies [5], resource allocation tables [7], job assign-
ments [3], network topologies [35], deduplication in-
dices [20] and provenance graphs [36]. Updates to meta-
data usually consist of multi-operation transactions that
span different data structures – or arbitrary subsets of
a single data structure – while requiring atomicity and
isolation; for example, moving a node from a free list
to an allocation table, or moving a file from one portion
of a namespace to another. At the same time, application
metadata is required to be highly available and persistent
in the face of faults.

Existing solutions for storing metadata do not provide
transactional access to arbitrary data structures with per-
sistence and high availability. Cloud storage services
(e.g., SimpleDB [2]) and coordination services (e.g.,
ZooKeeper [27] and Chubby [14]) provide persistence,
high availability, and strong consistency. However, each
system does so for a specific data structure, and with
limited or no support for transactions that span multi-
ple operations, items, or data structures. Conventional
databases support transactions, but with limited scala-
bility and not over arbitrary data structures.

In this paper, we introduce Tango, a system for build-
ing highly available metadata services where the key ab-
straction is a Tango object, a class of in-memory data
structures built over a durable, fault-tolerant shared log.
As shown in Figure 1, the state of a Tango object exists
in two forms: a history, which is an ordered sequence of
updates stored durably in the shared log, and any number
of views, which are full or partial copies of the data struc-
ture in its conventional form – such as a tree or a map –
stored in RAM on clients (i.e., application servers). In
Tango, the shared log is the object; views constitute soft
state and are instantiated, reconstructed, and updated on
clients as required by playing the shared history forward.
A client modifies a Tango object by appending a new
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Figure 1: A Tango object is a replicated in-memory
data structure layered over a persistent shared log.

update to the history; it accesses the object by first syn-
chronizing its local view with the history.

Tango objects simplify the construction of metadata
services by delegating key pieces of functionality to the
underlying shared log. First, the shared log is the source
of consistency for the Tango object: clients implement
state machine replication by funneling writes through
the shared history and synchronizing with it on reads,
providing linearizability for single operations. Second,
the shared log is the source of durability: clients can re-
cover views after crashes simply by playing back the his-
tory stored in the shared log. In addition, views can con-
tain pointers to data stored in the shared log, effectively
acting as indices over log-structured storage. Third, the
shared log is the source of history: clients can access
previous states of the Tango object by instantiating a new
view from a prefix of the history. Finally, the shared log
enables elasticity: the aggregate throughput of lineariz-
able reads to the Tango object can be scaled simply by
adding new views, without slowing down write through-
put. In extracting these properties from a shared log,
Tango objects can be viewed as a synthesis of state ma-
chine replication [42], log-structured storage [39], and
history-based systems [21].

In addition, Tango provides atomicity and isolation
for transactions across different objects by storing them
on a single shared log. These objects can be different
components of the same application (e.g., a scheduler
using a free list and an allocation table), different shards
of the application (e.g., multiple subtrees of a filesystem
namespace), or even components shared across applica-
tions (e.g., different job schedulers accessing the same
free list). In all these use cases, the shared log estab-
lishes a global order across all updates, efficiently en-

abling transactions as well as other strongly consistent
multi-object operations such as atomic updates, consis-
tent snapshots, coordinated rollback, and consistent re-
mote mirroring. Tango implements these operations by
manipulating the shared log in simple ways, obviating
the need for the complex distributed protocols typically
associated with such functionality. Multiplexing Tango
objects on a single shared log also simplifies deploy-
ment; new applications can be instantiated just by run-
ning new client-side code against the shared log, without
requiring application-specific back-end servers.

The Tango design is enabled by the existence of fast,
decentralized shared log implementations that can scale
to millions of appends and reads per second; our imple-
mentation runs over a modified version of CORFU [10],
a recently proposed protocol that utilizes a cluster of
flash drives for this purpose. However, a key challenge
for Tango is the playback bottleneck: even with an in-
finitely scalable shared log, any single client in the sys-
tem can only consume the log – i.e., learn the total order-
ing – at the speed of its local NIC. In other words, a set
of clients can extend Tango object histories at aggregate
speeds of millions of appends per second, but each client
can only read back and apply those updates to its local
views at tens of thousands of operations per second.

To tackle the playback bottleneck, Tango implements
a stream abstraction over the shared log. A stream pro-
vides a readnext interface over the address space of
the shared log, allowing clients to selectively learn or
consume the subsequence of updates that concern them
while skipping over those that do not. Each Tango ob-
ject is stored on its own stream; to instantiate the view
for a Tango object, a client simply plays the associated
stream. The result is layered partitioning, where an ap-
plication can shard its state into multiple Tango objects,
each instantiated on a different client, allowing the ag-
gregate throughput of the system to scale until the un-
derlying shared log is saturated. The global ordering
imposed by the shared log enables fast cross-partition
transactions, ensuring that the scaling benefit of layered
partitioning does not come at the cost of consistency.

Tango is built in C++ with bindings for Java and C#
applications. We’ve built a number of useful data struc-
tures with Tango, including ZooKeeper (TangoZK, 1K
lines), BookKeeper (TangoBK, 300 lines), and imple-
mentations of the Java and C# Collections interfaces
such as TreeSets and HashMaps (100 to 300 lines each).
Our implementations of these interfaces are persistent,
highly available, and elastic, providing linear scaling for
linearizable reads against a fixed write load. Addition-
ally, they support fast transactions within and across data
structures; for example, applications can transactionally
delete a TangoZK node while creating an entry in a Tan-
goMap. Finally, we ran the HDFS namenode over the
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Tango variants of ZooKeeper and BookKeeper, showing
that our implementations offer full fidelity to the origi-
nals despite requiring an order of magnitude less code.

We make two contributions in this paper:

• We describe Tango, a system that provides appli-
cations with the novel abstraction of an in-memory
data structure backed by a shared log. We show
that Tango objects can achieve properties such as
persistence, strong consistency, and high availabil-
ity in tens of lines of code via the shared log, with-
out requiring complex distributed protocols (Sec-
tion 3). In our evaluation, a single Tango object
running on 18 clients provides 180K linearizable
reads/sec against a 10K/sec write load.

• We show that storing multiple Tango objects on the
same shared log enables simple, efficient transac-
tional techniques across objects (Section 4). To im-
plement these techniques efficiently, we present a
streaming interface that allows each object to se-
lectively consume a subsequence of the shared log
(Section 5). In our evaluation, a set of Tango ob-
jects runs at over 100K txes/sec when 16% of trans-
actions span objects on different clients.

2 Background
In practice, metadata services are often implemented as
centralized servers; high availability is typically a sec-
ondary goal to functionality. When the time comes to
‘harden’ these services, developers are faced with three
choices. First, they can roll out their own custom fault-
tolerance protocols; this is expensive, time-consuming,
and difficult to get right. Second, they can implement
state machine replication over a consensus protocol such
as Paxos [31]; however, this requires the service to be
structured as a state machine with all updates flowing
through the Paxos engine, which often requires a drastic
rewrite of the code.

The third option is to use an existing highly avail-
able data structure such as ZooKeeper, which provides
a hierarchical namespace as an external service. How-
ever, such an approach forces developers to use a par-
ticular data structure (in the case of ZooKeeper, a tree)
to store all critical application state, instead of allow-
ing them to choose one or more data structures that
best fit their needs (as an analogy, imagine if the C++
STL provided just a hash map, or Java Collections came
with just a TreeSet!). This is particularly problem-
atic for high-performance metadata services which use
highly tuned data structures tailored for specific work-
loads. For example, a membership service that stores
server names in ZooKeeper would find it inefficient to

implement common functionality such as searching the
namespace on some index (e.g., CPU load), extracting
the oldest/newest inserted name, or storing multi-MB
logs per name.

In practice, developers are forced to cobble together
various services, each solving part of the problem; for
example, one of the existing, in-progress proposals for
adding high availability to the HDFS namenode (i.e.,
metadata server) uses a combination of ZooKeeper,
BookKeeper [30], and its own custom protocols [4].
Such an approach produces fragile systems that depend
on multiple other systems, each with its own complex
protocols and idiosyncratic failure modes. Often these
underlying protocols are repetitive, re-implementing
consensus and persistence in slightly different ways.
The result is also a deployment nightmare, requiring
multiple distributed systems to be independently config-
ured and provisioned.

Can we provide developers with a wide range of data
structures that are strongly consistent, persistent, and
highly available, while using a single underlying ab-
straction? Importantly, can we make the development
of such a data structure easy enough that developers can
write new, application-specific data structures in tens of
lines of code? The answer to these questions lies in the
shared log abstraction.

2.1 The Shared Log Abstraction

Shared logs were first used in QuickSilver [25, 41]
and Camelot [43] in the late 80s to implement fault-
tolerance; since then, they have played roles such as
packet recovery [26] and remote mirroring [29] in var-
ious distributed systems. Two problems have hampered
the adoption of the shared log as a mainstream abstrac-
tion. First, any shared log implementation is subject to a
highly random read workload, since the body of the log
can be concurrently accessed by many clients over the
network. If the underlying storage media is disk, these
randomized reads can slow down other reads as well as
reduce the append throughput of the log to a trickle. As
Bernstein et al. observe [11], this concern has largely
vanished with the advent of flash drives that can support
thousands of concurrent read and write IOPS.

The second problem with the shared log abstraction
relates to scalability; existing implementations typically
require appends to the log to be serialized through a pri-
mary server, effectively limiting the append throughput
of the log to the I/O bandwidth of a single machine.
This problem is eliminated by the CORFU protocol [10],
which scales the append throughput of the log to the
speed at which a centralized sequencer can hand out new
offsets in the log to clients.
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Figure 2: A centralized sequencer can scale to more
than half a million operations/sec.

2.2 The CORFU Shared Log
The CORFU interface is simple, consisting of four ba-
sic calls. Clients can append entries to the shared log,
obtaining an offset in return. They can check the current
tail of the log. They can read the entry at a particular off-
set. The system provides linearizable semantics: a read
or a check is guaranteed to see any completed append
operations. Finally, clients can trim a particular offset in
the log, indicating that it can be garbage collected.

Internally, CORFU organizes a cluster of storage
nodes into multiple, disjoint replica sets; for example,
a 12-node cluster might consist of 4 replica sets of size
3. Each individual storage node exposes a 64-bit write-
once address space, mirrored across the replica set. Ad-
ditionally, the cluster contains a dedicated sequencer
node, which is essentially a networked counter storing
the current tail of the shared log.

To append to the shared log, a client first contacts the
sequencer and obtains the next free offset in the global
address space of the shared log. It then maps this offset
to a local offset on one of the replica sets using a simple
deterministic mapping over the membership of the clus-
ter. For example, offset 0 might be mapped to A : 0 (i.e.,
page 0 on set A, which in turn consists of storage nodes
A0, A1, and A2), offset 1 to B : 0, and so on until the func-
tion wraps back to A : 1. The client then completes the
append by directly issuing writes to the storage nodes
in the replica set using a client-driven variant of Chain
Replication [45].

Reads to an offset follow a similar process, minus
the offset acquisition from the sequencer. Checking
the tail of the log comes in two variants: a fast check
(sub-millisecond) that contacts the sequencer, and a slow
check (10s of milliseconds) that queries the storage
nodes for their local tails and inverts the mapping func-
tion to obtain the global tail.

The CORFU design has some important properties:

The sequencer is not a single point of failure. The
sequencer stores a small amount of soft state: a single
64-bit integer representing the tail of the log. When the
sequencer goes down, any client can easily recover this
state using the slow check operation. In addition, the se-
quencer is merely an optimization to find the tail of the
log and not required for correctness; the Chain Replica-
tion variant used to write to the storage nodes guarantees
that a single client will ‘win’ if multiple clients attempt
to write to the same offset. As a result, the system can
tolerate the existence of multiple sequencers, and can
run without a sequencer (at much reduced throughput)
by having clients probe for the location of the tail. A
different failure mode involves clients crashing after ob-
taining offsets but before writing to the storage nodes,
creating ‘holes’ in the log; to handle this case, CORFU
provides applications with a fast, sub-millisecond fill
primitive as described in [10] .

The sequencer is not a bottleneck for small clusters.
In prior work on CORFU [10], we reported a user-space
sequencer that ran at 200K appends/sec. To test the lim-
its of the design, we subsequently built a faster CORFU
sequencer using the new Registered I/O interfaces [9]
in Windows Server 2012. Figure 2 shows the perfor-
mance of the new sequencer: as we add clients to the
system, sequencer throughput increases until it plateaus
at around 570K requests/sec. We obtain this perfor-
mance without any batching (beyond TCP/IP’s default
Nagling); with a batch size of 4, for example, the se-
quencer can run at over 2M requests/sec, but this will
obviously affect the end-to-end latency of appends to
the shared log. Our finding that a centralized server
can be made to run at very high RPC rates matches re-
cent observations by others; the Percolator system [38],
for example, runs a centralized timestamp oracle with
similar functionality at over 2M requests/sec with batch-
ing; Vasudevan et al. [46] report achieving 1.6M sub-
millisecond 4-byte reads/sec on a single server with
batching; Masstree [33] is a key-value server that pro-
vides 6M queries/sec with batching.

Garbage collection is a red herring. System designers
tend to view log-structured designs with suspicion, con-
ditioned by decades of experience with garbage collec-
tion over hard drives. However, flash storage has sparked
a recent resurgence in log-structured designs, due to the
ability of the medium to provide contention-free random
reads (and its need for sequential writes); every SSD on
the market today traces its lineage to the original LFS
design [39], implementing a log-structured storage sys-
tem that can provide thousands of IOPS despite con-
current GC activity. In this context, a single CORFU
storage node is an SSD with a custom interface (i.e.,
a write-once, 64-bit address space instead of a conven-
tional LBA, where space is freed by explicit trims rather
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than overwrites). Accordingly, its performance and en-
durance levels are similar to any commodity SSD. As
with any commodity SSD, the flash lifetime of a CORFU
node depends on the workload; sequential trims result in
substantially less wear on the flash than random trims.

Finally, while the CORFU prototype we use works
over commodity SSDs, the abstract design can work
over any form of non-volatile RAM (including battery-
backed DRAM and Phase Change Memory). The size of
a single entry in the log (which has to be constant across
entries) can be selected at deployment time to suit the
underlying medium (e.g., 128 bytes for DRAM, or 4KB
for NAND flash).

3 The Tango Architecture
A Tango application is typically a service running in a
cloud environment as a part of a larger distributed sys-
tem, managing metadata such as indices, namespaces,
membership, locks, or resource lists. Application code
executes on clients (which are compute nodes or appli-
cation servers in a data center) and manipulates data
stored in Tango objects, typically in response to net-
worked requests from machines belonging to other ser-
vices and subsystems. The local view of the object on
each client interacts with a Tango runtime, which in turn
provides persistence and consistency by issuing appends
and reads to an underlying shared log. Importantly,
Tango runtimes on different machines do not communi-
cate with each other directly through message-passing;
all interaction occurs via the shared log. Applications
can use a standard set of objects provided by Tango,
providing interfaces similar to the Java Collections li-
brary or the C++ STL; alternatively, application devel-
opers can roll their own Tango objects.

3.1 Anatomy of a Tango Object
As described earlier, a Tango object is a replicated in-
memory data structure backed by a shared log. The
Tango runtime simplifies the construction of such an ob-
ject by providing the following API:

• update helper: this accepts an opaque buffer from
the object and appends it to the shared log.

• query helper: this reads new entries from the
shared log and provides them to the object via an
apply upcall.

The code for the Tango object itself has three main
components. First, it contains the view, which is an in-
memory representation of the object in some form, such
as a list or a map; in the example of a TangoRegister
shown in Figure 3, this state is a single integer. Second,

c l a s s T a n g o R e g i s t e r {
i n t o i d ;
TangoRuntime ∗T ;
i n t s t a t e ;
vo id apply ( vo id ∗X) {

s t a t e = ∗ ( i n t ∗ )X;
}
vo id w r i t e R e g i s t e r ( i n t n e w s t a t e ){

T−>u p d a t e h e l p e r (& n e w s t a t e ,
s i z e o f ( i n t ) , o i d ) ;

}
i n t r e a d R e g i s t e r ( ) {

T−>query he lper ( o i d ) ;
r e t u r n s t a t e ;

}
}

Figure 3: TangoRegister: a linearizable, highly avail-
able and persistent register. Tango functions/upcalls
in bold.

it implements the mandatory apply upcall which changes
the view when the Tango runtime calls it with new en-
tries from the log. The view must be modified only by
the Tango runtime via this apply upcall, and not by appli-
cation threads executing arbitrary methods of the object.

Finally, each object exposes an external interface con-
sisting of object-specific mutator and accessor meth-
ods; for example, a TangoMap might expose get/put
methods, while the TangoRegister in Figure 3 exposes
read/write methods. The object’s mutators do not di-
rectly change the in-memory state of the object, nor do
the accessors immediately read its state. Instead, each
mutator coalesces its parameters into an opaque buffer –
an update record – and calls the update helper function
of the Tango runtime, which appends it to the shared
log. Each accessor first calls query helper before re-
turning an arbitrary function over the state of the object;
within the Tango runtime, query helper plays new up-
date records in the shared log until its current tail and
applies them to the object via the apply upcall before
returning.

We now explain how this simple design extracts im-
portant properties from the underlying shared log.

Consistency: Based on our description thus far, a
Tango object is indistinguishable from a conventional
SMR (state machine replication) object. As in SMR,
different views of the object derive consistency by fun-
neling all updates through a total ordering engine (in our
case, the shared log). As in SMR, strongly consistent ac-
cessors are implemented by first placing a marker at the
current position in the total order and then ensuring that
the view has seen all updates until that marker. In con-
ventional SMR this is usually done by injecting a read
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operation into the total order, or by directing the read re-
quest through the leader [13]; in our case we leverage the
check function of the log. Accordingly, a Tango object
with multiple views on different machines provides lin-
earizable semantics for invocations of its mutators and
accessors.

Durability: A Tango object is trivially persistent; the
state of the object can be reconstructed by simply creat-
ing a new instance and calling query helper on Tango.
A more subtle point is that the in-memory data struc-
ture of the object can contain pointers to values stored
in the shared log, effectively turning the data structure
into an index over log-structured storage. To facilitate
this, each Tango object is given direct, read-only access
to its underlying shared log, and the apply upcall op-
tionally provides the offset in the log of the new update.
For example, a TangoMap can update its internal hash-
map with the offset rather than the value on each apply
upcall; on a subsequent get, it can consult the hash-map
to locate the offset and then directly issue a random read
to the shared log.

History: Since all updates are stored in the shared
log, the state of the object can be rolled back to any
point in its history simply by creating a new instance and
syncing with the appropriate prefix of the log. To enable
this, the Tango query helper interface takes an optional
parameter that specifies the offset at which to stop sync-
ing. To optimize this process in cases where the view
is small (e.g., a single integer in TangoRegister), the
Tango object can create checkpoints and provide them
to Tango via a checkpoint call. Internally, Tango stores
these checkpoints on the shared log and accesses them
when required on query helper calls. Additionally, the
object can forgo the ability to roll back (or index into the
log) before a checkpoint with a forget call, which allows
Tango to trim the log and reclaim storage capacity.

The Tango design enables other useful properties.
Strongly consistent reads can be scaled simply by instan-
tiating more views of the object on new clients. More
reads translate into more check and read operations on
the shared log, and scale linearly until the log is sat-
urated. Additionally, objects with different in-memory
data structures can share the same data on the log. For
example, a namespace can be represented by different
trees, one ordered on the filename and the other on a di-
rectory hierarchy, allowing applications to perform two
types of queries efficiently (i.e., “list all files starting
with the letter B” vs. “list all files in this directory”).

3.2 Multiple Objects in Tango

We now substantiate our earlier claim that storing multi-
ple objects on a single shared log enables strongly con-
sistent operations across them without requiring com-

plex distributed protocols. The Tango runtime on each
client can multiplex the log across objects by storing and
checking a unique object ID (OID) on each entry; such
a scheme has the drawback that every client has to play
every entry in the shared log. For now, we make the as-
sumption that each client hosts views for all objects in
the system. Later in the paper, we describe layered par-
titioning, which enables strongly consistent operations
across objects without requiring each object to be hosted
by each client, and without requiring each client to con-
sume the entire shared log.

Many strongly consistent operations that are difficult
to achieve in conventional distributed systems are triv-
ial over a shared log. Applications can perform coordi-
nated rollbacks or take consistent snapshots across many
objects simply by creating views of each object synced
up to the same offset in the shared log. This can be a
key capability if a system has to be restored to an ear-
lier state after a cascading corruption event. Another
trivially achieved capability is remote mirroring; appli-
cation state can be asynchronously mirrored to remote
data centers by having a process at the remote site play
the log and copy its contents. Since log order is main-
tained, the mirror is guaranteed to represent a consistent,
system-wide snapshot of the primary at some point in the
past. In Tango, all these operations are implemented via
simple appends and reads on the shared log.

Tango goes one step further and leverages the shared
log to provide transactions within and across objects. It
implements optimistic concurrency control by append-
ing speculative transaction commit records to the shared
log. Commit records ensure atomicity, since they deter-
mine a point in the persistent total ordering at which the
changes that occur in a transaction can be made visible
at all clients. To provide isolation, each commit record
contains a read set: a list of objects read by the trans-
action along with their versions, where the version is
simply the last offset in the shared log that modified the
object. A transaction only succeeds if none of its reads
are stale when the commit record is encountered (i.e.,
the objects have not changed since they were read). As a
result, Tango provides the same isolation guarantee as 2-
phase locking, which is at least as strong as strict serial-
izability [12], and is identical to the guarantee provided
by the recent Spanner [18] system.

Figure 4 shows an example of the transactional inter-
face provided by Tango to application developers, where
calls to object accessors and mutators can be bracketed
by BeginT X and EndT X calls. BeginT X creates a trans-
action context in thread-local storage. EndT X appends
a commit record to the shared log, plays the log forward
until the commit point, and then makes a commit/abort
decision. Each client that encounters the commit record
decides – independently but deterministically – whether
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T->BeginTX();
curowner = owners->get(ledgerid);
if(curowner->equals(myname))
list->add(item);

status = T->EndTX();

1 2 3 4 5 6

conflict window

commit record:
reads: (owners#1)
writes: (list#2)

speculative 
update at #2

updates by 
other clients

TX commits if read set has not 
changed in conflict window

TX start pos = #1

Figure 4: Example of a single-writer list built with
transactions over a TangoMap and a TangoList.

it should commit or abort by comparing the versions in
the read set with the current versions of the objects. If
none of the read objects have changed since they were
read, the transaction commits and the objects in the write
set are updated with the apply upcall. In the example
in Figure 4, this happens if the committed transactions
in the conflict window do not modify the ‘owners’ data
structure.

To support transactional access, Tango object code re-
quires absolutely no modification (for example, the Tan-
goRegister code in Figure 3 supports transactions); in-
stead, the Tango runtime merely substitutes different im-
plementations for the update helper and query helper
functions if an operation is running within a transac-
tional context. The update helper call now buffers up-
dates instead of writing them immediately to the shared
log; when a log entry’s worth of updates have been accu-
mulated, it flushes them to the log as speculative writes,
not to be made visible by other clients playing the log
until the commit record is encountered. The EndTX
call flushes any buffered updates to the shared log be-
fore appending the commit record to make them visible.
Correspondingly, the query helper call does not play the
log forward when invoked in a transactional context; in-
stead, it updates the read set of the transaction with the
OID of the object and its current version.

Naming: To assign unique OIDs to each ob-
ject, Tango maintains a directory from human-readable
strings (e.g. “FreeNodeList” or “WidgetAllocation-
Map”) to unique integers. This directory is itself a Tango
object with a hard-coded OID. Tango also uses the direc-
tory for safely implementing the forget garbage collec-
tion interface in the presence of multiple objects; this is
complicated by the fact that entries can contain commit

records impacting multiple objects. The directory tracks
the forget offset for each object (below which its entries
can be reclaimed), and Tango only trims the shared log
below the minimum such offset across all objects.

Versioning: While using a single version number per
object works well for fine-grained objects such as reg-
isters or counters, it can result in an unnecessarily high
abort rate for large data structures such as maps, trees
or tables, where transactions should ideally be allowed
to concurrently modify unrelated parts of the data struc-
ture. Accordingly, objects can optionally pass in opaque
key parameters to the update helper and query helper
calls, specifying which disjoint sub-region of the data
structure is being accessed and thus allowing for fine-
grained versioning within the object. Internally, Tango
then tracks the latest version of each key within an ob-
ject. For data structures that are not statically divisible
into sub-regions (such as queues or trees), the object can
use its own key scheme and provide upcalls to the Tango
runtime that are invoked to check and update versions.

Read-only transactions: For these, the EndT X call
does not insert a commit record into the shared log; in-
stead, it just plays the log forward until its current tail
before making the commit/abort decision. If there’s no
write activity in the system (and consequently no new
updates to play forward), a read-only transaction only
requires checking the tail of the shared log; in CORFU,
this is a single round-trip to the sequencer. Tango also
supports fast read-only transactions from stale snapshots
by having EndT X make the commit/abort decision lo-
cally, without interacting with the log. Write-only trans-
actions require an append on the shared log but can com-
mit immediately without playing the log forward.

Failure Handing: A notable aspect of Tango ob-
jects (as described thus far) is the simplicity of failure
handling, a direct consequence of using a fault-tolerant
shared log. A Tango client that crashes in the middle
of a transaction can leave behind orphaned data in the
log without a corresponding commit record; other clients
can complete the transaction by inserting a dummy com-
mit record designed to abort. In the context of CORFU,
a crashed Tango client can also leave holes in the shared
log; any client that encounters these uses the CORFU
fill operation on them after a tunable time-out (100ms
by default). Beyond these, the crash of a Tango client
has no unpleasant side-effects.

4 Layered Partitions

In the previous section, we showed how a shared log
enables strongly consistent operations such as transac-
tions across multiple Tango objects. In our description,
we assumed that each client in the system played the
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Figure 5: Use cases for Tango objects: application
state can be distributed in different ways across ob-
jects.

entire shared log, with the Tango runtime multiplexing
the updates in the log across different Tango objects.
Such a design is adequate if every client in the system
hosts a view of every object in the system, which is
the case when the application is a large, fully replicated
service (as in example (a) in Figure 5). For example,
a job scheduling service that runs on multiple applica-
tion servers for high availability can be constructed using
a TangoMap (mapping jobs to compute nodes), a Tan-
goList (storing free compute nodes) and a TangoCounter
(for new job IDs). In this case, each of the application
servers (i.e. Tango clients) runs a full replica of the job
scheduler service and hence needs to access all three ob-
jects. Requiring each node to play back the entire log is
also adequate if different objects share the same history,
as described earlier; in example (b) in Figure 5, a ser-
vice hosts a tree-based map and a hash-based map over
the same data to optimize for specific access patterns.

However, for other use cases, different clients in the
system may want to host views of different subsets of
objects, due to different services or components shar-
ing common state (see example (c) in Figure 5). For
instance, let’s say that the job scheduler above coexists
with a backup service that periodically takes nodes in the
free list offline, backs them up, and then returns them
to the free list. This backup service runs on a different
set of application servers and is composed from a differ-
ent set of Tango objects, but requires access to the same
TangoList as the job scheduler. In this scenario, forc-
ing each application server to play the entire shared log
is wasteful; the backup service does not care about the
state of the objects that compose the job scheduler (other
than the free list), and vice versa. Additionally, different

clients may want to host views of disjoint subsets of ob-
jects (as in example (d) in Figure 5), scaling the system
for operations within a partition while still using the un-
derlying shared log for consistency across partitions.

We call this layered partitioning: each client hosts a
(possibly overlapping) partition of the global state of the
system, but this partitioning scheme is layered over a
single shared log. To efficiently implement layered par-
titions without requiring each client to play the entire
shared log, Tango maps each object to a stream over the
shared log. A stream augments the conventional shared
log interface (append and random read) with a stream-
ing readnext call. Many streams can co-exist on a single
shared log; calling readnext on a stream returns the next
entry belonging to that stream in the shared log, skipping
over entries belonging to other streams. With this inter-
face, clients can selectively consume the shared log by
playing the streams of interest to them (i.e., the streams
of objects hosted by them). Importantly, streams are not
necessarily disjoint; a multiappend call allows a physi-
cal entry in the log to belong to multiple streams, a capa-
bility we use to implement transactions across objects.

Accordingly, each client now plays the streams be-
longing to the objects in its layered partition. How does
this compare with conventionally partitioned or sharded
systems? As in sharding, each client hosting a layered
partition only sees a fraction of the traffic in the sys-
tem, allowing throughput to scale linearly with the num-
ber of partitions (assuming these don’t overlap). Unlike
sharding, applications now have the ability to efficiently
perform strongly consistent operations such as transac-
tions across layered partitions, since the shared log im-
poses a global ordering across partitions. In exchange
for this new capability, there’s now a cap on aggregate
throughput across all partitions; once the shared log is
saturated, adding more layered partitions does not in-
crease throughput.

In the remainder of this section, we describe how
Tango uses streams over a shared log to enable fast trans-
actions without requiring all clients to play the entire log.
In the next section, we describe our implementation of
streams within the CORFU shared log.

4.1 Transactions over Streams

Tango uses streams in an obvious way: each Tango ob-
ject is assigned its own dedicated stream. If transactions
never cross object boundaries, no further changes are re-
quired to the Tango runtime. When transactions cross
object boundaries, Tango changes the behavior of its
EndTX call to multiappend the commit record to all the
streams involved in the write set. This scheme ensures
two important properties required for atomicity and iso-
lation. First, a transaction that affects multiple objects
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occupies a single position in the global ordering; in other
words, there is only one commit record per transaction
in the raw shared log. Second, a client hosting an object
sees every transaction that impacts the object, even if it
hosts no other objects.

When a commit record is appended to multiple
streams, each Tango runtime can encounter it multiple
times, once in each stream it plays (under the hood, the
streaming layer fetches the entry once from the shared
log and caches it). The first time it encounters the record
at a position X, it plays all the streams involved until po-
sition X, ensuring that it has a consistent snapshot of all
the objects touched by the transaction as of X. It then
checks for read conflicts (as in the single-object case)
and determines the commit/abort decision.

When each client does not host a view for every object
in the system, writes or reads can involve objects that are
not locally hosted at the client that generates the commit
record or the client that encounters it. We examine each
of these cases:

A. Remote writes at the generating client: The gener-
ating client – i.e., the client that executed the transaction
and created the commit record – may want to write to a
remote object (i.e., an object for which it does not host a
local view). This case is easy to handle; as we describe
later, a client does not need to play a stream to append
to it, and hence the generating client can simply append
the commit record to the stream of the remote object.

B. Remote writes at the consuming client: A client
may encounter commit records generated by other
clients that involve writes to objects it does not host; in
this case, it simply updates its local objects while ignor-
ing updates to the remote objects.

Remote-write transactions are an important capabil-
ity. Applications that partition their state across multi-
ple objects can now consistently move items from one
partition to the other. For example, in our implementa-
tion of ZooKeeper as a Tango object, we can partition
the namespace by running multiple instances of the ob-
ject, and move keys from one namespace to the other
using remote-write transactions. Another example is a
producer-consumer queue; with remote-write transac-
tions, the producer can add new items to the queue with-
out having to locally host it and see all its updates.

C. Remote reads at the consuming client: Here, a
client encounters commit records generated by other
clients that involve reads to objects it does not host; in
this case, it does not have the information required to
make a commit/abort decision since it has no local copy
of the object to check the read version against. To re-
solve this problem, we add an extra round to the con-
flict resolution process, as shown in Figure 6. The client
that generates and appends the commit record (App1 in
the figure) immediately plays the log forward until the

decision
record
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record
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A

A
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A A

C C C
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EndTX
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B B
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B B

Plays streams A and C, skips B Plays streams B and C, skips A

App1 App2

Figure 6: Transactions over streams: decision
records allow clients to learn about a transaction’s
status without hosting its read set.

commit point, makes a commit/abort decision for the
record it just appended, and then appends an extra de-
cision record to the same set of streams. Other clients
that encounter the commit record (App2 in the figure)
but do not have locally hosted copies of the objects in
its read set can now wait for this decision record to ar-
rive. Significantly, the extra phase adds latency to the
transaction but does not increase the abort rate, since the
conflict window for the transaction is still the span in the
shared log between the reads and the commit record.

Concretely, a client executing a transaction must in-
sert a decision record for a transaction if there’s some
other client in the system that hosts an object in its write
set but not all the objects in its read set. In our current
implementation, we require developers to mark objects
as requiring decision records; for example, in Figure 6,
App1 marks object A but not object C. This solution
is simple but conservative and static; a more dynamic
scheme might involve tracking the set of objects hosted
by each client.

D. Remote reads at the generating client: Tango does
not currently allow a client to execute transactions and
generate commit records involving remote reads. Call-
ing an accessor on an object that does not have a local
view is problematic, since the data does not exist locally;
possible solutions involve invoking an RPC to a different
client with a view of the object, if one exists, or recreat-
ing the view locally at the beginning of the transaction,
which can be too expensive. If we do issue RPCs to
other clients, conflict resolution becomes problematic;
the node that generated the commit record does not have
local views of the objects read by it and hence cannot
check their latest versions to find conflicts. As a result,
conflict resolution requires a more complex, collabora-
tive protocol involving multiple clients sharing partial,
local commit/abort decisions via the shared log; we plan
to explore this as future work.

A second limitation is that a single transaction can
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Figure 7: Streams are stored on the shared log with
redundant backpointers.

only write to a fixed number of Tango objects. The mul-
tiappend call places a limit on the number of streams to
which a single entry can be appended. As we will see
in the next section, this limit is set at deployment time
and translates to storage overhead within each log entry,
with each extra stream requiring 12 bytes of space in a
4KB log entry.

Failure Handling: The decision record mechanism
described above adds a new failure mode to Tango: a
client can crash after appending a commit record but be-
fore appending the corresponding decision record. A
key point to note, however, is that the extra decision
phase is merely an optimization; the shared log already
contains all the information required to make the com-
mit/abort decision. Any other client that hosts the read
set of the transaction can insert a decision record after a
time-out if it encounters an orphaned commit record. If
no such client exists and a larger time-out expires, any
client in the system can reconstruct local views of each
object in the read set synced up to the commit offset and
then check for conflicts.

5 Streaming CORFU
In this section, we describe our addition of a streaming
interface to the CORFU shared log implementation.

As we described in Section 2, CORFU consists of
three components: a client-side library that exposes
an append/read/check/trim interface to clients; storage
servers that each expose a 64-bit, write-once address
space over flash storage; and a sequencer that hands out
64-bit counter values.

To implement streaming, we changed the client-side
library to allow the creation and playback of streams.
Internally, the library stores stream metadata as a linked
list of offsets on the address space of the shared log,

along with an iterator. When the application calls
readnext on a stream, the library issues a conventional
CORFU random read to the offset pointed to by the iter-
ator, and moves the iterator forward.

To enable the client-side library to efficiently con-
struct this linked list, each entry in the shared log now
has a small stream header. This header includes a stream
ID as well as backpointers to the last K entries in the
shared log belonging to the same stream. When the
client-side library starts up, the application provides it
with the list of stream IDs of interest to it. For each such
stream, the library finds the last entry in the shared log
belonging to that stream (we’ll shortly describe how it
does so efficiently). The K backpointers in this entry
allow it to construct a K-sized suffix of the linked list
of offsets comprising the stream. It then issues a read
to the offset pointed at by the Kth backpointer to obtain
the previous K offsets in the linked list. In this man-
ner, the library can construct the linked list by striding
backward on the log, issuing N

K reads to build the list for
a stream with N entries. A higher redundancy factor K
for the backpointers translates into a longer stride length
and allows for faster construction of the linked list.

By default, the stream header stores the K backpoint-
ers using 2-byte deltas relative to the current offset,
which overflow if the distance to the previous entry in
the stream is larger than 64K entries. To handle the case
where all K deltas overflow, the header uses an alterna-
tive format where it stores K

4 backpointers as 64-bit ab-
solute offsets which can index any location in the shared
log’s address space. Each header now has an extra bit
that indicates the backpointer format used (relative or
absolute), and a list of either K 2-byte relative backpoint-
ers or K

4 8-byte absolute backpointers. In practice, we
use a 31-bit stream ID and use the remaining bit to store
the format indicator. If K = 4, which is the minimum
required for this scheme, the header uses 12 bytes. To
allow each entry to belong to multiple streams, we store
a fixed number of such headers on the entry. The number
of headers we store is equal to the number of streams the
entry can belong to, which in turn translates to the num-
ber of objects that a single transaction can write to.

Appending to a set of streams requires the client to ac-
quire a new offset by calling increment on the sequencer
(as in conventional CORFU). However, the sequencer
now accepts a set of stream IDs in the client’s request,
and maintains the last K offsets it has issued for each
stream ID. Using this information, the sequencer returns
a set of stream headers in response to the increment re-
quest, along with the new offset. Having obtained the
new offset, the client-side library prepends the stream
headers to the application payload and writes the en-
try using the conventional CORFU protocol to update
the storage nodes. The sequencer also supports an inter-
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face to return this information without incrementing the
counter, allowing clients to efficiently find the last entry
for a stream on startup or otherwise.

Updating the metadata for a stream at the client-side
library (i.e., the linked list of offsets) is similar to pop-
ulating it on startup; the library contacts the sequencer
to find the last entry in the shared log belonging to the
stream and backtracks until it finds entries it already
knows about. The operation of bringing the linked list
for a stream up-to-date can be triggered at various points.
It can happen reactively when readnext is called; but this
can result in very high latencies for the readnext oper-
ation if the application issues reads burstily and infre-
quently. It can happen proactively on appends, but this
is wasteful for applications that append to the stream but
never read from it, since the linked list is never consulted
in this case and does not have to be kept up-to-date. To
avoid second-guessing the application, we add an addi-
tional sync call to the modified library which brings the
linked list up-to-date and returns the last offset in the
list to the application. The application is required to call
this sync function before issuing readnext calls to en-
sure linearizable semantics for the stream, but can also
make periodic, proactive sync calls to amortize the cost
of keeping the linked list updated.

Failure Handling: Our modification of CORFU has
a fault-tolerance implication; unlike the original proto-
col, we can no longer tolerate the existence of multi-
ple sequencers, since this can result in clients obtaining
and storing different, conflicting sets of backpointers for
the same stream. To ensure that this case cannot occur,
we modified reconfiguration in CORFU to include the
sequencer as a first-class member of the ‘projection’ or
membership view. When the sequencer fails, the system
is reconfigured to a new view with a different sequencer,
using the same protocol used by CORFU to eject failed
storage nodes. Any client attempting to write to a stor-
age node after obtaining an offset from the old sequencer
will receive an error message, forcing it to update its
view and switch to the new sequencer. In an 18-node
deployment, we are able to replace a failed sequencer
within 10 ms. Once a new sequencer comes up, it has
to reconstruct its backpointer state; in the current im-
plementation, this is done by scanning backward on the
shared log, but we plan on expediting this by having the
sequencer store periodic checkpoints in the log. The to-
tal state at the sequencer is quite manageable; with K = 4
backpointers per stream, the space required is 4∗8 bytes
per stream, or 32MB for 1M streams.

In addition, crashed clients can create holes in the
log if they obtain an offset from the sequencer and
then fail before writing to the storage units. In conven-
tional CORFU, any client can use the fill call to patch
a hole with a junk value. Junk values are problematic

for streaming CORFU since they do not contain back-
pointers. When the client-side library strides through
the backpointers to populate or update its metadata for a
stream, it has to stop if all K relative backpointers from a
particular offset lead to junk entries (or all K

4 backpoint-
ers in the absolute backpointer format). In our current
implementation, a client in this situation resorts to scan-
ning the log backwards to find an earlier valid entry for
the stream.

6 Evaluation

Our experimental testbed consists of 36 8-core machines
in two racks, with gigabit NICs on each node and 20
Gbps between the top-of-rack switches. Half the nodes
(evenly divided across racks) are equipped with two In-
tel X25V SSDs each. In all the experiments, we run an
18-node CORFU deployment on these nodes in a 9X2
configuration (i.e., 9 sets of 2 replicas each), such that
each entry is mirrored across racks. The CORFU se-
quencer runs on a powerful, 32-core machine in a sepa-
rate rack. The other 18 nodes are used as clients in our
experiments, running applications and benchmarks that
operate on Tango objects; we don’t model the external
clients of these applications and instead generate load
locally. We use 4KB entries in the CORFU log, with
a batch size of 4 at each client (i.e., the Tango runtime
stores a batch of 4 commit records in each log entry).

6.1 Single Object Linearizability

We claimed that Tango objects can provide persistence,
high availability and elasticity with high performance.
To demonstrate this, Figure 8 shows the performance of
a single Tango object with a varying number of views,
corresponding to the use case in Figure 5(a), where the
application uses Tango to persist and replicate state. The
code we run is identical to the TangoRegister code in
Figure 3. Figure 8 (Left) shows the latency / throughput
trade-off on a single view; we can provide 135K sub-
millisecond reads/sec on a read-only workload and 38K
writes/sec under 2 ms on a write-only workload. Each
line on this graph is obtained by doubling the window
size of outstanding operations at the client from 8 (left-
most point) to 256 (right-most point).

Figure 8 (Middle) shows performance for a ‘prima-
ry/backup’ scenario where two nodes host views of the
same object, with all writes directed to one node and all
reads to the other. Overall throughput falls sharply as
writes are introduced, and then stays constant at around
40K ops/sec as the workload mix changes; however, av-
erage read latency goes up as writes dominate, reflect-
ing the extra work the read-only ‘backup’ node has to
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Figure 8: A TangoRegister is persistent with one view; highly available with two views; and elastic with N views.

perform to catch up with the ‘primary’. Note that ei-
ther node can serve reads or writes, effectively enabling
immediate fail-over if one fails. This graph shows that
Tango can be used to support a highly available, high-
throughput service.

Figure 8 (Right) shows the elasticity of linearizable
read throughput; we scale read throughput to a Tango
object by adding more read-only views, each of which
issues 10K reads/sec, while keeping the write workload
constant at 10K writes/sec. Reads scale linearly until
the underlying shared log is saturated; to illustrate this
point, we show performance on a smaller 2-server log
which bottlenecks at around 120K reads/sec, as well as
the default 18-server log which scales to 180K reads/sec
with 18 clients. Adding more read-only views does not
impact read latency; with the 18-server log, we obtain
1 ms reads (corresponding to the point on the previous
graph for a 10K writes/sec workload).

6.2 Transactions

We now show that Tango provides transactional support
within and across objects. We first focus on single-object
transactions. Figure 9 shows transaction throughput and
goodput (i.e., committed transactions) on a single Tan-
goMap object as we vary the degree of contention (by
increasing the number of keys within the map) and in-
crease the number of nodes hosting views of the ob-
ject. Each node performs transactions, and each trans-
action reads three keys and writes three other keys to
the map. Figure 9 (Top) chooses keys using a highly
skewed zipf distribution (corresponding to workload ‘a’
of the Yahoo! Cloud Serving Benchmark [17]). Fig-
ure 9 (Bottom) chooses keys using a uniform distribu-
tion. For 3 nodes, transaction goodput is low with tens
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Figure 9: Transactions on a fully replicated Tan-
goMap offer high, stable goodput.

or hundreds of keys but reaches 99% of throughput in
the uniform case and 70% in the zipf case with 10K keys
or higher. Transaction throughput hits a maximum with
three nodes and stays constant as more nodes are added;
this illustrates the playback bottleneck, where system-
wide throughput is limited by the speed at which a single
client can play the log. Transaction latency (not shown
in the graph) averages at 6.5 ms with 2 nodes and 100K
keys. Next, we look at how layered partitioning allevi-
ates the playback bottleneck.

Figure 10 (Left) substantiates our claim that layered
partitioning can provide linear scaling until the under-
lying shared log is saturated. Here, each node hosts
the view for a different TangoMap and performs single-
object transactions (with three reads and three writes)
over it. We use both a small shared log with 6 servers as
well as the default 18-server one. As expected, through-
put scales linearly with the number of nodes until it satu-
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Figure 10: Tango allows services to scale via partitioning (Left), while still providing fast transactions across
partitions (Middle) and on shared objects (Right).

rates the shared log on the 6-server deployment at around
150K txes/sec. With an 18-server shared log, through-
put scales to 200K txes/sec and we do not encounter the
throughput ceiling imposed by the shared log.

We stated that the underlying shared log enables fast
transactions across objects. We now look at two types
of transactions across different objects. First, in Figure
10 (Middle), we consider the partitioned setup from the
previous experiment with 18 nodes running at 200K tx-
es/sec, where each node hosts a view for a different Tan-
goMap with 100K keys. We introduce cross-partition
transactions that read the local object but write to both
the local as well as a remote object (this corresponds to
an operation that moves a key from one map to another).

To provide a comparison point, we modified the
Tango runtime’s EndTX call to implement a simple, dis-
tributed 2-phase locking (2PL) protocol instead of ac-
cessing the shared log; this protocol is similar to that
used by Percolator [38], except that it implements seri-
alizability instead of snapshot isolation for a more di-
rect comparison with Tango. On EndTX-2PL, a client
first acquires a timestamp from a centralized server (cor-
responding to the Percolator timestamp server; we use
our sequencer instead); this is the version of the current
transaction. It then locks the items in the read set. If any
item has changed since it was read, the transaction is
aborted; if not, the client then contacts the other clients
in the write set to obtain a lock on each item being mod-
ified as well as the latest version of that item. If any of
the returned versions are higher than the current transac-
tion’s version (i.e., a write-write conflict) or a lock can-
not be obtained, the transaction unlocks all items and
retries with a new sequence number. Otherwise, it sends
a commit to all the clients involved, updating the items
and their versions and unlocking them.

As Figure 10 (Middle) shows, throughput degrades

gracefully for both Tango and 2PL as we double the per-
centage of cross-partition transactions. We don’t show
goodput in this graph, which is at around 99% for both
protocols with uniform key selection. Our aim is to show
that Tango has scaling characteristics similar to a con-
ventional distributed protocol while suffering from none
of the fault-tolerance problems endemic to such proto-
cols, such as deadlocks, crashed coordinators, etc.

Next, we look at a different type of transaction in
Figure 10 (Right), where each node in a 4-node setup
hosts a view of a different TangoMap as in the previ-
ous experiment, but also hosts a view for a common
TangoMap shared across all the nodes (corresponding to
the use case in Figure 5(d)). Each map has 100K keys.
For some percentage of transactions, the node reads and
writes both its own object as well as the shared object;
we double this percentage on the x-axis, and through-
put falls sharply going from 0% to 1%, after which it
degrades gracefully. Goodput (not shown in the graph)
drops marginally from 99% of throughput to 98% of
throughput with uniform key selection.

6.3 Other Data Structures
To show that Tango can support arbitrary, real-world
data structures, we implemented the ZooKeeper inter-
face over Tango in less than 1000 lines of Java code,
compared to over 13K lines for the original [15] (how-
ever, our code count does not include ancillary code
used to maintain interface compatibility, such as vari-
ous Exceptions and application callback interfaces, and
does not include support for ACLs). The performance
of the resulting implementation is very similar to the
TangoMap numbers in Figure 10; for example, with
18 clients running independent namespaces, we obtain
around 200K txes/sec if transactions do not span names-
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paces, and nearly 20K txes/sec for transactions that
atomically move a file from one namespace to another.
The capability to move files across different instances
does not exist in ZooKeeper, which supports a limited
form of transaction within a single instance (i.e., a multi-
op call that atomically executes a batch of operations).

We also implemented the single-writer ledger abstrac-
tion of BookKeeper [30] in around 300 lines of Java
code (again, not counting Exceptions and callback inter-
faces). Ledger writes directly translate into stream ap-
pends (with some metadata added to enforce the single-
writer property), and hence run at the speed of the un-
derlying shared log; we were able to generate over 200K
4KB writes/sec using an 18-node shared log. To ver-
ify that our versions of ZooKeeper and BookKeeper
were full-fledged implementations, we ran the HDFS na-
menode over them (modifying it only to instantiate our
classes instead of the originals) and successfully demon-
strated recovery from a namenode reboot as well as fail-
over to a backup namenode.

7 Related Work

Tango fits within the SMR [42] paradigm, replicating
state by imposing a total ordering over all updates; in the
vocabulary of SMR, Tango clients can be seen as learn-
ers of the total ordering, whereas the storage nodes com-
prising the shared log play the role of acceptors. A key
difference is that the shared log interface is a superset
of the traditional SMR upcall-based interface, providing
persistence and history in addition to consistency.

Tango also fits into the recent trend towards enabling
strong consistency across sharded systems via a source
of global ordering; for example, Percolator [38] uses
a central server to issue non-contiguous timestamps to
transactions, Spanner [18] uses real time as an order-
ing mechanism via synchronized clocks, and Calvin [44]
uses a distributed agreement protocol to order batches of
input transactions. In this context, the Tango shared log
can be seen as a more powerful ordering mechanism,
since it allows any client to iterate over the global order-
ing and examine any subsequence of it.

Multiple systems have aimed to augment objects
with strong consistency, persistence and fault-tolerance
properties. Thor [32] provided applications with per-
sistent objects stored on backend servers. More re-
cently, Live Objects [37] layer object interfaces over
virtual synchrony, OpenReplica [6] transparently repli-
cates Python objects over a Paxos implementation, while
Tempest [34] implements fault-tolerant Java objects over
reliable broadcast and gossip. Tango objects are similar
to the Distributed Data Structures proposed in Ninja [22,
23], in that they provide fault-tolerant, strongly consis-

tent data structures, but differ by providing transactions
across items, operations, and different data structures.

Tango is also related to log-structured storage systems
such as LFS [39] and Zebra [24]. A key difference is
that Tango assumes a shared log with an infinite address
space and a trim API; internally, the shared log imple-
mentation we use implements garbage collection tech-
niques similar to those found in modern SSDs.

The transaction protocol described in Section 3 is in-
spired by Hyder [11], which implemented optimistic
concurrency control for a fully replicated database over
a shared log; we extend the basic technique to work in
a partitioned setting over multiple objects, as described
in Section 4. In addition, the Hyder paper included only
simulation results; our evaluation provides the first im-
plementation numbers for transactions over a shared log.
The original CORFU paper implemented atomic multi-
puts on a shared log, but did not focus on arbitrary data
structures or full transactions over a shared log.

A number of recent projects have looked at new pro-
gramming abstractions for non-volatile RAM [16]; some
of these provide transactional interfaces over commod-
ity SSDs [40] or byte-addressable NV-RAM [47]. Tango
has similar goals to these projects but is targeted at a dis-
tributed setting, where fault-tolerance and consistency
are as important as persistence.

8 Conclusion
In the rush to produce better tools for distributed pro-
gramming, metadata services have been left behind; it is
arguably as hard to build a highly available, persistent
and strongly consistent metadata service today as it was
a decade earlier. Tango fills this gap with the abstraction
of a data structure backed by a shared log. Tango objects
are simple to build and use, relying on simple append
and read operations on the shared log rather than com-
plex messaging protocols. By leveraging the shared log
to provide key properties – such as consistency, persis-
tence, elasticity, atomicity and isolation – Tango makes
metadata services as easy to write as a MapReduce job
or a photo-sharing website.
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Abstract

When a client outsources a job to a third party (e.g., the
cloud), how can the client check the result, without re-
executing the computation? Recent work in proof-based
verifiable computation has made significant progress on
this problem by incorporating deep results from complex-
ity theory and cryptography into built systems. However,
these systems work within a stateless model: they exclude
computations that interact with RAM or a disk, or for
which the client does not have the full input.

This paper describes Pantry, a built system that over-
comes these limitations. Pantry composes proof-based
verifiable computation with untrusted storage: the client
expresses its computation in terms of digests that attest to
state, and verifiably outsources that computation. Using
Pantry, we extend verifiability to MapReduce jobs, sim-
ple database queries, and interactions with private state.
Thus, Pantry takes another step toward practical proof-
based verifiable computation for realistic applications.

1 Introduction
This paper addresses a fundamental problem in systems
security: how can a local computer verify the correctness
of a remote execution? (Checking that the given program
was expressed correctly is a complementary concern,
studied by the field of program verification.) Our focus
on execution verification is motivated by large MapRe-
duce jobs, remote database queries, and cloud computing
more generally. In these scenarios, the causes of incorrect
execution include corruption of input data in storage or
transit, hardware faults, platform bugs, and misconfigura-
tion. Unfortunately, the faults, and their effects, may not
be visible as such. Indeed, when a job completes, after
having processed petabytes of data, how can the client be
sure that the output is correct [77]?

The client could audit the output [55], but this tech-
nique fails if a problem happens outside the selected
sample. The client could replicate the computation (using
state machine replication [23], quorums [51], or outsourc-
ing to two clouds [5, 22]), but this technique works only
if replica faults are uncorrelated. The client could trust
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the remote hardware and use attestation [60, 63], but
what if the hardware is faulty? The client could use a
tailored solution [8, 13, 18, 28, 39, 58, 70, 73, 75], but
such solutions are not available for all applications.

Perhaps surprisingly, the client can receive a guaran-
tee that covers the entire execution of the computation,
that makes no assumptions about the performing plat-
form (other than cryptographic hardness assumptions),
and that applies generally. In proof-based verifiable com-
putation, the performing computer (or prover) returns the
results along with a proof that the client (or verifier) can
efficiently and probabilistically check. If the entire com-
putation was executed correctly, the client accepts, and if
there is any error, the client rejects with high probability.

These protocols are based on deep theoretical tools:
probabilistically checkable proofs (PCPs) [6, 7], in-
teractive proofs [9, 37, 38, 48, 69], and cryptogra-
phy [15, 19, 31, 32, 42, 45]. This theory provides very
strong guarantees and is usually phrased as defending
against an arbitrarily malicious prover. Note that mali-
ciousness is not an accusation but rather a comprehen-
sive model that includes benign malfunctions with unpre-
dictable effects.

Recent works have aimed to realize proof-based ver-
ifiable computation in built systems [12, 24, 59, 64–
67, 71, 72, 74]. On the one hand, these systems appear to
approach practicality. Some of them come with compil-
ers that allow programmers to express computations in
a high-level language [12, 59, 65, 67, 74]. And the best
of them achieve reasonable client performance, provided
that there are many identical computations (with poten-
tially different inputs) over which to amortize overhead—
a requirement met by typical data-parallel cloud comput-
ing applications.

On the other hand, almost none of these systems admit
a notion of state or storage:1 their compilation target is
constraints, a generalization of circuits (§2). Given this
“assembly language”, the computation cannot feasibly use
memory, and the client must handle all of the input and
output. Besides hindering programmability, these limita-
tions are inconsistent with remotely stored inputs (as in
MapReduce jobs, queries on remote databases, etc.); for
example, verifying a large MapReduce job would require
the client to materialize the entire dataset.

This paper introduces Pantry, the first system to pro-
vide verifiable computation with state. To do so, Pantry
marries machinery for verifying pure computations with

1The exception is concurrent work by Ben-Sasson et al. [12]; see §9.
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techniques from untrusted storage [17, 29, 47, 53]. While
this picture is folklore among theorists [11, 15, 32, 41],
the contributions of Pantry are to work out the details and
build a system, specifically:

(1) Pantry enhances state of the art systems (§2) for
verifiable computation (Ginger [67], Zaatar [65], Pinoc-
chio [59]) with a storage abstraction (§3). The program-
mer expresses a computation using a subset of C plus
two new primitives—PutBlock and GetBlock—and the
Pantry compiler produces appropriate constraints. These
primitives name data blocks by a cryptographic digest,
or hash, of their contents. Such blocks are used exten-
sively in systems for untrusted storage [29, 47]; however,
in Pantry, the verifier will not be fetching the blocks to
check them. The key insight here is that there exist hash
functions that are amenable to the constraint formalism.

(2) Using PutBlock and GetBlock, we build a ver-
ifiable MapReduce framework (§4). The programmer
writes Map and Reduce functions, much as in standard
MapReduce frameworks. Here, however, input and output
files are named by the digests of their contents.

(3) We also use PutBlock and GetBlock (together with
well-known techniques [17, 53]) to build higher-level
storage abstractions: a RAM and a searchable tree (§5).
We use the tree to build a database application that sup-
ports verifiable queries in a (small) subset of SQL. The
notable aspects here are the placement of functionality
and the result: the abstractions are exposed to the C pro-
grammer, they need not be built into the compiler, and
operations on these abstractions happen verifiably even
though the client does not have the state.

(4) We compose PutBlock and GetBlock with a zero-
knowledge variant of Pinocchio [32, 59], to build applica-
tions in which the prover’s state is private: face matching,
toll collection, etc. (§6).

The components just described have awkward usage
restrictions (the database is single-writer, iteration con-
structs need static upper bounds, etc.), due in part to
the clumsiness of the constraint formalism. Worse, the
measured cost (§8) of the implementation (§7) is very
high: the prover’s overhead is tremendous, and the ver-
ifier incurs a similarly high per-computation setup cost,
requiring many invocations to justify this expense.

However, compared to prior systems for verifiable com-
putation (§9), Pantry improves performance: by not han-
dling inputs, the verifier saves CPU and network costs.
This effect, together with Pantry’s enhanced expressive-
ness, expands the universe of applications for which ver-
ification makes sense (§10). MapReduce, for example,
works over remote state, and is well-suited to amortizing
the setup costs, since it entails many identical computa-
tions. And the private state applications provide function-
ality that does not exist otherwise or previously required
intricate custom protocols. In summary, Pantry extends

proof-based verifiable computation to real applications of
cloud computing (albeit at much smaller scales for now).

2 Pantry’s base: Zaatar and Pinocchio
We present Zaatar [65] and Pinocchio [59], and the under-
lying theory, in a unified framework. Similar frameworks
appear in prior work [59, 65–67, 74], and aspects of our
presentation are borrowed [65, §2][74, §2].

2.1 Overview of Zaatar and Pinocchio

A client, or verifier V , sends a program Ψ, expressed in a
high-level language, to a server, or prover P . V sends in-
put x and receives output y, which is supposed to be Ψ(x).
V then engages P in a protocol that allows V to check
whether P executed correctly. This protocol assumes a
computational bound on P (e.g., that P cannot break a
cryptographic primitive). However, the protocol makes
no other assumptions about P : its guarantees hold regard-
less of how or why P malfunctions. These guarantees are
probabilistic (over V’s random choices):

• Completeness. If y = Ψ(x), then if P follows the
protocol, Pr{V accepts} = 1.

• Soundness. If y ̸= Ψ(x), then Pr{V rejects} > 1 − ϵ,
where ϵ can be made small.

Given a specific computation Ψ, we call each invoca-
tion of it an instance. The per-instance costs for V are
very low. However, in order to participate in the proto-
col, V incurs a setup cost for each Ψ, which amortizes
over multiple instances, either over a batch [65] or indefi-
nitely [59] (see Section 2.3).

2.2 Zaatar and Pinocchio in more detail

Verifiably outsourcing a computation happens in three
steps, depicted in Figure 1. First, the compiler transforms
the computation Ψ to an algebraic system of constraints.
Next, P produces a solution to these constraints that
implies y = Ψ(x). Finally, P convinces V that it has
produced such a solution, thereby establishing that y =
Ψ(x). We now describe each step in detail; for the time
being, we assume only one instance (§2.3 revisits).

(1) Ψ is represented as constraints. The programmer
begins by expressing a computation, Ψ, in a subset of C
or an equivalent high-level language (described in §2.4)
and invoking a compiler [50, 59, 65, 67]. Here, we focus
on the compilation target: a set of constraints [20, 67].

In our context, a set of constraints C is a system of
equations in variables (X, Y , Z), over a large finite field,
F; we choose F=Fp (the integers mod a prime p), where
p is large (e.g., 128 bits). Each constraint has total degree
2, so each summand in a constraint is either a variable
or a product of two variables. Variables X and Y repre-
sent the input and output variables, respectively; for now,
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Figure 1—Verifiable outsourcing in Zaatar and Pinocchio, as-
suming a single instance of a computation Ψ on input x (amor-
tization is depicted in Figure 2). Step ➀: V and P compile
Ψ from a high-level language to constraints C. Step ➁: P
produces a satisfying assignment, z, to C(X=x, Y=y). Step ➂:
P uses complexity-theoretic and cryptographic machinery to
convince V that P holds a satisfying assignment.

we assume one of each. Upper-case letters (X, Y , Z, . . .)
represent constraint variables; their lower-case counter-
parts (x, y, z, . . .) represent concrete values taken by (or
assigned to, or bound to) those variables.

Also, let C(X=x) mean C with X bound to x (V’s
requested input); C(X=x, Y=y) indicates that in addi-
tion Y is bound to y (the purported output). Notice that
C(X=x, Y=y) is a set of constraints over the variables
Z. If for some z, setting Z=z makes all constraints in
C(X=x, Y=y) hold simultaneously, then C(X=x, Y=y) is
said to be satisfiable, and z is a satisfying assignment.

For a given computation Ψ, a set of constraints C is said
to be equivalent to Ψ if: for all x, y, we have y = Ψ(x)
if and only if C(X=x, Y=y) is satisfiable. As a simple
example, the constraints C={Z−X = 0, Z+1−Y = 0}
are equivalent to add-1 [20]. Indeed, consider a pair (x, y).
If y = x + 1, then there is a satisfying assignment to
C(X=x, Y=y), namely Z=x. However, if y ̸= x + 1, then
C(X=x, Y=y) is not satisfiable.

(2) P computes and identifies a satisfying assignment.
P “executes” Ψ(x) by identifying a satisfying assignment
to the equivalent constraints C(X=x), and obtaining the
output y in the process. To do so, P runs a constraint-
solving routine that takes as input a compiler-produced
list of annotated constraints. This routine goes constraint-
by-constraint. A common case is that a constraint intro-
duces a variable and can be written as an assignment to
that new variable (e.g., {. . . , Z4 = Z3 · (Z2 + Z1), Z5 =
Z4 · Z2, . . .}); the routine “solves” such constraints by
evaluating their right-hand sides.

Some constraints require additional work of P . An
example is the != test (this will give some intuition for the
techniques in Section 3). Consider the following snippet:

if (Z1 != Z2)
Z3 = 1;

else
Z3 = 0;

This compiles to the following constraints [20]:

C!= =
{

M · (Z1 − Z2)− Z3 = 0
(1 − Z3) · (Z1 − Z2) = 0

}
.

Notice that the first constraint introduces two new vari-
ables (M, Z3), and thus there are multiple ways to satisfy
this constraint. To choose values for these variables that
also satisfy the second constraint, P’s constraint-solving
routine consults the constraints’ annotations. The relevant
annotation tells P that if Z1 ̸=Z2, then P should set M
equal to the multiplicative inverse of Z1 − Z2, which P
computes outside of the constraint formalism. We call
this “computing exogenously” (in theoretical terms, M
and Z3 are “non-deterministic input”), and there is an
analogy between the exogenous computation of M and
supplying values from storage in Section 3.

(3) P argues that it has a satisfying assignment. P
wants to prove to V that it knows a satisfying assignment
to C(X=x, Y=y); this would convince V that the output y
is correct (and moreover that the computation, expressed
in constraints, was executed correctly). Of course, there
is a simple proof that a satisfying assignment exists: the
satisfying assignment itself. However, V could check this
proof only by examining all of it, which would be as
much work as executing the computation.

Instead, Zaatar and Pinocchio apply the theory of
PCPs [6, 7],2 which implies that a classical proof—a
satisfying assignment z, in this case—can be encoded
into a long string π in a way that allows V to detect
the proof’s validity by (a) inspecting a small number of
randomly-chosen locations in π, and (b) applying effi-
cient tests to the contents found at those locations. The
details—what is in the encoding π, how V selects loca-
tions to inspect, what tests V applies, and why all of this
works—are beyond the scope of this paper.

The protocols do not use PCPs alone: the encoded
proof π is far larger than the number of steps in Ψ, so
making V receive π would again defeat our purpose. To
get around this issue, Zaatar and Pinocchio—and their
theoretical progenitors—compose PCPs with cryptogra-
phy, based on assumptions that P cannot break certain
primitives. There are two types of protocols; our compiler
produces V and P binaries for both.

First, Zaatar [65] instantiates an efficient argument [19,
42, 45, 66, 67]: V extracts from P a cryptographic com-
mitment to π, and then V queries P , meaning that V asks
P what values π contains at particular locations. V uses
PCPs to choose the locations and test the replies, and
cryptography to ensure that P’s replies pass V’s tests
only if P’s replies are consistent with a proof π that a sat-

2Our description takes some expositional license: Pinocchio’s explicit
base is GGPR [32], which does not invoke PCPs. However, one can
regard the key in their work as PCP queries, in encrypted form [16].
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Figure 2—Amortization in Zaatar [65] and Pinocchio [59]. Su-
perscripts denote different instances. In Zaatar, V’s work to
formulate queries amortizes over a batch of β instances; in
Pinocchio, analogous work amortizes over all future instances
of the same computation (this is better). In both protocols, the
Ψ → C step happens only once for each Ψ (not depicted).

isfying assignment exists. The protocol details are given
in prior works [65, §2][67, §2][66].

The second variant is instantiated by Pinocchio [59]
and known as a non-interactive argument [32, 33]: V
preencrypts queries and sends them to P . As in the first
variant, the queries are chosen by PCP machinery and de-
scribe locations where V wants to inspect an eventual π.
Here, however, P replies to the queries without knowing
which locations V is querying. This process (hiding the
queries, replying to them, testing the answers) relies on
sophisticated cryptography layered atop the PCP machin-
ery. The details are described elsewhere [16, 32, 59].

2.3 Amortization, guarantees, and costs

V incurs a setup cost (to express which locations in π to
query) for each computation Ψ and each input size. This
cost amortizes differently in Zaatar and Pinocchio.

In Zaatar, amortization happens over a batch: a set of
β instances of the identical computation Ψ, on different
inputs (Figure 2(a)). Thus, Zaatar presumes parallelism:
for j ∈ {1, . . . ,β}, V sends parallel inputs x(j), P returns
parallel outputs y(j), and P formulates parallel proofs
π(j) establishing that y(j)=Ψ(x(j)). The synchronization
requirement is that V extract commitments to all π(j)

before issuing the queries (because queries are reused
across the batch). Note that P is an abstraction and could
represent multiple machines (as in our MapReduce appli-
cation in Section 4). Zaatar meets the completeness and
soundness properties given earlier (§2.1), with ϵ < 1/106

(see [65, Apdx. A.2]), and in addition provides soundness
for the batch: if for any j ∈ {1, . . . ,β}, y(j) ̸= Ψ(x(j)),
then Pr{V rejects the batch} > 1 − ϵ.

In Pinocchio, query formulation by V and installation
on P happen once per Ψ, thereby amortizing over all fu-
ture instances of the identical computation (Figure 2(b)).

naive Zaatar [65], Pinocchio [59]

V , setup 0 c2 · (|Z|+ |C|)
V , runtime β·(T(|x|)+c1|y|) β · (c3 + c4 · (|x|+ |y|))
P , runtime 0 β · (c5 · (|Z|+ |C|)

+ c6 · |C| · log |C|)
T: running time of computation as a function of input length.
x, y: input and output of computation.
β: number of instances over which V’s setup cost amortizes
c1, c2, . . .: model costs of processing input/output,

cryptographic primitives, PCP queries, etc.

Figure 3—CPU costs of step (3) under Zaatar and Pinocchio,
and under the naive approach: reexecute and compare. The
amortization behavior is different for Zaatar and Pinocchio
(see text). Also, the constants (c2, c3, . . .) differ: Pinocchio’s c4
is lower while for the other constants, Zaatar’s values are lower.
Section 8.1 discusses these constants, the magnitudes of |Z| and
|C|, and the costs of step (2).

Pinocchio meets the completeness and soundness prop-
erties, with ϵ < 1/2128. Pinocchio also has versions that
provide zero-knowledge (the prover can keep private the
contents of the satisfying assignment z) and public verifi-
ability [59]; the former provides a crucial foundation for
Pantry’s privacy-preserving applications (§6).

Figure 3 depicts the protocols’ CPU costs for step (3).
A key performance goal is that V should incur lower
(amortized) CPU costs than the naive alternative: reexe-
cuting the computation [31].3 Performance is thus evalu-
ated as follows [59, 65–67, 74]. (1) Are the per-instance
costs for V less than the running time of Ψ, when Ψ is
expressed in C and compiled to machine code? (Other-
wise, the performance goal cannot be met.) (2) What is
the cross-over point, meaning the number of instances
past which V expends less total CPU than the naive veri-
fier? (3) What are the overheads of P , relative to normal
execution?

Rough answers are as follows (see also Section 8). For
question (1), the answer is “sometimes; it depends on
the computation”. For (2), the cross-over points are tens
of thousands or millions [65, §5.2], depending on the
computation. For (3), the overheads are very high: factors
of 104 or 105 are not uncommon.

To briefly compare the performance of Zaatar and
Pinocchio, Pinocchio has superior amortization behavior
(see above) but higher proving and setup costs (and hence
higher cross-over points), by constant factors.

2.4 Expressiveness

As context for Pantry, we now describe the language
features and limitations of prior work [20, 59, 65, 67].

Pre-Pantry, compilers accepted a C subset [59] (or the
equivalent [50, 65, 67]) that includes functions, structs,

3One might think to compare to replicated execution (§1), but a goal
of verifiable computation is to provide very strong guarantees (§2.1);
replication stops working when faults are correlated.

344



typedefs, preprocessor definitions, if-else statements, ex-
plicit type conversion, and standard integer and bitwise
operations. These compilers partially support pointers
and loops: pointers and array indexes must be compile-
time constants (ruling out a RAM abstraction), and like-
wise with the maximum number of loop iterations.

When compiled, most operations introduce only a few
new variables or constraints [65, §4]. There are four ex-
ceptions. The first two are inequalities and bitwise op-
erations; these constructs separate numbers into their
bits and glue them back together [20, 59, 67], requir-
ing ≈ log2 |F| constraints and variables per operation.
The other two are looping and if-else statements: loops
are unrolled at compile time, and the costs of an if-else
statement combine the costs of the then-block and the
else-block [20].

Apart from the specifics of language constructs and
costs, the pre-Pantry model of computation is severely
limited, even hermetic: computations can interact with
state neither as auxiliary input, nor during execution, nor
as auxiliary output. Therefore, using Zaatar or Pinocchio
requires V to supply all inputs, receive all outputs, and
eschew any notion of RAM, disk, or storage. These are
the limitations addressed by Pantry.

3 Storage model and primitives in Pantry
The core of Pantry is two primitives, verifiable PutBlock
and GetBlock, that extend the model above. This section
describes the primitives; Sections 4–6 describe their use.

To explain Pantry’s approach, we note that the inter-
face to step (3) in Section 2.2 is a set of constraints and a
purported satisfying assignment. Thus, a first cut attempt
at incorporating state into verifiable computation would
be to represent load and store operations with constraints
explicitly. However, doing so naively would incur hor-
rific expense: if memory is an array of variables, then
load(addr) would require a separate constraint for each
possible value of addr (assuming addr is not resolvable
at compile-time). This approach would also require the
input state to be available to the verifier V .

To overcome these problems, we want a model in
which computations do not execute storage but can ef-
ficiently verify it. Given such a model, we could use
constraints to represent computation (as we do now) as
well as efficient checks of storage. But such a model is
actually well-studied, in the context of untrusted storage:
the state is represented by hash trees [17, 53], often ac-
companied by a naming scheme in which data blocks are
referenced by hashes of their contents [29, 47].

If we could efficiently represent the computation of
the hash function as constraints, then we could extend the
computational model in Section 2 with the semantics of
untrusted storage. At that point, a satisfying assignment

to the constraints would imply correct computation and
correct interaction with state—and we could use step (3)
from Section 2.2 to prove to V that P holds such an
assignment. We now describe this approach.

3.1 Verifiable blocks: overview

The lowest level of storage is a block store; it consists of
variable-length blocks of data, in which the blocks are
named by collision-resistant hash functions (CRHFs) of
those blocks. Letting H denote a CRHF, a correct block
store is a map

S : name → block ∪ ⊥,

where if block = S(name), then H(block) = name.
In other words, S implements the relation H−1. This
naming scheme allows clients to use untrusted storage
servers [29, 47]. The technique’s power is that given a
name for data, the client can check that the returned block
is correct, in the sense of being consistent with its name.
Likewise, a client that creates new blocks can compute
their names and use those names as references later in
the computation.

But unlike the scenario in prior work, our V cannot
actually check the contents of the blocks that it “retrieves”
or impose the correct names of the blocks that it “stores”,
as the entire computation is remote. Instead, V represents
its computations with constraints that P can satisfy only
if P uses the right blocks. Another way to understand
this approach is that V uses the verification machinery to
outsource the storage checks to P; in fact, P itself could
be using an untrusted block store!

We will show in later sections how to write general-
purpose computations; for now, we illustrate the model
with a simple example. Imagine that the computation
takes as input the name of a block and returns the asso-
ciated contents as output. The constraints are set up to
be satisfiable if and only if the return value hashes to the
requested name. In effect, P is being asked to identify
a preimage of H, which (by the collision-resistance of
H) P can do only if it returns the actual block previously
stored under the requested name.

3.2 Verifiable blocks: details and costs

Pantry provides two primitives to the programmer:

block = GetBlock(name);
name = PutBlock(block);

These primitives are detailed in Figure 4. Notice that in a
correct execution, H(block)=name. Given this relation,
and given the collision-resistance of H, the programmer
receives from GetBlock and PutBlock a particular storage
model: S functions as write-once memory, where the
addresses are in practice unique, and where an address
certifies the data that it holds.
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GetBlock (name n):
block← read block with name n in block store S
assert n == H(block)
return block

PutBlock (block):
n← H(block)
store (n, block) in block store S
return n

Figure 4—Pseudocode for verifiable storage primitives. These
primitives compile to constraints that enforce the required re-
lation between n and block; the constraints do not represent
interactions with S explicitly.

Of course, how S is implemented is unspecified here;
the choice can be different for different kinds of storage
(MapReduce, RAM, etc.). And, per the definition of S,
block length can vary; for example, in the MapReduce
application (§4), an entire file will be one block.

To bootstrap, the client supplies one or more names as
input, and it may receive one or more names as output,
for use in further computations. These names are related
to capabilities [40, 46]: with capabilities, a reference cer-
tifies to the system, by its existence, that the programmer
is entitled to refer to a particular object; here, the refer-
ence itself certifies to the programmer that the system is
providing the programmer with the correct object.

We now describe the constraints that enforce the model.
The code b = GetBlock(n) compiles to constraints
CH−1 , where: the input variable, X, represents the name;
the output variable, Y , represents the block contents; and
CH−1(X=n, Y=b) is satisfiable if and only if b ∈ H−1(n)
(i.e., H(b) = n). The code n = PutBlock(b) compiles
to the same constraints, except that the inputs and out-
puts are switched. Specifically, this line compiles to con-
straints CH , where: X represents the block contents, Y
represents the name, and CH(X=b, Y=n) is satisfiable if
and only if n = H(b).

Of course, CH and CH−1 will usually appear inside a
larger set of constraints, in which case the compiler rela-
bels the inputs and outputs of CH and CH−1 to correspond
to intermediate program variables. As an example, con-
sider the following computation:

add(int x1, name x2) {
block b = GetBlock(x2);
/* assume that b is a field element */
return b + x1;

}

The corresponding constraints are:

C = {Y − B − X1 = 0} ∪ CH−1(X=X2, Y=B),

where the notation X=X2 and Y=B means that, in CH−1

above, the appearances of X are relabeled X2 and the
appearances of Y are relabeled B. Notice that variable

B is unbound in C(X1=x1, X2=x2, Y=y). To assign B=b
in a way that satisfies the constraints, P must identify a
concrete b, presumably from storage, such that H(b)=x2.

Costs. The main cost of GetBlock and PutBlock is the
set of constraints required to represent the hash func-
tion H in CH and CH−1 . Unfortunately, widely-used func-
tions (e.g., SHA-1) make heavy use of bitwise opera-
tions, which do not have compact representations as con-
straints (§2.4). Instead, we use an algebraic hash function,
due to Ajtai [4, 36] and based on the hardness of approxi-
mation problems in lattices. The Ajtai function multiplies
its input, represented as a bit vector, by a large matrix
modulo an integer. This matrix-vector multiplication can
be expressed concisely in constraints because constraints
naturally encode sums of products (§2.2). Indeed, Ajtai
requires approximately ten times fewer constraints than
SHA-1 would. Nevertheless, Ajtai uses some bitwise op-
erations (for modular arithmetic) and hence requires a
substantial number of constraints (§8.1).

3.3 Guarantees and non-guarantees

Notice that the constraints do not capture the actual inter-
action with the block store S; the prover P is separately
responsible for maintaining the map S. What ensures that
P does so honestly? The high-level answer is the checks
in the constraints plus the collision-resistance of H.

As an illustration, consider this code snippet:

n = PutBlock(b);
b’ = GetBlock(n);

In a reasonable (sequential) computational model, a read
of a memory location should return the value written
at that location; since our names act as “locations”, a
correction execution of the code above should have vari-
ables b and b′ equal. But the program is compiled to
constraints that include CH (for PutBlock) and CH−1 (for
GetBlock), and these constraints could in principle be
satisfied with b′ ̸= b, if H(b′) = H(b). However, P is
prevented from supplying a spurious satisfying assign-
ment because collision-resistance implies that identifying
such a b and b′ is computationally infeasible. That is,
practically speaking, P can satisfy the constraints only if
it stores the actual block and then returns it.

However, Pantry does not formally enforce durabil-
ity: a malicious P could discard blocks inside PutBlock
yet still exhibit a satisfying assignment. Such a P might
be caught only when executing a subsequent computa-
tion (when V issues a corresponding GetBlock, P would
be unable to satisfy the constraints), and at that point,
it might be too late to get the data back. For a formal
guarantee of durability, one can in principle use other
machinery [68]. Also, Pantry (like its predecessors) does
not enforce availability: P could refuse to engage, or fail
to supply a satisfying assignment, even if it knows one.
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What Pantry enforces is integrity, meaning that pur-
ported memory values (the blocks that are used in the
computation) are consistent with their names, or else the
computation does not verify.

For this reason, if V’s computation executes
GetBlock(foo), and foo is an erroneous name in the sense
that it does not represent the hash of any block previously
stored, then P has no way of providing a satisfying as-
signment. This is as it should be: the computation itself is
erroneous (in this model, correct programs pass the assert
in GetBlock; see Figure 4).

A limitation of this model is that P cannot prove to V
that V made such an error; to the argument step (step (3)
in §2.2), this case looks like the one in which P refuses
to provide a satisfying assignment. While that might be
disconcerting, Pantry’s goal is to establish that a remote
execution is consistent with an expressed computation;
program verification is a complementary concern (§1).

4 Verifiable MapReduce
This section describes how Pantry provides verifiability
for MapReduce jobs. We begin with a brief review of the
standard MapReduce model [26].

A MapReduce job consists of Map and Reduce func-
tions, and input data structured as a list of key-value
pairs; the output is a transformed list of key-value pairs.
The programmer supplies the implementations of Map
and Reduce; Map takes as input a list of key-value pairs
and outputs another list of key-value pairs, and Reduce
takes as input a list of values associated with a single key
and outputs another list of values. The framework runs
multiple instances of Map and Reduce as stand-alone
processes, called mappers and reducers. The framework
gives each mapper a chunk of the input data, shuffles the
mappers’ output, and supplies it to the reducers; each
reducer’s output contributes a chunk to the overall out-
put of the job. A centralized module, which is part of
the framework, drives the job (by assigning processes to
machines, etc.).

Overview of MapReduce in Pantry. The verifier V is
a machine that invokes a MapReduce job (for instance,
the desktop machine of a cloud customer). The goal of
Pantry’s MapReduce is to assure V that its job starts from
the correct input data and executes correctly from there.

The model here will be similar to the standard one
outlined above, except that the input and output files will
be verifiable blocks (§3): a file will be referenced by a
collision-resistant hash, or digest, of its contents (from
now on, we use “digest” and “name” interchangeably).
In this model, invoking a MapReduce job requires V to
supply a list of digests, one for each input file; call this
list x. Likewise, V receives as output a list of digests, y. V
learns of the digests in x either from a bootstrapping step

(creating the data and keeping track of its digest, say) or
as the output of a job; likewise, V can use the digests
in y either to download (and verify the integrity of) the
actual data or to feed another job. That is, these digests
are self-certifying references to the data [29, 47].

Given this model, V will be guaranteed that the output
digests y are correct, meaning that the actual input data
(the key-value pairs whose digests are x), when trans-
formed by V’s desired Map and Reduce functions, results
in output data with digests y. But providing this guaran-
tee requires an application of the verification machinery
(§2–§3), which raises a design question: what exactly
is the computation to be verified, and which machine(s)
implement P?

Pantry’s approach is as follows (we discuss the ra-
tionale later). The verifier regards the MapReduce job
as two separate batch computations (§2.3), one for the
map phase and one for the reduce phase. In these compu-
tations, each mapper and reducer is an instance, with a
prover. In our design, V handles an intermediate digest
for every (mapper, reducer) pair.

Mechanics. Pantry’s MapReduce framework wraps Map
and Reduce into functions Mapper and Reducer, which
are depicted in Figure 5; the job is executed by mul-
tiple instances of each. For verification, Pantry’s C-to-
constraint compiler transforms these functions into con-
straints, and then each instance—playing the role of the
prover—convinces V that it knows a satisfying assign-
ment to the corresponding constraints (§2.2, step (3)).
Execution and verification can be decoupled, but under
Zaatar, the complete execution of a phase (map or reduce)
must happen before verification of that phase.

We now give more detail, beginning with some nota-
tion. Let M and R be the number of mappers and reducers,
and CMapper and CReducer the constraint representations of
Mapper and Reducer. Also, recall that superscripts denote
instances in a batch (§2.3).

When the mappers execute, each instance j ∈
{1, . . . , M} gets as its input, x(j), the digest of some data.
The output of an instance, map_out(j), is a vector of R
digests, one for each reducer that this mapper is “feed-
ing”; the framework receives this output and forwards it
to V . Verification convinces V that each mapper j knows a
satisfying assignment to CMapper(X=x(j), Y=map_out(j)),
which establishes for V that the mapper worked over
the correct data, applied Map correctly, partitioned the
transformed data over the reducers correctly, and—in
outputting map_out(j)—named the transformed data cor-
rectly. Note that {map_out(j)}j={1,...,M} are the M · R
intermediate digests mentioned above.

The framework then supplies the inputs to the second
phase, by shuffling the digests {map_out(j)}j={1,...,M}

and regrouping them as {reduce_in(j)}j={1,...,R}, where
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DigestArray Mapper(Digest X) {

Block list_in = GetBlock(X);
Block list_out[NUM_REDUCERS];
Digest Y[NUM_REDUCERS];

// invoke programmer-supplied Map
Map(list_in, &list_out);

for (i = 0; i < NUM_REDUCERS; i++)
Y[i] = PutBlock(list_out[i]);

return Y;
}

Digest Reducer(DigestArray X) {

Block list_in[NUM_MAPPERS];
Block list_out;

for (i = 0; i < NUM_MAPPERS; i++)
list_in[i] = GetBlock(X[i]);

// invoke programmer-supplied Reduce
Reduce(list_in, &list_out);

Y = PutBlock(list_out);

return Y;
}

Figure 5—For verifiable MapReduce, Pantry regards the depicted functions, Mapper and Reducer, as separate computations. The
two functions compile to separate constraints, and V verifies in two batches: one for the mappers and one for the reducers.

each reduce_in(j) is a vector of M digests, one for each
mapper. (V does this regrouping too, in order to know the
reducers’ inputs.)

The framework then invokes the reducers, and the out-
put of each reducer j ∈ {1, . . . , R} is a single digest y(j).
Verification convinces V that each reducer j knows a sat-
isfying assignment to CReducer(X=reduce_in(j), Y=y(j)).
This establishes for V that each reducer worked over the
correct M blocks, applied Reduce to them correctly, and
produced the correct output digests.

Analysis. Figure 6 compares the costs of the map phase
under Pantry’s MapReduce and the naive approach of ver-
ifying a job by downloading the inputs (perhaps checking
them against digests) and locally executing the computa-
tion. A similar analysis applies to the reduce phase.

Both pre-Pantry and under Pantry, the verifier can save
CPU cycles compared to the naive verifier provided that
the per-instance verification cost is less than the cost
to execute the instance. Pre-Pantry, this condition holds
only if c3 + c4 · (|x|+ |y|) < T(|x|)+ c1|y|, implying that
using the verification machinery makes sense only if the
computation is superlinear in its input size (see Figure 3).
Under Pantry, however, the analogous condition holds
when c3 + c4 · |d| · (R + 1) < Tmapper(|ch|), which can
hold even when the computation is linear in its input. If
this condition holds, then the CPU cross-over point (§2.3)
occurs when M ≥ c2·(|Zmapper|+|CMapper|)

Tmapper(|ch|)−c3−c4·|d|·(R+1) , per Figure 6.
Pantry also saves the verifier network costs. This hap-

pens when M ≥ c7·(|Zmapper|+|CMapper|)
|ch|−c8−R·|d| . Notice that the floor

on M is proportional to the setup costs: the higher the
setup costs, the more instances are needed to beat naive
verification. Also, the floor moves inversely with |ch|: the
larger the chunk size, the greater the expense incurred by
the naive verifier in downloading the inputs.

We emphasize that this analysis is predicated on a
baseline that is favorable to Pantry. If the baseline were
instead local execution and local storage (no remote party
at all), then Pantry would never save network costs. How-

naive (local) Pantry

CPU costs
V , setup 0 c2 · (|Zmapper|+ |CMapper|)
V , runtime M · Tmapper(|ch|) M · (c3 + c4 · |d| · (R + 1))

network costs
setup 0 c7 · (|Zmapper|+ |CMapper|)
runtime M · |ch| M · (c8 + |d| · (R + 1))

Tmapper: running time of a map instance M: # of mappers
|ch|: length of a mapper’s input |d|: length of a digest

Figure 6—Costs in Pantry’s MapReduce and naive (local) ver-
ification, for the map phase; the reduce phase is similar. The
CPU costs largely follow Figure 3; the main difference is that
V now handles only a digest of the inputs and outputs. P’s costs
are omitted, but the substitutions are similar.

ever, the analyzed baseline corresponds to common uses
of the cloud today: MapReduce jobs execute remotely
because their inputs are remote, so downloading and up-
loading ought to be recognized as a cost. Another basis
for comparison is Zaatar and Pinocchio: their verifiers
handle all inputs and outputs, and thus cannot ever save
network costs.

Summarizing the analysis, a MapReduce application
calls for Pantry if (a) verifiability is needed and (b) the
computational cost of the job is high (so there is a CPU
cross-over point), there is a lot of data (so there is a
network cross-over point), or both.

Rationale and limitations. Our design reflects awk-
ward aspects of the framework. For example, because
of the existence of setup costs (§2.3), we chose to have
V handle intermediate digests. In more detail, V could
avoid handling intermediate digests—it could verify the
job’s output digests {y(j)} directly from the input digests
{x(j)}—by verifying a single batch. But each instance
would have to encompass constraints for one reducer
and M mappers, causing setup costs to be, undesirably,
proportional to the aggregate mappers’ (instead of a sin-
gle mapper’s) work. To further explain our choice, we
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note that quadratic intermediate state is not inherently
disastrous: in standard MapReduce, the framework keeps
O(M · R) state [26].

Other limitations stem from the constraint model. For
example, we eschew a general-purpose partitioning mod-
ule in the mapper, as it would compile to a large number
of constraints, increasing costs. Instead, the program-
mer must partition the output of Map into R chunks, and
must similarly read from M inputs in Reduce—tasks that
are hidden in standard MapReduce. Moreover, Map and
Reduce face the expressiveness restrictions described ear-
lier (§2.4); one consequence is that each mapper’s chunk
size must be identical and fixed at compile time, and
likewise with the reducers.

5 Verifiable data structures
This section describes Pantry’s higher-level storage ab-
stractions: RAM, a searchable tree, and a simple database.
As with MapReduce, we want to implement the abstrac-
tions as data structures in a subset of C, augmented with
PutBlock and GetBlock (§3). To do so, we apply the
technique of embedding in data blocks the names (or
references or hashes—these concepts are equivalent here)
of other blocks [17, 29, 47, 49, 53] (see also §9). In the
resulting structure, the hashes are links—or pointers that
authenticate what they point to. The starting hash (for
instance, of the root of a tree) can authenticate any value
in the structure; we review how this is done below. We
can then incorporate the resulting abstractions into some
larger C program, compile that program to constraints,
and apply the verification machinery to those constraints.

5.1 Verifiable RAM

Pantry’s verifiable RAM abstraction enables random
access to contiguously-addressable, fixed-size memory
cells. It exposes the following interface:

value = Load(address, digest);
new_digest = Store(address, value, digest);

Pseudocode for the implementation is in Figure 7.
The high-level idea behind this pseudocode is that the

digest commits to the full state of memory [17, 53], in
a way that we explain shortly. Then, a Load guarantees
that the claim “address contains value” is consistent with
digest. For Store, the guarantee is that new_digest cap-
tures the same memory state that digest does with the
exception that address now holds value.

To explain how a digest d can commit to memory,
we briefly review Merkle trees [17, 53]. Every node is
named by a collision-resistant hash (denoted H) of its
contents. An interior node’s contents are the names (or
hashes) of the node’s left and right children. Each leaf
node corresponds to a memory address, and contains the
value currently held at the memory address. Then, the

Load(address a, digest d):
ℓ← ⌈log N⌉
h← d
for i = 1 to ℓ:

node← GetBlock(h)
x← ith bit of a
if x = 0:

h← node.left
else:

h← node.right
node← GetBlock(h)
return node.value

Store(address a, value v, digest d):
path← LoadPath(a, d)
ℓ← ⌈log N⌉
node← path[ℓ]
node.value← v
d′ ← PutBlock(node)
for i = ℓ to 1:

node← path[i− 1]
x← ith bit of a
if x = 0:

node.left← d′

else:
node.right← d′

d′ ← PutBlock(node)
return d′

Figure 7—RAM operations use verifiable blocks in a Merkle
tree [17, 53]. N is the number of addresses in the memory.

digest d is the hash of the root node’s contents. Indeed, if
entity A holds a digest d, and entity B claims “the value
at address a is v”, then B could argue that claim to A
by exhibiting a witness-path: the purported name of a’s
sibling, the purported name of their parent, and so on, to
the root. A could then check that the hash relationships
hold and match d. For B to succeed in a spurious claim,
it would have to identify a collision in H.

The pseudocode in Figure 7 is simply applying
this idea: the verifiable blocks in Section 3 provide
the required names-are-hashes referencing scheme, and
the GetBlock invocations compile to constraints that
force P to exhibit a witness-path. Thus, using CLoad
to denote the constraints to which Load compiles,
CLoad(X=(a, d), Y=v) can be satisfied only if the digest
d is consistent with address a holding value v, which is
the guarantee that Load is supposed to be providing.

How does P identify a path through the tree? In prin-
ciple, it could recompute the internal nodes on demand
from the leaves. But for efficiency, our implementation
caches the internal nodes to avoid recomputation.

To invoke Load or Store, the program must begin with
a digest; in Pantry, V supplies this digest as part of the
input to the computation. One way to bootstrap this is
for V to first create a small amount of state locally, then
compute the digest directly, then send the data to P , and
then use the verification machinery to track the changes
in the digest. Of course, this requires that a computation’s
output include the new digest.

This brings us to the implementation of Store, which
takes as input one digest and returns a digest of the new
state. Store begins by placing in local variables the con-
tents of the nodes along the required path (LoadPath
in Figure 7 is similar to Load and involves calls to
GetBlock); this ensures continuity between the old state
and the new digest. Store then updates this path by cre-
ating new verifiable blocks, starting with the block for
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address a (which is a new verifiable block that contains
a new value), to that block’s parent, and so on, up to the
root. Let CStore denote the constraints that Store compiles
to. To satisfy CStore(X=(a, v, d), Y=d′), P must (1) ex-
hibit a path through the tree, to a, that is consistent with
d, and (2) compute a new digest that is consistent with
the old path and with the memory update. Thus, the con-
straints enforce the guarantee that Store promises.

Costs. We briefly describe the blowup from the con-
straint representation; Sections 2.2 and 4 show how this
blowup feeds into the costs of V and P . Letting N de-
note the number of memory addresses, a Load or Store
compiles to O(log N) constraints and variables, with the
constant mostly determined by the constraint representa-
tion of H inside GetBlock and PutBlock (§3.2).

5.2 Search tree

We now consider a searchable tree; we wish to support
efficient range searches over any keys for which the less-
than comparison is defined. Specifically, we wish to sup-
port the following API:

values = FindEquals(key, digest)
values = FindRange(key_start, key_end, digest)
new_digest = Insert(key, value, digest)
new_digest = Remove(key, digest)

To implement this interface, a first cut approach would
be to use the general-purpose RAM abstraction (§5.1)
to build a binary tree or B-tree out of pointers (memory
addresses). Unfortunately, this approach is more expen-
sive than we would like: since every pointer access in
RAM costs O(log N), a search in a balanced tree of m
elements would cost O((log N) ·(log m)). Instead, we use
an alternative construction, which illustrates a strategy
applicable to a wide class of data structures.

To get the per-operation cost down to O(log m), we
build a searchable Merkle tree (this is different from the
tree in §5.1). Each node in the tree contains a key, one
or more values corresponding to that key, and pointers to
(that is, hashes of) its children. The nodes are in sorted
order, and the tree is a balanced (AVL) tree, so operations
take time that is logarithmic in the number of keys stored.

A search operation (FindEquals, FindRange) descends
the tree, via a series of GetBlock calls. An update oper-
ation (Insert, Remove) first descends the tree to identify
the node where the operation will be performed; then
modifies that node (via PutBlock, thereby giving it a new
name); and then updates the nodes along the path to the
root (again via PutBlock), resulting in a new digest. As
with RAM, these operations are expressed in C and com-
pile to constraints; if P satisfies the resulting constraints
then, unless it has identified a collision in H, it is return-
ing the correct state (in the case of searches) and the
correct digests (in the case of updates).

5.3 Verifiable database queries

The data structures described above enable us to imple-
ment a simple database that supports verifiable queries.

V specifies queries in a primitive SQL-like language,
which supports the following non-transactional queries
on single tables: SELECT (the WHERE predicates must
refer to a single column), INSERT, UPDATE, DELETE,
CREATE, and DROP. V and P convert each query into C
code that invokes the APIs from Sections 3.2 and 5.2, and
is then compiled into constraints.

The database itself has a simple design. Each row of ev-
ery table is stored as a verifiable block, accessed through
GetBlock/PutBlock (§3). These blocks are pointed to by
one or more indexes, and there is a separate index for
each column that the author of the computation wants
to be searchable. Indexes are implemented as verifiable
search trees (§5.2), and database queries are converted
into a series of calls to the trees’ FindEquals, FindRange,
Insert, and Remove operations.

Because this database uses verifiable data structures
and the code is compiled into constraints, we get strong
integrity guarantees—with little programmer effort be-
yond implementing the data structures and queries.

5.4 Compromises and limitations

A key compromise is that efficiency sometimes requires
not using RAM and instead constructing data structures
directly from verifiable pointers (§5.2, §5.3). One conse-
quence is that the implementer of these data structures
is directly exposed to the clumsiness of the constraint
model (§2.4); for example, if the data structure imple-
mentation indexes into a small array at a variable offset,
the code must loop through the set of possible indexes.

The constraint model imposes several other limitations.
First, because traversal loops have fixed bounds, data
structures have a static size (a fixed depth for trees, etc.),
regardless of the number of elements that they logically
contain. (However, empty cells and nodes need not con-
sume memory or disk.) For similar reasons, the number of
results returned by the search API must be fixed at com-
pile time. Third, as every operation on a data structure is
compiled into a fixed number of constraints, P’s running
time to perform the operation is largely determined by
the data structure’s static size.

6 Private prover state
Pantry enables applications where the prover’s state is
private. For example, the prover holds photographs (e.g.,
of suspects), the verifier (e.g., a surveillance camera)
submits a photograph, and the prover indicates if there
is a match. Using Pantry, the client is assured that the
response is correct, but no information about the prover’s
database leaks (beyond what the output implies).
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Pinocchio’s zero-knowledge (ZK) variant [32, 59] pro-
vides most of the solution. Here, step (3) of Section 2.2
persuades V that P has a satisfying assignment to a set
of constraints (as usual), but P cryptographically hides
the actual satisfying assignment. Since the contents of
P’s state appear in the satisfying assignment (§3), the ZK
variant effectively hides P’s state—almost. The wrinkle
is that, under Pantry as so far described, V would begin
with a cryptographic digest of P’s state (§5), and this di-
gest itself leaks information (V could conceivably guess
P’s state and use a digest to check the guess).

Thus, we assume that V begins with a cryptographic
commitment [35, §4.4.1] to the prover’s state. A commit-
ment binds the prover to its state in a way that permits
verifiable queries against that state (as with the previously
described digests) but also hides the state. Then, the com-
putation to be verified takes as input a commitment (not
a digest), begins by querying for values and checking
that they are consistent with the commitment (as with
digests), and then uses those values in the rest of the
computation. To summarize, the commitment hides the
prover’s beginning state from V , and the ZK machinery
hides the prover’s execution.

To realize this approach, we want a commitment prim-
itive that has a reasonably efficient representation in con-
straints. As a compromise, we instantiate a simple scheme
using HMAC-SHA2564 [10] (see Appendix C [21] for
details). Relative to the protocol of Pedersen [61], our
scheme makes a stronger cryptographic assumption but
saves an order of magnitude in constraint size.

Applications. We build (§7) and evaluate (§8) several
applications of the machinery described above. The first
is face matching, which implements the example at the
start of this section. This example is inspired by previous
work [57], but that work provides privacy to both parties
and verifiability to neither. The second is tolling; the
prover is a car, the verifier is a toll collector, and the
verifier checks the prover’s claim about what it owes
for the billing period. This example is inspired by [62],
which requires a custom protocol, while we require only a
simple C program (§7). The third application is regression
analysis (again inspired by prior work that requires a
custom protocol [56]); the prover holds a set of patient
files, the verifier is an analyst seeking to fit a model to this
data, and the computation returns the best-fit parameters.
The details of our applications are in Appendix D [21].

7 Implementation details
The Pantry implementation modifies the Ginger-Zaatar
compiler [20, 65, 67]. The base compiler first transforms
programs written in a high-level language (§2.4) into
a list of assignment statements, producing a constraint
4Ajtai is unsuitable because it is not a pseudorandom function (PRF).

or pseudoconstraint for each statement. The pseudocon-
straints abstract operations that require multiple con-
straints (inequality comparisons, bitwise operations, etc.).
Next, the compiler expands the pseudoconstraints and
annotates the results (§2.2). The verifier and prover each
consist of computation-independent routines that take a
list of annotated constraints as input. P’s routines solve
the constraints and use the resulting satisfying assignment
to respond to queries; V’s routine selects queries accord-
ing to the argument protocol and tests the replies (§2.2).

Pantry adds several conveniences to the base compiler.
Following Pinocchio [59], the Pantry compiler accepts
a subset of C (§2.4). More significantly, the compiler
targets the Pinocchio and the Zaatar encodings, with a
unified code base. The main work here was implementing
Pinocchio’s pairing-based cryptography, for which we
use a public library [2, 14].

To implement GetBlock and PutBlock (§3), Pantry in-
cludes new pseudoconstraints, which expand to CH−1 and
CH , respectively. The associated annotations tell P how
to interact with storage S (see Figure 4); we implement S
using the LevelDB key-value store [3].

The CH−1 and CH constraints implement H as (a
variable-length version of) the Ajtai [4, 36] hash function.
Using the notation in [36], this function hashes m bits into
n · log q bits. Based on the analysis in [54], we set these
parameters as m=7296, n=64, and q=219—resulting in
a digest of 1216 bits—to achieve at least 180 bits of secu-
rity. To support variable-length input, we use a prefix-free
variant of the Merkle-Damgård transform [44, Ch. 4.6.4]
that prepends the input with its length [25].

To implement GetBlock and PutBlock, we added to the
compiler pipeline 2200 lines of Java (for parsing Pantry’s
subset-of-C), 2100 lines of Go and 360 lines of Python
(for expanding pseudoconstraints into constraints), and
300 lines of C++ (in the prover’s constraint solving mod-
ule). The MapReduce framework (§4) requires 1500 lines
of C++. The verifiable data structures (§5.1–§5.2) require
400 lines in Pantry’s subset-of-C. The main component in
the database application (§5.3) is a query-to-C translator,
which we implement with 2000 lines of Java, on top of
Cassandra’s CQL parser [1]. Our private state applica-
tions (§6) are 60 lines for face matching, 80 lines for
tolling, and 143 lines for regression analysis.

8 Evaluation
Our evaluation answers two questions: (1) What are the
overheads for the prover and verifier? and (2) What does
the verifier gain from Pantry, versus alternatives? Given
Pantry’s goals (§1–§2), these alternatives must be general-
purpose and not make restrictive hypotheses about fail-
ure classes. This often means comparing to naive ver-
ifiers (§2.3). However, we would be the first to admit
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computation (Ψ) type O(·)

dot product of two length-m vectors MapReduce (Z) m
search m nucleotides for length-d substring MapReduce (Z) m · d
nearest neigh. search of m length-d vectors MapReduce (Z) m · d
covariance matrix for m samples of dim. d MapReduce (Z) m · d2

SELECT rows from a table with m rows Database (P) log m
INSERT a row into a table with m rows Database (P) log m
UPDATE a row in a table with m rows Database (P) log m

match against m 900-bit face fingerprints Private state (P) m
compute toll bill for a maximum of m tolls Private state (P) m
fit a linear model to m-many d-dim. records Private state (P) m·d2+d3

Figure 8—Sample applications in our experiments. The
MapReduce applications uses Zaatar (Z); the other two cat-
egories use Pinocchio (P). In the MapReduce applications (§4),
Map and Reduce are roughly 60 lines, combined. The DB
queries are expressed in Pantry’s query framework (§5.3, §7).
The private state applications (details and code size) are de-
scribed in §6 and §7.

that tailored protocols [70] or replication are likely to far
outperform Pantry.

Applications and setup. We experiment with a set of
sample applications, listed in Figure 8. Additional pa-
rameters (for the cryptographic primitives in Zaatar and
Pinocchio, etc.) are described in Appendix D [21].

Our experiments use a local cluster of machines, each
running Linux on an Intel Xeon processor E5 2680 2.7
GHz with 32GB of RAM and a 250GB 7.5K RPM SATA
disk; they are connected by a 56 Gb/s InfiniBand network.
Additionally, each machine has an access to a 14PB Lus-
tre 2.1.3 parallel file system.

8.1 Overhead and its sources

Pantry’s costs boil down to three sources of overhead:
T1 The techniques of untrusted storage;
T2 The constraint representation of computations; and
T3 The argument step.
Below, we investigate each of these overheads.

We assess the cost of T1 in terms of the number of
constraints and variables to which Pantry’s primitives
compile. (We will focus on the number of constraints, |C|,
as the number of variables, |Z|, scales linearly in |C|.) We
use this metric because constraints are the computational
model (and later, we will express actual running times in
terms of constraint set size). Each constraint corresponds
to a “register operation” (arithmetic, assignment, etc.),
which provides an interpretation of our metric.

Figure 9 shows the number of constraints to which
GetBlock and PutBlock (§3) compile, varying the size
of the block. The cost is ≈12 constraints per byte, or 50
constraints per 32-bit word; thus, in this model, reading
a number is 50 times more expensive than adding—a
ratio superior to the analogous comparison between hard

operation number of constraints (|C|)

GetBlock or PutBlock; 1KB blocks 13,000
GetBlock or PutBlock; 4KB blocks 47,000
GetBlock or PutBlock; 16KB blocks 180,000
Load (Store); 220 memory cells 93,000 (190,000)
Load (Store); 230 memory cells 140,000 (280,000)

Figure 9—Cost of Pantry’s storage primitives, in constraints
(to the nearest 1000), for varying block size or memory size;
the number of variables (|Z|) is similar (not shown). PutBlock
is the same as GetBlock (§3.2). Store is shown in the same row
as Load, and is twice as expensive (§5.1); the memory cell size
here is 64 bits, and the intermediate Merkle nodes are 2432
bits. The costs scale linearly (in the block size) for GetBlock
and logarithmically (in the memory size) for Load and Store.

disks and a CPU’s register operations.5 On the other
hand, disks benefit from sequential access whereas the
costs of GetBlock and PutBlock scale linearly. Moreover,
constraints will translate into active CPU costs (as we
will cover below), whereas real disks leverage DMA.

The preceding discussion presumes that each data item
has its own name, or hash. If instead we want to give
the programmer contiguously addressable random access
memory (e.g., for a program’s heap), we must use the
RAM abstraction (§5.1). Unfortunately, as shown in Fig-
ure 9, a verifiable Load costs 93,000 constraints to read
64 bits of memory; the ratio here is not close to the anal-
ogous memory-vs-register comparison. Thus, GetBlock
and PutBlock are best used to implement data structures
built directly from verifiable blocks (§5.2–§5.3); as indi-
cated above, the costs are manageable if the programmer
interacts with them as if they lived on disk.

Even so, storage constraints contribute heavily to the
total constraint set size in our applications; the weight
is clear from the two columns labeled |C| in Figure 10,
which displays many of Pantry’s costs for our sample
experiments.

This brings us to the next source of overhead: the fact
that there are constraints (T2). Indeed, the costs of step
(2) are due to the constraint representation. The final
source of overhead is the argument step (T3), which—
together with T2—determines the cost of step (3). We
consider steps (2) and (3) in turn.

Constraint solving (step (2), §2.2) is a cost for P . We
compute the ratio of solving time to |C| for each of our
sample applications (Figure 10, the “solve” column). This
ratio ranges from 20 to 160 µs per constraint,6 where
tolling has the smallest ratio and UPDATE query has the
largest. The computations with the largest ratios are those
with the highest proportion of GetBlock and PutBlock
calls: “solving” these requires computing the Ajtai func-
tion (§3.2), which invokes many large integer arithmetic

5Of course, P (not V) also has to pay for actual execution (in step (2)).
6These costs are higher than necessary. Our implementation of P’s
constraint-solving routine is decidedly unoptimized.
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|C| (millions) prover (P) ➂ verifier (V)

computation (Ψ) input size baseline storage total ➁ solve ➂ argue total setup per-instance

dot product m=20k 10 ms 1.7 1.8 4.5 min 8.2 min 13 min 5.4 min 380 µs
nucleotide substr. search m=600k, d=4 13 ms 1.6 4.0 4.4 min 18 min 23 min 9.9 min 390 µs
nearest neigh. search m=20k, d=10 5.6 ms 0.9 1.1 2.5 min 7 min 9.5 min 4 min 380 µs
covariance matrix m=2.5k, d=10 3.8 ms 0.6 0.8 1.4 min 4 min 5.4 min 2.3 min 380 µs

SELECT query m=227 rows 90 µs 1.0 1.3 2.5 min 17 min 20 min 18 min 6.9 ms
INSERT query m=220 rows 89 µs 2.0 2.4 6.3 min 31 min 37 min 34 min 13 ms
UPDATE query m=220 rows 64 µs 2.0 2.4 6.4 min 31 min 37 min 34 min 14 ms

face matching m=128 100 µs 0.2 0.7⋆ 27 s 7.8 min 8.2 min 6.5 min 7.2 ms
tolling m=512 6.7 µs 0.1 0.5⋆ 9.8 s 7.1 min 7.3 min 5.2 min 6.2 ms
regression analysis m=1024, d=8 30 µs 0.4 0.7⋆ 50 s 8.2 min 9.1 min 7.7 min 6.2 ms

⋆Includes 250k constraints for commitment (§6)

Figure 10—Overheads in our sample applications at sample input sizes; for the four MapReduce applications, only the map phase
is included. The input size represents a single instance. The baseline column represents the execution of a normally compiled C
program. For MapReduce, the baseline is the naive verifier (§4), including a SHA-256 digest check for data integrity (§4); for the
database queries, the baseline is a MySQL query; and for the private state applications, the baseline is raw execution of the core
logic. The quantity |Z| is not depicted but is roughly the same as |C| for each sample application. The remaining columns depict the
running times (for a single instance; no amortization) of steps (2) and (3), as defined in §2.2; circled numbers refer to these steps.

operations. (Another source of overhead here is that Get-
Block / PutBlock operations incur I/O costs associated
with accessing the block store.)

Arguing (step (3), §2.2) induces costs for P and V ,
which are depicted for our measured applications in Fig-
ure 10 (the columns labeled ➂). These costs are largely
determined by |C| and |Z|, as indicated by the models
given earlier (Figures 3 and 6). In these models, the
largest constants are c2, c3, c5 (representing cryptographic
operations), and are on the order of 100µs. Note that these
models are chosen for simplicity; their predictions are
within a factor of two of empirical results. The primary
sources of variation are the structure of the constraints
(treated in prior work [65, §4]) and the relative number
of bitwise constraints (small values reduce the costs of
some of the cryptographic steps). A model that is more
faithful (but more involved) is in Appendix E [21], which
also quantifies the constants {ci}.

The aforementioned costs can be understood by com-
paring to the cost of simply executing the computation
(Figure 10, the “baseline” column). Both V’s setup work
(including compiling) and P’s runtime work are orders
of magnitude more than this baseline, in our sample com-
putations. On top of these costs, the largest experiments
(e.g., nucleotide substring search with m=600,000, d=4)
use roughly 75% of the available RAM (in the setup
phase for V and per-instance for P).

8.2 All is not lost

Amidst the many appalling overheads in Figure 10, there
is actually some encouraging news: the per-instance CPU
costs for V are sometimes less than local execution (com-
pare the “per-instance” and “baseline” columns). And
though it is not depicted, an analogous thing happens for
network costs. Given enough instances, then, the Pantry

verifier could save resources relative to the naive veri-
fier (§2.3). We investigate these and other benefits by
taking a closer look at some of our sample applications.

MapReduce. For the MapReduce examples, we want to
determine the cross-over points (§2.3, §4) for CPU and
network. We will focus on the nucleotide substring search
example; results for the other applications are similar.

We experiment within the limits of our testbed, and use
the resulting data to extrapolate. A work unit will be 10
mappers (each with a chunk size of 600k nucleotides, per
Figure 10) and one reducer; let N denote the total job size,
in number of input nucleotides. We experiment with N=6
million (one work unit, 10 machines), N=60 million (ten
work units, 100 machines), and N=1.2 billion (200 work
units, 250 machines, each machine executing multiple
workers sequentially). Across these (and smaller-scale)
experiments, we observe little variation (std. deviations
are within 10% of means, scaling is linear, etc.).

Figure 11 reports the extrapolated resource costs for
V; the CPU (resp., network) cross-over point is 29 bil-
lion nucleotides, or 48,340 mappers (resp., 24 billion
nucleotides, or 40,000 mappers). While the chunk size is
tiny—reflecting overheads (§8.1)—the results are never-
theless encouraging. First, the baseline is stiff competi-
tion: it is linear-time, it runs as optimized machine code,
and it uses SHA-256 (not Ajtai) for data integrity. Second,
Pantry’s V beats this baseline at a job size that is plausi-
ble: the human genome is roughly 3 billion nucleotides,
so the cross-over point is ≈10 such genomes.

DB queries. This class of applications has an additional
overhead: storage at the prover, for the hash trees (§5.2).
Below, we assess that cost, and ask about Pantry’s ability
to save resources for V . What should the baseline be?
In Figure 10, we present the running time of MySQL,
which helps us gauge the prover’s overhead. However, for
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Figure 11—The verifier’s CPU and network costs (extrapolated, and not including compile time) as a function of job size for
the nucleotide substring application in Figures 8 and 10 (each mapper gets a chunk of 600k nucleotides; one reducer is allocated
per ten mappers). All y-intercepts (fixed costs) and slopes (per-instance costs) are empirically determined, based on experiments
that exhibit the depicted scaling with hundreds of machines. In the CPU (resp., network) graph, Pantry’s y-intercept is roughly
ten minutes (resp., 2.3 GB); meanwhile, the baseline’s slope is tens of milliseconds per chunk (resp., 146.5 KB per chunk). Thus,
40,000–50,000 chunks are required for V to break even, corresponding to 24–30 billion nucleotides.

Pantry block store (est.)

network costs
setup, kept as storage (argue step) 430 MB 0 MB
per-instance (argue step) 288 bytes 8.3 KB
per-instance (input, output) 624 bytes 620 bytes

storage costs
data 11.5 GB 11.5 GB
metadata (for hash tree) 262 GB ≥53.5 GB

Figure 12—Resource costs of a SELECT query, under Pantry
and estimates for an alternative based on an untrusted block
store. The table has 227 rows, each holding 92 bytes in 12
columns; the query allows 5 matching rows (§5.3, §5.4).

a naive verifier to benefit from MySQL’s optimized query
execution while achieving verifiability, it would have to
download the entire database and execute the query itself.

Instead, our baseline will be reasonably network-
efficient and avoid two sources of overhead in Pantry:
constraints and the argument step. We assume a server
that implements a hash-based block store [29, 47] (akin
to the map S in §3.1) and a verifier that runs the compu-
tation natively; where the program calls GetBlock and
PutBlock, the verifier issues an RPC to the server. Since
the computation is run natively rather than in constraints,
we can use SHA-256 for H (§3.2). We have not yet built
this alternative, so we estimate its network costs; we can
do this since queries are highly constrained (§2.4, §5.4).

Figure 12 depicts the comparison, for a SELECT query.
This table indicates, first, that our implementation needs
some work: the metadata is far larger than the data (for
both Pantry and the alternative) due in part to unoptimized
parameter choices (number of indexes, branching factor,
etc.). Second, the effect of the size of Ajtai digests (versus
SHA-256) is apparent in the metadata row. Nevertheless,
despite these limitations, the Pantry verifier can amortize
its network costs in the setup phase (because it does not
incur the network cost of handling the verifiable blocks
themselves); for this computation, the network cross-over
point is 55,000 instances.

Private state. For these applications, we do not ask
about cross-over points because V cannot naively re-

execute the computation. Instead, we just report the costs,
for our sample application of tolling; costs for the others
are similar. The CPU costs are in Figure 10; the storage
and network resources are given below:

private state 5 KB
network (setup) and storage (ongoing) 170 MB
network (per-instance), for inputs/outputs 1 KB
network (per-instance), for argument step 288 bytes

The storage overhead here is proportional to the size
of the private state; the reason is as follows. The stor-
age overhead reflects setup costs (see above), setup costs
are proportional to |C| and |Z| (see Figures 3 and 6), |C|
and |Z| include terms for GetBlock’s input (§3.2), and
GetBlock’s input is all of the state because there is no
hash tree structure (§5). Although the constant of propor-
tionality is high (due to the argument step), the absolute
quantities are not necessarily alarming: the tolling appli-
cation does not involve much state, and an overhead of
several hundred megabytes could fit comfortably on a mo-
bile phone. Moreover, the per-instance network costs are
very low, owing to Pinocchio’s machinery (§2.2–§2.3).

9 Related work
Although verifiable computation has a decades-long his-
tory (see [59, 66, 74] for surveys), only recently have
systems emerged that are both (a) general-purpose (i.e.,
not targeted to a class of functionality) and (b) rooted in
powerful complexity theory and cryptography.

One line of work [24, 71, 72] refines the Muggles in-
teractive proof protocol [37], which is purely complexity-
theoretic (no cryptography). As a consequence, the result-
ing systems are very efficient for the verifier and prover.
However, they are restricted to straight-line computations
(though this limitation has been partially relaxed [74]).

Another line of work [64–67, 74] refines an efficient
argument protocol (§2) due to Ishai et al. [42]. Zaatar [65]
is the best-performing entry in this line; it leverages the
remarkable encoding of GGPR [32] and handles general
side-effect free computations [67].
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Pinocchio [59] applies both GGPR’s encoding and its
cryptographic constructions [32], and is the first imple-
mentation of a general-purpose non-interactive argument
(it is a SNARG [33] and a SNARK [15]). It uses essen-
tially the same computational model as Zaatar [65, 67],
and for systems working within this model, Pinocchio
and Zaatar have the best performance in the literature (on
different axes). The two are compared in §2.2 and §2.3.

None of these three efforts handles computations over
state. Pantry’s principal contribution is to extend the com-
putational model of Pinocchio and Zaatar to do so, us-
ing ideas from untrusted storage. First, Pantry relies on
Merkle trees [53] to authenticate a large untrusted mem-
ory, an idea used in theory [17] and in practice (for smart-
cards [30], databases [27, 49, 52], file systems [34, 43],
etc.). Second, Pantry names data blocks by their digests,
and treats the digests as references for the purposes of
building data structures (including Merkle trees); this
idiom is due to the SFSRO [29] file system and used
elsewhere (e.g., SUNDR [47]). One (rough) way to un-
derstand Pantry is that it verifiably outsources an SFSRO
or SUNDR client. Of course, Pantry’s general approach
is known [11, 15, 32, 41]. However, Pantry is the first
realization of this strategy.

A fourth project, appearing in parallel with Pantry,
offers a different approach to state. BCGTV [12] use a
promising circuit representation from [11] (a different
instantiation of steps (1) and (2) in §2.2).7 Using insights
from [16, 32, 65], BCGTV combine their representation
with a step (3) that is much like Pinocchio’s (like Pinoc-
chio, BCGTV is a “SNARK with pre-preprocessing”).
On the one hand, BCGTV achieve expressivity relative
to Pantry, specifically data-dependent loops. On the other
hand, they do not (at present) work with remote state (§4–
§6). Furthermore, although a complete evaluation has
not been done, their preliminary reported results indicate
that performance is often orders of magnitude worse than
Pantry. A detailed comparison is future work.

10 Discussion, limitations, and conclusion
Pantry has many limitations. A number of these stem
from the clumsiness of the constraint model (§2.4), which
led to various compromises described earlier (§4, §5.4,
§6). A further compromise is the assumption throughout
that the verifier knows the digest of the remote state; this
holds when the state is read-only or when there is one
client. Future work is to handle multiple writers, perhaps
by outsourcing signature (not just hash) checks.

But the biggest limitation by far is costs—which are
currently so high for the prover and the verifier’s setup

7Recent work takes a different approach to efficient circuit representa-
tions of various standard data structures [76]. Incorporating into our
system and comparing to Pantry and BCGTV is work in progress.

phase that they limit our experiments (§8.2) to scales
smaller than those of real applications (to put it mildly).
This issue afflicts the entire research area (§9). Indeed,
key challenges are to reduce the overhead of the argument
protocol (which seems possible, as the costs stem from
high constants, not unfavorable asymptotics); reduce the
overhead of memory operations within the constraint
model (evidence exists that this can be done [11]); and
go beyond, or around, the constraint model.

Nevertheless, Pantry dramatically expands the set of
scenarios where verifiable computation makes sense.
First, Pantry extends verifiability to computations that
make indirect memory accesses (to RAM, disk, etc.).
Second, because the verifier can supply digests of inputs,
the per-instance CPU cost of verification can drop be-
low the time cost to handle the actual inputs, thereby
allowing the verifier to beat naive verification even when
outsourcing linear-time computations (§4, §8.2). Third,
Pantry can save network costs for the verifier versus the
naive alternative (§4, §8.2). Thus, Pantry may be ben-
eficial even if verification costs more CPU cycles than
local execution—a case that defeats the goals (§2.3) of
prior work [59, 65–67, 74]. Fourth, Pantry (with a major
assist from Pinocchio) extends verifiability to a class of
computations involving private remote state (§6).

The preceding paragraph describes when Pantry could
be applicable, but we must also consider when it actually
is. The answer depends on computation-specific factors:
the cross-over points, one’s tolerance for prover overhead,
and the details of the scenario. But data-parallel cloud
computing (e.g., MapReduce) seems to fit the require-
ments: many instances of the same computation and an
abundance of server CPU cycles. Moreover, a high price
for the private state applications might be acceptable,
since there is no naive alternative (§8.2).

In conclusion, there is a great deal of work remaining
to bring verifiable computation to practice, but Pantry is
a significant step toward that goal.
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Abstract
This paper describes the design and implementation of
Egalitarian Paxos (EPaxos), a new distributed consensus
algorithm based on Paxos. EPaxos achieves three goals:
(1) optimal commit latency in the wide-area when toler-
ating one and two failures, under realistic conditions; (2)
uniform load balancing across all replicas (thus achieving
high throughput); and (3) graceful performance degrada-
tion when replicas are slow or crash.

Egalitarian Paxos is to our knowledge the first protocol
to achieve the previously stated goals efficiently—that
is, requiring only a simple majority of replicas to be non-
faulty, using a number of messages linear in the number
of replicas to choose a command, and committing com-
mands after just one communication round (one round
trip) in the common case or after at most two rounds
in any case. We prove Egalitarian Paxos’s properties
theoretically and demonstrate its advantages empirically
through an implementation running on Amazon EC2.

1 Introduction
Distributed computing places two main demands on repli-
cation protocols: (1) high throughput for replication in-
side a computing cluster; and (2) low latency for repli-
cation across data centers. Today’s clusters use fault-
tolerant coordination engines such as Chubby [4], Box-
wood [22], or ZooKeeper [12] for activities including
operation sequencing, coordination, leader election, and
resource discovery. Many databases are accessed si-
multaneously from different continents, requiring geo-
replication [2, 8].

An important limitation on these systems is that dur-
ing efficient, failure-free operation, all clients communi-
cate with a single master (or leader) server at all times.
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This optimization—termed “Multi-Paxos” for systems
based on the Paxos protocol [16]—is important to achiev-
ing high throughput in practical systems [7]. Changing
the leader requires invoking additional consensus mecha-
nisms that substantially reduce performance.

This algorithmic limitation has several important con-
sequences. First, it impairs scalability by placing a dis-
proportionately high load on the master, which must pro-
cess more messages than the other replicas [23]. Second,
when performing geo-replication, clients incur additional
latency for communicating with a remote master. Third,
as we show in this paper, traditional Paxos variants are
sensitive to both long-term and transient load spikes and
network delays that increase latency at the master. Fi-
nally, this single-master optimization can harm availabil-
ity: if the master fails, the system cannot service requests
until a new master is elected. Previously proposed so-
lutions such as partitioning or using proxy servers are
undesirable because they restrict the type of operations
the cluster can perform. For example, a partitioned clus-
ter cannot perform atomic operations across partitions
without using additional techniques.

Egalitarian Paxos (EPaxos) has no designated leader
process. Instead, clients can choose at every step which
replica to submit a command to, and in most cases the
command is committed without interfering with other
concurrent commands. This allows the system to evenly
distribute the load to all replicas, eliminating the first bot-
tleneck identified above (i.e., having one server that must
be on the critical path for all communication). EPaxos’s
flexible load distribution better handles permanently or
transiently slow nodes, as well as the latency heterogene-
ity caused by geographical distribution of replicas; this
substantially reduces both the median and tail commit la-
tency. Finally, the system can provide higher availability
and higher performance under failures because there is
no transient interruption caused by leader election: there
is no leader, and hence, no need for leader election, as
long as more than half of the replicas are available.

We begin by reviewing the core Paxos algorithm and
the intuition behind Egalitarian Paxos in Section 2. We
then describe several Paxos variants that reduce overhead
or commit latency in Section 3. Throughout the paper
we compare extensively against Multi-Paxos and two re-
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cent Paxos derivatives: Mencius [23] and Generalized
Paxos [17]. Mencius successfully shares the master load
by distributing the master responsibilities round-robin
among the replicas. Generalized Paxos introduces the
idea that non-conflicting writes can be committed inde-
pendently in state machine replication to improve commit
latency. Our results in Section 7 confirm that Mencius
is effective, but only when the nodes are homogeneous:
EPaxos achieves higher throughput and better perfor-
mance stability under a variety of realistic conditions,
such as wide-area replication, failures, and nodes that
experience performance variability. Generalized Paxos
relies on a single master node, and thus suffers from the
associated problems.

2 Overview
We begin by briefly describing the classic Paxos algo-
rithm, followed by an overview of Egalitarian Paxos.

2.1 Paxos Background
State machine replication aims to make a set of possibly
faulty distributed processors (the replicas) execute the
same commands in the same order. Because each proces-
sor is a state machine with no other inputs, all non-faulty
processors will transition through the same sequence of
states. Given a particular position in the command se-
quence, running the Paxos algorithm guarantees that, if
and when termination is reached, all non-faulty replicas
agree on a single command to be assigned that position.
To be able to make progress, at most a minority of the
replicas can be faulty—if N is the total number of repli-
cas, at least bN/2c+ 1 must be non-faulty for Paxos to
make progress. Paxos, EPaxos, and other common Paxos
variants handle only non-Byzantine failures: a replica
may crash, or it may fail to respond to messages from
other replicas indefinitely; it cannot, however, respond in
a way that does not conform to the protocol.

The execution of a replicated state machine that uses
Paxos proceeds as a series of pre-ordered instances,
where the outcome of each instance is the agreement
on a single command. The voting process for one in-
stance may happen concurrently with voting processes
for other instances, but does not interfere with them.

Upon receiving a command request from a client, a
replica will try to become the leader of a not-yet-used
instance by sending Prepare messages to at least a ma-
jority of replicas (possibly including itself). A reply to a
Prepare contains the command that the replying replica
believes may have already been chosen in this instance
(in which case the new leader will have to use that com-
mand instead of the newly proposed one), and also con-
stitutes a promise not to acknowledge older messages
from previous leaders. If the aspiring leader receives at
least bN/2c+ 1 acknowledgements in this prepare phase,

it will proceed to propose its command by sending it to a
majority of peers in the form of Accept messages; if these
messages are also acknowledged by a majority, the leader
commits the command locally, and then asynchronously
notifies all its peers and the client.

Because this canonical mode of operation requires at
least two rounds of communication (two round trips)
to commit a command—and more rounds in the case
of dueling leaders—the widely used “Multi-Paxos” op-
timization designates a replica to be the stable leader
(or distinguished proposer). A replica becomes a stable
leader by running the prepare phase for a large (possibly
infinite) number of instances at the same time, thus taking
ownership of all of them. In steady state, clients send
commands only to the stable leader, which directly pro-
poses them in the instances it already owns (i.e., without
running the prepare phase). When a non-leader replica
suspects the leader has failed, it tries to become the new
leader by taking ownership of the instances for which it
believes commands have not yet been chosen.

Section 3 discusses several Paxos variants that improve
upon this basic protocol.

2.2 Egalitarian Paxos: Contributions and
Intuition

The main goals when designing EPaxos were: (1) optimal
commit latency in the wide area, (2) optimal load balanc-
ing across all replicas, to achieve high throughput, and
(3) graceful performance degradation when some replicas
become slow or crash. To achieve these goals, EPaxos
must allow all replicas to act as proposers (or command
leaders) simultaneously, for clients not to waste round
trips to remote sites, and functionality to be well bal-
anced across replicas. Furthermore, each proposer must
be able to commit a command after communicating with
the smallest possible number of remote replicas (i.e., quo-
rums must be as small as possible). Finally, the quorum
composition must be flexible, so that command leaders
can easily avoid slow or unresponsive replicas.

EPaxos achieves all this due to the novel way in which
it orders commands. Previous algorithms ordered com-
mands either by having a single stable leader choose the
order (as in Multi-Paxos and Generalized Paxos), or by
assigning them to instances (i.e., command slots) in a
pre-ordered instance space (as in canonical Paxos and
Mencius) whereby the order of the commands is the pre-
established order of their respective slots. In contrast,
EPaxos orders the instances dynamically and in a decen-
tralized fashion: in the process of choosing (i.e., voting) a
command in an instance, each participant attaches order-
ing constraints to that command. EPaxos guarantees that
all non-faulty replicas will commit the same command
with the same constraints, so every replica can use these
constraints to independently reach the same ordering.
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Figure 1: EPaxos message flow. R1, R2, ... R5 are the five replicas. Commands C1 and C2 (left) do not interfere,
so both can commit on the fast path. C3 and C4 (right) interfere, so one (C3) will be committed on the slow
path. C3→ C4 signifies that C3 acquired a dependency on C4. For clarity, we omit the async commit messages.

This ordering approach is the source of the benefits
EPaxos has over previous algorithms. First, committing
a command is contingent upon the input of any majority
of replicas (unlike in Multi-Paxos where the stable leader
must be part of every decision, or in Mencius, where
information from all replicas is required)—this benefits
wide-area commit latency, availability, and also improves
performance robustness, because it decouples the perfor-
mance of the fastest replicas from that of the slowest.
Second, any replica can propose a command, not just a
distinguished proposer, or leader—this allows for load
balancing, which increases throughput.

In taking this ordering approach, EPaxos must main-
tain safety and provide a linearizable ordering of com-
mands, while minimizing both the number of replicas
that must participate in voting for each command and
the number of messages exchanged between them. One
observation that makes this task easier—by substantially
reducing the number of ordering constraints in the com-
mon case—was made by generic broadcast algorithms
and Generalized Paxos before us: it is not necessary to
enforce a consistent ordering for the common case of
commands that do not interfere with each other.

Figure 1 presents a simplified example of how Egal-
itarian Paxos works. Commands can be sent by clients
to any replica—we call this replica the command leader
for that command, not to be confused with the stable
leader in Multi-Paxos. In practical workloads, concur-
rent proposals interfere only rarely (for now, think of
this common case as concurrent commands that update
different objects). EPaxos can commit these commands
after only one round of communication between the com-
mand leader and a fast-path quorum of peers—F +

⌊F+1
2

⌋
replicas in total, including the command leader, where F
is the number of tolerated failures (F = 2 in the example
from Figure 1).

When commands interfere, they acquire dependencies
on each other—attributes that commands are committed
with, used to determine the correct order in which to
execute the commands (the commit and the execution

orders are not necessarily the same, but this does not
affect correctness). To ensure that every replica commits
the same attributes even if there are failures, a second
round of communication between the command leader
and a classic quorum of peers—F + 1 replicas including
the command leader—may be required (as in Figure 1
for command C3). We call this the slow path.

3 Comparison with Related Work
Multi-Paxos [15, 16] makes efficient forward progress by
relying on a stable leader replica that brokers communica-
tion with clients and other replicas. With N replicas, for
each command, the leader handles Θ(N) messages, and
non-leader replicas handle only O(1). Thus, the leader
can become a bottleneck, as practical implementations
of Paxos have observed [4]. When the leader fails, the
state machine becomes temporarily unavailable until a
new leader is elected. This problem is not easily solved:
aggressive leader re-election can cause stalls if multiple
replicas believe they are the leader. Chubby [4] and Box-
wood [22] use Multi-Paxos, while ZooKeeper [12] relies
on a stable leader protocol similar to Multi-Paxos.

Mencius [23] distributes load evenly across replicas
by rotating the Paxos leader for every command. The in-
stance space is pre-partitioned among all replicas: replica
Rid owns every instance i where (i mod N) = Rid . The
drawback of this approach is that every replica must hear
from all other replicas before committing a command A,
because otherwise another command B that depends on
A may be committed in an instance ordered before the
current instance (the other replicas reply either that they
are also committing commands for their instances, or that
they are skipping their turn). This has two consequences:
(1) the replicated state machine runs at the speed of the
slowest replica, and (2) Mencius can exhibit worse avail-
ability than Multi-Paxos, because if any replica fails to
respond, no other replica can make progress until a fail-
ure is suspected and another replica commits no-ops on
behalf of the possibly failed replica.

Fast Paxos [18] reduces the number of message delays
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until commands are committed by having clients send
commands directly to all replicas. However, some repli-
cas must still act as coordinator and learner nodes, and
handle Θ(N) messages for every command. Like Multi-
Paxos, Fast Paxos relies on a stable leader to start voting
rounds and arbitrate conflicts (i.e., situations when accep-
tors order client commands differently, as a consequence
of receiving those commands in different orders).

Generalized Paxos [17] commits commands faster by
committing them out of order when they do not inter-
fere. Replicas learn commands after just two message
delays—which is optimal—as long as they do not in-
terfere. Generalized Paxos requires a stable leader to
order commands that interfere, and learners handle Θ(N)
messages for every command.1 Furthermore, messages
become larger as new commands are proposed, so the
leader must frequently stop the voting process until it
can commit a checkpoint. Multicoordinated Paxos [5] ex-
tends Generalized Paxos by using multiple coordinators
to increase availability when commands do not conflict,
at the expense of using more messages for each com-
mand: each client sends its commands to a quorum of
coordinators instead of just one. It too relies on a stable
leader to ensure consistent ordering if interfering client
commands arrive at coordinators in different orders.

In the wide-area, EPaxos has three important advan-
tages over Generalized Paxos: (1) First and foremost, the
EPaxos fast-path quorum size is smaller than the fast-
path quorum size for Generalized Paxos by exactly one
replica, for any total number of replicas—this reduces
latency and the overall number of messages exchanged,
because a replica must contact fewer of its closest peers
to commit a command. (2) Resolving a conflict (two
interfering commands arriving at different acceptors in
different orders) requires only one additional round trip
in EPaxos, but will take at least two additional round
trips in Generalized Paxos. (3) For three-site replication,
EPaxos can commit commands after one round trip to the
replica closest to the proposer’s site even if all commands
conflict. We present the empirical results of this compar-
ison in Section 7.2. These advantages make EPaxos a
good fit for MDCC [14], which uses Generalized Paxos
for wide-area commits.

An important distinction between the fast path in
EPaxos and that of Fast and Generalized Paxos is that
EPaxos incurs three message delays to commit, whereas
Fast and Generalized Paxos require only two. However,
in the wide area, the first message delay in EPaxos is
usually negligibly short because the client and its closest
replica are co-located within the same datacenter. This

1Based on our experience with EPaxos, we believe it may be possi-
ble to modify Generalized Paxos to rotate learners between commands,
in the same ballot, to balance load if there are no conflicts. Even so,
Generalized Paxos would still depend on the leader for availability.

distinction allows EPaxos to have smaller fast-path quo-
rums and has the added benefit of not requiring clients to
broadcast their proposals to a supermajority of nodes.

In S-Paxos [3], the client-server communication load
is shared by all replicas, which batch commands and
send them to the leader. The stable leader still handles
ordering, so S-Paxos suffers Multi-Paxos’s problems in
wide-area replication and with slow or faulty leaders.

Consistently ordering broadcast messages is equiva-
lent to state machine replication. EPaxos has similarities
to generic broadcast algorithms [1, 26, 29], that require
a consistent message delivery order only for conflicting
messages. Thrifty generic broadcast [1] has the same
liveness condition as (E)Paxos, but requires Θ(N2) mes-
sages for every broadcast message. It relies on atomic
broadcast [27] to deliver conflicting messages, which has
a latency of four message delays. GB, GB+ [26], and op-
timistic generic broadcast [29] handle fewer machine fail-
ures than (E)Paxos, requiring that more than two thirds
of the nodes remain live. They also handle conflicts less
efficiently: GB and GB+ may see conflicts even if mes-
sages arrive in the same order at every replica and they
use Consensus [6] to solve conflicts; optimistic generic
broadcast uses both atomic broadcast and one Consen-
sus instance for every pair of conflicting messages. In
contrast, EPaxos requires only at most two additional
one-way message delays to commit commands that in-
terfere; the communication is performed in parallel for
all interfering commands; and EPaxos does not need a
stable leader to decide the ordering.

Eve [13] takes the orthogonal approach of parallelizing
command execution on multi-core systems.

4 Design
In this section we describe Egalitarian Paxos in detail,
state its properties and sketch informal proofs of those
properties. Formal proofs and a TLA+ specification of the
protocol can be found in a technical report accompanying
this paper [25]. We begin by stating assumptions and
definitions, and by introducing our notation.

4.1 Preliminaries
Messages exchanged by processes (clients and replicas)
are asynchronous. Failures are non-Byzantine (a ma-
chine can fail by stopping to respond for an indefinite
amount of time). The replicated state machine comprises
N = 2F + 1 replicas, where F is the maximum number
of tolerated failures. For every replica R there is an un-
bounded sequence of numbered instances R.1, R.2, R.3, ...
that replica R is said to own. The complete state of each
replica comprises all the instances owned by every replica
in the system (i.e., for N replicas, the state of each replica
can be regarded as a two-dimensional array with N rows
and an unbounded number of columns). At most one
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command will be chosen in an instance. The ordering
of the instances is not pre-determined—it is determined
dynamically by the protocol, as commands are chosen.

It is important to understand that committing and exe-
cuting commands are different actions, and that the com-
mit and execution orders are not necessarily the same.

To modify the replicated state, a client sends Re-
quest(command) to a replica of its choice. A RequestRe-
ply from that replica will notify the client that the com-
mand has been committed. However, the client has no
information about whether the command has been exe-
cuted or not. Only when the client reads the replicated
state updated by its previously committed commands is
it necessary for the system to execute those commands.

To read (part of) the state, clients send Read(objectIDs)
messages and wait for ReadReplies. Read is a no-op com-
mand that interferes with updates to the objects it is read-
ing. Clients can also use RequestAndRead(γ, objectIDs)
to propose command γ and atomically read the machine
state immediately after γ is executed—Read(objectIDs)
is equivalent to RequestAndRead(no-op, objectIDs).

Before describing EPaxos in detail, we must define
command interference: Two commands γ and δ inter-
fere if there exists a sequence of commands Σ such that
the serial execution Σ,γ,δ is not equivalent to Σ, δ,γ
(i.e., they result in different machine states and/or differ-
ent values returned by the reads within these sequences).

4.2 Protocol Guarantees
The formal guarantees that EPaxos offers clients are sim-
ilar to those provided by other Paxos variants:

Nontriviality: Any command committed by any
replica must have been proposed by a client.

Stability: For any replica, the set of committed com-
mands at any time is a subset of the committed commands
at any later time. Furthermore, if at time t1 a replica R
has command γ committed at some instance Q.i, then R
will have γ committed in Q.i at any later time t2 > t1.

Consistency: Two replicas can never have different
commands committed for the same instance.

Execution consistency: If two interfering commands
γ and δ are successfully committed (by any replicas) they
will be executed in the same order by every replica.

Execution linearizability: If two interfering com-
mands γ and δ are serialized by clients (i.e., δ is pro-
posed only after γ is committed by any replica), then
every replica will execute γ before δ.

Liveness (w/ high probability): Commands will even-
tually be committed by every non-faulty replica, as long
as fewer than half the replicas are faulty and messages
eventually go through before recipients time out.2

2Paxos provides the same liveness guarantees. By FLP [9], it is
impossible to provide stronger guarantees for distributed consensus.

4.3 The Basic Protocol
For clarity, we first describe the basic Egalitarian Paxos,
and improve on it in the next section. This basic EPaxos
uses a simplified procedure to recover from failures, and
as a consequence, its fast-path quorum3 is 2F (out of
the total of N = 2F + 1 replicas). The fully optimized
EPaxos reduces this quorum to only F +

⌊F+1
2

⌋
replicas.

The slow-path quorum size is always F + 1.

4.3.1 The Commit Protocol

As mentioned earlier, committing and executing com-
mands are separate. Accordingly, EPaxos comprises (1)
the protocol for choosing (committing) commands and
determining their ordering attributes; and (2) the algo-
rithm for executing commands based on these attributes.

Figure 2 shows the pseudocode of the basic protocol
for choosing commands. Each replica’s state is repre-
sented by its private cmds log that records all commands
seen (but not necessarily committed) by the replica.

We split the description of the commit protocol into
multiple phases. Not all phases are executed for every
command: a command committed after Phase 1 and Com-
mit was committed on the fast path. The slow path in-
volves the additional Phase 2 (the Paxos-Accept phase).
Explicit Prepare (Figure 3) is run only on failure recovery.

Phase 1 starts when a replica L receives a request for a
command γ from a client and becomes a command leader.
L begins the process of choosing γ in the next available
instance of its instance sub-space. It also attaches what it
believes are the correct attributes for that command:

deps is the list of all instances that contain commands
(not necessarily committed) that interfere with γ;
we say that γ depends on those instances and their
corresponding commands;

seq is a sequence number used to break dependency cy-
cles during the execution algorithm; seq is updated
to be larger than the seq of all interfering commands
in deps.

The command leader forwards the command and the
initial attributes to at least a fast-path quorum of replicas
as a PreAccept message. Each replica, upon receiving the
PreAccept, updates γ’s deps and seq attributes according
to the contents of its cmds log, records γ and the new
attributes in the log, and replies to the command leader.

If the command leader receives replies from enough
replicas to constitute a fast-path quorum, and all the up-
dated attributes are the same, it commits the command.
If it does not receive enough replies, or the attributes in
some replies have been updated differently than in others,
then the command leader updates the attributes based

3We use quorum to denote both a set of replicas with a particular
cardinality, and the cardinality of that set.
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Phase 1: Establish ordering constraints Phase 2: Paxos-Accept

Commit

Fast
Path

Slow
Path

then

else

Phase 1

Replica L on receiving Request(�) from a client
becomes the designated leader for command � (steps
2, 3 and 4 executed atomically):

1: increment instance number iL iL + 1
2: seq�  1+ max ({logL[Q][ j].seq |

logL[Q][ j].cmd ⇠ �}[{0})
3: deps�  {(Q, j) | logL[Q][ j].cmd ⇠ �}
4: logL[L][iL] (�,seq� ,deps� ,pre-accepted)
5: send PreAccept(�,seq� ,deps� ,L.iL) to every

replica in F \{L}, where F is a fast quorum that
includes L

Any replica R, on receiving
PreAccept(�,seq� ,deps� ,L.i) (steps 6, 7 and 8
executed atomically):

6: update seq�  max({seq�}[{1 + logR[Q][ j].seq |
logR[Q][ j].cmd ⇠ �}

7: update deps�  deps� [{(Q, j) |
logR[Q][ j].cmd ⇠ �}

8: logR[L][i] (�,seq� ,deps� ,pre-accepted)
9: reply PreAcceptOK(�,seq� ,deps� ,L.i) to L

Replica L (command leader for �), on receiving at
least bN/2c PreAcceptOK responses:
10: if received PreAcceptOK’s from all replicas in

F \{L}, with seq� and deps� the same in all
replies (for some fast quorum F) then

11: run Commit phase for (�,seq� ,deps�) at L.i
12: else
13: update deps�  Union(deps� from all replies)
14: update seq�  max({seq� of all replies})
15: run Multi-Paxos phase for (�,seq� ,deps�) at L.i

Multi-Paxos

Command leader L, for (�,seq� ,deps�) at instance
L.i:
16: logL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: logR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
20: run Commit phase for (�,seq� ,deps�) at L.i

Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i
21: logL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
23: send Commit(�,seq� ,deps� ,L.i) to all other

replicas

Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: logR[L][i] (�,seq� ,deps� ,committed)

Figure 4: The basic Egalitarian Paxos protocol for choosing commands.
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In contrast, Generalized Paxos’s fast quorum size when
N = 3 is three. Its latency is therefore determined by a
round-trip to the farthest replica. The high 99%ile la-
tency experienced by Generalized Paxos is caused by

checkpoint commits. Furthermore, conflicts cause two
additional round trips in Generalized Paxos (for any num-
ber of replicas). Thus, in this experiment, EPaxos is not
affected by conflicts, but Generalized Paxos experiences

11

Phase 1

Replica L on receiving Request(�) from a client
becomes the designated leader for command � (steps
2, 3 and 4 executed atomically):

1: increment instance number iL iL + 1
2: seq�  1+ max ({cmdsL[Q][ j].seq | 9 instance Q. j

s.t. cmdsL[Q][ j].cmd ⇠ �}[{0})
3: deps�  {(Q, j) | 9 instance Q. j s.t.

cmdsL[Q][ j].cmd ⇠ �}
4: cmdsL[L][iL] (�,seq� ,deps� ,pre-accepted)
5: send PreAccept(�,seq� ,deps� ,L.iL) to all other

replicas in F , where F is a fast quorum that
includes L

Any replica R, on receiving
PreAccept(�,seq� ,deps� ,L.i) (steps 6, 7 and 8
executed atomically):

6: update seq�  max({seq�}[{1 + cmdsR[Q][ j].seq
| 9 instance Q. j s.t. cmdsR[Q][ j].cmd ⇠ �})

7: update deps�  deps� [{(Q, j) | 9 instance Q. j s.t.
cmdsR[Q][ j].cmd ⇠ �}

8: cmdsR[L][i] (�,seq� ,deps� ,pre-accepted)
9: reply PreAcceptOK(�,seq� ,deps� ,L.i) to L

Replica L (command leader for �), on receiving at
least bN/2c PreAcceptOK responses:
10: if received PreAcceptOK’s from all replicas in

F \{L}, with seq� and deps� the same in all
replies (for some fast quorum F) then

11: run Commit phase for (�,seq� ,deps�) at L.i
12: else
13: update deps�  Union(deps� from all replies)
14: update seq�  max({seq� of all replies})
15: run Multi-Paxos phase for (�,seq� ,deps�) at L.i

Multi-Paxos

Command leader L, for (�,seq� ,deps�) at instance
L.i:
16: cmdsL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: cmdsR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
20: run Commit phase for (�,seq� ,deps�) at L.i

Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i:
21: cmdsL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
23: send Commit(�,seq� ,deps� ,L.i) to all other

replicas

Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: cmdsR[L][i] (�,seq� ,deps� ,committed)

Figure 4: The basic Egalitarian Paxos protocol for choosing commands.
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and measure the commit and execute latency for each re-
quest. Figure 5 shows the median and 99%ile latencies for
EPaxos, Multi-Paxos, Mencius and Generalized Paxos.

With three replicas, an EPaxos replica can always com-
mit after one round trip to its nearest peer even if that
command interferes with other concurrent commands.
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Phase 1

Replica L on receiving Request(�) from a client
becomes the designated leader for command � (steps
2, 3 and 4 executed atomically):

1: increment instance number iL iL + 1
2: seq�  1+ max ({cmdsL[Q][ j].seq | 9 instance Q. j

s.t. cmdsL[Q][ j].cmd ⇠ �}[{0})
3: deps�  {(Q, j) | 9 instance Q. j s.t.

cmdsL[Q][ j].cmd ⇠ �}
4: cmdsL[L][iL] (�,seq� ,deps� ,pre-accepted)
5: send PreAccept(�,seq� ,deps� ,L.iL) to all other

replicas in F , where F is a fast quorum that
includes L

Any replica R, on receiving
PreAccept(�,seq� ,deps� ,L.i) (steps 6, 7 and 8
executed atomically):

6: update seq�  max({seq�}[{1 + cmdsR[Q][ j].seq
| 9 instance Q. j s.t. cmdsR[Q][ j].cmd ⇠ �})

7: update deps�  deps� [{(Q, j) | 9 instance Q. j s.t.
cmdsR[Q][ j].cmd ⇠ �}

8: cmdsR[L][i] (�,seq� ,deps� ,pre-accepted)
9: reply PreAcceptOK(�,seq� ,deps� ,L.i) to L

Replica L (command leader for �), on receiving at
least bN/2c PreAcceptOK responses:
10: if received PreAcceptOK’s from all replicas in

F \{L}, with seq� and deps� the same in all
replies (for some fast quorum F) then

11: run Commit phase for (�,seq� ,deps�) at L.i
12: else
13: update deps�  Union(deps� from all replies)
14: update seq�  max({seq� of all replies})
15: run Multi-Paxos phase for (�,seq� ,deps�) at L.i

Multi-Paxos

Command leader L, for (�,seq� ,deps�) at instance
L.i:
16: cmdsL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: cmdsR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
20: run Commit phase for (�,seq� ,deps�) at L.i

Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i:
21: cmdsL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
23: send Commit(�,seq� ,deps� ,L.i) to all other

replicas

Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: cmdsR[L][i] (�,seq� ,deps� ,committed)

Figure 4: The basic Egalitarian Paxos protocol for choosing commands.
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and measure the commit and execute latency for each re-
quest. Figure 5 shows the median and 99%ile latencies for
EPaxos, Multi-Paxos, Mencius and Generalized Paxos.

With three replicas, an EPaxos replica can always com-
mit after one round trip to its nearest peer even if that
command interferes with other concurrent commands.
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Phase 1

Replica L on receiving Request(�) from a client
becomes the designated leader for command � (steps
2, 3 and 4 executed atomically):

1: increment instance number iL iL + 1
2: seq�  1+ max ({cmdsL[Q][ j].seq | 9 instance Q. j

s.t. cmdsL[Q][ j].cmd ⇠ �}[{0})
3: deps�  {(Q, j) | 9 instance Q. j s.t.

cmdsL[Q][ j].cmd ⇠ �}
4: cmdsL[L][iL] (�,seq� ,deps� ,pre-accepted)
5: send PreAccept(�,seq� ,deps� ,L.iL) to all other

replicas in F , where F is a fast quorum that
includes L

Any replica R, on receiving
PreAccept(�,seq� ,deps� ,L.i) (steps 6, 7 and 8
executed atomically):

6: update seq�  max({seq�}[{1 + cmdsR[Q][ j].seq
| 9 instance Q. j s.t. cmdsR[Q][ j].cmd ⇠ �})

7: update deps�  deps� [{(Q, j) | 9 instance Q. j s.t.
cmdsR[Q][ j].cmd ⇠ �}

8: cmdsR[L][i] (�,seq� ,deps� ,pre-accepted)
9: reply PreAcceptOK(�,seq� ,deps� ,L.i) to L

Replica L (command leader for �), on receiving at
least bN/2c PreAcceptOK responses:
10: if received PreAcceptOK’s from all replicas in

F \{L}, with seq� and deps� the same in all
replies (for some fast quorum F) then

11: run Commit phase for (�,seq� ,deps�) at L.i
12: else
13: update deps�  Union(deps� from all replies)
14: update seq�  max({seq� of all replies})
15: run Multi-Paxos phase for (�,seq� ,deps�) at L.i

Multi-Paxos

Command leader L, for (�,seq� ,deps�) at instance
L.i:
16: cmdsL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: cmdsR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
20: run Commit phase for (�,seq� ,deps�) at L.i

Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i:
21: cmdsL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
23: send Commit(�,seq� ,deps� ,L.i) to all other

replicas

Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: cmdsR[L][i] (�,seq� ,deps� ,committed)

Figure 4: The basic Egalitarian Paxos protocol for choosing commands.
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and measure the commit and execute latency for each re-
quest. Figure 5 shows the median and 99%ile latencies for
EPaxos, Multi-Paxos, Mencius and Generalized Paxos.

With three replicas, an EPaxos replica can always com-
mit after one round trip to its nearest peer even if that
command interferes with other concurrent commands.
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Phase 1

Replica L on receiving Request(�) from a client
becomes the designated leader for command � (steps
2, 3 and 4 executed atomically):

1: increment instance number iL iL + 1
2: seq�  1+ max ({cmdsL[Q][ j].seq | 9 instance Q. j

s.t. cmdsL[Q][ j].cmd ⇠ �}[{0})
3: deps�  {(Q, j) | 9 instance Q. j s.t.

cmdsL[Q][ j].cmd ⇠ �}
4: cmdsL[L][iL] (�,seq� ,deps� ,pre-accepted)
5: send PreAccept(�,seq� ,deps� ,L.iL) to all other

replicas in F , where F is a fast quorum that
includes L

Any replica R, on receiving
PreAccept(�,seq� ,deps� ,L.i) (steps 6, 7 and 8
executed atomically):

6: update seq�  max({seq�}[{1 + cmdsR[Q][ j].seq
| 9 instance Q. j s.t. cmdsR[Q][ j].cmd ⇠ �})

7: update deps�  deps� [{(Q, j) | 9 instance Q. j s.t.
cmdsR[Q][ j].cmd ⇠ �}

8: cmdsR[L][i] (�,seq� ,deps� ,pre-accepted)
9: reply PreAcceptOK(�,seq� ,deps� ,L.i) to L

Replica L (command leader for �), on receiving at
least bN/2c PreAcceptOK responses:
10: if received PreAcceptOK’s from all replicas in

F \{L}, with seq� and deps� the same in all
replies (for some fast quorum F) then

11: run Commit phase for (�,seq� ,deps�) at L.i
12: else
13: update deps�  Union(deps� from all replies)
14: update seq�  max({seq� of all replies})
15: run Multi-Paxos phase for (�,seq� ,deps�) at L.i

Multi-Paxos

Command leader L, for (�,seq� ,deps�) at instance
L.i:
16: cmdsL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: cmdsR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
20: run Commit phase for (�,seq� ,deps�) at L.i

Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i:
21: cmdsL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
23: send Commit(�,seq� ,deps� ,L.i) to all other

replicas

Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: cmdsR[L][i] (�,seq� ,deps� ,committed)

Figure 4: The basic Egalitarian Paxos protocol for choosing commands.
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and measure the commit and execute latency for each re-
quest. Figure 5 shows the median and 99%ile latencies for
EPaxos, Multi-Paxos, Mencius and Generalized Paxos.

With three replicas, an EPaxos replica can always com-
mit after one round trip to its nearest peer even if that
command interferes with other concurrent commands.
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Phase 1

Replica L on receiving Request(�) from a client
becomes the designated leader for command � (steps
2, 3 and 4 executed atomically):

1: increment instance number iL iL + 1
{InterfL,� is the set of instances Q. j such that the
command recorded in cmdsL[Q][ j] interferes w/ �}

2: seq�  1+ max ({cmdsL[Q][ j].seq |
Q. j 2 InterfL,�}[{0})

3: deps�  InterfL,�

4: cmdsL[L][iL] (�,seq� ,deps� ,pre-accepted)
5: send PreAccept(�,seq� ,deps� ,L.iL) to all other

replicas in F , where F is a fast quorum that
includes L

Any replica R, on receiving
PreAccept(�,seq� ,deps� ,L.i) (steps 6, 7 and 8
executed atomically):

6: update seq�  max({seq�}[{1 + cmdsR[Q][ j].seq
| Q. j 2 InterfR,�})

7: update deps�  deps� [ InterfR,�

8: cmdsR[L][i] (�,seq� ,deps� ,pre-accepted)
9: reply PreAcceptOK(�,seq� ,deps� ,L.i) to L

Replica L (command leader for �), on receiving at
least bN/2c PreAcceptOK responses:
10: if received PreAcceptOK’s from all replicas in

F \{L}, with seq� and deps� the same in all
replies (for some fast quorum F) then

11: run Commit phase for (�,seq� ,deps�) at L.i
12: else
13: update deps�  Union(deps� from all replies)
14: update seq�  max({seq� of all replies})
15: run Paxos-Accept phase for (�,seq� ,deps�) at L.i

Paxos-Accept

Command leader L, for (�,seq� ,deps�) at instance
L.i:
16: cmdsL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: cmdsR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
20: run Commit phase for (�,seq� ,deps�) at L.i

Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i:
21: cmdsL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
23: send Commit(�,seq� ,deps� ,L.i) to all other

replicas

Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: cmdsR[L][i] (�,seq� ,deps� ,committed)

Figure 2: The basic Egalitarian Paxos protocol for choosing commands.

replica can be regarded as a two-dimensional array with
N rows and an unbounded number of columns). At most
one command will be chosen in an instance. The ordering
of the instances is not pre-determined—it is determined
dynamically by the protocol, as commands are chosen.

It is important to understand that committing and exe-
cuting commands are different actions, and that the com-
mit and execution orders are not necessarily the same.

To modify the replicated state, a client sends Re-
quest(command) to a replica of its choice. A RequestRe-
ply from that replica will notify the client that the com-
mand has been committed. However, the client has no
information about whether the command has been exe-
cuted or not: Only when the client reads the replicated
state updated by its previously committed commands is
it necessary for those commands to be executed.

To read (part of) the state, clients send Read(objectIDs)

messages and wait for ReadReplies. Read is a no-op com-
mand that interferes with updates to the objects it is read-
ing. Clients can also use RequestAndRead(�, objectIDs)
to propose command � and atomically read the machine
state immediately after � is executed—Read(objectIDs)
is equivalent to RequestAndRead(no-op, objectIDs).

Before describing Egalitarian Paxos in detail, we must
define command interference: Two commands � and
� interfere if there exists a sequence of commands ⌃
such that the serial execution ⌃,�,� is not equivalent
to ⌃,�,� (i.e., they result in different machine states
and/or different values returned by the reads within these
sequences).

4.2 Protocol Guarantees
The formal guarantees that Egalitarian Paxos offers
clients are similar to those provided by other Paxos vari-

Phase 1

Replica L on receiving Request(�) from a client
becomes the designated leader for command � (steps
2, 3 and 4 executed atomically):

1: increment instance number iL iL + 1
{InterfL,� is the set of instances Q. j such that the
command recorded in cmdsL[Q][ j] interferes w/ �}

2: seq�  1+ max ({cmdsL[Q][ j].seq |
Q. j 2 InterfL,�}[{0})

3: deps�  InterfL,�

4: cmdsL[L][iL] (�,seq� ,deps� ,pre-accepted)
5: send PreAccept(�,seq� ,deps� ,L.iL) to all other

replicas in F , where F is a fast quorum that
includes L

Any replica R, on receiving
PreAccept(�,seq� ,deps� ,L.i) (steps 6, 7 and 8
executed atomically):

6: update seq�  max({seq�}[{1 + cmdsR[Q][ j].seq
| Q. j 2 InterfR,�})

7: update deps�  deps� [ InterfR,�

8: cmdsR[L][i] (�,seq� ,deps� ,pre-accepted)
9: reply PreAcceptOK(�,seq� ,deps� ,L.i) to L

Replica L (command leader for �), on receiving at
least bN/2c PreAcceptOK responses:
10: if received PreAcceptOK’s from all replicas in

F \{L}, with seq� and deps� the same in all
replies (for some fast quorum F) then

11: run Commit phase for (�,seq� ,deps�) at L.i
12: else
13: update deps�  Union(deps� from all replies)
14: update seq�  max({seq� of all replies})
15: run Paxos-Accept phase for (�,seq� ,deps�) at L.i

Paxos-Accept

Command leader L, for (�,seq� ,deps�) at instance
L.i:
16: cmdsL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: cmdsR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
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Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i:
21: cmdsL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
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Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: cmdsR[L][i] (�,seq� ,deps� ,committed)
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N rows and an unbounded number of columns). At most
one command will be chosen in an instance. The ordering
of the instances is not pre-determined—it is determined
dynamically by the protocol, as commands are chosen.

It is important to understand that committing and exe-
cuting commands are different actions, and that the com-
mit and execution orders are not necessarily the same.

To modify the replicated state, a client sends Re-
quest(command) to a replica of its choice. A RequestRe-
ply from that replica will notify the client that the com-
mand has been committed. However, the client has no
information about whether the command has been exe-
cuted or not: Only when the client reads the replicated
state updated by its previously committed commands is
it necessary for those commands to be executed.

To read (part of) the state, clients send Read(objectIDs)

messages and wait for ReadReplies. Read is a no-op com-
mand that interferes with updates to the objects it is read-
ing. Clients can also use RequestAndRead(�, objectIDs)
to propose command � and atomically read the machine
state immediately after � is executed—Read(objectIDs)
is equivalent to RequestAndRead(no-op, objectIDs).

Before describing Egalitarian Paxos in detail, we must
define command interference: Two commands � and
� interfere if there exists a sequence of commands ⌃
such that the serial execution ⌃,�,� is not equivalent
to ⌃,�,� (i.e., they result in different machine states
and/or different values returned by the reads within these
sequences).

4.2 Protocol Guarantees
The formal guarantees that Egalitarian Paxos offers
clients are similar to those provided by other Paxos vari-
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L.i:
16: cmdsL[L][i] (�,seq� ,deps� ,accepted)
17: send Accept(�,seq� ,deps� ,L.i) to at least bN/2c

other replicas

Any replica R, on receiving
Accept(�,seq� ,deps� ,L.i):
18: cmdsR[L][i] (�,seq� ,deps� ,accepted)
19: reply AcceptOK(�,L.i) to L

Command leader L, on receiving at least bN/2c
AcceptOK’s:
20: run Commit phase for (�,seq� ,deps�) at L.i

Commit

Command leader L, for (�,seq� ,deps�) at instance
L.i:
21: cmdsL[L][i] (�,seq� ,deps� ,committed)
22: send commit notification for � to client
23: send Commit(�,seq� ,deps� ,L.i) to all other

replicas

Any replica R, on receiving
Commit(�,seq� ,deps� ,L.i):
24: cmdsR[L][i] (�,seq� ,deps� ,committed)
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upon a simple majority (bN/2c+1 = F +1) of replies (tak-
ing the union of all deps, and the highest seq), and tells at
least a majority of replicas to accept these attributes. This
can be seen as running classic Paxos to choose the triplet
(γ,depsγ ,seqγ) in γ’s instance. At the end of this extra
round, after replies from a majority (including itself), the
command leader will reply to the client and send Commit
messages asynchronously to the other replicas.

As in classic Paxos, every message contains a ballot
number (for simplicity, we represent it explicitly in our
pseudocode only when describing the Explicit Prepare
phase in Figure 3). The ballot number ensures message
freshness: replicas disregard messages with a ballot that
is smaller than the largest they have seen for a certain
instance. For correctness, ballot numbers used by differ-
ent replicas must be distinct, so they include a replica

ID. Furthermore, a newer configuration of the replica
set must have strict precedence over an older one, so
we also prepend an epoch number (epochs are explained
in Section 4.7). The resulting ballot number format is
epoch.b.R, where a replica R increments only the natural
number b when trying to initiate a new ballot in Explicit
Prepare. Each replica is the default (i.e., initial) leader
of its own instances, so the ballot epoch.0.R is implicit at
the beginning of every instance R.i.

4.3.2 The Execution Algorithm

To execute command γ committed in instance R.i, a
replica will follow these steps:

1. Wait for R.i to be committed (or run Explicit Prepare
to force it);

2. Build γ’s dependency graph by adding γ and all com-
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Explicit Prepare
Replica Q for instance L.i of potentially failed replica L

25: increment ballot number to epoch.(b + 1).Q, (where
epoch.b.R is the highest ballot number Q is aware of in
instance L.i)

26: send Prepare(epoch.(b + 1).Q,L.i) to all replicas
(including self) and wait for at least bN/2c+ 1 replies

27: let R be the set of replies w/ the highest ballot number
28: if R contains a (γ,seqγ ,depsγ ,committed) then
29: run Commit phase for (γ,seqγ ,depsγ) at L.i
30: else if R contains an (γ,seqγ ,depsγ ,accepted) then
31: run Paxos-Accept phase for (γ,seqγ ,depsγ) at L.i
32: else if R contains at least bN/2c identical replies

(γ,seqγ ,depsγ ,pre-accepted) for the default ballot
epoch.0.L of instance L.i, and none of those replies is
from L then

33: run Paxos-Accept phase for (γ,seqγ ,depsγ) at L.i
34: else if R contains at least one

(γ,seqγ ,depsγ ,pre-accepted) then
35: start Phase 1 (at line 2) for γ at L.i, avoid fast path
36: else
37: start Phase 1 (at line 2) for no-op at L.i, avoid fast

path

Replica R, on receiving Prepare(epoch.b.Q,L.i) from Q

38: if epoch.b.Q is larger than the most recent ballot
number epoch.x.Y accepted for instance L.i then

39: reply PrepareOK(cmdsR[L][i],epoch.x.Y,L.i)
40: else
41: reply NACK

Figure 3: The EPaxos simplified recovery procedure.

mands in instances from γ’s dependency list as nodes,
with directed edges from γ to these nodes, repeating
this process recursively for all of γ’s dependencies
(starting with step 1);

3. Find the strongly connected components, sort them
topologically;

4. In inverse topological order, for each strongly con-
nected component, do:

4.1 Sort all commands in the strongly connected com-
ponent by their sequence number;

4.2 Execute every un-executed command in increasing
sequence number order, marking them executed.

4.3.3 Informal Proof of Properties

Together, the commit protocol and execution algorithm
guarantee the properties stated in Section 4.2. We prove
this formally in a technical report [25], but give informal
proofs here to convey the intuition of our design choices.

Nontriviality is straightforward: Phase 1 is only exe-
cuted for commands proposed by clients.

To prove stability and consistency, we first prove:

Proposition 1. If replica R commits command γ at in-
stance Q.i (with R and Q not necessarily distinct), then
for any replica R′ that commits command γ′ at Q.i it must
hold that γ and γ′ are the same command.

Proof sketch. Command γ is committed at instance Q.i
only if replica Q has started Phase 1 for γ at instance Q.i.
Q cannot start Phase 1 for different commands at the same
instance, because (1) Q increments its instance number
for every new command, and (2) if Q fails and restarts, it
will be given a new, unused identifier (Section 4.7).

Proposition 1 implies consistency. Furthermore, be-
cause commands can be forgotten only if a replica
crashes, this also implies stability if the cmds log is
maintained on persistent storage. Execution consistency
also requires stability and consistency for the command
attributes.

Definition. If γ is a command with attributes seqγ and
depsγ , we say that the tuple (γ,seqγ ,depsγ) is safe at
instance Q.i if (γ,seqγ ,depsγ) is the only tuple that is or
will be committed at Q.i by any replica.

Proposition 2. Replicas commit only safe tuples.

Proof sketch. A tuple (γ,seqγ ,depsγ) can only be
committed at a certain instance Q.i (1) after the Paxos-
Accept phase, or (2) directly after Phase 1.

Case 1: A tuple is committed after the Paxos-Accept
phase if more than half of the replicas have logged the
tuple as accepted (line 20 in Figure 2). The tuple is safe
via the classic Paxos algorithm guarantees.

Case 2: A tuple is committed directly after Phase 1
only if its command leader receives identical responses
from N − 2 other replicas (line 11). The tuple is now safe:
If another replica tries to take over the instance (because
it suspects the initial leader has failed), it must execute
the Prepare phase and it will see at least bN/2c identical
replies containing (γ,seqγ ,depsγ), so the new leader will
identify this tuple as potentially committed and will use
it in the Paxos-Accept phase.

So far, we have shown that tuples, including their at-
tributes, are committed consistently across replicas. They
are also stable, if recorded on persistent storage.

We next show that these consistent, stable committed
attributes guarantee that all interfering commands are
executed in the same order on every replica:

Lemma 1 (Execution consistency). If interfering com-
mands γ and δ are successfully committed (not necessar-
ily by the same replica), they will be executed in the same
order by every replica.

Proof sketch. If two commands interfere, at least one
will have the other in its dependency set by the time they
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are committed: Phase 1 ends after the command has been
pre-accepted by at least a simple majority of the replicas,
and its final set of dependencies is the union of at least
the set of dependencies updated at a majority of replicas.
This also holds for recovery (line 32 in the pseudocode)
because all dependencies are based on those set initially
by the possibly failed leader. Thus, at least one replica
pre-accepts both γ and δ, and its PreAcceptReplies are
taken into account when establishing the final dependen-
cies sets for both commands.

By the execution algorithm, a command is executed
only after all the commands in its dependency graph have
been committed. There are three possible scenarios:

Case 1: Both commands are in each other’s depen-
dency graph. By the way the graphs are constructed, this
implies: (1) the dependency graphs are identical; and
(2) γ and δ are in the same strongly connected compo-
nent. Therefore, when executing one command, the other
is also executed, and they are executed in the order of
their sequence numbers (with arbitrary criteria to break
ties). By Proposition 2 the attributes of all committed
commands are stable and consistent across replicas, so
all replicas build the same dependency graph and execute
γ and δ in the same order.

Case 2: γ is in δ’s dependency graph but δ is not in
γ’s. There is a path from δ to γ in δ’s dependency graph,
but there is no path from γ to δ. Therefore, γ and δ
are in different strongly connected components, and γ’s
component will come before δ’s in inverse topological
order. By the execution algorithm, γ will be executed
before δ. This is consistent with the situation when γ had
been executed on some replicas before δ was committed
(which is possible, because γ does not depend on δ).

Case 3: Just like case 2, with γ and δ reversed.

Lemma 2 (Execution linearizability). If two interfering
commands γ and δ are serialized by clients (i.e., δ is
proposed only after γ is committed by any replica), then
every replica will execute γ before δ.

Proof sketch. Because δ is proposed after γ was com-
mitted, γ’s sequence number is stable and consistent by
the time any replica receives PreAccept messages for
δ. Because a tuple containing γ and its final sequence
number is logged by at least a majority of replicas, δ’s
sequence number will be updated to be larger than γ’s,
and δ will contain γ in its dependencies. Therefore, when
executing δ, δ’s graph must contain γ either in the same
strongly connected component as δ (but δ’s sequence
number will be higher), or in a component ordered be-
fore δ’s in inverse topological order. Regardless, by the
execution algorithm, γ will be executed before δ.

Finally, liveness is ensured as long as a majority of
replicas are non-faulty. A client keeps retrying a com-
mand until a replica gets a majority to accept it.

4.4 Optimized Egalitarian Paxos
We have described the core concepts of our protocol in
the previous section. We now describe modifications that
allow EPaxos to use a smaller fast-path quorum—only
F +

⌊F+1
2

⌋
replicas, including the command leader. This

is an important optimization because, by decreasing the
number of replicas that must be contacted, EPaxos has
lower latency (especially in the wide area) and higher
throughput, because replicas process fewer messages for
each command. For three and five replicas, this fast path
quorum is optimal (two and three replicas respectively).

The recovery procedure (i.e., the Explicit Prepare
Phase) changes substantially, starting with line 32 in our
pseudocode description. The new command leader Q
looks for only

⌊F+1
2

⌋
replicas that have pre-accepted a

tuple (γ,depsγ ,seqγ) in the current instance with iden-
tical attributes. Upon discovering them, it tries to con-
vince other replicas to pre-accept this tuple by sending
TryPreAccept messages. A replica receiving a TryPreAc-
cept will pre-accept the tuple only if it does not conflict
with other commands in the replica’s log—i.e., an inter-
fering command that is not in depsγ and does not have
γ in its deps either, or one that is in depsγ but has a seq
attribute at least as large as seqγ . If the tuple does conflict
with such a command, and that command is committed,
Q will know γ could not have been committed on the
fast path. If a un-committed conflict exists, Q defers re-
covery until that command is committed. Finally, if Q
convinces F + 1 replicas (counting the failed command
leader and the remainders of the fast-path quorum) to pre-
accept (γ,depsγ ,seqγ), it commits this tuple by running
the Paxos-Accept phase for it.

One corner case of recovery is the situation where
a dependency has changed its seq attribute to a value
higher than that of the command being recovered. We
can preclude this situation by allowing command leaders
to commit command γ on the fast path only if for each
command in depsγ at least one acceptor has recorded it
as committed. For N ≤ 7, a more efficient solution is to
attach updated deps attributes to Accept and AcceptReply
messages, and ensure that the recipients of these mes-
sages record them. This information will be used only to
aid recovery.

The associated technical report [25] contains detailed
proofs that recovery can always make progress if a ma-
jority of replicas are alive—the new size of the fast-path
quorum is necessary and sufficient for this to hold—and
that optimized EPaxos provides the guarantees enumer-
ated in Section 4.2.

Before concluding this subsection, it is important to
point out another implication of the new fast-path quo-
rums size. After F failures, there may be as few as

⌊F+1
2

⌋
surviving members of a fast quorum, which will not con-
stitute a majority among the remaining replicas. There-
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fore, if the command leader sends PreAccept messages to
every replica (instead of sending PreAccepts to only the
replicas in a fast quorum), the recovery procedure may
not be able to correctly identify which replicas’ replies the
failed command leader took into consideration if it com-
mitted the instance. Still, such redundancy is sometimes
desirable because the command leader may not know in
advance which replicas are still live or which replicas will
reply faster. When this is the case, we change the fast-
path condition as follows: a command leader will commit
on the fast path only if it receives F +

⌊F+1
2

⌋
−1 PreAccep-

tReplies that match its initial ordering attributes—and
every replica that replies without updating these attributes
marks this in its log so the recovery procedure can take
only these replicas into consideration.

When not sending redundant PreAccepts, a three-
replica system will always be able to commit on the fast
path—there can be no disagreement in a set with only
one acceptor.

4.5 Keeping the Dependency List Small
Instead of including all interfering instances, we include
only N dependencies in each list: the instance number R.i
with the highest i for which the current replica has seen
an interfering command (not necessarily committed). If
interference is transitive (usually the case in practice) the
most recent interfering command suffices, because its
dependency graph will contain all interfering instances
R. j, with j < i. Otherwise, every replica must assume
that any unexecuted commands in previous instances
R. j ( j < i) are possible dependencies and independently
check them at execute time. This is a fast operation when
commands are executed soon after commit.

4.6 Recovering from Failures
A replica may need to learn the decision for an instance
because it has to execute commands that depend on that
instance. If a replica times out waiting for the commit
for an instance, the replica will try to take ownership of
that instance by running Explicit Prepare, at the end of
which it will either learn what command was proposed
in this problem instance (and then finalize committing it),
or, if no other replica has seen a command, will commit
a no-op to finalize the instance.

If clients are allowed to time-out and re-issue com-
mands to a different replica, the replicas must be able to
recognize duplicates and execute the command only once.
This situation affects any replication protocol, and stan-
dard solutions are applicable, such as unique command
IDs or ensuring that commands are idempotent.

4.7 Reconfiguring the Replica Set
Reconfiguring a replicated state machine is an extensive
topic [19, 20, 21]. In EPaxos, ordering ballots by their

epoch prefix enables a solution that resembles Vertical
Paxos [19] with majority read quorums: A new replica, or
one that recovers without its memory, must receive a new
ID and a new (higher) epoch number, e.g., from a config-
uration service or a human. It then sends Join messages
to at least F +1 live replicas that are not themselves in the
process of joining. Upon receiving a Join, a live replica
updates its membership information and the epoch part of
each ballot number it uses or expects to receive for new
instances. It will thus no longer acknowledge messages
for instances initiated in older epochs (instances that it
was not already aware of). The live replica will then
send the joining replica the list of committed or ongoing
instances that the live replica is aware of. The joining
replica becomes live (i.e., it proposes commands and par-
ticipates in voting the proposals of other replicas) only
after receiving commits for all instances included in the
replies to at least F + 1 Join messages. Production imple-
mentations optimize this process using snapshots [7].

4.8 Read Leases
As in any other state machine replication protocol, a Read
must be committed as a command that interferes with
updates to the objects it is reading to avoid reading stale
data. However, Paxos-based systems are often optimized
for read-heavy scenarios in one of two ways: assume the
clients can handle stale data and perform reads locally
at any replica, as in ZooKeeper [12]; or grant a read
lease to the stable leader so that it can respond without
committing an operation [7]. EPaxos can use read leases
just as easily, with the understanding that a (infrequent)
write to the leased object must be channeled through
the node holding the lease. In wide-area replication, the
leaderless design of EPaxos and Mencius allows different
sites to hold leases for different objects simultaneously
(e.g., based on the observed demand for each object).

4.9 Avoiding Execution Livelock
With a fast stream of interfering proposals, command
execution could livelock: command γ will acquire depen-
dencies on newer commands proposed between sending
and receiving the PreAccept(γ). These new commands
in turn gain dependencies on even newer commands. To
prevent this, we prioritize completing old commands
over proposing new commands. Even without this op-
timization, however, long dependency chains increase
only execution latency, not commit latency. They also
negligibly affect throughput, because executing a batch
of n inter-dependent commands at once adds only modest
computational overhead: finding the strongly connected
components has linear time complexity (the number of
dependencies for each command is usually constant—
Section 4.5), and sorting the commands by their sequence
attribute adds only an O(logn) factor.
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5 Practical Considerations
Command interference. For EPaxos to function ef-
ficiently, the implementation must be able to decide
whether two commands interfere before executing them
(it can, however, conservatively assume interference if un-
certain). Although there are many approaches that could
work, one that seems likely is to use explicitly-specified
dependency keys as in Google’s High Replication Datas-
tore [10] and Megastore [2]. Interference can easily be
inferred for NoSQL key-value stores where all (or most)
operations identify the keys they are targeting. Even for
relational databases, the transactions that usually con-
stitute the bulk of the workload are simple and can be
examined before execution to determine which rows they
will update (e.g. the New-Order transaction in the TPC-C
benchmark [28]). For other transactions it will be diffi-
cult to predict what exact state they will modify, but it is
safe to assume they interfere with any other transaction.

Consistency guarantees. EPaxos guarantees per-object
linearizability. As shown by Herlihy and Wing [11], lin-
earizability is a local property, meaning that “a system
is linearizable if each individual object is linearizable”.
This only applies to operations that target single objects,
or more generally, to operations for which interference
is transitive. The equivalent property for multi-object
operations is strict serializability. If interference is not
transitive, EPaxos maintains per-object linearizability,
but does not guarantee strict serializability without a sim-
ple modification: the commit notification for a command
is sent to clients only after every instance in the com-
mand’s graph of dependencies has been committed (the
proof is in the associated tech report [25]). This has the
added benefit that it simplifies the protocol: approximate
sequence numbers are no longer necessary (commands
within the same strongly connected component are sorted
by an arbitrary criterion), which makes for a simplified
recovery procedure. The drawback of this version of
EPaxos is increased perceived latency at the client for
operations that conflict with other concurrent operations—
for the common case of non-interfering operations the
latency remains the same as in canonical EPaxos.

6 Implementation
We implemented EPaxos, Multi-Paxos, Mencius, and
Generalized Paxos in Go, version 1.0.2.

6.1 Language-specific details
Behind our choice of Go was the goal of comparing the
performance of the four Paxos variants within a common
framework in which the protocols share as much code
as possible to reduce implementation-related differences.
While subjective, we believe we achieved this, applying
roughly equal implementation optimization to each; we

are releasing our implementations for others to perform
comparisons or further optimization [24].

Go presented two challenges: First, the garbage collec-
tion that eased implementation of four complete Paxos
variants adds performance variability; and second, its
RPC implementation is slow. We solved the latter by
implementing our own RPC stub generator. We have
not fully mitigated the GC penalty, but EPaxos is more
affected than the other protocols because its attribute-
containing messages are larger, so our results are fair to
the other protocols.

6.2 Thrifty Operation
For all protocols except Mencius, we used an optimiza-
tion that we call thrifty. In thrifty, a replica in charge of a
command (the command leader in EPaxos, or the stable
leader in Multi-Paxos) sends Accept and PreAccept mes-
sages to only a quorum of replicas, including itself, not
the full set. This reduces message traffic and improves
throughput. The drawback is that if an acceptor fails
to reply quickly, there is no quick fall-back to another
reply. However, thrifty can aggressively send messages
to additional acceptors when a reply is not received after
a short wait time; doing so does not affect safety and only
slightly reduces throughput. Mencius cannot be thrifty be-
cause the replies to Accept messages contain information
necessary to commit the current instance (i.e., whether
previous instances were skipped or not).4

7 Evaluation
We evaluated Egalitarian Paxos on Amazon EC2, us-
ing large instances5 for both state machine replicas and
clients, running Ubuntu Linux 11.10.

7.1 Typical Workloads
We evaluate these protocols using a replicated key-value
store where client requests are updates (puts). This is
sufficient to capture a wide range of practical workloads:
From the point of view of replication protocols, reads
and writes are typically handled the same way (reads
might be serviced locally in certain situations, as dis-
cussed in Section 4.8). Nevertheless, writes are the more
difficult case because reads do not interfere with other
reads. Our tests also capture conflicts, an important work-
load characteristic—a conflict is a situation when po-
tentially interfering commands reach replicas in differ-
ent orders. Conflicts affect EPaxos, Generalized Paxos,

4A Mencius replica must receive Accept replies from the owners of
all instances it has not received messages for. We tried Mencius-thrifty,
in which the current leader sends Accepts first to the replicas it must
hear from, and to others only if quorum has not yet been reached. It did
not improve throughput, however: under medium and high load, only
rarely are all previous instances “filled” when a command is proposed.

5Two 64-bit virtual cores with 2 EC2 Compute Units each and
7.5 GB of memory. The typical RTT in an EC2 cluster is 0.4 ms
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and, to a lesser extent, Mencius. One example of con-
flicts are those experienced by a lock service, where con-
flicts are equivalent to write-write conflicts from multiple
clients updating the same key. A read-heavy workload
is where concurrent updates rarely target the same key,
corresponding to low conflict rates. Importantly, lease
renewal traffic—constituting over 90% of the requests
handled by Chubby [4]—generates no conflicts, because
only one client can renew a particular lease.

From the available evidence, we believe that 0% and
2% command interference rates are the most realistic. For
completeness, we also evaluate 25% and 100% command
interference (for 25%, 1

4 of commands target the same
key while 3

4 target different keys). In Chubby, fewer than
1% of all commands (observed in a ten-minute period [4])
could possibly generate conflicts. In Google’s advertising
back-end, F1, which uses the geo-replicated table store
Spanner (which, in turn, uses Paxos) fewer than 0.3% of
all operations may generate conflicts, since more than
99.7% of operations are reads [8].

We indicate the percentage of interfering commands as
a number following the experiment (e.g., “EPaxos 0%”’).

7.2 Latency In Wide Area Replication
We validate empirically that EPaxos has optimal median
commit latency in the wide area with three replicas (tol-
erating one failure) and five replicas (tolerating two fail-
ures). The replicas are located in Amazon EC2 datacen-
ters in California (CA), Virginia (VA) and Ireland (EU),
plus Oregon (OR) and Japan (JP) for the five-replica
experiment. At each location there are also ten clients
co-located with each replica (fifty in total). They gen-
erate requests simultaneously, and measure the commit
and execute latency for each request. Figure 4 shows
the median and 99%ile latency for EPaxos, Multi-Paxos,
Mencius and Generalized Paxos.

With three replicas, an EPaxos replica can always com-
mit after one round trip to its nearest peer even if that
command interferes with other concurrent commands.
In contrast, Generalized Paxos’s fast quorum size when
N = 3 is three. Its latency is therefore determined by a
round-trip to the farthest replica. The high 99%ile la-
tency experienced by Generalized Paxos is caused by
checkpoint commits. Furthermore, conflicts cause two
additional round trips in Generalized Paxos (for any num-
ber of replicas). Thus, in this experiment, EPaxos is
not affected by conflicts, but Generalized Paxos experi-
ences median latencies of 341 ms with 100% command
interference.

With five replicas, EPaxos avoids the two most distant
replicas, while Generalized Paxos avoids only the most
distant one. Thus, EPaxos has optimal commit latency
for the common case of non-interfering concurrent com-
mands, with both three and five replicas. For five replicas,

interfering commands cause one extra round trip to the
closest two replicas for EPaxos, but up to two additional
round trips for Generalized Paxos.

Mencius performs relatively well with multiple clients
at every location and all locations generating commands
at the same aggregate rate. Imbalances force Mencius to
wait for more replies to Accept messages. In the worst
case, with active clients at only one location at a time,
Mencius experiences latency corresponding to the round
trip time to the replica that is farthest away from the
client, for any number of replicas.

Multi-Paxos has high latency because the local replica
must forward all commands to the stable leader.

The results in Figure 4 refer to commit latency. For
EPaxos, execution latency differs from commit latency
only for high conflict rates because a replica must delay
executing a command until it receives commit confir-
mations for the command’s dependencies. With 100%
interference rate (i.e., worst case), three-replicas EPaxos
experiences median execution latencies of 125 ms to
139 ms (depending on the site), whereas for five repli-
cas, median execution latencies range from 304 ms to
319 ms (compared to 274 ms to 296 ms for Mencius, and
unchanged latencies for Multi-Paxos and Generalized
Paxos 100%). As explained in the previous section, this
worst case scenario is highly unlikely to occur in prac-
tice. Furthermore, commit latency is the only one that
matters for writes6, while for reads, which have a lower
chance of generating conflicts, there is a high likelihood
that commit and execution latency are the same. Fur-
thermore, reads will also benefit from read leases, which
allow reads to be serviced locally.

However, if high command interference is common,
there is a wide range of techniques that we can use to
reduce latency, but we leave for future work: e.g., for-
warding PreAccepts among fast quorum members to re-
duce slow-path commit latency by one message delay,
or reverting to a partitioned Multi-Paxos mode, where
the same site acts as command leader for all commands
in a certain group (thus eliminating conflicts among the
commands within that group).

7.3 Throughput in a Cluster
We compare the throughput achieved by EPaxos, Multi-
Paxos, and Mencius, within a single EC2 cluster. We
omit Generalized Paxos from these experiments because
it was not designed for high throughput: It runs at less
than 1

4 the speed of EPaxos, and its availability is tied to
that of the leader, as for Multi-Paxos.7

6From the client’s perspective, there is no difference between a com-
mitted but not-yet-executed write, and a write that has been executed
(it is, however, guaranteed that execution will occur before subsequent
interfering reads).

7Learners handle Θ(N) messages per command and the leader must
frequently commit checkpoints—see Section 3.
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A client on a separate EC2 instance sends batched re-
quests in an open loop8 (only client requests are batched;
messages between replicas are not), and measures the rate
at which it receives replies. For EPaxos and Mencius, the
client sends each request to a replica chosen uniformly at
random. Replicas reply to the client only after executing
the request. Although it is often sufficient to acknowl-
edge after commit, we wished to also assess the effects
of EPaxos’s more complex execution component.

Figure 5 shows the throughput achieved by 3 and 5
replicas when the commands are small (16 B). Figure 6
shows the throughput achieved with 1 KB requests.

EPaxos outperforms Multi-Paxos because the Multi-
Paxos leader becomes bottlenecked by its CPU. By being

8In practice, a client needing linearizability must wait for commit
notifications before issuing more commands; the open loop mimics an
unbounded number of clients to measure maximum throughput.

thrifty (Section 6.2), EPaxos processes fewer messages
per command than Mencius, so its throughput is gener-
ally higher—with the notable exception of many conflicts
for more than three replicas, when EPaxos executes an
extra round per command (Mencius is not significantly
influenced by command interference—there was no in-
terference in the Mencius tests). EPaxos messages are
slightly larger because they carry attributes, hence our
EPaxos implementation incurs more GC overhead.

Processing large commands narrows the gap between
protocols: All replicas spend more time sending and
receiving commands (either from the client or from the
leader), but Mencius and EPaxos exhibit significantly
higher throughput than leader-bottlenecked Multi-Paxos.

Figures 5 and 6 also show throughput when one node is
slow (for Multi-Paxos that node is the leader—otherwise
its throughout is mostly unaffected). In these experi-
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ments, two infinite loop programs contend for the two
virtual cores on the slow node. EPaxos handles a slow
replica better than Mencius or Multi-Paxos because the
other replicas can avoid it: Each replica monitors the
speed with which its peers process pings over time, and
excludes the slowest from its quorums. Mencius, by
contrast, fundamentally runs at the speed of the slow-
est replica because its instances are pre-ordered and a
replica cannot commit an instance before learning about
instances ordered before it—and 1/N of those instances
belong to the slow replica.

7.4 Logging Messages Persistently
To resume immediately after a crash, a replica must pre-
serve the contents of its memory intact, otherwise it may
break safety (for all of the protocols we evaluate). This
implies persistently logging every state change before
acting upon or replying to any message. The preceding
experiments did not include this overhead, because it is
avoidable in some circumstances: if power failure of all
replicas is not a threat, replicas can recover from failures
as presented in Section 4.7; in addition, persistent mem-
ory technologies keep improving, and battery-backed
memory is sometimes feasible. We nevertheless wanted
to evaluate whether EPaxos is fundamentally more I/O
intensive than Multi-Paxos or Mencius.

For the experiments in this section we used Amazon
EC2 High-I/O instances equipped with high-performance
solid state drives. Every replica logs its state changes
synchronously to an SSD-backed file, for all protocols.

Here (Figure 7), all protocols are I/O bound, but Multi-
Paxos places a higher I/O load on the stable leader than
on non-leader replicas, making it slower. EPaxos outper-
forms Mencius due to the thrifty optimization: in EPaxos,
unlike in Mencius, it is sufficient to send (pre-)accept
messages to only a quorum of replicas, and therefore
EPaxos requires fewer logging operations per command
than Mencius. However, we make the (novel, to our
knowledge) observation that while every Mencius accep-
tor must reply to accept messages, not all acceptors must
log their replies synchronously—it is sufficient that a quo-
rum of acceptors log synchronously before responding,
and the command leader commits only after receiving
their replies. “Mencius min-log” (in Figure 7), needs only
slightly more synchronous logging than EPaxos (every
min-log replica must still log its own skipped instances
synchronously).

7.5 Execution Latency in a Cluster
This section examines client-perceived execution latency
using three replicas. Despite its more complex execution
algorithm, EPaxos has lower execution latency than either
Multi-Paxos or Mencius, regardless of interfering com-
mands. In addition, our strategy for avoiding livelock in
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EPaxos’s execution algorithm (Section 4.9) is effective.
Figure 8 shows median (top graph) and 99%ile latency

under increasing load in EPaxos, Mencius and Multi-
Paxos. We increase throughput by increasing the number
of concurrent clients sending commands in a closed loop
(each client sends a command and waits until it has been
executed before sending the next) from 8 to 300. The
maximum throughput is lower than in the throughput
experiments because here, replicas bear the additional
overhead of hundreds of simultaneous TCP connections.

7.6 Batching
Batching increases the maximum throughput of Multi-
Paxos by 5x and of EPaxos by 9x (Figure 9). Commands
are generated open loop from a separate machine in the
cluster. Every 5 ms, each proposer batches all requests in
its queue, up to a preset maximum batch size: 1000 for
EPaxos, 5000 for Multi-Paxos. Command leaders issue
notifications to clients only after execution. Each point is
the average over ten runs.

EPaxos’s advantage here still arises from sharing the
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load more evenly across replicas, whereas Multi-Paxos
places it all on the stable leader. Under the same client
throughput, Mencius and EPaxos will send up to 5x more
messages: each leader will send batches, instead of hav-
ing one leader aggregate the commands into a single
larger batch. However, the cost of these extra messages
is amortized rapidly across large batches, becoming neg-
ligible versus processing and executing the commands.

Importantly, and perhaps counter-intuitively, batching
diminishes the negative effects of command interference
in EPaxos. This is because (1) the cost of the extra round
of communication for handling a conflict is amortized
across multiple commands, and becomes insignificant
for large batch sizes (second phase messages are short,
because command leaders send only the new attributes to
replicas that have already received the batch in the first
phase); and (2) at low throughputs, even if all commands
interfere, conflicts are less frequent because the possibil-
ity of there being multiple batches in flight at the same
time (and arriving at different replicas in different orders)
diminishes. As a result, EPaxos with 100% interference
is effectively as fast as EPaxos with no interference.

Although we have not tested Mencius with batching,
as long as replicas do not experience performance vari-
ability, we expect it to be as fast as EPaxos, since the
difference in messaging patterns has a diminished effect
with batching.

7.7 Service Availability under Failures
Figure 10 shows the evolution of the commit throughput
in a three-replica setup that experiences the failure of
one replica. A client sends requests in an open loop, at
the same rate for every system—approximately 10,000
requests per second (a rate at which none of the systems
is close to saturation, hence the steady throughput).

With Multi-Paxos, or any variant that relies on a stable
leader, a leader failure prevents the system from process-
ing client requests until a new leader is elected. Although
clients could direct their requests to another replica (after
they time out), a replica will usually not try to become the
new leader immediately. False suspicions can degrade
performance by causing stalls, so the fail-over time will
usually be on the order of seconds [4, 22]. The failure of
a non-leader replica (a situation not depicted in Figure 10)

does not affect the availability of the system.
In contrast, any replica failure disrupts Mencius: a

replica cannot finalize an instance before knowing the
outcome of (or at least which commands are being pro-
posed in) all instances that precede it, and instances are
pre-assigned to replicas round-robin. Unlike in Multi-
Paxos, clients can continue to send requests to the remain-
ing replicas; they will be processed up to the point where
they are ready to be committed. Eventually, a live replica
will time out and commit no-ops on behalf of the failed
replica, thus freeing the instances waiting on them. At
this point, the delayed commands are committed and ac-
knowledged, which causes the throughput spike depicted
in Figure 10. Live replicas commit no-ops periodically
until the failed replica recovers, or until a reconfiguration.

Both in Multi-Paxos and Mencius, the timeout duration
is a trade-off between the availability of the service and
the impact that acting too frequently on false positives has
on throughput and latency. EPaxos avoids this dilemma
because it can operate uninterrupted by the crash of a
minority of replicas. Clients with commands outstanding
at a failed replica will time out and retry those requests
at another replica. Although live replicas will commit
commands unhindered, some of these commands may
have acquired dependencies on commands proposed by
the failed replica. Executing the former (as opposed to
committing them) will therefore be delayed until another
replica finalizes committing the latter. Unlike in Mencius,
this occurs only once: an inactive replica cannot continue
to generate dependencies. Moreover, it occurs rarely for
workloads with low conflict rates.

8 Conclusion
We have presented the design and implementation of
Egalitarian Paxos, a new state machine replication proto-
col based on Paxos. We have shown that its decentralized
and uncoordinated design has important theoretical and
practical benefits for the availability, performance and
performance stability of both local and wide area replica-
tion.
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Abstract

We describe ROOT, a new method for incorporating the

nondeterministic I/O behavior of multithreaded appli-

cations into trace replay. ROOT is the application of

Resource-Oriented Ordering to Trace replay: actions

involving a common resource are replayed in an order

similar to that of the original trace. ROOT is based on

the idea that how a program manages resources, as seen

in a trace, provides hints about an application’s internal

dependencies. Inferring these dependencies allows us to

partially constrain trace replay in a way that reflects the

constraints of the original program. We make three con-

tributions: (1) we describe the ROOT approach, (2) we

release ARTC, a new ROOT-based tool for replaying I/O

traces, and (3) we create Magritte, a file-system bench-

mark suite generated by applying ARTC to 34 Apple

desktop application traces. When collecting traces on

one platform and replaying on another, ARTC achieves

an average timing inaccuracy of 10.6% on our bench-

mark workloads, halving the 21.3% achieved by the

next-best replay method we evaluate.

1 Introduction

Quantitatively evaluating storage is a key part of devel-

oping new systems, exploring research ideas, and mak-

ing informed purchasing decisions. Because running ac-

tual applications on a variety of storage stacks can be

a painful process, it is common to collect statistics or

traces on a single system in order to understand an ap-
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plication [4, 5, 8, 13, 18, 19, 20, 24, 25]. Trace replay is

a useful technique for evaluating the performance of dif-

ferent systems [3, 10, 11, 14, 15, 17, 22]. An application

trace may be collected on one system (the source) and

replayed on another (the target) in order to predict how

the application would perform on the target. Replaying

traces at the system-call level is an appealing approach

for this use case, since its high level of abstraction allows

the user to evaluate changes in a wide variety of system

components. In contrast, replaying a lower-level trace

restricts the set of system changes that can be effectively

evaluated to those at or below the level of the trace it-

self. For example, replaying a block-I/O trace is of little

use if the user wishes to evaluate the performance of an

alternate file system.

At first it might seem that trace replay would offer

easy insight to an application’s performance on an al-

ternate storage stack, since the actions replayed are pre-

cisely the actions the real application performed. How-

ever, replay must take into account feedback loops be-

tween the workload and the storage stack [6, 16]; for

example, faster storage could cause a program to issue

requests in a different order. Complicating trace replay

further is the increasing complexity of many modern ap-

plications [7, 23]. Such applications often have many

threads, and it is common for one thread to open a file, a

second thread to write to it, and a third to close it.

There are two criteria by which we judge the qual-

ity of trace replay for performance prediction: seman-

tic correctness and performance accuracy. The for-

mer measures how well the semantics of the operations

recorded in the trace are reproduced by the replay; the

latter measures how close the replay’s performance on

the target system predicts that of the original program.

In some trace replay scenarios, semantic correctness

is nearly trivial; for example, there is little difficulty in

replicating the semantics of a single sequential stream of

block-I/O requests. With system-call replay, however,

semantic correctness is less simple: files of the appro-

priate size must be set up at the appropriate paths, pos-

sibly with extended attributes and other metadata cor-
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rectly initialized. Considering multithreaded traces with

the possibility of system-call reordering introduces fur-

ther complexity: if an open and a read in two differ-

ent threads are reordered with respect to each other, the

read may fail with EBADF, deviating from the seman-

tics of the original application.

Trace-replay tools should reflect the characteristics

of applications, including the ordering dependencies of

their execution. There are two artifacts that provide in-

formation about dependencies: the original program and

traces. Unfortunately, a program’s source code is often

unavailable, and deducing full, application-level seman-

tic dependencies from one trace collected on one storage

device is generally not possible. However, the ways pro-

grams manage resources, as shown in a trace, can pro-

vide hints about program dependencies. In this paper

we propose a new technique for extracting these hints

from a trace: Resource-Oriented Ordering for Trace re-

play (ROOT). The ROOT approach is to observe the or-

dering of actions touching each resource in a trace and

apply a similar ordering to those actions during replay.

We build a new tool, ARTC (an “approximate-replay

trace compiler”), that applies the ROOT approach to

UNIX system-call traces. ARTC constrains replay based

on resource-management hints extracted from a trace. In

order to extract meaningful hints, ARTC uses a detailed

UNIX file-system model and knowledge of over 80 sys-

tem calls to infer the complex relationships between ac-

tions and resources. For example, symlink awareness

allows ARTC to track all the pathnames that point to a

single file resource; similarly, a directory-tree model al-

lows ARTC to determine the entire set of resources that

are affected by directory renames.

We use ARTC to automatically generate a new cross-

platform benchmark suite, Magritte, from 34 traces of

Apple desktop applications [7]. Because many of these

traces contain OS X-specific system calls, we employ

novel emulation techniques for 19 different calls, allow-

ing replay of the traces on other systems.

We compare ARTC against three simpler replay

strategies: a single-threaded approach, a multithreaded

replay that disallows reordering, and an unconstrained

multithreaded replay with no inter-thread synchroniza-

tion. We use the complex Magritte workloads to eval-

uate semantic correctness, finding that ARTC achieves

error rates nearly identical to those of the more heavily

constrained replays. For timing accuracy, we demon-

strate the weaknesses of the simple replay methods with

microbenchmarks designed to illustrate feedback effects

involving workload parallelism, disk parallelism, cache

size, and I/O scheduling. We also replay traces of an em-

bedded database, and find that ARTC reduces average

timing error from 21.3% (for the most accurate alterna-

tive) to 10.6%.

The rest of this paper is organized as follows. We ex-

plore different approaches to inferring program behavior

from traces (§2) and define the ROOT approach to this

problem (§3). We then describe our ROOT-based trace

compiler, ARTC (§4), evaluate it in comparison to a set

of simpler replay methods (§5), and provide a case study

with Magritte (§6). Finally, we discuss related work (§7)

and conclude (§8).

2 Trace Mining

We now consider what types of information can be

mined from traces for the purpose of replay. A single

trace presents a set and ordering of actions that the pro-

gram may generate when run on a specific system with

a certain set of inputs.

Ideally, however, we would like to infer the entire I/O

space of the program for a given input. In different envi-

ronments, a program may generate different sets of I/O

actions for different runs, and for each of these I/O sets,

different orderings may or may not be possible. We de-

fine an I/O space as the set of all feasible I/O sets and

the associated valid orderings. For example, a simple

I/O space consisting of two I/O sets and four orderings

could be described with the following set notation:

{{1,2} => {[1,2], [2,1]},

{1,2,3} => {[1,2,3], [2,1,3]}}

Depending on the type and quantity of the available

trace data, different techniques may be used to infer

the I/O space, and different degrees of accuracy will be

achievable. We now define various types of trace data

that may be available (§2.1) and describe three inference

techniques, including our new technique, ROOT (§2.2).

2.1 Trace Inputs

There are three primary attributes of parallel trace data:

the number of traces, active vs. passive collection, and

inclusion of synchronization information.

First, some inference techniques require many traces.

Each trace represents one point in the I/O space of the

application; observing many points makes it easier to

guess the shape of the whole space. Unfortunately, col-

lecting many traces on the same system will tend to ex-

plore only certain areas of the whole I/O space.

Second, traces may be collected passively or actively.

Passive tracing simply records an application’s I/O re-

quests, doing nothing to interfere. In contrast, active

tracing may perturb I/O; certain operations may be ar-

tificially slowed so as to see which other operations are

delayed. This allows direct deduction of dependencies

and methodical exploration of the I/O space.
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Figure 1: Techniques for I/O-space inference.

Third, traces may consist of only calls that occur at the

boundary of an external storage API; alternately, they

may also include internal synchronization operations.

Details about internal synchronization may reveal cer-

tain dependencies; for example, if two I/O requests at

different times were both issued while a given lock was

held, we can infer that an ordering where the two I/O

requests are concurrent is not part of the program’s I/O

space. Internal program logic also affects ordering, how-

ever, so tracing locks is not a complete solution.

2.2 Inference

We now describe three I/O-space inference techniques,

including ROOT, based on three different types of trace

information. These are summarized in Figure 1.

Figure 1(a) illustrates a deductive inference approach

based on active tracing. Active traces allow methodi-

cal exploration of the I/O space via controlled experi-

mentation. //TRACE is an example of an active-tracing

tool [16]. An I/O space can be determined by collecting

numerous traces, artificially slowing different requests

each time, and observing which other requests are de-

layed as a result. While this is an elegant approach, it is

inconvenient and time consuming to collect many traces,

especially at the slowed speed. In production, slowing

I/O may be unacceptable, and collecting traces multiple

times with the same input may not be possible.

Figure 1(b) illustrates a statistical inference approach

based on passive tracing. Some debugging tools use this

approach to infer the causal relations between RPC calls,

but not for replay [2]. Although this approach has the ad-

vantage that traces are much easier to collect, it is likely

that much of the I/O space will not be explored unless

traces are collected in many different environments.

Figure 1(c) shows the goal of the ROOT approach:

to infer as much as possible about an I/O space given

a single passively-collected trace, with no details about

application internals (e.g., locking). Inferring anything

about an I/O space given a single data point might seem

impossible; however, the resource usage patterns of a

trace provide useful hints about the program’s I/O space.

For example, if a program performs two reads from

the same file, the reads may use the same file descriptor

for both requests, or different file descriptors. The use

of different file descriptors may indicate that the reads

are unrelated, and hence could be replayed concurrently.

Likewise, they may be issued from the same thread or

two different threads.

While a human reading through a trace would likely

be able to infer more application-level logic than an au-

tomated tool, creating benchmarks via manual trace in-

spection would be an unpleasant task. Thus we pro-

pose a new approach called ROOT: resource-oriented

ordering for trace replay. ROOT defines a trace model,

making it easier to create tools that reason about traces.

ROOT also defines a notation for expressing the “hints”

a human reading a trace might use to make a reasonable

guess about the target program’s dependency properties.

We describe ROOT in §3.

Of course, the ROOT approach can sometimes make

incorrect inferences because hints can be misinterpreted.

We do not attempt to make more accurate inferences

than the deductive or statistical methods; those tech-

niques have the advantage of being based on a great deal

more data. The ROOT approach is useful when a bench-

mark is desired, but knowledge about the original ap-

plication is limited. This will typically be the case when

studying traces of production systems, where inputs may

be uncontrollable and the overheads of active tracing are

unacceptable. Furthermore, it is relatively uncommon

for companies to collect and share traces; motivating

them to collect active traces or enough traces to apply

statistical inference may be infeasible.

One weakness of ROOT is that it assumes the I/O

space will consist of a single I/O set. Given a series of

actions in a trace, it is reasonable to infer how they might

be reordered; however, it is essentially impossible to cor-

rectly guess that a program sometimes generates a cer-

tain request if that request never appears in the trace. We

do not view this as a severe limitation; inference based

on methodical exploration could hypothetically deduce

I/O spaces consisting of multiple I/O sets, but existing

tools based on this approach (e.g., //TRACE) also only

work for I/O spaces consisting of a single I/O set.
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3 ROOT: Ordering Heuristics

By enforcing an approximately-correct partial ordering

on replay actions, replay tools can generate realistic I/O

that resembles the original program’s behavior. In this

section, we define ROOT’s hint-based ordering rules for

replay. Our constraints are oriented around resources,

such as files, paths, and threads. The key idea is that the

set of actions involving a given resource should be re-

played in a similar order as in the original trace. If all

actions in a trace interact with the same resource, then

replay will be highly constrained, but if there is little

overlap between the resources touched by different ac-

tions, there will be little constraint on the replay order.

Although resource-oriented ordering is simple in the-

ory, real storage systems have complex, many-to-many

relationships between actions and resources; some types

of actions (e.g., directory renames) can impact an arbi-

trarily large set of resources (e.g., paths). The relation-

ship between an action and the resources it touches can-

not be inferred by looking at the trace record for the ac-

tion by itself. Rather, inferring the relationships requires

a trace model that considers each action in the context of

the entire trace and an initial snapshot of system state.

In §3.1, we describe a general trace model applicable

to traces from a variety of storage systems (e.g., key-

value stores or file systems). In §3.2 we define and in-

tuitively justify several rules that can be applied to a

trace to obtain a partial ordering of actions with which to

guide replay. In §4 we describe ARTC’s use of our trace

model and ordering rules to replay system-call traces.

3.1 Trace Model

A trace contains a totally-ordered series of actions.

The types of actions are system specific; a key-value

store might have put, get, and delete actions,

whereas a file system might have opens, reads, and

writes. Each action interacts with one or more re-

sources; threads, keys, values, paths, and files are ex-

amples of resources.

A simple file rename across directories might involve

five resources: the thread performing the rename, source

and destination paths, and the directories containing

these paths. Conceptually, an action series is associated

with each resource, consisting of all the actions related

to the resource in the order they occurred in the original

execution. All our rules are based on action series; it is,

however, unnecessary to ever materialize such lists.

Some resources point to other resources. For example,

a path might point to a directory, which in turn might

point to other paths. Some actions that touch a resource

also touch all other resources it transitively points to.

Some resources have names that appear in the trace. A

1 [T1] mkdir("/a/b")            = 0

   Resources:

   T1,dirA,dirB,path(/a/b)

2 [T1] open("/a/b/c",CREATE)    = 3

   T1,dirB,file1,path(/a/b/c),fd3

3 [T1] write(3, ...)            = 8

   T1,file1,fd3

4 [T1] close(3)                 = 0

   T1,file1,fd3

5 [T1] rename("/a/b", "/a/old") = 0

   T1,dirA,dirB,file1,four paths...

6 [T2] open("/x/y/z")           = 3

   T2,dirY,file2,path(/x/y/z),fd3

7 [T2] open("/a/b")             = 4

   T2,dirA,file3,path(/a/b),fd4

thread(T1)

thread(T2)

dirA

dirB

dirY

�le1

�le2

�le3

path(/a/b)@1

path(/a/b)@2

path(/a/b/c)@1

path(/a/old)@1

path(/a/old/c)@1

path(/x/y/z)@1

fd3@1

fd3@2

fd4@1

1,2,3,4,5

6,7

1,5,7

1,2,5

6

2,3,4

6

7

1,5

7

2,5

5

5

6

2,3,4

6

7

Resource

...

(a) Example Trace (b) Action Series

Actions

Figure 2: Example action series. A snippet from a sim-

ple system-call trace for two threads is shown in (a). Beneath

each event, a comment lists the resource touched by each sys-

tem call. (b) shows the action series corresponding to each

resource that appears in the trace.

file resource does not itself have a name, but it might be

pointed to by a path, which does. The same name might

apply to different resources at different points in a trace;

for example, “3” could be a name designating different

file descriptors at different times. Our model differen-

tiates uses of the same name with generation numbers,

increasing integers associated with each such use, which

together with a name uniquely identify a resource.

Figure 2 provides an example showing how action se-

ries are derived from a system-call trace. The series for

thread T1 is simply the set of actions executed by the

thread (1, 2, 3, 4, 5), in the order they were executed.

The series for dirA (1, 5, 7) is the set of actions that

accessed dirA, in the order they occurred. Note that

action series do not distinguish between subjects (e.g.,

threads) and objects (e.g., directories). The figure also

shows different action series for fd3@1 and fd3@2.

This “name@generation” notation is used to distinguish

between resources when the same name is used for dif-

ferent resources at different times. Here, 3 is a shared

name for the file descriptors created in actions 2 and 6.

3.2 Ordering Rules

We suggested in §2.2 that how a program manages re-

sources, as shown in a trace, provides hints about its I/O

space. Given a trace model, we can now discuss these

hints more formally and define replay rules.

The rules we define determine an I/O space for a re-

play benchmark. Ideally, the I/O space for the bench-

mark will be similar to that of the original application.

However, there are two ways we might deviate from this

goal. First, a rule might be too restrictive, resulting in

overconstraint. In this case, the original I/O space may

contain an ordering for an I/O set that the replay I/O

space does not contain. Second, a rule might be insuf-
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Rule Definition

Stage acts[create] < acts[i] < acts[delete]

Sequential acts[i] < acts[i+1]

Name N@G.acts[last] < N@(G+1).acts[first]

Table 1: Ordering Rules. a1 < a2 means action a1 must

be replayed before action a2. acts[create] and acts[delete]
represent acts[ f irst] and acts[last] respectively when the first

action in a series is a create or when the last action is a delete.

When this is not the case, the constraint does not apply.

ficiently restrictive, resulting in underconstraint. In this

case, the replay I/O space may contain an ordering for

an I/O set that the original I/O space does not contain.

We say that a stronger rule A subsumes a weaker rule

B if the orderings allowed by rule A are a strict sub-

set of those allowed by rule B. In this case, if B causes

overconstraint, A will as well. Likewise, if A allows un-

derconstraint, B will as well.

We have identified three rules based on action series

that are useful for replay; these are summarized in Ta-

ble 1. The first rule, stage ordering, simply says that

an action that creates a resource must be played before

any uses of the resource, and also that any uses of the

resource must be played before a deletion. The intuition

behind stage ordering is that when we observe a success-

ful event in a trace, we assume the program took some

action to ensure success, so replay should do likewise.

The second rule, sequential ordering, forces all ac-

tions involving a resource to replay in the same order as

in the original trace. Sequential ordering is a stronger

constraint, subsuming stage ordering, but may lead to

overconstraint. For example, if multiple reads from the

same file all touch the same resource, it is very possi-

bly correct to allow these reads to be reordered during

replay, but sequential ordering would disallow this. In

contrast, stage ordering might be too weak: reordering

two reads from the same file could be incorrect if the

first retrieves indexing information and the second relies

on the result of the first to determine where in the file

to read from. The intuition behind sequential ordering

is that data dependencies may be more likely when ac-

tions access the same resources rather than disjoint sets

of resources; constraints should be tighter in such cases.

The third rule, name ordering, requires that the action

series of different generations of the same name are nei-

ther overlapped nor reordered during replay. Sequential-

and name-ordering each allow some orderings not al-

lowed by the other. The intuition behind name order-

ing is that when a programmer reuses the same name for

different resources, the resources are likely related.

Figure 3(a) shows an example trace of actions on two

resources, A and B, that use the same name at differ-

ent times. Figure 3(b) gives an example replay ordering,

and Figure 3(c) describes how the replay would violate

1A1 3A32A2 4A4 1B1 2B2 3B3 4B4

(a) Original trace order

1A1 3A3 2A2 4A41B1 2B2 3B34B4

(b) Replay order

Generation A 

Generation B

Stage

none

B4<B3

Sequential

A3<A2

B4<B3

Name

B1<A4

(c) Violations

Figure 3: Examples of valid and invalid orderings.
Each square represents an action. White and grey squares be-

long to two consecutive generations of the same name. Thick

borders indicate creation and deletion events.

different ROOT rules. The replay of generation A is

allowed by stage ordering because the sequence begins

and ends with create and delete actions, respectively, but

violates sequential ordering because the two middle ac-

tions (A2 and A3) are reordered. The replay of genera-

tion B violates stage ordering because the deletion action

is not last, and thus also violates sequential ordering. Fi-

nally, actions belonging to generation B start replaying

before A is finished, which violates name ordering since

A and B are different generations of the same name.

Because rules vary in strength, one must decide

which rules to apply to which resources when employ-

ing ROOT. In §4.2, we describe ARTC’s default use of

the rules for UNIX file-system resources and the rea-

soning for each. More broadly, however, we suggest

three guidelines for applying the rules in a new context.

First, domain knowledge should be used. For example,

if it is known that a programmer generally intention-

ally chooses names for a certain resource (e.g., a path

name), name ordering should apply, but if the names are

chosen arbitrarily, name ordering might cause overcon-

straint. Second, the costs of different types of mistakes

should be taken into account; overconstraining a replay

might skew the timings of certain actions, but undercon-

straining might cause the actions to fail, and thus finish

instantly. Third, if many actions fail during replay, un-

derconstraint is a likely cause.

4 ARTC: System-Call Replay

We now describe ARTC, a benchmarking tool that ap-

plies the ROOT approach to system-call trace replay on

UNIX file systems. We now discuss goals for the tool

(§4.1), demonstrate how the three ROOT rules abstractly

defined in the previous section concretely apply to UNIX

file systems (§4.2), and detail our implementation (§4.3).
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Resource Stage Sequential Name

program •

thread req•req

file ◦ •

path joint• joint ◦ joint• joint

fd • •

aiocb • ◦ ◦

Table 2: Replay modes. Circles represent reasonable

ways to apply rules to resources; filled circles are modes cur-

rently supported by ARTC. thread seq is always required.

path stage and path name must be applied jointly.

4.1 Goals

The aim of ARTC is to be a broadly applicable storage

benchmarking tool, offering a flexible set of parameters

while remaining easy to use.

Portability: ARTC attempts to support realistic

cross-platform replay. Because traces from one system

often include system calls that are not supported on oth-

ers, ARTC emulates these calls, issuing the most similar

call (or combination of calls) on the target system.

Ease of use: ARTC benchmarks make it simple for

end users to apply them to a file system. All that is re-

quired for basic use is the compiled benchmark and a

directory in which to run the benchmark (perhaps the

mountpoint of a file system to be evaluated). There is no

need to describe a benchmark using a specialized config-

uration language or determine the values of non-default

parameters to measure the performance of a file system.

Also, ARTC makes it easy to create new benchmarks

by supporting standard tracing tools that are often pre-

installed in UNIX environments (e.g., strace).

Flexibility: ARTC provides a variety of optional tun-

ing parameters, controlling how initialization is done,

the speed at which actions are replayed, the ability to

disable specific ordering constraints, and how certain ac-

tions are emulated during cross-platform replay.

Correctness: ARTC attempts to generate bench-

marks with nondeterministic behaviors resembling the

nondeterminism of the original applications as closely

as possible given the information available in the traces.

Despite this nondeterminism, ARTC’s ordering con-

straints enforce that the replay’s semantics should match

those of the original trace as closely as possible.

4.2 ROOT with System-Call Traces

We now discuss the application of ROOT to system-call

traces. We consider six types of resources: programs,

threads, files, paths, file descriptors (FDs), and asyn-

chronous I/O control blocks (AIOCBs). We focus on

single-process replay, so all the actions in a trace are as-

sociated with a single program resource, as well as one

of the many thread resources. Many actions will access

file resources via paths and file-descriptor resources. Fi-

nally, AIOCBs are used to manage asynchronous I/O on

file descriptors; AIOCBs point to file descriptors.

Table 2 shows which rules could reasonably be ap-

plied to which resources and which are supported by

ARTC’s replay modes. Though all supported constraints

except program seq are enforced by default, ARTC al-

lows any combination of ordering modes to be selected

for replay, with two restrictions. First, sequential order-

ing is always applied to threads; second, for paths, stage

and name ordering may only be applied jointly. A dis-

cussion of the replay modes follows:

Programs: All actions in a trace involve a sin-

gle program resource. Applying sequential ordering

to the program represents the program seq replay

mode. program seq is ARTC’s strongest replay mode,

subsuming all other modes; however, program seq

forces a total ordering on replay, typically resulting

in severe overconstraint (the performance impact of

program seq is demonstrated in §5). Stage ordering

does not make sense for the program resource because

no action in the trace can be said to “create” the pro-

gram; name ordering is irrelevant as there are not multi-

ple generations of program resources in a single trace.

Threads: Each action in a trace is performed by

exactly one thread resource. ARTC always enforces

thread seq mode, as it has no simple way to reorder

actions within a thread during replay. In general, the or-

der of actions performed by a single thread provides a

good hint about program structure. Some patterns, how-

ever, such as thread pools, are clear exceptions; ARTC

cannot infer these types of program structures. How-

ever, we are not aware of any other replay tools that can

do so without additional details about program internals.

Stage and name ordering do not apply to threads for the

same reasons they do not apply to programs.

Files: We define a file as the data associated with a

specific piece of metadata, such as an inode number.

Inode numbers, however, do not appear in our traces,

so the existence of files is only implicit. An accurate

file-system model that considers symbolic links, hard

links, and the behavior of various system calls allows

us to determine when different paths (or file descrip-

tors) refer to the same file, as well as when the same

path name refers to different files at different times. Be-

cause files do not appear explicitly in traces, name or-

dering is irrelevant. Stage and sequential ordering ap-

ply, though; ARTC supports the latter with file seq,

a fairly strongly-constrained replay mode. When other

resources refer to files, as they often do, file seq

subsumes stage or sequential ordering when applied to

those resources. However, the rules for the following

resources do prevent some orderings file seq allows,

such as when name ordering is relevant or when the re-

sources refer to directories rather than regular files.

378



Paths: Path resources point to file resources and have

names that appear in traces. All our ordering rules could

be applied to paths; ARTC supports the joint application

of stage and name ordering with path stage+ mode.

We do not support stage ordering without name order-

ing because doing so would require the use of substi-

tute names during replay. For example, if a trace shows

that a path "/a/b" referred to different files at different

times, replay would have to either prevent concurrent ac-

cess to those files during replay (i.e., use name ordering),

or use substitute names (e.g., "/a/b1" and "/a/b2").

Applying stage ordering to paths assumes that when a

trace action makes a successful access to a path, the pro-

gram must have taken some measure to ensure its suc-

cess. We believe this is a good hint in general, but it may

sometimes cause overconstraint. For example, programs

may use the stat call (which fails when a path does not

exist) to determine whether a path exists. If a stat call

succeeds during the original execution, it may be a co-

incidence; during replay, if certain actions finish sooner

than they did during trace collection, it may be correct

to replay a stat call sooner, even if the call would fail.

Similarly, applying name ordering assumes that dif-

ferent files are related if they use the same path name at

different times. Because programmers or users choose

most path names, we believe this to be a meaningful

hint. While this is usually the case, one common ex-

ception is when path names are chosen arbitrarily (e.g.,

names for temporary files). In this case, path stage+

may lead to overconstraint, but we suspect this situation

is rare in practice since random file names are not gen-

erally chosen from a small set of possibilities and hence

are unlikely to collide with each other.

File descriptors: Successfully opening a path pro-

duces a file descriptor (FD), which acts as another

type of pointer to a file. ARTC supports stage order-

ing (fd stage mode) and sequential ordering (fd seq

mode) for FDs. Although FDs have integer names that

appear in a trace, these names are usually chosen by the

operating system, so they provide no hints about the I/O

space; thus, name ordering is of no real use for FDs. Ad-

ditionally, since FD names are small integers, they can

be easily remapped using a simple array, allowing de-

scriptors that used the same name in the original trace to

coexist simultaneously during replay.

Asynchronous I/O control blocks: Asynchronous

I/O may be performed by wrapping a file descriptor in

an asynchronous I/O control block (AIOCB) structure

and submitting it in a request to the file system. Be-

cause file descriptors point directly to files, AIOCBs

point indirectly to files. ARTC supports stage order-

ing for AIOCBs with aio stage mode. Applying se-

quential ordering could also be potentially useful, even

though ARTC does not currently support it.
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Figure 4: ARTC Components.

4.3 Implementation

Figure 4 show an overview of the main components of

ARTC. Given a system-call trace and an initial file-tree

snapshot collected on a source system, the ARTC com-

piler automatically generates a benchmark (§4.3.1). The

ARTC replayer initializes an equivalent file-system tree

on the target machine to match the snapshot (§4.3.2), in

which the actions in the trace are replayed (§4.3.3). File-

system APIs vary slightly across systems, so ARTC em-

ulates recorded actions via the closest equivalent on the

target machine when necessary (§4.3.4), supporting re-

play on Linux, Mac OS X, FreeBSD, and Illumos.

ARTC’s implementation consists of approximately

12,000 lines of C and 4,000 lines of bison and flex

grammars (as measured by wc -l), and is capable of

replaying over 80 different system calls. A significant

portion of the code is shared between the ARTC com-

piler and the ARTC replayer, but the two components

comprise roughly equal fractions of the code size.

4.3.1 Compilation

ARTC currently supports strace output and a special

dtrace-generated format used by the iBench traces

(see §5.1), but trace parsing is cleanly separated from

the core processing functionality, so ARTC can be read-

ily extended to support new input formats. However,

the core functionality assumes the following information

will be available for each system call in the trace:

• Entry/return timestamps

• Numeric ID of issuing thread

• Type of call (e.g., open, read, etc.)

• Parameters passed

• Return value
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Some system-call parameters are not actually re-

quired; for example, ARTC ignores the buffer pointers

passed to read. While our trace model could theoreti-

cally treat buffer pointers as another type of resource, we

suspect buffer reuse would make it impossible to derive

meaningful hints from the additional information.

In addition to a trace of actions, ARTC requires an

initial snapshot of the parts of the file-system tree that

the program accesses. It is unnecessary to record actual

file contents in the snapshot; however, it is important

to record the contents of directories, the sizes of files,

and references made by symbolic links. Having an accu-

rate model for symbolic links is crucial to enforcing the

file seq rule. Even when the same file is accessed via

different paths, file seq must constrain the accesses to

be replayed in the same order as in the trace.

Given a trace and an initial snapshot, ARTC automat-

ically generates C code, which is then compiled into a

shared library. The shared library is later loaded by a

general tool for replay (§4.3.3). The generated code con-

sists of tables of static data (arrays of structs) describ-

ing the resources and actions in the trace. We chose to

generate C code as a simple way to serialize the replay

information; generating input files that the replay pro-

gram parses would work as well, though using pre-built

data structures saves the runtime overhead of parsing a

more generic input format.

4.3.2 Initialization

Before replay, it is necessary to restore the initial state

snapshot in the directory where the benchmark will ex-

ecute. During this stage, ARTC creates the necessary

directories, populating them with files of the appro-

priate size containing arbitrary data, and creates any

necessary symbolic links. Some special files (such as

/dev/random) are created as symlinks to the corre-

sponding special files in the target’s root file system.

Because initialization may take much longer than the

actual replay of some traces, ARTC can perform a delta

init that is useful when most of the init files are already

in place (e.g., the file tree was previously initialized, and

a prior replay only slightly modified the tree). Delta init

only creates, deletes, or changes of the sizes of existing

files as necessary to restore the initial state.

Initialization is not a major focus of our work, but

ARTC could be extended to use initial snapshots with

richer information about invisible file-system state. For

example, for a log-based file system, replay speed will

depend greatly on the order in which the initial files are

created. A more sophisticated initialization could ac-

count for this, and even reproduce the fragmentation that

occurs due to aging in real-world deployments [1, 21].

ARTC also includes options that make it easy to

initialize overlaid file-system trees based on the snap-

shots for multiple traces, so that multiple traces can

be replayed concurrently. For example, one could use

Magritte (§6), our benchmark suite of Apple desktop ap-

plications, to run a workload similar to a user browsing

photos in iPhoto while listening to music in iTunes.

4.3.3 Replay

ARTC’s replayer is the component that actually per-

forms system-call replay, enforcing the enabled order-

ing modes while doing so. Although our discussion

of ordering modes has been in terms of action series,

ARTC, like the programs that generate the traces to be-

gin with, does not need to explicitly materialize such

lists. Rather, ARTC enforces rules using standard syn-

chronization primitives and the dependency information

determined by the compiler. Each system call (action)

includes a condition variable that other threads can wait

on if an action they are about to replay is dependent on

that action. For example, before a given thread replays

an action that uses a certain file descriptor, it checks if

the open call that created that file descriptor has already

been replayed, and if not, waits on the open action’s

condition variable. When the replay of an action com-

pletes, the thread that replayed it performs a broadcast

operation on the action’s condition variable in order to

wake any threads that may be waiting on it.

Stage ordering: except for a resource’s create action,

all other actions will wait on the create action before re-

playing, enforcing that it is the first of that resource’s

associated actions to replay. Delete actions have a de-

pendency on each other use of the resource, though

for space-efficiency reasons our current implementation

uses a separate structure for the resource with a count of

remaining uses and a condition variable of its own.

Sequential ordering: Each action belongs to the ac-

tion series of one or more events. For each such series,

the action in question has a dependency on the previ-

ous action in the series, and correspondingly waits for

its completion before proceeding with its own replay.

Name ordering: When an action is the first of a new

generation of a resource on which name ordering is ap-

plied, it has a dependency on the last event of the pre-

ceding generation, and waits for it to complete.

We use this resource and action bookkeeping to

enforce all ordering rules except thread seq and

program seq. Because sequential ordering is always

enabled for threads, we simply use a replay thread for

every thread that appeared in the original trace. Each of

these threads loops over its own actions from the original

trace, playing each one in order once all its dependencies

are satisfied. When program seq is used, all trace ac-

tions are instead replayed from a single replay thread in

the order in which they appeared in the original trace.
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Besides enforcing ordering rules during replay, ARTC

is also capable of considering timings from the original

trace. For example, the original trace might show that

even after all the inferred dependencies for an action are

satisfied, the action is executed after some time interval,

which we call predelay. Predelay may be due to compu-

tation. It is not our goal to have a sophisticated model

of computation, but ARTC provides some basic options

for incorporating predelay during replay. ARTC may ig-

nore predelay (AFAP, or as-fast-as-possible mode), sleep

for the predelay time (natural-speed mode), or use some

multiple of predelay, perhaps based on CPU utilization

information (if available). Given our very simplistic

model of computation, we do not expect ARTC to pro-

duce accurate timings for compute-bound workloads.

After finishing replay of the entire trace, the replayer

outputs basic timing information, such as the elapsed

wall-clock time, as well as detailed data about why a re-

play performed the way it did, such as per-thread timing

reports and latencies for each call. Additionally, details

about the similarity of system-call return values during

replay to return values during trace collection are gener-

ated (i.e., the semantic accuracy of the replay), providing

indications of possible underconstraint.

4.3.4 Emulation

Supporting cross-platform replay is challenging, as ev-

ery UNIX-like platform has its own slightly distinctive

API for accessing the file system. For such system calls,

there are usually near equivalents on other platforms, but

occasionally a call provides a unique primitive. In order

to support such calls, ARTC converts them to pseudo-

calls. During replay, ARTC emulates pseudo-calls by

using the most similar system calls available, sometime

executing multiple calls on the target system to emulate

a single call on the source system.

ARTC performs emulation for 19 different calls. 11

of these cases are for special metadata-access APIs (e.g.,

extended attributes); not only do the names of the calls

differ in these cases, but some systems support parame-

ters and options not supported by others. When emulat-

ing these calls, we simply ignore such parameters.

Another three cases pertain to file-system hints; in

particular, prefetching, caching, and preallocation hints

are all treated slightly differently on each platform.

Linux, Mac OS X and Illumos generally offer equivalent

functionality, though sometimes via different APIs; em-

ulation for these is straightforward. On FreeBSD, how-

ever, we simply ignore some of these calls where analo-

gous APIs are not available. Three more emulations are

required for obscure, undocumented Mac OS X system

calls, that appear to be metadata related and are hence

emulated with small metadata accesses.

Another case addresses a difference in fsync se-

mantics on different systems. Linux file systems typ-

ically force data to persistent storage when fsync is

called, but on Mac OS X semantics are different, and

data is merely flushed to the device, which may cache

it in volatile memory; fcntl(F FULLFSYNC) is nec-

essary to achieve true durability. When replaying traces

collected from Linux on a Mac, a replay option deter-

mines which semantics are used to emulate fsync.

The final case is the exchangedata call, a unique

atomicity primitive provided by Mac OS X. Given two

files, exchangedata performs an atomic swap such

that each file’s inode points to the other file’s data, pre-

serving inode numbers and other metadata. Although

there is no truly atomic equivalent on other platforms,

we emulate this via a link and two renames.

5 Evaluation

We evaluate ARTC by establishing its preservation of

semantic correctness and comparing its performance ac-

curacy with a set of simpler strategies.

The simplest approach we compare against is single-

threaded replay, which issues all calls in the trace from

a single replay thread in the same order in which they

were issued in the trace. This approach precludes not

only reordering but also any concurrency between sys-

tem calls. Temporally-ordered replay also issues calls

during replay in the order they were issued during trac-

ing, but uses one replay thread per traced thread, so

calls that overlapped during tracing may be issued con-

currently during replay. While it permits some concur-

rency, this approach allows no real reordering to occur

during replay. Unconstrained replay falls at the oppo-

site end of the ordering spectrum, employing multiple

threads but enforcing no synchronization between them.

This allows maximal reordering (within the constraints

of thread seq, which is still implicitly enforced) but is

vulnerable to race conditions involving shared resources.

5.1 Semantic Correctness: Magritte

We evaluate the semantic correctness of ARTC’s re-

play by examining its behavior with 34 traces of Ap-

ple’s iLife and iWork desktop application suites [7]. The

complex inter-thread dependencies and frequent meta-

data accesses found in these traces make them an ex-

cellent correctness stress test. We also believe these

traces are useful beyond this evaluation, and so we re-

lease the compiled traces as a new benchmarking suite

called Magritte1. Before presenting the results, we de-

1Magritte is named for a Belgian artist who created a number of

paintings prominently featuring apples, most notably The Son of Man.
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Trace UC ARTC Events Trace UC ARTC Events

iPhoto

start400 74 2 35K

import400 377K 7 827K

duplicate400 53K 2 210K

edit400 881K 2 1660K

delete400 298 2 472K

view400 76K 2 278K

iTunes

startsmall1 3 0 5.5K

importsmall1 1.5K 0 10K

importmovie1 56 0 5.3K

album1 549 0 9.7K

movie1 2.6K 0 9.5K

iMovie

start1 43 2 21K

import1 4.4K 7 35K

add1 51 3 24K

export1 4.5K 5 42K

Pages

start15 4 4 13K
create15 36 4 16K
createphoto15 401 4 56K
open15 4 4 15K
pdf15 4 4 15K
pdfphoto15 106 4 54K
doc15 4 4 15K
docphoto15 139 4 205K

Numbers

start5 0 0 10K
createcol5 59 0 15K
open5 0 0 12K
xls5 0 0 14K

Keynote

start20 0 0 17K
create20 269 0 36K
createphoto20 733 2 38K
play20 0 0 28K
playphoto20 208 0 30K
ppt20 4 0 51K
pptphoto20 4 0 126K

Table 3: Replay failure rates. The number of event-replay

failures in each trace is shown for a completely unconstrained

multithreaded replay (UC) and for ARTC, both in AFAP mode.

The Events column shows the total number of replayed actions

in the trace.

scribe some of the difficulties we encountered in the pro-

cess of replaying these traces:

Special files: Some of the traces include reads from

/dev/random, which resulted in very slow reads on

Linux (tens of seconds for less than a hundred bytes of

data). On Mac OS X, /dev/random is a non-blocking

source of random bytes, whereas on Linux, reads from

/dev/random block when the kernel judges that its

entropy pool is depleted. We solve this by creat-

ing /dev/random as a symlink to /dev/urandom,

which does not block, when replaying on Linux.

External bugs: We encountered some behaviors on

Mac OS X that appear to simply be kernel bugs. Calling

close on a file descriptor returned from shm open,

for example, consistently reports failure with EINVAL,

which is not listed in its documentation. Interestingly,

the call appears to succeed, since subsequent opens

then return file descriptors re-using the same value.

ARTC generally outputs warnings when replayed calls

do not conform to its expectations, but sometimes sup-

presses them in cases such as this.

Missing trace details: There are a handful of se-

quences in the traces for iTunes that show system calls

of the form open(path, O CREAT|O EXCL) exe-

cuting successfully, but at points where prior events in

the trace would indicate that path should already exist.

While we cannot be entirely sure of the cause of this, it

may be due to a mistake in the collection of the traces

from the original applications. ARTC handles these by

simply replaying them without the O EXCL flag.

After addressing these issues, we replayed the traces

with each of the four modes. In order to amplify concur-

rency and best exercise each mode’s enforcement of the

trace’s semantics, we performed these replays in AFAP

mode on an SSD-backed ext4 file system, and did not

clear the system page cache between each benchmark’s

initialization and execution. Table 3 shows the number

of errors in trace replay for unconstrained mode (UC)

and ARTC; with the exception of iphoto edit400,

the failure counts for single-threaded and temporally-

ordered modes (not shown) are identical to those of

ARTC on all traces. The reported error counts are the

maximum number of errors across five runs.

Although unconstrained replay is semanti-

cally correct when replaying some traces (e.g.,

keynote start20), many replays produce thou-

sands of errors; on iphoto edit400 over half the

trace’s events replay incorrectly. Not only are the failure

rates for ARTC and the other highly constrained modes

several orders of magnitude lower, further investigation

reveals that almost none of ARTC’s errors are due

to invalid reordering. Rather, except for four failures

in iphoto import400, all of ARTC’s failures

are due to a lack of extended attribute initialization

information in the iBench traces; replay initialization

thus does not create these attributes, and replayed calls

attempting to access them fail. The four failures caused

by reordering in iphoto import400 are due to an

edge case involving a directory rename un-breaking

a broken symlink, which ARTC’s file-system model

does not currently handle, causing it to miss some path

dependencies and thus allow some invalid reorderings.

Given the unconstrained mode’s extreme error rate,

we do not consider it a viable option, and thus do not

consider it in the remainder of our evaluation. We do

not use Magritte for the performance accuracy aspect

of our evaluation because the workloads are interactive

and thus not consistently I/O-bound, an operating mode

ARTC does not focus on modeling accurately.

5.2 Performance Accuracy

Here we employ micro- and macro-benchmarks to eval-

uate ARTC’s performance accuracy, which we find

is substantially better than that of the simpler single-

threaded and temporally-ordered replay methods.

5.2.1 Microbenchmarks

In this section, we use microbenchmarks to explore in-

teraction effects between workloads and storage sys-

tems, showing how each naturally affects the other. In

one experiment, we adjust the degree of parallelism in

the workload and show how the storage system takes ad-

vantage of the additional flexibility offered by increased

queue depths. In three further experiments we construct

feedback loops, changing aspects of the storage system
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Figure 5: Microbenchmarks. Effect of feedback loops on accuracy. Labels on the solid black bars indicate timings for the

original program on the target system. Labels on other bars indicate a percentage error relative to the original.

in ways that should change the workload’s behavior. We

experiment with varying disk parallelism, cache size,

and I/O scheduler slice size. We show that in each of

these scenarios ARTC adapts in a natural way, but the

simpler single-threaded and temporally-ordered replay

methods do not.

Workload parallelism: For our first experiment, we

wrote a simple program the spawns a variable number

of threads, each of which reads 1000 randomly selected

4KB blocks from its own 1GB file. We ran and traced

the program with 1, 2, and 8 threads. We then performed

single-threaded, temporally-ordered, and ARTC replays

of each trace. The timing results for the three traces

are indicated by the three groups of bars in Figure 5(a).

Within each group, the first bar indicates the time it takes

the original program to run, and the next three bars indi-

cate how long each of the replay methods take. If replay

is accurate, the bars in each group will be similar in size

to the first bar of the group.

Figure 5(a) shows that going from 1 to 2 readers in-

creases execution time from 31.3s to 59.3s, slightly less

than double. Going from 1 reader to 8 performs 8× as

much I/O, but execution time increases only 6.2×, to

193.3s. The sub-linear slowdown is due to the increased

I/O queue depths of the more parallel workload giving

the I/O scheduler and disk more freedom to optimize ac-

cess patterns, increasing average throughput. These op-

timizations change the order in which I/O requests com-

plete, which in turn affects the subsequent pattern of re-

quests issued by the program. ARTC’s replay adapts to

these optimizations similarly, and thus achieves a mere

5% error in elapsed time on the 8-thread workload. The

simpler replay methods, however, are not so flexible, and

thus overestimate elapsed time by 57% and 33%.

Disk parallelism: Here we compare accuracy when

tracing on a single-disk source and replaying on a two-

disk RAID 0 target with a 512KB chunk size (and vice

versa). We use the same simple program as above, run-

ning with two threads. Figure 5(b) shows ARTC is ac-

curate moving in either direction (2-5% error), and tem-

poral ordering achieves accuracy similar to the 2-thread

case of Figure 5(a), but single-threaded replay does sig-

nificantly worse when replaying the single-disk trace on

the RAID, as its serial nature renders it incapable of ex-

ploiting the array’s increased I/O parallelism.

Cache size: The program for this experiment has two

threads and is similar to the previously used program

with one difference: thread 1 sequentially reads its en-

tire file before entering the random-read loop. For both

tracing and replay, we use a two-disk RAID 0 and 4GB

of memory. To limit the cache size during tracing and

replay, we run a utility that simply pins 2.5GB of its ad-

dress space in RAM, leaving only 1.5GB for the cache

and other OS needs. The results of tracing with a normal

cache and replaying with a small cache (and vice versa)

are shown in Figure 5(c). ARTC is accurate for both

source/target combinations, but the simpler methods are

accurate only for replay on the 4GB target, producing

timings that are 33% too long for the 1.5GB target.

In the trace collected on the 4GB system, thread 1’s

random reads are all cache hits, and thus all finish long

before the vast majority of thread 2’s reads are issued.

On a target with a 1.5GB cache, most of thread 1’s reads

become cache misses, but the simple replay methods

wait for thread 1 to finish before issuing most of thread

2’s requests; this prevents the system from taking ad-

vantage of the parallelism provided by the RAID. In the

other direction (1.5GB source to 4GB target), the sim-

ple replay methods are accurate. This accuracy asym-

metry arises because when replaying the 1.5GB source

system’s trace on the 4GB target, all of thread 1’s ran-

dom reads are cache hits, so playing them at the wrong

time does not degrade performance.

Scheduler slice size: Here we tune Linux’s Com-

pletely Fair Queuing (CFQ) I/O scheduler to explore

a tradeoff between efficiency and fairness. The CFQ

scheduler implements anticipation [9] by giving threads

slices of time during which requests are serviced. A

large slice means the scheduler will attempt to increase

throughput by servicing many requests from the same

thread before switching to a different thread, at the

cost of increasing the latencies seen by other threads.

The length of these slices can be adjusted by tuning

the scheduler’sslice sync parameter; we experiment

with values of 1ms and 100ms. In our microbench-

mark program, two threads compete for I/O through-

put, each performing sequential 4KB reads from sepa-

rate large files. Figure 5(d) shows that both simple re-

plays dramatically overestimate performance when de-

creasing slice sync from 100ms to 1ms, and even
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Figure 6: Varying anticipation. Throughput achieved by

executions with varying slice sync values. Performance is

shown for the original program and three replays of two traces

(source slice sync values of 1ms and 100ms).

more drastically underestimate it when moving in the

opposite direction. ARTC, however, is extremely accu-

rate in both scenarios.

Figure 6 shows the inaccuracy of the simpler replays

in greater detail, comparing the original program’s per-

formance to each of the three replays on both 100ms and

1ms traces. While ARTC predicts the performance of

the target system flawlessly, the simple replay methods

tend to predict timings that reflect the performance of the

source system rather than that of the target. When a trace

is collected with a large slice sync, it will show long

periods of time servicing requests from a single thread.

During replay, even with a smaller slice, a simple re-

play method will only submit requests from the thread

that dominated that period; this effectively reproduces

the source system’s scheduling decisions at the applica-

tion level on the target.

5.2.2 Macrobenchmarks

In this section, we stress ARTC’s ability to make ac-

curate timing predictions by tracing and replaying the

file I/O of an embedded database, LevelDB, on 49 dif-

ferent source/target combinations. We explore vari-

ous file systems (ext4, ext3, JFS, and XFS) and hard-

ware configurations (HDD, 2-disk RAID 0, small cache,

and SSD). For each combination, we compare ARTC

against single-threaded and temporally-ordered replay,

as in §5.2.1. We run two benchmark workloads dis-

tributed with LevelDB, fillsync and readrandom,

each with 8 threads; fillsync threads insert records

into an empty database, and readrandom threads ran-

domly read keys from a pre-populated database.

Figure 7(a) shows performance accuracy results for

one source/target combination with fillsync (results

for other combinations are similar), and every combi-

nation with readrandom. For fillsync, all replay

modes on all source/target combinations are very ac-

curate. When multiple LevelDB threads want to issue
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Figure 7: LevelDB replay combinations. The first plot

of (a) shows an example of fillsync timings. The remaining

seven show the timings for every readrandom source/target

combination. On each plot, a baseline shows how long the

original program runs on the target platform. If replay is ac-

curate, the bars will be near this line. (b) shows a CDF of the

timing errors for the 98 replays for each mode.

writes, all writes are issued by one thread; the others

simply hand off their data to it. This essentially reduces

the I/O pattern to a simple single-threaded write work-

load, so simple replay methods are not at a disadvan-

tage. For readrandom, however, both simple methods

significantly overestimate execution time in every case.

ARTC sometimes overestimates and sometimes under-

estimates, but its errors tend to be much smaller.

Figure 7(b) shows the distribution of timing errors

across all replays. ARTC does best at avoiding ex-

treme inaccuracy; among the least accurate 10% of each

method’s replays, ARTC averages 28.7% error, com-

pared to 52.9% for temporal ordering and 113.3% for

single-threaded replay. Across all replays, temporal or-

dering and single-threaded replays achieve mean tim-

ing errors of 21.3% and 43.5%, respectively, whereas

ARTC’s replays average within 10.6% of the original

program’s execution time.

Simple replay methods overestimate readrandom’s

execution time due to a lack of ordering flexibility, as
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Figure 8: LevelDB dependency graph. A directed graph

showing replay dependencies enforced by ARTC’s resource-

aware ordering (bold) and temporal ordering (dashed). Solid

grey edges indicate thread ordering; thus each row of nodes

represents a thread. The ordering of the nodes in the horizontal

direction is based on their ordering in the original trace. All

calls in this window of time are preads; each node is labeled

with the number of the file descriptor accessed by the call.
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Figure 9: Concurrency. System-call overlap achieved by

different replays of a 4-thread LevelDB readrandom trace.

shown in Figure 8, a dependency graph of a represen-

tative period of time in a trace of a 4-thread LevelDB

readrandomworkload. Note that there are many more

ARTC resource-dependency edges than are shown in

this subgraph; however, these edges tend to be between

nodes (system calls) that are separated by a long pe-

riod of time and thus do not fit in the window of time

shown here (only edges whose endpoints are both within

that span of time are included). Over the entire trace,

there are 9135 temporal-ordering edges and 6408 ARTC

edges. However, what gives ARTC’s replay its flexibil-

ity is not having slightly fewer dependency edges, but

much more importantly having far longer edges. Mea-

sured in time between calls in the original trace, the av-

erage temporal-ordering edge is 10ms, whereas ARTC’s

average edge length is 8.9 seconds.

Figure 9 shows how enforcing the edges in Figure 8

affects when requests are issued during replay. Repre-

sentative two-second samples are shown for the original

program, ARTC replay, and temporally-ordered replay

in parts (a), (b), and (c), respectively. For each subfig-

ure, each of the four threads is represented by a row, with

grey rectangles indicating spans of time spent in system

calls issued by those threads. We observe that in the

original program, each thread almost always has an out-
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Figure 10: Operation times: SSD vs. HDD.

standing request, giving the scheduler and disk plenty of

flexibility. The replays deviate from this in that some

gaps between system calls are visible where the replay

threads spent time waiting for ordering dependencies to

be satisfied. ARTC, however, shown in Figure 9(b), suf-

fers far fewer such stalls than the temporally-ordered re-

play shown in Figure 9(c), achieving 94% of the system-

call concurrency shown in Figure 9(a), in contrast to

temporal ordering’s 60%.

6 Case Study: Magritte

Here we demonstrate the use of the Magritte benchmark

suite to evaluate the relative performance characteristics

of two storage systems, using ARTC’s detailed output

to determine what types of operations dominate thread-

time during replay. Thread-time is a measure of time

used by individual threads, and will usually be greater

than wall-clock time since threads typically run concur-

rently (for example, two threads running concurrently

for two seconds yields four thread-seconds). Figure 10

shows a breakdown of how thread-time is spent when re-

playing on a disk and an SSD. Both times are normalized

to HDD thread-time.
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The SSD plot indicates a thread-time speedup of

5×-20× for most applications. Many of the categories

with a significant presence for the HDD experiments

also have a significant presence on the SSD; however,

time spent waiting for fsyncs is much less significant.

The applications each show distinct patterns. When

run on disk, thread time in iPhoto and iTunes tends to

be dominated by fsync; Numbers and Keynote, on the

other hand, are dominated by reads and stat-family

calls (e.g., stat, lstat, etc.). iMovie and Pages are

divided across a greater number of categories.

7 Related Work

The use of a compiler to transform input traces prior to

replay is somewhat similar to previous work by Joukov

et al. [10]. ARTC, however, is more focused on trace

analysis and inferring event dependencies.

In other work on I/O trace replay, Anderson et al. ar-

gue for maximum accuracy, since even slight deviations

can produce significant behavioral changes [3]. Tarasov

et al., however, argue for merely approximate replay

based on general workload characteristics [22]. Our

work falls somewhere in between: we replay the exact

I/O set in the original trace, though we allow variations

in ordering, much like real multithreaded applications.

While ARTC may not necessarily produce exactly the

same behavior from one run to the next, it more realis-

tically emulates the behavior of real applications (which

are likewise not necessarily consistent across runs).

Different approaches have been suggested for mining

information from traces. Aguilera et al. perform sta-

tistical analysis on passively-collected RPC traces to in-

fer inter-call causality [2] for debugging purposes. Mes-

nier et al.’s //TRACE actively collects traces, perturbing

the I/O in order to deduce dependencies between opera-

tions [16], and incorporates this information into its re-

play. ROOT also attempts to infer dependency informa-

tion from traces, but we rely on hints to glean as much

information as possible from a single data point.

SCRIBE [12] is a replay tool that also partially or-

ders replay events based on resources. Unlike ARTC,

SCRIBE is oriented more toward debugging and diagnos-

tics than performance analysis, and thus aims for perfect

reproduction of applications’ in-memory state. This ne-

cessitates intricate platform-specific kernel instrumen-

tation for tracing and replay (which must be done on

the same platform), whereas ARTC operates purely with

system calls, allowing cross-platform replay and simple

trace collection with existing tools.

8 Conclusion

The problems faced by real systems should be a pri-

mary motivation for systems innovation. Detailed traces

can provide insight into these problems, yet high-quality

traces of production systems remain scarce. Further-

more, the improvements made possible by new system-

design ideas should be measured against real-world pro-

duction workloads, yet the nondeterminism of modern

programs makes accurate trace replay challenging. We

propose ROOT, a new approach to trace replay based on

the idea that even a single trace can provide hints about

the nondeterministic structure of a program. This strat-

egy helps to maximize the utility of scarce trace data.

We hope the ROOT approach will be applied to traces

for a variety of storage APIs. We have created a new

tool, ARTC, that applies ROOT to UNIX system-call

traces, automatically generating realistic benchmarks.

ARTC supports over 80 different system calls, using

novel emulation techniques where necessary to support

cross-platform replay. Its replay combines faithful re-

production of trace semantics with accurate performance

predictions. Furthermore, we apply ARTC to 34 traces

of Apple desktop applications to create Magritte, a new

benchmark suite.

While ARTC is sufficiently robust and featureful to

be generally useful, further developments remain for fu-

ture work. Other possible resource dependencies would

allow more fine-grained ordering constraints. For ex-

ample, analysis of dependencies on file size rather than

mere existence would allow a replay mode for file re-

sources somewhere between stage and sequential order-

ing in strength.

ARTC and Magritte are available for download at:

https://research.cs.wisc.edu/adsl/Software/artc
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Abstract

Multithreaded programs are hard to get right. A key rea-

son is that the contract between developers and runtimes

grants exponentially many schedules to the runtimes.

We present PARROT, a simple, practical runtime with a

new contract to developers. By default, it orders thread

synchronizations in the well-defined round-robin order,

vastly reducing schedules to provide determinism (more

precisely, deterministic synchronizations) and stability

(i.e., robustness against input or code perturbations, a

more useful property than determinism). When default

schedules are slow, it allows developers to write intu-

itive performance hints in their code to switch or add

schedules for speed. We believe this “meet in the mid-

dle” contract eases writing correct, efficient programs.

We further present an ecosystem formed by integrat-

ing PARROT with a model checker called DBUG. This

ecosystem is more effective than either system alone:

DBUG checks the schedules that matter to PARROT, and

PARROT greatly increases the coverage of DBUG.

Results on a diverse set of 108 programs, roughly 10×

more than any prior evaluation, show that PARROT is

easy to use (averaging 1.2 lines of hints per program);

achieves low overhead (6.9% for 55 real-world pro-

grams and 12.7% for all 108 programs), 10× better than

two prior systems; scales well to the maximum allowed

cores on a 24-core server and to different scales/types

of workloads; and increases DBUG’s coverage by 106–

1019734 for 56 programs. PARROT’s source code, en-

tire benchmark suite, and raw results are available at

github.com/columbia/smt-mc.

Categories and Subject Descriptors: D.4.5 [Operating Sys-

tems]: Threads, Reliability; D.2.4 [Software Engineering]:
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1 Introduction

1.1 Background

Our accelerating computational demand and the rise of

multicore hardware have made multithreaded programs

pervasive and critical. Yet, these programs remain ex-

tremely difficult to write, test, analyze, debug, and ver-

ify. A key reason is that, for decades, the contract be-

tween developers and thread runtimes has favored per-

formance over correctness. In this contract, developers

use synchronizations to coordinate threads, while thread

runtimes can use any of the exponentially many thread

interleavings, or schedules, compliant with the synchro-

nizations. This large number of possible schedules make

it more likely to find an efficient schedule for a work-

load, but ensuring that all schedules are free of con-

currency bugs is extremely challenging, and a single

missed schedule may surface in the least expected mo-

ment, causing critical failures [33, 37, 52, 68].

Several recent systems aim to flip this performance vs

correctness tradeoff by reducing the number of allowed

schedules. Among them, deterministic multithreading

(DMT) systems [6, 9, 11, 12, 16–18, 34, 43] reduce

schedules by mapping each input to only one schedule,

so that executions of the same program on the same input

always show the same behavior. DMT is commonly be-

lieved to simplify testing, debugging, record-replay, and

replication of multithreaded programs.

However, we argue that determinism is not as useful

as commonly perceived: it is neither sufficient nor nec-

essary for reliability [69, 70]. It is not sufficient because

it is quite narrow (“same input + same program = same

behavior”) and has no jurisdiction if the input or pro-

gram changes however slightly. For instance, a perfectly

deterministic system can map each input to an arbitrary

schedule, so that flipping an input bit or adding a line

of debug code leads to vastly different schedules, arti-

ficially reducing the program’s robustness against input

and program perturbations, or stability. Yet stability is

crucial for reliability (e.g., after testing some inputs, de-

velopers often anticipate that the program work on many

similar inputs). Determinism is not necessary for relia-

bility because a nondeterministic system with a small

set of schedules for all inputs can be made reliable by

exhaustively checking all schedules.

We propose a better approach we call stable multi-
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threading (StableMT) [69, 70] that reuses each schedule

on a wide range of inputs, mapping all inputs to a dra-

matically reduced set of schedules. For instance, under

most setups, StableMT reduces the number of schedules

needed by parallel compression utility PBZip2 down to

two schedules for each different number of threads, re-

gardless of the file contents [17]. By vastly shrinking the

set of schedules, StableMT makes it extremely easy to

find the schedules that cause concurrency bugs. Specif-

ically, StableMT greatly increases the coverage of tools

that systematically test schedules for bugs [22, 41, 57,

67]. It also greatly improves the precision and simplic-

ity of program analysis [63], verification [63], and de-

bugging, which can now focus on a much smaller set of

schedules. Moreover, StableMT makes programs robust

against small input or program perturbations, bringing

stability into multithreading.

StableMT is not mutually exclusive with DMT.

Grace [12], TERN [16], Determinator [6], PERE-

GRINE [17], and DTHREADS [34] may all be classified

as both deterministic and stable. Prior work [6, 16, 17,

34], including ours [16, 17], conflated determinism and

stability, but they are actually separate properties.

Figure 1 compares traditional multithreading, DMT,

and StableMT. Figure 1a depicts traditional multithread-

ing, a conceptual many-to-many mapping between in-

puts and schedules. Figure 1b depicts a DMT system

that maps each input to an arbitrary schedule, artificially

destabilizing program behaviors. Figures 1c and 1d de-

pict two StableMT systems: the many-to-one mapping in

Figure 1c is deterministic, while the many-to-few map-

ping in Figure 1d is nondeterministic. A many-to-few

mapping improves performance by giving the runtime

choices, but it increases the checking effort needed for

reliability. Fortunately, the choice of schedules is mini-

mal, so that tools can easily achieve high coverage.

1.2 Challenges

Although the latest advances are promising, two im-

portant challenges remain unaddressed. First, can the

DMT and StableMT approaches consistently achieve

good performance on a wide range of programs? For in-

stance, we observed that a prior system, DTHREADS,

had 5× to 100× slowdown on some programs. Second,

can they be made simple and adoptable? These chal-

lenges are not helped much by the limited evaluation

of prior systems which often used (1) synthetic bench-

marks, not real-world programs, from incomplete bench-

mark suites; (2) one workload per program; and (3) at

most 8 cores (with three exceptions; see §8).

These challenges are intermingled. Reducing sched-

ules improves correctness but trades performance be-

cause the schedules left may not balance each thread’s

load well, causing some threads to idle unnecessarily.

Our experiments show that ignoring load imbalance as

in DTHREADS can lead to pathological slowdown if the

order of operations enforced by a schedule serializes the

intended parallel computations (§7.3). To recover perfor-

mance, one method is to count the instructions executed

by each thread and select schedules that balance the in-

struction counts [9, 18, 43], but this method is not stable

because input or program perturbations easily change

the instruction counts. The other method (we proposed)

lets the nondeterministic OS scheduler select a reason-

ably fast schedule and reuses the schedule on compati-

ble inputs [16, 17], but it requires sophisticated program

analysis, complicating deployment.

1.3 Contributions

This paper makes three contributions. First, we present

PARROT,1 a simple, practical runtime that efficiently

makes threads deterministic and stable by offering a new

contract to developers. By default, it schedules synchro-

nizations in each thread using round-robin, vastly reduc-

ing schedules and providing broad repeatability. When

default schedules are slow, it allows advanced develop-

ers to add intuitive performance hints to their code for

speed. Developers discover where to add hints through

profiling as usual, and PARROT simplifies performance

debugging by deterministically reproducing the bottle-

necks. The hints are robust to developer mistakes as they

can be safely ignored without affecting correctness.

Like prior systems, PARROT’s contract reduces sched-

ules to favor correctness over performance. Unlike prior

systems, it allows advanced developers to optimize per-

formance. We believe this practical “meet in the middle”

contract eases writing correct, efficient programs.

PARROT provides two performance hint abstractions.

A soft barrier encourages the scheduler to coschedule a

group of threads at given program points. It is for perfor-

mance only, and operates as a barrier with deterministic

timeouts in PARROT. Developers use it to switch to faster

schedules without compromising determinism when the

default schedules serialize parallel computations (§2.1).

A performance critical section informs the scheduler

that a code region is a potential bottleneck, encourag-

ing the scheduler to get through the region fast. When

a thread enters a performance critical section, PARROT

delegates scheduling to the nondeterministic OS sched-

uler for speed. Performance critical sections may trade

some determinism for performance, so they should be

applied only when the schedules they add are thoroughly

checked by tools or advanced developers. These simple

abstractions let PARROT run fast on all programs evalu-

ated, and may benefit other DMT or StableMT systems

and classic nondeterministic schedulers [5, 19, 46].

Our PARROT implementation is Pthreads-compatible,

1We name our system after one of the most trainable birds.
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Figure 1: Different multithreading approaches. Stars in red represent schedules that cause concurrency bugs.

simplifying deployment. It handles many diverse con-

structs real-world programs depend upon such as net-

work operations and timeouts. PARROT makes synchro-

nizations outside performance critical sections determin-

istic but allows nondeterministic data races. Although

it is straightforward to make data races deterministic in

PARROT, we deemed it not worthwhile because the cost

of doing so outweighs the benefits (§6). PARROT’s de-

terminism is similar to Kendo’s weak determinism [43],

but PARROT offers stability which Kendo lacks.

Our second contribution is an ecosystem formed by

integrating PARROT with DBUG [57], an open source

model checker for distributed and multithreaded Linux

programs that systematically checks possible sched-

ules for bugs. This PARROT-DBUG ecosystem is more

effective than either system alone: DBUG checks the

schedules that matter to PARROT and developers (e.g.,

schedules added by performance critical sections), and

PARROT greatly increases DBUG’s coverage by reduc-

ing the schedules DBUG has to check (the state space).

Our integration is transparent to DBUG and requires only

minor changes to PARROT. It lets PARROT effectively

leverage advanced model checking techniques [21, 23].

Third, we quantitatively show that PARROT achieves

good performance and high model checking coverage on

a diverse set of 108 programs. The programs include 55

real-world programs, such as Berkeley DB [13], OpenL-

DAP [45], Redis [54], MPlayer [39], all 33 parallel

C++ STL algorithm implementations [59] which use

OpenMP, and all 14 parallel image processing utilities

(also OpenMP) in the ImageMagick [26] software suite.

Further, they include all 53 programs in four widely

used benchmark suites: PARSEC [2], Phoenix [53],

SPLASH-2x [58], and NPB [42]. We used complete

software or benchmark suites to avoid biasing our re-

sults. The programs together cover many different par-

allel programming models and idioms such as threads,

OpenMP [14], fork-join, map-reduce, pipeline, and

workpile. To our knowledge, our evaluation uses roughly

10× more programs than any prior DMT or StableMT

evaluation, and 4× more than all prior evaluations com-

bined. Our experiments show:

1. PARROT is easy to use. It averages only 1.2 lines

of hints per program to get good performance, and

adding hints is fast. Of all 108 programs, 18 need no

hints, 81 need soft barriers which do not affect deter-

minism, and only 9 programs need performance crit-

ical sections to trade some determinism for speed.

2. PARROT has low overhead. At the maximum allowed

(16–24) cores, PARROT’s geometric mean overhead

is 6.9% for 55 real-world programs, 19.0% for the

other 53 programs, and 12.7% for all.

3. On 25 programs that two prior systems

DTHREADS [34] and COREDET [9] can both

handle, PARROT’s overhead is 11.8% whereas

DTHREADS’s is 150.0% and COREDET’s 115.1%.

4. PARROT scales well to the maximum allowed cores

on our 24-core server and to at least three different

scales/types of workloads per program.

5. PARROT-DBUG offers exponential coverage increase

compared to DBUG alone. PARROT helps DBUG re-

duce the state space by 106–1019734 for 56 pro-

grams and increase the number of verified programs

from 43 to 99 under our test setups. These verified

programs include all 4 real-world programs out of

the 9 programs that need performance critical sec-

tions, so they enjoy both speed and reliability. These

quantitative reliability results help potential PARROT

adopters justify the overhead.

We have released PARROT’s source code, entire

benchmark suite, and raw results [1]. In the remaining of

this paper, §2 contrasts PARROT with prior systems on

an example and gives an overview of PARROT’s archi-

tecture. §3 describes the performance hint abstractions

PARROT provides, §4 the PARROT runtime, and §5 the

PARROT-DBUG ecosystem. §6 discusses PARROT’s de-

terminism, §7 presents evaluation results, §8 discusses

related work, and §9 concludes.

2 Overview

This section first compares two prior systems and

PARROT using an example (§2.1), and then describes

PARROT’s architecture (§2.2).

2.1 An Example

Figure 2 shows the example, a simplified version of

the parallel compression utility PBZip2 [3]. It uses the

common producer-consumer idiom: the producer (main)
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1 : int main(int argc, char *argv[ ]) {
2 : . . .
3 : soba init(nthreads); /* performance hint */

4 : for (i = 0; i < nthreads; ++i)
5 : pthread create(. . ., NULL, consumer, NULL);
6 : for (i = 0; i < nblocks; ++i) {
7 : char *block = read block(i);
8 : pthread mutex lock(&mu);
9 : enqueue(q, block);
10: pthread cond signal(&cv);
11: pthread mutex unlock(&mu);
12: }
13: . . .
14: }
15: void *consumer(void *arg) {
16: while(1) {
17: pthread mutex lock(&mu);
18: while (empty(q)) // termination logic elided for clarity

19: pthread cond wait(&cv, &mu);
20: char *block = dequeue(q);
21: pthread mutex unlock(&mu);
22: . . .
23: soba wait(); /* performance hint */

24: compress(block);
25: }
26: }

Figure 2: Simplified PBZip2. It uses the producer-consumer

idiom to compress a file in parallel.
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Figure 3: A DTHREADS schedule. All compress calls are

serialized. read block runs much faster than compress.

thread reads file blocks, and multiple consumer threads

compress them in parallel. Once the number of threads

and the number of blocks are given, one synchronization

schedule suffices to compress any file, regardless of file

content or size. Thus, this program appears easy to make

deterministic and stable. However, prior systems suffer

from various problems doing so, illustrated below using

two representative, open-source systems.

COREDET [9] represents DMT systems that balance

load by counting instructions each thread has run [9, 10,

18, 25, 43]. While the schedules computed may have

reasonable overhead, minor input or program changes

perturb the instruction counts and subsequently the

schedules, destabilizing program behaviors. When run-

ning the example with COREDET on eight different files,

we observed five different synchronization schedules.

This instability is counterintuitive and raises new reli-

ability challenges. For instance, testing one input pro-

vides little assurance for very similar inputs. Reproduc-
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Figure 4: A PARROT schedule with performance hints.

ing a bug may require every bit of the bug-inducing in-

put, including the data a user typed, environment vari-

ables, shared libraries, etc. Missing one bit may deter-

ministically hide the bug. COREDET also relies on static

analysis to detect and count shared memory load and

store instructions, but the inherent imprecision of static

analysis causes it to instrument unnecessary accesses,

resulting in high overhead. On this example, COREDET

causes a 4.2× slowdown over nondeterministic execu-

tion with a 400 MB file and 16 threads.

DTHREADS [34] represents StableMT systems that

ignore load imbalance among threads. It works by alter-

nating between a serial and a parallel phase, separated

by global barriers. In a serial phase, it lets each thread

do one synchronization in order. In a parallel phase, it

lets threads run until all of them are about to do syn-

chronizations. A parallel phase lasts as long as the slow-

est thread, and is oblivious to the execution times of

the other threads. When running the example with two

threads, we observed the DTHREADS schedule in Fig-

ure 3. This schedule is stable because it can compress

any file, but it is also very slow because it serializes all

compress calls. We observed 7.7× slowdown with 16

threads; and more threads give bigger slowdowns.

This serialization problem is not specific to only

DTHREADS. Rather, it is general to all StableMT sys-

tems that ignore load imbalance.

Running the example with PARROT is easy; users do

$ LD_PRELOAD=./parrot.so program args...

During the execution, PARROT intercepts Pthreads syn-

chronizations. Without the hints at lines 3 and 23,

PARROT schedules the synchronizations using round-

robin. This schedule also serializes the compress calls,

yielding the same slowdown as DTHREADS. Develop-

ers can easily detect this performance problem with sam-

ple runs, and PARROT simplifies performance debugging

by deterministically reproducing the problem and re-

porting synchronizations excessively delayed by round-

robin (e.g., the return of pthread cond wait here).

To solve the serialization problem, we added a soft

barrier at lines 3 and 23. Line 3 informs PARROT that the

program has a coscheduling group involving nthreads
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Figure 5: PARROT architecture.

threads, and line 23 is the starting point of coschedul-

ing. With these hints, PARROT switched to the schedule

in Figure 4 which ran compress in parallel, achieving

0.8% overhead compared to nondeterministic execution.

A soft barrier is different from classic synchronizations

and can be safely ignored without affecting correctness.

For instance, if the file blocks cannot be evenly divided

among the threads, the soft barrier will time out on the

last round of input blocks. Moreover, for reasonable per-

formance, we need to align only time-consuming com-

putations (e.g., compress, not read block).

2.2 Architecture

Figure 5 shows PARROT’s architecture. We designed

PARROT to be simple and deployable. It consists of

a deterministic user-space scheduler, implementation

of hints, a set of wrapper functions for intercepting

Pthreads, network, and timeout operations. For simplic-

ity, the scheduler schedules only synchronizations, and

delegates everything else, such as assigning threads to

CPU cores, to the OS scheduler. The wrapper functions

typically call into the scheduler for round-robin schedul-

ing, then delegate the actual implementation to Pthreads

or the OS. Synchronizations in performance critical sec-

tions and inherently nondeterministic operations (e.g.,

recv) are scheduled by the OS scheduler.

3 Performance Hint Abstractions

PARROT provides two performance-hint abstractions: a

soft barrier and a performance critical section. This sec-

tion describes these abstractions and their usage.

3.1 Soft Barrier

A soft barrier encourages the scheduler to coschedule a

group of threads at given program points. It is for per-

formance only, and a scheduler can ignore it without af-

fecting correctness. It operates as a barrier with deter-

ministic timeouts in PARROT, helping PARROT switch

to faster schedules that avoid serializing parallel compu-

tations. The interface is

void soba init(int group size, void *key, int timeout);

void soba wait(void *key);

One thread calls soba init(N, key, timeout) to

initialize the barrier named key, logically indicating

that a group of N threads will be spawned. Subse-

quently, any thread which calls soba wait(key) will

block until either (1) N-1 other threads have also called

soba wait(key) or (2) timeout time has elapsed since

the first thread arrived at the barrier. This timeout is

made deterministic by PARROT (§4.1). soba init can

be called multiple times: if the number of cosched-

uled threads varies but is known at runtime, the soft

barrier can be initialized before each use. Both key

and timeout in soba init are optional. An absent

key refers to a unique anonymous barrier. An absent

timeout initializes the barrier with the default timeout.

A soft barrier may help developers express coschedul-

ing intent to classic nondeterministic schedulers [46].

One advantage is that it makes the group of threads and

program points explicit. It is more robust to developer

mistakes than a real barrier [19] for coscheduling pur-

poses because schedulers cannot ignore a real barrier.

3.2 Performance Critical Section

A performance critical section identifies a code region

as a potential bottleneck and encourages the scheduler to

get through the region fast. When a thread enters a per-

formance critical section, PARROT removes the thread

from the round-robin scheduling and delegates it to the

OS scheduler for nondeterministic execution. PARROT

thus gains speed from allowing additional schedules.

The interface is

void pcs enter();

void pcs exit();

The pcs enter function marks the entry of a perfor-

mance critical section and pcs exit the exit.

3.3 Usage of the Two Hints

Soft barrier. Developers should generally use soft bar-

riers to align high-level, time-consuming parallel com-

putations, such as the compress calls in PBZip2. A

generic method is to use performance debugging tools

or PARROT’s logs to detect synchronizations exces-

sively delayed by PARROT’s round-robin scheduling,

then identify the serialized parallel computations.

A second method is to add soft barriers based on paral-

lel computation patterns. Below we describe how to do

so based on four parallel computation patterns we ob-

served from the 108 evaluated programs.

• Data partition. Data is partitioned among worker

threads, and each worker thread computes on a par-

tition. This pattern is the most common; 86 out

of the 108 programs follow this pattern, including

the programs with fork-join parallelism. Most pro-

grams with this pattern need no soft barriers. In rare

cases when soft barriers are needed, developers can

add soba wait before each worker’s computation.
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These soft barriers often work extremely well.

• Pipeline. The threads are split into stages of a

pipeline, and each item in the workload flows

through the pipeline stages. ferret, dedup, vips,

and x264 from PARSEC [2] follow this pattern.

These programs often need soft barriers because

threads have different roles and thus do different syn-

chronizations, causing default schedules to serialize

computations. The methodology is to align the most

time-consuming stages of the pipeline.

• Map-reduce. Programs with this pattern use both

data partition and pipeline, so the methodology fol-

lows both: align the map function and, if the reduce

function runs for roughly the same amount of time

as the map function, align reduce with map.

• Workpile. The workload consists of a pile of inde-

pendent work items, processed by worker threads

running in parallel. Among the programs we evalu-

ated, Berkeley DB, OpenLDAP, Redis, pfscan, and

aget fall in this category. These programs often need

no soft barriers because it typically takes similar

times to process most items.

Performance critical section. Unlike a soft barrier, a

performance critical section may trade some determin-

ism for performance. Consequently, it should be ap-

plied with caution, only when (1) a code region imposes

high performance overhead on deterministic execution

and (2) the additional schedules have been thoroughly

checked by tools or advanced developers. Fortunately,

both conditions are often easy to meet because the syn-

chronizations causing high performance overhead are

often low-level synchronizations (e.g., lock operations

protecting a shared counter), straightforward to analyze

with local reasoning or model checkers.

Of all 108 evaluated programs, only 9 need perfor-

mance critical sections for reasonable performance; all

other 99 programs need not trade determinism for per-

formance. Moreover, PARROT-DBUG verified all sched-

ules in all 4 real-world programs that need performance

critical sections, providing high assurance.

Developers can identify where to add performance

critical sections also using performance debugging tools.

For instance, frequent synchronizations with medium

round-robin delays are often good candidates for a per-

formance critical section. Developers can also focus

on such patterns as synchronizations in a tight loop,

synchronizations inside an abstraction boundary (e.g.,

lock() inside a custom memory allocator), and tiny

critical sections (e.g., “lock(); x++; unlock();”).

4 PARROT Runtime

The PARROT runtime contains implementation of the

hint abstractions (§4.3) and a set of wrapper functions

that intercept Pthreads (§4.2), network (§4.4), and time-

void get turn(void);
void put turn(void);
int wait(void *addr, int timeout);

void signal(void *addr);
void broadcast(void *addr);
void nondet begin(void);
void nondet end(void);

Table 1: Scheduler primitives.

out (§4.5) operations. The wrappers interpose dynam-

ically loaded library calls via LD PRELOAD and “trap”

the calls into PARROT’s deterministic scheduler (§4.1).

Instead of reimplementing the operations from scratch,

these wrappers leverage existing runtimes, greatly sim-

plifying PARROT’s implementation, deployment, and

inter-operation with code that assumes standard run-

times (e.g., debuggers).

4.1 Scheduler

The scheduler intercepts synchronization calls and re-

leases threads using the well-understood, deterministic

round-robin algorithm: the first thread enters synchro-

nization first, the second thread second, ..., and repeat.

It does not control non-synchronization code, often the

majority of code, which runs in parallel. It maintains a

queue of runnable threads (run queue) and another queue

of waiting threads (wait queue), like typical schedulers.

Only the head of the run queue may enter synchroniza-

tion next. Once the synchronization call is executed,

PARROT updates the queues accordingly. For instance,

for pthread create, PARROT appends the new thread

to the tail of the run queue and rotates the head to the tail.

By maintaining its own queues, PARROT avoids nonde-

terminism in the OS scheduler and the Pthreads library.

To implement operations in the PARROT runtime,

the scheduler provides a monitor-like internal interface,

shown in Table 1. The first five functions map one-to-one

to functions of a typical monitor, except the scheduler

functions are deterministic. The last two are for selec-

tively reverting to nondeterministic execution. The rest

of this subsection describes these functions.

The get turn function waits until the calling thread

becomes the head of the run queue, i.e., the thread gets

a “turn” to do a synchronization. The put turn func-

tion rotates the calling thread from the head to the tail

of the run queue, i.e., the thread gives up a turn. The

wait function is similar to pthread cond timedwait.

It requires that the calling thread has the turn. It records

the address the thread is waiting for and the timeout

(see next paragraph), and moves the calling thread to

the tail of the wait queue. The thread is moved to the

tail of the run queue when (1) another thread wakes it

up via signal or broadcast or (2) the timeout has

expired. The wait function returns when the calling

thread gets a turn again. Its return value indicates how

the thread was woken up. The signal(void *addr)
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int wrap mutex lock(pthread mutex t *mu){
scheduler.get turn();
while(pthread mutex trylock(mu))

scheduler.wait(mu, 0);
scheduler.put turn();
return 0; /* error handling is omitted for clarity. */

}
int wrap mutex unlock(pthread mutex t *mu){

scheduler.get turn();
pthread mutex unlock(mu);
scheduler.signal(mu);
scheduler.put turn();
return 0; /* error handling is omitted for clarity. */

}

Figure 6: Wrappers of Pthreads mutex lock&unlock.

function appends the first thread waiting for addr to the

run queue. The broadcast(void *addr) function ap-

pends all threads waiting for addr to the run queue in

order. Both signal and broadcast require the turn.

The timeout in the wait function does not specify

real time, but relative logical time that counts the number

of turns executed since the beginning of current execu-

tion. In each call to the get turn function, PARROT in-

crements this logical time and checks for timeouts. (If all

threads block, PARROT keeps the logic time advancing

with an idle thread; see §4.5.) The wait function takes

a relative timeout argument. If current logical time is tl ,

a timeout of 10 means waking up the thread at logical

time tl +10. A wait(NULL, timeout) call is a logical

sleep, and a wait(addr, 0) call never times out.

The last two functions in Table 1 support perfor-

mance critical sections and network operations. They set

the calling thread’s execution mode to nondeterminis-

tic or deterministic. PARROT always schedules synchro-

nizations of deterministic threads using round-robin,

but it lets the OS scheduler schedule nondeterministic

threads. Implementation-wise, the nondet begin func-

tion marks the calling thread as nondeterministic and

simply returns. This thread will be lazily removed from

the run queue by the thread that next tries to pass the

turn to it. (Next paragraph explains why the lazy update.)

The nondet end function marks the calling thread as

deterministic and appends it to an additional queue. This

thread will be lazily appended to the run queue by the

next thread getting the turn.

We have optimized the multicore scheduler imple-

mentation for the most frequent operations: get turn,

put turn, wait, and signal. Each thread has an inte-

ger flag and condition variable. The get turn function

spin-waits on the current thread’s flag for a while be-

fore block-waiting on the condition variable. The wait

function needs to get the turn before it returns, so it

uses the same combined spin- and block-wait strategy as

the get turn function. The put turn and the signal

functions signal both the flag and the condition variable

of the next thread. In the common case, these operations

int wrap cond wait(pthread cond t *cv,pthread mutex t *mu){
scheduler.get turn();
pthread mutex unlock(mu);
scheduler.signal(mu);
scheduler.wait(cv, 0);
while(pthread mutex trylock(mu))

scheduler.wait(mu, 0);
scheduler.put turn();
return 0; /* error handling is omitted for clarity. */

}

Figure 7: Wrapper of pthread cond wait.

acquire no lock and do not block-wait. The lazy updates

above simplify the implementation of this optimization

by maintaining the invariant that only the head of the run

queue can modify the run and wait queues.

4.2 Synchronizations

PARROT handles all synchronizations on Pthreads mu-

texes, read-write locks, condition variables, semaphores,

and barriers. It also handles thread creation, join, and

exit. It need not implement the other Pthreads func-

tions such as thread ID operations, another advantage of

leveraging existing Pthreads runtimes. In total, PARROT

has 38 synchronization wrappers. They ensure a total

(round-robin) order of synchronizations by (1) using the

scheduler primitives to ensure that at most one wrapper

has the turn and (2) executing the actual synchroniza-

tions only when the turn is held.

Figure 6 shows the pseudo code of our Pthreads mu-

tex lock and unlock wrappers. Both are quite simple; so

are most other wrappers. The lock wrapper uses the try-

version of the Pthreads lock operation to avoid deadlock:

if the head of run queue is blocked waiting for a lock be-

fore giving up the turn, no other thread can get the turn.

Figure 7 shows the pthread cond wait wrapper. It

is slightly more complex than the lock and unlock wrap-

pers for two reasons. First, there is no try-version of

pthread cond wait, so PARROT cannot use the same

trick to avoid deadlock as in the lock wrapper. Sec-

ond, PARROT must ensure that unlocking the mutex

and waiting on the conditional variable are atomic (to

avoid the well-known lost-wakeup problem). PARROT

solves these issues by implementing the wait with the

scheduler’s wait which atomically gives up the turn and

blocks the calling thread on the wait queue. The wrapper

of pthread cond signal (not shown) calls the sched-

uler’s signal accordingly.

Thread creation is the most complex of all wrappers

for two reasons. First, it must deterministically assign

a logical thread ID to the newly created thread because

the system’s thread IDs are nondeterministic. Second, it

must also prevent the new thread from using the logical

ID before the ID is assigned. PARROT solves these issues

by synchronizing the current and new threads with two

semaphores, one to make the new thread wait for the
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current thread to assign an ID, and the other to make the

current thread wait until the child gets the ID.

4.3 Performance Hints

PARROT implements performance hints using the sched-

uler primitives. It implements the soft barrier as a

reusable barrier with a deterministic timeout. It imple-

ments the performance critical section by simply calling

nondet begin() and nondet end().

One tricky issue is that deterministic and nondeter-

ministic executions may interfere. Consider a determin-

istic thread t1 trying to lock a mutex that a nondetermin-

istic t2 is trying to unlock. Nondeterministic thread t2 al-

ways “wins” because the timing of t2’s unlock directly

influences t1’s lock regardless of how hard PARROT

tries to run t1 deterministically. An additional concern

is deadlock: PARROT may move t1 to the wait queue but

never wake t1 up because it cannot see t2’s unlock.

To avoid the above interference, PARROT requires that

synchronization variables accessed in nondeterministic

execution are isolated from those accessed in determin-

istic execution. This strong isolation is easy to achieve

based on our experiments because, as discussed in §3,

the synchronizations causing high overhead on deter-

ministic execution tend to be low-level synchronizations

already isolated from other synchronizations. To help

developers write performance critical sections that con-

form to strong isolation, PARROT checks this property at

runtime: it tracks two sets of synchronization variables

accessed within deterministic and nondeterministic exe-

cutions, and emits a warning when the two sets overlap.

Strong isolation is considerably stronger than necessary:

to avoid interference, it suffices to forbid deterministic

and nondeterministic sections from concurrently access-

ing the same synchronization variables. We have not im-

plemented this weak isolation because strong isolation

works well for all programs evaluated.

4.4 Network Operations

To handle network operations, PARROT leverages the

nondet begin and nondet end primitives. Before a

blocking operation such as recv, it calls nondet begin

to hand the thread to the OS scheduler. When the opera-

tion returns, PARROT calls nondet end to add the thread

back to deterministic scheduling. PARROT supports 33

network operations such as send, recv, accept, and

epoll wait. This list suffices to run all evaluated pro-

grams that require network operations (Berkeley DB,

OpenLDAP, Redis, and aget).

4.5 Timeouts

Real-world programs frequently use timeouts (e.g.,

sleep, epoll wait, and pthread cond timedwait)

for periodic activities or timed waits. Not handling

them can lead to nondeterministic execution and dead-

locks. One deadlock example in our evaluation was

running PBZip2 with DTHREADS: DTHREADS ignores

the timeout in pthread cond timedwait, but PBZip2

sometimes relies on the timeout to finish.

PARROT makes timeouts deterministic by proportion-

ally converting them to a logical timeout. When a thread

registers a relative timeout that fires ∆tr later in real time,

PARROT converts ∆tr to a relative logical timeout ∆tr/R

where R is a configurable conversion ratio. (R defaults

to 3 µs, which works for all evaluated programs.) Pro-

portional conversion is better than a fixed logical time-

out because it matches developer intents better (e.g.,

important activities run more often). A nice fallout is

that it makes some non-terminating executions terminate

for model checking (§7.6). Of course, PARROT’s logical

time corresponds loosely to real time, and may be less

useful for real-time applications.2

When all threads are on the wait queue, PARROT

spawns an idle thread to keep the logical time flowing.

The thread repeatedly gets the turn, sleeps for time R,

and gives up the turn. An alternative to idling is fast-

forwarding [10, 67]. Our experiments show that using an

idle thread has better performance than fast-forwarding

because the latter often wakes up threads prematurely

before the pending external events (e.g., receiving a net-

work packet) are done, wasting CPU cycles.

PARROT handles all common timed operations such as

sleep and pthread cond timedwait, enough for all

five evaluated programs that require timeouts (PBZip2,

Berkeley DB, MPlayer, ImageMagick, and Redis).

Pthreads timed synchronizations use absolute time, so

PARROT provides developers a function set base time

to pass in the base time. It uses the delta between the

base time and the absolute time argument as ∆tr.

5 PARROT-DBUG Ecosystem

Model checking is a formal verification technique that

systematically explores possible executions of a pro-

gram for bugs. These executions together form a state

space graph, where states are snapshots of the run-

ning program and edges are nondeterministic events that

move the execution from one state to another. This state

space is typically very large, impossible to completely

explore—the so-called state-space explosion problem.

To mitigate this problem, researchers have created many

heuristics [31, 40, 65] to guide the exploration to-

ward executions deemed more interesting, but heuris-

tics have a risk of missing bugs. State-space reduction

techniques [21–23] soundly prune executions without

missing bugs, but the effectiveness of these techniques

is limited. They work by discovering equivalence: given

that execution e1 is correct if and only if e2 is, we need

2 dOS [10] discussed the possibility of converting real time to log-

ical time but did not present how.
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check only one of them. Unfortunately, equivalence is

rare and extremely challenging to find, especially for

implementation-level model checkers which check im-

plementations directly [22, 31, 40, 57, 65, 66]. This diffi-

culty is reflected in the existence of only two main reduc-

tion techniques [21, 23] for these implementation-level

model checkers. Moreover, as a checked system scales,

the state space after reduction still grows too large to

fully explore. Despite decades of efforts, state-space ex-

plosion remains the bane of model checking.

As discussed in §1, integrating StableMT and model

checking is mutually beneficial. By reducing schedules,

StableMT offers an extremely simple, effective way to

mitigate and sometimes completely solve the state-space

explosion problem without requiring equivalence. For

instance, PARROT enables DBUG to verify 99 programs,

including 4 programs containing performance critical

sections (§7.6). In return, model checking helps check

the schedules that matter for PARROT and developers.

For instance, it can check the default schedules chosen

by PARROT, the faster schedules developers choose us-

ing soft barriers, or the schedules developers add using

performance critical sections.

5.1 The DBUG Model Checker

In principle, PARROT can be integrated with many model

checkers. We chose DBUG [57] for three reasons. First,

it is open source, checks implementations directly, and

supports Pthreads synchronizations and Linux socket

calls. Second, it implements one of the most advanced

state-space reduction techniques—dynamic partial order

reduction (DPOR) [21], so the further reduction PARROT

achieves is more valuable. Third, DBUG can estimate the

size of the state space based on the executions explored,

a technique particularly useful for estimating the reduc-

tion PARROT can achieve when the state space explodes.

Specifically, DBUG represents the state space as an ex-

ecution tree where nodes are states and edges are choices

representing the operations executed. A path leading

from the root to a leaf encodes a unique test execution

as a sequence of nondeterministic operations. The total

number of such paths is the state space size. To estimate

this size based on a set of explored paths, DBUG uses the

weighted backtrack estimator [30], an online variant of

Knuth’s offline technique for tree size estimation [32]. It

treats the set of explored paths as a sample of all paths

assuming uniform distribution over edges, and computes

the state space size as the number of explored paths di-

vided by the aggregated probability they are explored.

5.2 Integrating PARROT and DBUG

A key integration challenge is that both PARROT and

DBUG control the order of nondeterministic operations

and may interfere, causing difficult-to-diagnose false

positives. A naı̈ve solution is to replicate PARROT’s

scheduling algorithm inside DBUG. This approach is not

only labor-intensive, but also risky because the repli-

cated algorithm may diverge from the real one, deviating

the checked schedules from the actual ones.

Fortunately, the integration is greatly simplified be-

cause performance critical sections make nondeter-

minism explicit, and DBUG can ignore operations

that PARROT runs deterministically. PARROT’s strong-

isolation semantics further prevent interference between

PARROT and DBUG. Our integration uses a nested-

scheduler architecture similar to Figure 5 except the

nondeterministic scheduler is DBUG. This architec-

ture is transparent to DBUG, and requires only mi-

nor changes (243 lines) to PARROT. First, we modified

nondet begin and nondet end to turn DBUG on and

off. Second, since DBUG explores event orders only af-

ter it has received the full set of concurrent events, we

modified PARROT to notify DBUG when a thread tran-

sitions between the run queue and the wait queue in

PARROT. These notifications help DBUG accurately de-

termine when all threads in the system are waiting for

DBUG to make a scheduling decision.

We found two pleasant surprises in the integration.

First, soft barriers speed up DBUG executions. Second,

PARROT’s deterministic timeout (§4.5) prevents DBUG

from possibly having to explore infinitely many sched-

ules. Consider the “while(!done) sleep(30);” loop

which can normally nondeterministically repeat any

number of times before making progress. This code

has only one schedule with PARROT-DBUG because

PARROT makes the sleep return deterministically.

6 Determinism Discussion

PARROT’s determinism is relative to three factors: (1)

external input (data and timing), (2) performance critical

sections, and (3) data races w.r.t. the enforced synchro-

nization schedules. Factor 1 is inherently nondetermin-

istic, and PARROT mitigates it by reusing schedules on

inputs. Factor 2 is developer-intended. Factor 3 can be

easily eliminated, but we deemed it not worthwhile. Be-

low we explain how to make data races deterministic in

PARROT and why it is not worthwhile.

We designed a simple memory commit protocol to

make data races deterministic in PARROT, similar to

those in previous work [6, 12, 34]. Each thread main-

tains a private, copy-on-write mapping of shared mem-

ory. When a thread has the turn, it commits updates

and fetches other threads’ updates by merging its private

mapping with shared memory. Since only one thread has

the turn, all commits are serialized, making data races

deterministic. (Threads running nondeterministically in

performance critical sections access shared memory di-

rectly as intended.) This protocol may also improve
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speed by reducing false sharing [34]. Implementing it

can leverage existing code [34].

We deemed the effort not worthwhile for three rea-

sons. First, making data races deterministic is often

costly. Second, many races are ad hoc synchronizations

(e.g., “while(flag);”) [64] which require manual an-

notations anyway in some prior systems that make races

deterministic [12, 34]. Third, most importantly, we be-

lieve that stability is much more useful for reliability

than full determinism: once the set of schedules is much

reduced, we can afford the nondeterminism introduced

by a few data races. Specifically, prior work has shown

that data races rarely occur if a synchronization sched-

ule is enforced. For instance, PEREGRINE [17] reported

at most 10 races in millions of shared memory accesses

within an execution. To reproduce failures caused by the

few races, we can search through a small set of sched-

ules (e.g., fewer than 96 for an Apache race caused by a

real workload [49]). Similarly, we can detect the races by

model checking a small set of schedules [41]. In short,

by vastly reducing schedules, StableMT makes the prob-

lems caused by nondeterminism easy to solve.

7 Evaluation

We evaluated PARROT on a diverse set of 108 pro-

grams. This set includes 55 real-world programs: Berke-

ley DB, a widely used database library [13]; OpenL-

DAP, a server implementing the Lightweight Directory

Access Protocol [45]; Redis, a fast key-value data store

server [54]; MPlayer, a popular media encoder, decoder,

and player [39]; PBZip2, a parallel compression util-

ity [3]; pfscan, a parallel grep-like utility [51]; aget, a

parallel file download utility [4]; all 33 parallel C++ STL

algorithm implementations [59] which use OpenMP;

all 14 parallel image processing utilities (which also

use OpenMP) in the ImageMagick software suite [26]

to create, edit, compose, or convert bitmap images.

The set also includes all 53 programs in four widely

used benchmark suites including 15 in PARSEC [2],

14 in Phoenix [53], 14 in SPLASH-2x [58], and 10

in NPB [42]. The Phoenix benchmark suite provides

two implementations per algorithm, one using regu-

lar Pthreads (marked with -pthread suffix) and the

other using a map-reduce library atop Pthreads. We used

complete software or benchmark suites to avoid bias-

ing our results. The programs together cover a good

range of parallel programming models and idioms such

as threads, OpenMP, data partition, fork-join, pipeline,

map-reduce, and workpile. To the best of our knowl-

edge, our evaluation of PARROT represents 10× more

programs than any prior DMT or StableMT evaluation,

and 4× more than all prior evaluations combined.

Our evaluation machine was a 2.80 GHz dual-socket

hex-core Intel Xeon with 24 hyper-threading cores and

64 GB memory running Linux 3.2.14. Unless otherwise

specified, we used the maximum number of truly con-

current threads allowed by the machine and programs.

For 83 out of the 108 programs, we used 24. For 13 pro-

grams, we used 16 because they require the number of

threads be a power of two. For ferret, we used 18 be-

cause it requires the number of threads to be 4n+2. For

MPlayer, we used 8, the max it takes. For the other 10

programs, we used 16 because they reach peak perfor-

mance with this thread count. In scalability experiments,

we varied the number of threads from 4 to the max.

Unless otherwise specified, we used the following

workloads. For Berkeley DB, we used a popular bench-

mark bench3n [8], which does fine-grained, highly con-

current transactions. For both OpenLDAP and Redis,

we used the benchmarks the developers themselves use,

which come with the code. For MPlayer, we used its util-

ity mencoder to transcode a 255 MB video (OSDI ’12

keynote) from MP4 to AVI. For PBZip2, we compressed

and decompressed a 145 MB binary file. For pfscan,

we searched for the keyword return in all 16K files in

/usr/include on our evaluation machine. For aget,

we downloaded a 656 MB file. For all ImageMagick pro-

grams, we used a 33 MB JPG. For all 33 parallel STL

algorithms, we used integer vectors with 4G elements.

For PARSEC, SPLASH-2x, and Phoenix, we used the

largest workloads because they are considered “real” by

the benchmark authors. For NPB, we used the second

largest workloads because the largest workloads are in-

tended for supercomputers. In workload sensitivity ex-

periments, we used workloads of 3 or 4 different scales

per program, typically with a 10× difference between

scales. We also tried 15 different types of workloads for

Redis and 5 for MPlayer. All workloads ran from a few

seconds to about 0.5 hour, using 100 or 10 repetitions

respectively to bring the standard error below 1%. All

overhead means are geometric.

We compiled all programs using gcc -O2. To sup-

port OpenMP programs such as parallel STL algo-

rithms, we used the GNU libgomp. When evaluating

PARROT on the client program aget and the server pro-

grams OpenLDAP and Redis, we ran both endpoints

on the same machine to avoid network latency. 5 pro-

grams use ad hoc synchronization [64], and we added a

sched yield to the busy-wait loops to make the pro-

grams work with PARROT. 5 programs use Pthreads

timed operations, and we added set base time (§4.5)

to them. We set the spin-wait of PARROT’s scheduler to

105 cycles. We used the default soft barrier timeout of 20

except 3,000 for ferret. Some Phoenix programs read

large files, so we ran them with a warm file cache to fo-

cus on measuring their computation time. (Cold-cache

results are unusable due to large variations [1].)

The rest of this section focuses on six questions:
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Program Lines

mencoder, vips, swaptions, freqmine, facesim, 2 each

x264, radiosity, radix, kmeans,

linear-regression-pthread, linear-regression,

matrix-multiply-pthread, matrix-multiply,

word-count-pthread, string-match-pthread,

string-match, histogram-pthread, histogram

PBZip2, ferret, 3 each

kmeans-pthread, pca-pthread, pca, word-count

libgomp, bodytrack 4 each

ImageMagick (12 programs) 25 total

Table 2: Stats of soft barrier hints. 81 programs need soft

barrier hints. The hints in libgomp benefit all OpenMP

programs including ImageMagick, STL, and NPB.

§7.1: Is PARROT easy to use? How many hints are needed

to make the programs with PARROT fast?

§7.2: Is PARROT fast? How effective are the hints?

§7.3: How does it compare to prior systems?

§7.4: How does its performance vary according to core

counts and workload scales/types?

§7.5: Is it deterministic in the absence of data races?

§7.6: How much does it improve DBUG’s coverage?

7.1 Ease of Use

Of all 108 programs, 18 have reasonable overhead with

default schedules, requiring no hints. 81 programs need

a total of 87 lines of soft barrier hints: 43 need only 4

lines of generic soft barrier hints in libgomp, and 38

need program-specific soft barriers (Table 2). These pro-

grams enjoy both determinism and reasonable perfor-

mance. Only 9 programs need a total of 22 lines of per-

formance critical section hints to trade some determin-

ism for performance (Table 3). On average, each pro-

gram needs only 1.2 lines.

In our experience, adding hints was straightforward.

It took roughly 0.5–2 hours per program despite unfa-

miliarity with the programs. We believe the programs’

developers would spend much less time adding better

hints. PARROT helped us deterministically reproduce the

bottlenecks and identify the synchronizations delayed

by round-robin. We used Intel VTune [60] and Linux

perf [50] performance counter-based tools to identify

time-consuming computations, and usually needed to

align only the top two or three computations. For in-

stance, ferret uses a pipeline of six stages, all seri-

alized by the PARROT’s default schedules. We aligned

only two of them to bring the overhead down to a rea-

sonable level. Aligning more stages did not help.

7.2 Performance

Figure 8 compares PARROT’s performance to nondeter-

ministic execution. Even with the maximum number of

threads (16–24), the mean overhead is small: 6.9% for

real-world programs, 19.0% for benchmark programs,

and 12.7% for all programs. Only seven programs had

over 100% overhead. The ferret, freqmine, and is

Program Lines Nondet Sync Var

pfscan 2 matches lock

partition 2 result lock

fluidanimate 6 mutex[i][j]

fmm 2 lock array[i]

cholesky 2 tasks[i].taskLock

raytrace 2 ridlock

ua 6 tlock[i]

Table 3: Stats of performance critical section hints. 9

programs need performance critical section hints. The

hints in partition are generic for three STL programs

partition, nth element, and partial sort. The last col-

umn shows the synchronization variables whose operations

are made nondeterministic.

benchmarks had dynamic load imbalance even with the

starting points of the computations aligned with soft

barrier hints. ua also had load imbalance even after

performance critical section hints are added. x264 is

a pipeline program, and its overhead comes from the

soft barrier timeouts during the pipeline startup and

teardown. rtview raytrace and barnes have low-

level synchronizations in tight loops, and their overhead

may be further reduced with performance critical sec-

tions. Four programs, mencoder, bodytrack-openmp,

facesim, and linear-regression-pthread, en-

joyed big speedups, so we analyzed their executions

with profiling tools. We found that the number of

mencoder’s context switches due to synchronization

decreased from 1.9M with nondeterministic execu-

tions to 921 with PARROT. The reason of the context

switch savings was that PARROT’s round-robin schedul-

ing reduced contention and its synchronizations use

a more efficient wait that combines spin- and block-

waits (§4.1). bodytrack-openmp and facesim enjoyed

a similar benefit. So did another 19 programs which

had 10× fewer context switches with PARROT [1].

linear-regression-pthread’s stalled cycles were

reduced by 10× with PARROT, and we speculate that

PARROT’s scheduler improved its affinity. (See [1] for

all results on microarchitectural events.)

Figure 9 compares PARROT’s performance with and

without hints. For all the 90 programs that have hints,

their mean overhead was reduced from 510% to 11.9%

Program Success Timeout

convert shear 725 1

bodytrack 60,071 2,611

ferret 699 2

vips 3,311 6

x264 39,480 148,470

radiosity 200,316 7,266

histogram 167 1

kmeans 1,470 196

pca 119 2

pca-pthread 84 1

string-match 64 1

word-count 15,468 11

Table 4: Soft barrier successes and timeouts.
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Figure 8: PARROT’s performance normalized over nondeterministic execution. The patterns of the bars show the types of the

hints the programs need: no hints, generic soft barriers in libgomp, program-specific soft barriers, or performance critical

sections. The mean overhead is 12.7% (indicated by the horizontal line).
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Figure 9: Effects of performance hints. They reduced PARROT’s overhead from 510% to 11.9%.

after hints were added. The four lines of generic soft bar-

rier hints in libgomp (Table 2) reduced the mean over-

head from 500% to 0.8% for 43 programs, program-

specific soft barriers from 460% to 19.1% for 38 pro-

grams, and performance critical sections from 830% to

42.1% for 9 programs. Soft barriers timed out on 12 pro-

grams (Table 4), which affected neither determinism nor

correctness. The kmeans experienced over 10% time-

outs, causing higher overhead. x264 experienced many

timeouts but enjoyed partial coscheduling benefits (§3).

7.3 Comparison to Prior Systems

We compared PARROT’s performance to DTHREADS

and COREDET. We configured both to provide the same

determinism guarantee as PARROT,3 so their overhead

3While Kendo’s determinism guarantee is closest to PARROT’s, we

tried and failed to acquire its code.

measured only the overhead to make synchronizations

deterministic. One caveat is that neither system is spe-

cially optimized for this purpose. We managed to make

only 25 programs work with both systems because not

both of them support programming constructs such as

read-write locks, semaphores, thread local storage, net-

work operations, and timeouts. These programs are all

benchmarks, not real-world programs.

Figure 10 shows the comparison results. PARROT’s

mean overhead is 11.8%, whereas DTHREADS’s is

150.0% and COREDET’s is 115.1%. DTHREADS’s

overhead is mainly from serializing parallel compu-

tations. dedup, ferret, fluidanimate, barnes,

radiosity, and raytrace have over 500% overhead.

fluidanimate is the slowest, whose threads wasted

59.3% of their time waiting for the other threads

to do synchronizations. Without fluidanimate,
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Figure 10: PARROT, DTHREADS, and COREDET overhead.

DTHREADS’s overhead is still 112.5%. (Performance

hints may also help DTHREADS mitigate the seri-

alization problem.) COREDET’s overhead is mainly

from counting instructions. ferret, fluidanimate,

barnes, and raytrace have over 300% overhead.

7.4 Scalability and Sensitivity

We measured PARROT’s scalability on our 24-core ma-

chine. All programs varied within 40.0% from each pro-

gram’s mean overhead across different core counts ex-

cept ferret (57.4%), vips (46.7%), volrend (43.1%),

and linear-regression-pthread (57.1%). Some of

these four programs use pipelines, so more threads lead

to more soft barrier timeouts during pipeline startup and

teardown. We also measured PARROT’s scalability on

three or four different workload scales as defined by

the benchmark authors. All programs varied within 60%

from each program’s mean overhead across different

scales except 14 programs, of which 9 varied from 60%–

100%, 3 from 100%–150%, and 2 above 150%. The

2 programs, partition and radiosity, went above

150% because their smaller workloads run too short. For

instance, radiosity’s native workload runs for over

200s, but its large workload runs for less than 3s and

medium and small workloads for less than 0.4s. We

also ran Redis on 15 types of workloads, and mencoder

on 5. The overhead did not vary much. To summarize,

PARROT’s performance is robust to core count and work-

load scale/type. (See [1] for detailed scalability results.)

7.5 Determinism

We evaluated PARROT’s determinism by verifying that

it computed the same schedules given the same input.

For all programs except those with performance criti-

cal sections, ad hoc synchronizations, and network op-

erations, PARROT is deterministic. Our current way of

marking ad hoc synchronization causes nondetermin-

ism; annotations [64] can solve this problem. We also

evaluated PARROT’s determinism using a modified ver-

sion of racey [24] that protects each shared memory

Bin # of Programs State Space Size with DBUG

A 27 1 ∼ 14

B 18 28 ∼ 47,330

C 25 3.99×106 ∼ 1.06×10473

D 25 4.75×10511 ∼ 2.10×1019734

Table 5: Estimated DBUG’s state space sizes on programs

with no performance critical section nor network operation.

access with a lock. In racey, each different schedule

leads to a different result with high probability. We exe-

cuted our modified racey 1,000 times without PARROT,

and saw 1,000 different results. With PARROT, it always

computed the same result.

7.6 Model Checking Coverage

To evaluate coverage, we used small workloads and two

threads per workload. Otherwise, the time and space

overhead of DBUG, or model checking in general, be-

comes prohibitive. Consequently, PARROT’s reduction

measured with small state spaces is a conservative es-

timate of its potential. Two programs, volrend and ua,

were excluded because they have too many synchroniza-

tion operations (e.g., 132M for ua), causing DBUG to run

out of memory. Since model checking requires a closed

(no-input) system, we paired aget with lightweight

web server Mongoose [38]). We enabled state-of-the-art

DPOR [21] to evaluate how much more PARROT can re-

duce the state space. We checked each program for a

maximum of one day or until the checking session fin-

ished. We then compared the estimated state space sizes.

Table 5 bins all 95 programs that contain (1) no net-

work operations and (2) either no hints or only soft barri-

ers. For each program, PARROT-DBUG reduced the state

space down to just one schedule and finished in 2 sec-

onds. DBUG alone could finish only 43 (out of 45 in bin

A and B) within the time limit.

Table 6 shows the results for all 11 programs contain-

ing network operations or performance critical sections.

For all four real-world programs pfscan, partition,

nth element, and partial sort, PARROT-DBUG ef-

fectively explored all schedules in seven hours or less,

providing a strong reliability guarantee. These results

also demonstrate the power of PARROT: the programs

Program DBUG PARROT-DBUG Time

OpenLDAP 2.40×102795 5.70×101048 No

Redis 1.26×108 9.11×107 No

pfscan 2.43×102117 32,268 1,201s

aget 2.05×1017 5.11×1010 No

nth element 1.35×107 8,224 309s

partial sort 1.37×107 8,194 307s

partition 1.37×107 8,194 307s

fluidanimate 2.72×10218 2.64×10218 No

cholesky 1.81×10371 5.99×10152 No

fmm 1.25×1078 2.14×1054 No

raytrace 1.08×1013863 3.68×1013755 No

Table 6: Estimated state space sizes for programs contain-

ing performance critical sections. PARROT-DBUG finished 4

real-world programs (time in last column), and DBUG none.
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can use the checked schedules at runtime for speed.

To summarize, PARROT reduced the state space by

106–1019734 for 56 programs (50 programs in Table 5, 6

in Table 6). It increased the number of verified programs

from 43 to 99 (95 programs in Table 5, 4 in Table 6).

8 Related Work

DMT and StableMT systems. Conceptually, prior

work [6, 16, 17, 34], including ours [16, 17], conflated

determinism and stability. To our knowledge, we are the

first to distinguish these two separate properties [69, 70].

Implementation-wise, several prior systems are not

backward-compatible because they require new hard-

ware [18], new language [15], or new programming

model and OS [6]. Among backward-compatible sys-

tems, some DMT systems, including Kendo [43], CORE-

DET [9], and COREDET-related systems [10, 25], im-

prove performance by balancing each thread’s load with

low-level instruction counts, so they are not stable.

Five systems can be classified as StableMT sys-

tems. Our TERN [16] and PEREGRINE [17] systems re-

quire sophisticated program analysis to determine input

and schedule compatibility, complicating deployment.

Bergan et al [11] built upon the ideas in TERN and

PEREGRINE to statically compute a small set of sched-

ules covering all inputs, an undecidable problem in gen-

eral. Grace [12] and DTHREADS [34] ignore thread load

imbalance, so they are prone to the serialization problem

(§2.1). Grace also requires fork-join parallelism.

Compared to PARROT’s evaluation, prior evaluations

have several limitations. First, prior work has reported

results on a narrow set of programs, typically less than

15. The programs are mostly synthetic benchmarks,

not real-world programs, from incomplete suites. Sec-

ond, the experimental setups are limited, often with one

workload per program and up to 8 cores.4

Lastly, little prior work except ours [63] has demon-

strated how the approaches benefit testing or reported

any quantitative results on improving reliability, making

it difficult for potential adopters to justify the overhead.

State-space reduction. PARROT greatly reduces the

state space of model checking, so it bears similarity to

state-space reduction techniques (e.g., [21–23]). Partial

order reduction [21, 22] has been the main reduction

technique for model checkers that check implementa-

tions directly [57, 67]. It detects permutations of inde-

pendent events, and checks only one permutation be-

cause all should lead to the same behavior. Recently, we

proposed dynamic interface reduction [23] that checks

loosely coupled components separately, avoiding expen-

sive global exploration of all components. However, this

4Three exceptions used more than 8 cores: [44] (ran a 12-line

program on 48 cores), [7] (ran 9 selected programs from PARSEC,

SPLASH-2x, and NPB on 32 cores), and [18] (emulated 16 cores).

technique has yet to be shown to work well for tightly

coupled components such as threads communicating via

synchronizations and shared memory.

PARROT offers three advantages over reduction tech-

niques (§5): (1) it is much simpler because it does not

need equivalence to reduce state space; (2) it remains ef-

fective as the checked system scales; and (3) it works

transparently to reduction techniques, so it can be com-

bined with them for further reduction. The disadvantage

is that PARROT has runtime overhead.

Concurrency. Automatic mutual exclusion (AME) [27]

assumes all shared memory is implicitly protected and

allows advanced developers the flexibility to remove

protection. It thus shares a similar high-level philos-

ophy with PARROT, but the differences are obvious.

We are unaware of any publication describing a fully

implemented AME system. PARROT is orthogonal to

much prior work on concurrency error detection [20,

35, 36, 55, 71, 72], diagnosis [47, 48, 56], and correc-

tion [28, 29, 61, 62]. By reducing schedules, it poten-

tially benefits all these techniques.

9 Conclusion

We have presented PARROT, a simple, practical

Pthreads-compatible system for making threads deter-

ministic and stable. It offers a new contract to devel-

opers. By default, it schedules synchronizations using

round-robin, vastly reducing schedules. When the de-

fault schedules are slow, it allows developers to write

performance hints for speed. We believe this contract

eases writing correct, efficient programs. We have also

presented an ecosystem formed by integrating PARROT

with model checker DBUG, so that DBUG can thoroughly

check PARROT’s schedules, and PARROT can greatly im-

prove DBUG’s coverage. Results on a diverse set of 108

programs, roughly 10× more than any prior evaluation,

show that PARROT is easy to use, fast, and scalable; and

it improves DBUG’s coverage by many orders of mag-

nitude. We have released PARROT’s source code, en-

tire benchmark suite, and raw results at github.com/

columbia/smt-mc.
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Abstract

Some of the worst concurrency problems in multi-
threaded systems today are due to data races—these
bugs can have messy consequences, and they are hard
to diagnose and fix. To avoid the introduction of such
bugs, system developers need discipline and good data
race detectors; today, even if they have the former, they
lack the latter.

We present RaceMob, a new data race detector that has
both low overhead and good accuracy. RaceMob starts
by detecting potential races statically (hence it has few
false negatives), and then dynamically validates whether
these are true races (hence has few false positives). It
achieves low runtime overhead and a high degree of
realism by combining real-user crowdsourcing with a
new on-demand dynamic data race validation technique.

We evaluated RaceMob on ten systems, including
Apache, SQLite, and Memcached—it detects data races
with higher accuracy than state-of-the-art detectors (both
static and dynamic), and RaceMob users experience an
average runtime overhead of about 2%, which is orders
of magnitude less than the overhead of modern dynamic
data race detectors. To the best of our knowledge, Race-
Mob is the first data race detector that can both be used
always-on in production and provides good accuracy.

1 Introduction

Data races are at the root of many concurrency-related
problems, including atomicity and order violations [29].
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Although prevalent in modern software, they rarely af-
fect users: only 5–24% of data races have an observ-
ably harmful effect [23, 33, 44]. But when they do have
harmful effects, their consequences can be catastrophic.
This makes data races the quintessential “corner case”:
they have effects we really want to avoid, but can only be
seen under thread interleavings that have low probability
of occurring during testing or normal use—this makes
them hard to weed out prior to releasing the software.

Not only are data races omnipresent now, but things
are likely to get worse in the future. The new C/C++
standards [19, 20] allow compilers to perform optimiza-
tions that, as a side effect, may transform code with data
races that look “benign” in the source code into machine
code where these data races are seriously harmful [5].
Furthermore, code is running on increasingly more paral-
lel hardware, thus likely to experience more unexpected
interleavings. What’s worse, practitioners already report
that, in real systems, it takes on the order of weeks to di-
agnose and fix problems whose root cause is a data race
bug [16]. This makes such data race bugs very expensive.

Data race detectors play a crucial role in addressing
this problem, because they can tell developers where data
races lurk in their code, even though developers may
choose to not fix them. There exist two broad classes
of data race detectors: static and dynamic.

Static data race detectors [10, 44] analyze the program
source code without executing it. They reason about
multiple program paths at once, and thus typically
do not miss data races (i.e., have low rate of false
negatives) [36]. Static detectors also run fast and scale
to large code bases. The problem is that static data race
detectors tend to have many false positives, i.e., produce
reports that do not correspond to real data races (e.g.,
84% of data races reported by RELAY are not true data
races [44]). This can send developers on a wild goose
chase, making the use of static detectors potentially
frustrating and expensive.

Dynamic data race detectors [18, 40] typically monitor
memory accesses and synchronization at runtime, and
determine if the observed accesses race with each other.
Such detectors can achieve low rates of false positives.
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Alas, dynamic detectors miss all the data races that are
not seen in the directly observed execution (i.e., they
have false negatives), and these can be numerous. The
instrumentation required to observe all memory accesses
makes dynamic detectors incur high runtime overheads
(200× for Intel Thread Checker [18], 30× for Google
ThreadSanitizer [40]). As a result, dynamic detectors are
not practical for in-production use, rather only during
testing—this deprives them of the opportunity to observe
real user executions, thus missing data races that only
occur in real user environments. Some detectors employ
sampling [6, 31] to decrease runtime overhead, but this
comes at the cost of further false negatives.

Software developers therefore can get data race detec-
tors with low overhead but high false positive rates or

detectors with low false positive rates but high overhead
and high false negative rates. Either choice gives devel-
opers a low-accuracy tool, so data race detectors do not
see much use in practice [31].

In this paper, we present RaceMob, a way to com-
bine static and dynamic data race detection to obtain both
good accuracy and low runtime overhead. For a given
program P, RaceMob first uses a static detection phase
with few false negatives to find potential data races; in
a subsequent dynamic phase, RaceMob crowdsources
the validation of these alleged data races to user ma-
chines that are anyway running P. RaceMob provides
developers with a dynamically updated list of data races,
split into “confirmed true races”, “likely false positives”,
and “unknown”—developers can use this list to prioritize
their debugging attention. To minimize runtime overhead
experienced by users of P, RaceMob adjusts the com-
plexity of data race validation on-demand to balance ac-
curacy and cost. By crowdsourcing validation, RaceMob
amortizes the cost of validation and (unlike traditional
testing) gains access to real user executions. RaceMob
also helps discovering user-visible failures like crashes
or hangs, and therefore helps developers to reason about
the consequences of data races. We believe RaceMob is
the first data race detector that combines sufficiently low
overhead to be always-on with sufficiently good accuracy
to improve developer productivity.

This paper makes three contributions: (1) A two-phase
static–dynamic approach for detecting data races in real
world software in a way that is more accurate than the
state of the art; (2) A new algorithm for dynamically val-
idating data races on-demand, which has lower overhead
than state-of-the-art dynamic detectors, including those
based on sampling; and (3) A crowdsourcing framework
that, unlike traditional testing, taps directly into real user
executions to detect data races.

We evaluated RaceMob on ten different systems, in-
cluding Apache, SQLite, and Memcached. It found
106 real data races while incurring an average runtime

overhead of 2.32% and a maximum overhead of 4.54%.
Three of the data races hang SQLite, four data races races
crash Pbzip2, and one data race in Aget causes data cor-
ruption. Of all the 841 data race candidates found dur-
ing the static detection phase, RaceMob labeled 77% as
likely false positives. Compared to three state-of-the-art
data race detectors [6, 40, 44] and two concurrency test-
ing tools [24, 39], RaceMob has lower overhead and bet-
ter accuracy than all of them.

2 Background and Challenges

The main challenges faced by data race detectors are run-
time overhead (§2.1), false negatives (§2.2), and false
positives (§2.3).

2.1 Runtime Overhead

Static data race detectors are not used at runtime, so they
do not incur any runtime overhead.

Dynamic data race detectors, however, monitor mem-
ory accesses and track the happens-before relation-
ship [25] between them. If two instructions access the
same memory location in different threads, at least one
of the accesses is a write, and there is no happens-before
relationship between the accesses, then a dynamic detec-
tor would flag this as a data race.

Such detectors typically need to monitor many mem-
ory accesses and synchronization operations, which
makes them incur high runtime overhead (as high as
200× in industrial-strength tools like Intel Thread-
Checker [18]). The lion’s share of instrumentation over-
head is due to monitoring memory reads and writes,
reported to account for as much as 96% of all moni-
tored operations [13]. Sampling-based data race detec-
tors [6, 31] reduce this overhead but also introduce more
false negatives than classic dynamic data race detectors.

Goldilocks [9] uses thread escape analysis [32] to re-
duce the set of memory accesses that need to be moni-
tored at runtime. A similar approach was proposed ear-
lier by Choi. et al. [7], using a variant of escape analysis.
Despite this analysis, the detectors still incur overheads
that make them impractical for in-production use.

Our key objective is to have a good data race detector
that can be used in an always-on fashion in production.
This is why RaceMob uses static analysis to reduce the
number of memory accesses that need to be monitored
at runtime (§3.1), thereby reducing overhead by up to
two orders of magnitude compared to existing sampling-
based techniques (§5.3), while also being more accurate.
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2.2 False Negatives

Besides runtime overhead, dynamic data race detectors
also typically have false negatives. The key reasons are:
(1) they can at best detect data races in the executions
they witness, which is typically only a tiny subset of a
program’s possible executions; and (2) while monitoring
even this small subset of executions, they may incorrectly
infer happens-before relationships that are mere artifacts
of the witnessed thread interleaving.

To illustrate point (2), consider Fig. 1. In execution 1,
the accesses to the shared variable x are ordered by an ac-
cidental happens-before relationship (due to a fortuitous
ordering of the acquire/release order of locks) that masks
the true data race. Therefore, a precise dynamic detector
would not flag this as a data race. However, this program
does have a race, which becomes visible under a differ-
ent schedule. This is shown in execution 2, where there
is no happens-before relationship between accesses to x;
a precise dynamic detector would have reported a data
race only if it witnessed this latter thread schedule.

Hybrid data race detectors [36] combine lockset-based
data race detection [38] with happens-before detection
to overcome this limitation. However, hybrid data race
detectors cannot explore the consequences of such “hid-
den” data races. They merely infer the presence of po-
tential data races, but also have false positives due to the
imprecise lockset analysis.

We wish to minimize the number of false negatives,
because every missed race is potentially a serious bug
that might compromise security, safety, or other impor-
tant system properties. In order to minimize false neg-
atives, RaceMob mitigates point (1) above with crowd-
sourcing (§3.3), and point (2) by exposing hidden data
races through schedule steering (§3.2.3).

2.3 False Positives

Dynamic detectors usually do not have false positives.
Practical static detectors, however, are notorious for hav-
ing many false positives (e.g., 84% for RELAY [44]), be-
cause they do not reason about the program’s full runtime
execution context. The problem with getting many false
positives is that they overwhelm the developers and make
them waste time investigating the race reports [16].

Practical static race detectors have three main sources
of false positives. First, they do not accurately infer
which program contexts are multithreaded. Second, they
typically handle lock/unlock synchronization primitives
but not other primitives, such as barriers, semaphores, or
wait/notify constructs. Third, static detectors cannot de-
termine accurately whether two memory accesses alias
or not. Some static race detectors cope by employing
unsound filtering to reduce false positives; while this
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Figure 1: False negatives in happens-before (HB) dy-

namic race detectors: the race on x is not detected in

Execution 1, but it is detected in Execution 2.

improves the false positive rate, it still remains high (e.g.,
RacerX [10] has 37%− 46% false positive rate). More
importantly, such filtering introduces false negatives.

3 Design

RaceMob is a crowdsourced, two-phase static–dynamic
data race detector. It first statically detects potential data
races in a program, then crowdsources the dynamic task
of validating these potential data races to users’ sites.
This validation is done using an on-demand data race
detection algorithm. The benefits of crowdsourcing are
twofold: first, data race validation occurs in the context
of real user executions; second, crowdsourcing amortizes
the per-user validation cost. Data race validation con-
firms true data races, thereby increasing the data race de-
tection coverage1.

The usage model is presented in Fig. 2. First, devel-
opers set up a “hive” service for their program P; this
hive can run centralized or distributed. The hive per-
forms static data race detection on P and finds poten-
tial data races (§3.1); these go onto P’s list of data races
maintained by the hive, and initially each one is marked
as “Unknown”. Then the hive generates an instrumented
binary P′, which users download 1 and use instead of
the original P. The instrumentation in P′ is commanded
by the hive, to activate the validation of specific data
races in P 2 ; different users will typically be validat-
ing different, albeit potentially overlapping, sets of data
races from P (§3.2). The first phase of validation, called
dynamic context inference (§3.2.1), may decide that a
particular racing interleaving for data race r is feasible,
at which point it informs the hive 3 . At this point,
the hive instructs all copies of P′ that are validating r

to advance r to the second validation phase 4 . This
second phase runs RaceMob’s on-demand detection al-

1We define data race detection coverage as the ratio of true data
races found in a program by a detector to the total number of true data
races in that program.
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Figure 2: RaceMob’s crowdsourced architecture: A

static detection phase, run on the hive, is followed by

a dynamic validation phase on users’ machines.

gorithm (§3.2.2), whose result can be one of Race, No-
Race, or Timeout 5 . As results come in to the hive, it
updates the list of data races: if a “Race” result came
in from the field for data race r, the hive promotes r

from “Unknown” to “True Race”; the other answers are
used to decide whether to promote r from “Unknown”
to “Likely False Positive” or not (§3.4). For data races
with status “Unknown” or “Likely False Positive,” the
hive redistributes “validation tasks” 6 among the avail-
able users (§3.3). We now describe each step in further
detail.

3.1 Phase I: Static Data Race Detection

RaceMob can use any static data race detector, regard-
less of whether it is complete or not. We chose RELAY, a
lockset-based data race detector [44]. Locksets describe
the locks held by a program at any given point in the pro-
gram. RELAY performs its analysis bottom-up through
the program’s control flow graph while computing func-
tion summaries that summarize which variables are ac-
cessed and which locks are held in each function. RELAY
then composes these summaries to perform data race de-
tection: it flags a data race whenever it sees at least two
accesses to memory locations that are the same or may
alias, and at least one of the accesses is a write, and the
accesses are not protected by at least one common lock.

RELAY is complete (i.e., does not miss data races) if
the program does not have inline assembly and does not
use pointer arithmetic. RELAY may become incomplete
if configured to perform file-based alias analysis or
aggressive filtering, but we disable these options in
RaceMob. As suggested in [27], it might be possible to
make RELAY complete by integrating program analysis
techniques for assembly code [4] and by handling
pointer arithmetic [45].

Based on the data race reports from RELAY, RaceMob
instruments the suspected-racing memory accesses as

well as all synchronization operations in the program.
This instrumentation will later be commanded (in
production) by RaceMob to perform on-demand data
race detection.

The hive activates parts of the instrumentation
on-demand when the program runs, in different ways
for different users. The activation mechanism aims to
validate as many data races as possible by uniformly dis-
tributing the validation tasks across the user population.

3.2 Phase II: Dynamic Validation

The hive instructs the instrumented programs for which
memory accesses to perform data race validation. The
validation task sent by the hive to the instrumented pro-
gram consists of a data race candidate to validate and one
desired order (of two possible) of the racing accesses. We
call these possible orders the primary and the alternate,
borrowing terminology from our earlier work [33].

The dynamic data race validation phase has three
stages: dynamic context inference (§3.2.1), on-demand
data race detection (§3.2.2), and schedule steer-
ing (§3.2.3). Instrumentation for each stage is present
in all the programs, however stages 2 and 3 are toggled
on/off separately from stage 1, which is always on. Next,
we explain each stage in detail.

3.2.1 Dynamic Context Inference

Dynamic context inference (DCI) is a lightweight
analysis that partly compensates for the inaccuracies of
the static data race detection phase. RaceMob performs
DCI to figure out whether the statically detected data
races can occur in a dynamic program execution context.

DCI validates two assumptions made by the static data
race detector about a race candidate. First, the static de-
tector’s abstract analysis hypothesizes aliasing as the ba-
sis for some of its race candidates, and DCI looks for
concrete instances that can validate this hypothesis. Sec-
ond, the static detector hypothesizes that racing accesses
are made by different threads, and DCI aims to validate
this as well. Once these two hypotheses are confirmed,
the user site communicates this to the hive, and the hive
promotes the race candidate to the next phase. Without
a confirmation from DCI, the race remains in the “Un-
known” state.

The motivation for DCI comes from our observation
that the majority of the potential data races detected by
static data race detection (53% in our evaluation) are
false positives due to only alias analysis inaccuracies and
the inability of static race detection to infer multithreaded
program contexts.

For every potential data race r with racing instructions
r1 and r2, made by threads T1 and T2, respectively, DCI
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determines whether the potentially racing memory ac-
cesses to addresses a1 and a2 made by r1 and r2, re-
spectively, may alias with each other (i.e., a1 = a2),
and whether these accesses are indeed made by different
threads (i.e., T1 6= T2). To do this, DCI keeps track of the
address that each potentially racing instruction accesses,
along with the accessing thread’s ID at runtime. Then,
the instrumentation checks to see if at least one pair of
accesses is executed. If yes, the instrumented program
notifies the hive, which promotes r to the next stages of
validation (on-demand data race detection and schedule
steering) on all user machines where r is being watched.
If no access is executed by any instrumented instance of
the program, DCI continues watching r’s potentially rac-
ing memory accesses until further notice.

DCI has negligible runtime overhead (0.01%) on top
of the binary instrumentation overhead (0.77%); there-
fore, it is feasible to have DCI always-on. DCI’s memory
footprint is small: it requires maintaining 12 bytes of in-
formation per potential racing instruction (8 bytes for the
address, 4 bytes for the thread ID). DCI is sound because,
for every access pair that it reports as being made from
different threads and to the same address, DCI has clear
concrete evidence from an actual execution. DCI is of
course not guaranteed to be complete.

3.2.2 On-Demand Data Race Detection

In this section, we explain how on-demand data race de-
tection works; for clarity, we restrict the discussion to a
single potential data race.

On-demand race detection starts tracking happens-
before relationships once the first potentially racing ac-
cess is made, and it stops tracking once a happens-before
relationship is established between the first accessing
thread and all the other threads in the program (in which
case a “NoRace” result is sent to the hive). Tracking also
stops if the second access is made before such a happens-
before relationship is found (in which case a “Race” re-
sult is sent to the hive).

Intuitively, RaceMob tracks a minimal number of ac-
cesses and synchronization operations. RaceMob needs
to track both racing accesses to validate a potential data
race. However, RaceMob does not need to track any
memory accesses other than the target racing accesses,
because any other access is irrelevant to this data race.

Sampling-based data race detection (e.g., PACER [6])
adopts a similar approach to on-demand race detection
by tracking synchronization operations whenever sam-
pling is enabled. The drawback of PACER’s approach is
that it may start to track synchronization operations too
soon, even if the program is not about to execute a rac-
ing access. RaceMob avoids this by turning on tracking
synchronization operations on-demand, when an access

firstAccess
Time

barrier_wait(b)
...

secondAccess

...

barrier_wait(b)
...

...

barrier_wait(b)
...

...

loop loop loop

1

Thread TThread T0 1
Thread T2

2

3

Figure 3: Minimal monitoring in DCI: For this exam-

ple, DCI stops tracking synchronization operations as

soon as each thread goes once through the barrier.

reported by the static race detection phase is executed.
RaceMob tracks synchronization operations—and

thus, happens-before relationships—using an efficient,
dynamic, vector-clock algorithm similar to DJIT+ [37].
We maintain vector clocks for each thread and synchro-
nization operation, and the clocks are partially ordered
with respect to each other.

We illustrate in Fig. 3 how the on-demand race de-
tection stops tracking synchronization operations, using
a simple example derived from the fmm program [41]:
firstAccess executes in the beginning of the program in
T0 1 , and the program goes through a few thousand iter-
ations of synchronization-intensive code 2 . Finally, T2

executes secondAccess 3 . It is sufficient to keep track
of the vector clocks of all threads only up until the first
time they go through the barrier_wait statement,
as this establishes a happens-before relationship between
firstAccess in T0 and any subsequent access in T1 and T2.
Therefore, on-demand data race detection stops keeping
track of the vector clocks of threads T0, T1, and T2 after
they each go through barrier_wait once.

3.2.3 Schedule Steering

The schedule steering phase further improves Race-
Mob’s data race detection coverage by exploring both the
primary and the alternate executions of potentially racing
accesses. This has the benefit of detecting races that may
be hidden by accidental happens-before relationships (as
discussed in §2.2 and Fig. 1).

Schedule steering tries to enforce the order of the rac-
ing memory accesses provided by the hive, i.e., either the
primary or the alternate. Whenever the intended order is
about to be violated (i.e., the undesired order is about to
occur), RaceMob pauses the thread that is about to make
the access, by using a wait operation with a timeout τ , to
enforce the desired order. Every time the hive receives a
“Timeout” from a user, it increments τ for that user (up to
a maximum value), to more aggressively steer it toward
the desired order, as described in the next section.

Prior work [33, 39, 24] used techniques similar to
schedule steering to detect whether a known data race can
cause a failure or not. RaceMob, however, uses schedule
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steering to increase the likelihood of encountering a sus-
pected race and to improve data race detection coverage.

Our evaluation shows that schedule steering helps
RaceMob to find two data races (one in Memcached and
the other one in Pfscan) that would otherwise be missed.
It also helps RaceMob uncover failures (e.g., data corrup-
tion, hangs, crashes) that occur as a result of data races,
thereby enabling developers to reason about the conse-
quences of data races and fix the important ones early,
before they affect more users. However, users who do
not wish to help in determining the consequences of data
races can easily turn off schedule steering. We discuss
the trade-offs involved in schedule steering in §6.

3.3 Crowdsourcing the Validation

Crowdsourcing is defined as the practice of obtaining
needed services, ideas, or content by soliciting contri-
butions from a large group of people and especially from
the online community. RaceMob gathers validation re-
sults from a large base of users and merges them to come
up with verdicts for potential data races.

RaceMob’s main motivation for crowdsourcing data
race detection is to access real user executions. This
enables RaceMob, for instance, to detect the impor-
tant but often overlooked class of input-dependent data
races [24], i.e., races that occur only when a program is
run with a particular input. RaceMob found two such
races in Aget, and we detail them in §5.1. Crowdsourc-
ing also enables RaceMob to leverage many executions
to establish statistical confidence in the detection verdict.
We also believe crowdsourcing is more applicable today
than ever: collectively, software users have overwhelm-
ingly more hardware than any single software develop-
ment organization, so leveraging end-users for race de-
tection is particularly advantageous. Furthermore, such
distribution helps reduce the per-user overhead to barely
noticeable levels.

Validation is distributed across a population of users,
with each user receiving only a small number of races
to validate. The hive distributes validation tasks, which
contain the locations in the program of two memory ac-
cesses suspected to be racing, along with a particular
order of these accesses. Completing the validation task
consists of confirming, in the end-user’s instance of the
program, whether the indicated ordering of the memory
accesses is possible. If a user site receives more than one
race to validate, it will first validate the race whose racing
instruction is first reached during execution.

There exists a wide variety of possible assignment
policies that can be implemented in RaceMob. By de-
fault, if there are more users than races, RaceMob ini-
tially randomly assigns a single race to each user for
validation. Assigned validation tasks that fail to com-

plete within a time bound are then distributed to addi-
tional users as well, in order to increase the probability
of completing them. Such multiple assignment could be
done from the very beginning, in order to reach a verdict
sooner. The number of users asked to validate a race r

could be based, for example, on the expected severity of
r, as inferred based on heuristics or the static analysis
phase. Conversely, in the unlikely case that there are
more data races to validate than users, the default policy
is to initially distribute a single validation task to each
user, thereby leaving a subset of the races unassigned.
As users complete their validation tasks, RaceMob as-
signs new tasks from among the unassigned races. Once
a data race is confirmed as a true race, it is removed from
the list of data races being validated, for all users.

During schedule steering, whenever a race candidate
is “stubborn” and does not exercise the desired order
despite the wait introduced by the instrumentation, a
“Timeout” is sent to the hive. The hive then instructs
the site to increase the timeout τ , to more aggressively
favor the alternate order; every subsequent timeout trig-
gers a new “Timeout” response to the hive and a further
increase in τ . Once τ reaches a configured upper bound,
the hive instructs the site to abandon the validation task.
At this point, or even in parallel with increasing τ , the
hive could assign the same task to additional users.

There are two important steps in achieving low over-
head at user sites. First, the timeout τ must be kept low.
For example, to preserve the low latency of interactive
applications, RaceMob uses an upper bound τ ≤ 200 ms;
for I/O bound applications, higher timeouts can be con-
figured. Second, the instrumentation at the user site dis-
ables schedule steering for a given race after a first steer-
ing attempt for a given race, regardless of whether it suc-
ceeded or not; this is particularly useful when the racing
accesses are in a tight loop. Steering is resumed when
a new value of τ comes in from the hive. It is certainly
possible that a later dynamic instance of the potentially
racing instruction might be able to exercise the desired
order, had steering not been disabled; nevertheless, in
our evaluation we found that RaceMob achieves higher
accuracy than state-of-the art data race detectors.

RaceMob monitors each user’s validation workload
and aims to balance the global load across the user pop-
ulation. Rebalancing does not require users to download
a new version of the program, but rather the hive sim-
ply toggles validation on/off at the relevant user sites. In
other words, each instance of the instrumented program
P′ is capable of validating, on demand, any of the races
found during the static phase—the hive instructs it which
race(s) is/are of interest to that instance of P′.

If an instance of P′ spends more time doing data race
validation than the overall average, then the hive redis-
tributes some of that instance’s validation tasks to other
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instances. Additionally, RaceMob reshuffles tasks when-
ever one program experiences more timeouts than the av-
erage. In this way, we reduce the number of outliers, in
terms of runtime overhead, during the dynamic phase.

Crowdsourcing offers RaceMob the opportunity to tap
into a large number of executions, which makes it pos-
sible to only perform a small amount of monitoring per
user site without harming the precision of detection. This
in turn reduces RaceMob’s runtime overhead, making it
more palatable to users and easier to adopt.

3.4 Reaching a Verdict

The hive receives from the instrumented program in-
stances three possible results: Race, NoRace, or Time-
out. After aggregating these over all users, the hive
reaches one of three verdicts: “True Race”, “Likely False
Positive”, or “Unknown” (Fig. 4). RaceMob does not
currently quantify its statistical confidence in these ver-
dicts, but this could easily be done.

True Race RaceMob decides a race candidate is a
true race whenever both the primary and the alternate
orders are executed at a user site, or when either of
the orders is executed with no intervening happens-
before relationship between the corresponding mem-
ory accesses. Among the true races, some can be
specification-violating races in the sense of [24] (e.g.,
that cause crash or deadlock). In the case of a crash, the
RaceMob instrumentation catches the SIGSEGV signal
and submits a crash report to the hive. In the case of an
unhandled SIGINT (e.g., the user pressed Ctrl-C), Race-
Mob prompts the user with a dialog asking whether the
program has failed to meet expectations. If yes, the hive
is informed that the enforced schedule leads to a specifi-
cation violation. Of course, users who find this kind of
“consequence reporting” too intrusive can disable sched-
ule steering altogether.

Likely False Positive RaceMob concludes that a po-
tential race is likely a false positive if at least one user
site reported a NoRace result to the hive (i.e., on-demand
race detection discovered a happens-before relationship
between the accesses in the primary or alternate). Race-
Mob cannot provide a definitive verdict on whether the
race is a false positive or not, because there might exist
some other execution in which the purported false posi-
tive proves to be a real race (e.g., due to an unobserved
input dependency). The “Likely False Positive” verdict,
especially if augmented with the number of correspond-
ing NoRace results received at the hive, can help devel-
opers decide whether to prioritize for fixing this partic-
ular race over others. RaceMob continues validation for

Unknown

True Race

Likely FP

Race

NoRace

Timeout

[δ<max]

Race

Timeout

[δ≥max]

Figure 4: The state machine used by the hive to reach

verdicts based on reports from program instances.

Transition edges are labeled with validation results

that arrive from instrumented program instances;

states are labeled with RaceMob’s verdict.

“Likely False Positive” data races for as long as the de-
velopers wishes.

Unknown As long as the hive receives no results from
the validation of a potential race r, the hive keeps the
status of the race “Unknown”. Similarly, if none of the
program instances report that they reached the maximum
timeout value, r’s status remains “Unknown”. How-
ever, if at least one instance reaches the maximum time-
out value for r, the corresponding report is promoted to
“Likely False Positive”.

The “True Race” verdict is definite: RaceMob has
proof of the race occurring in a real execution of the pro-
gram. The “Likely False Positive” verdict is probabilis-
tic: the more NoRace or Timeout reports are received
by the hive as a result of distinct executions, the higher
the probability that a race report is indeed a false pos-
itive, even though there is no precise probability value
that RaceMob assigns to this outcome.

4 Implementation

We implemented RaceMob in 4,147 lines of C++ (in-
strumentation code) and 2,850 lines of Python (hive and
user-side daemon). To reduce contention to a mini-
mum, the instrumentation uses thread-local data struc-
tures, synchronization operations partitioned by race re-
port, and C++11 weak atomic load/store operations that
rely on relaxed memory ordering. In this way, we avoid
introducing undue contention in the monitored applica-
tion; together with crowdsourcing, this is key to keep-
ing RaceMob’s runtime overhead low and to scaling to a
large number of application threads.

RaceMob can use any data race detector that outputs
data race candidates; preferably it should be complete
(i.e., not miss data races). We use RELAY, which ana-
lyzes programs that are turned into CIL, an intermediate
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language for C programs [34]. The instrumentation en-
gine at the hive is based on LLVM [26]. We wrote a 500-
LOC plugin that converts RELAY reports to the format
required by our instrumentation engine.

The instrumentation engine is an LLVM static analysis
pass. It avoids instrumenting empty loop bodies that have
a data race on a variable in the loop condition (e.g., of
the form while(notDone){}). These loops occur often
in ad-hoc synchronization [46]. Not instrumenting such
loops avoids excessive overhead that results from run-
ning the instrumentation frequently. When such loops
involve a data race candidate, they are reported by the
hive directly to developers. We encountered this situa-
tion in two of the programs we evaluated, and both cases
were true data races (thus validating prior work that ad-
vocates against ad-hoc synchronization [46]), so this op-
timization did not effect RaceMob’s accuracy.

Whereas Fig. 2 indicates three possible results from
user sites (Race, NoRace, and Timeout), our prototype
also implements a fourth one (NotSeen), to indicate that
a user site has not witnessed the race it was expected
to monitor. Technically, NotSeen can be inferred by the
hive from the absence of any other results. However, for
efficiency purposes, we have a hook at the exit of main,
as well as in the signal handlers, that send a NotSeen
message to the hive whenever the program terminates
without having made progress on the validation task.

Our prototype can be obtained from the RaceMob
website (http://dslab.epfl.ch/proj/racemob).

5 Evaluation

In this section, we address the following questions about
RaceMob: Can it effectively detect true races in real
code (§5.1)? Is it efficient (§5.2)? How does it com-
pare to state-of-the-art data race detectors (§5.3) and
interleaving-based concurrency testing tools (§5.4)? Fi-
nally, how does RaceMob scale with the number of
threads (§5.5)?

We evaluated RaceMob using a mix of server, desk-
top and scientific software: Apache httpd is a Web server
that serves around 65% of the Web [17]—we used the
mpm-worker module of Apache to operate it in multi-
threaded server mode and detected races in this spe-
cific module. SQLite [42] is an embedded database
used in Firefox, iOS, Chrome, and Android, and has
100% branch coverage with developer’s tests. Mem-
cached [12] is a distributed memory-object caching sys-
tem, used by Internet services like Twitter, Flickr, and
YouTube. Knot [43] is a web server. Pbzip2 [14] is a
parallel implementation of the popular bzip2 file com-
pressor. Pfscan [11] is a parallel file scanning tool that
provides the combined functionality of find, xargs,

and fgrep in a parallel way. Aget is a parallel vari-
ant of wget. Fmm, Ocean, and Barnes are applications
from the SPLASH suite [41]. Fmm and Barnes simulate
interactions of bodies, and Ocean simulates ocean move-
ments.

Our evaluation results are obtained primarily using a
test environment simulating a crowdsourced setting, and
we also have a small scale, real deployment of RaceMob
on our laptops. For the experiments, we use a mix of
workloads derived from actual program runs, test suites,
and test cases devised by us and other researchers [48].
We configured the hive to assign a single dynamic vali-
dation task per user at a time. Altogether, we have exe-
cution information from 1,754 simulated user sites. Our
test bed consists of a 2.3 GHz 48-core AMD Opteron
6176 machine with 512 GB of RAM running Ubuntu
Linux 11.04 and a 2 GHz 8-core Intel Xeon E5405 ma-
chine with 20 GB of RAM running Ubuntu Linux 11.10.
The hive is deployed on the 8-core machine, and the sim-
ulated users on both machines. The real deployment uses
ThinkPad laptops with Intel 2620M processors and 8 GB
of RAM, running Ubuntu Linux 12.04.

We used C programs in our evaluation because RE-
LAY operates on CIL, which does not support C++
code. Pbzip2 is a C++ program, but we converted it
to C by replacing references to STL vector with an
array-based implementation. We also replaced calls to
new/delete with malloc/free.

5.1 Effectiveness of Data Race Detection

To investigate whether RaceMob is an effective way to
detect data races, we look at whether RaceMob can de-
tect true data races, and whether its false positive and
false negative rates are sufficiently low.

RaceMob’s data race detection results are centralized
in Table 1. RaceMob detected a total of 106 data races in
ten programs. Four races in Pbzip2 caused the program
to crash, three races in SQLite caused the program to
hang, and one race in Aget caused a data corruption (that
we confirmed manually). The other races did not lead to
any observable failure. We manually confirmed that the
“True Race” verdicts are correct, and that RaceMob has
no false positives in our experiments.

The “Likely FP” row represents the races that Race-
Mob identified as likely false positives: (1) Not alias-

ing are reports with accesses that do not alias to the
same memory location at runtime; (2) Context are re-
ports whose accesses are only made by a single thread at
runtime; (3) Synchronization are reports for which, the
accesses are synchronized, an artifact that the static de-
tector missed. The first two sources of likely false posi-
tives (53% of all static reports) are identified using DCI,
whereas the last source (24% of all static reports) is iden-
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Program Apache SQLite Memcached Fmm Barnes Ocean Pbzip2 Knot Aget Pfscan

Size (LOC) 138,456 113,326 19,397 9,126 7,580 6,551 3,521 3,586 2,053 2,033

Race candidates 118 88 7 176 166 115 65 65 24 17

T
ru

e

R
a
ce

Causes hang 0 3 0 0 0 0 0 0 0 0
Causes crash 0 0 0 0 0 0 3 0 0 0
Both orders 0 0 1 5 10 0 2 0 0 0
Single order 8 0 0 53 6 3 4 2 4 2

L
ik

el
y

F
P

Not aliasing 10 31 0 33 65 13 0 18 2 0
Context 61 10 2 61 28 42 21 28 10 4
Synchronization 1 37 3 10 49 47 34 13 7 11

Unknown 38 7 1 14 8 10 1 4 1 0

Table 1: Data race detection with RaceMob. The static phase reports Race candidates (row 2). The dynamic

phase reports verdicts (rows 3-10). Causes hang and Causes crash are races that caused the program to hang or

crash. Single order are true races for which either the primary or the alternate executed (but not both) with no

intervening synchronization; Both orders are races for which both executed without intervening synchroniza-

tion.

tified using on demand race detection. In total, 77% of
all statically detected races are likely false positives.

As we discussed in §3.4, RaceMob’s false negative
rate is determined by its static data race detector. We
manually verified that none of RELAY’s sources of false
negatives (i.e., inline assembly and pointer arithmetic)
are present in the programs in our evaluation. Further-
more, Chimera [27], a deterministic record/replay sys-
tem, relies on RELAY; for deterministic record/replay to
work, all data races must be detected; in Chimera’s eval-
uation (which included Apache, Pbzip2, Knot, Ocean,
Pfscan, Aget), RELAY did not have any false nega-
tives [27]. We therefore cautiously conclude that Race-
Mob’s static phase had no false negatives in our evalua-
tion. However, this does not exclude the possibility that
for other programs there do exist false negatives.

For all the programs, we initially set the timeout for
schedule steering to τ = 1 ms. As timeouts fired during
validation, the hive increased the timeout 50 ms at a time,
up to a maximum of 200 ms. Developers may choose to
adapt this basic scheme depending on the characteristics
of their programs. For instance, the timeout could be
increased multiplicatively instead of linearly.

In principle, false negatives may also arise from τ be-
ing too low or from there being insufficient executions
to prove a true race. We increased τ in our experiments
by 4×, to check if this would alter our results, and the
final verdicts were the same. After manually examining
races that were not encountered during dynamic valida-
tion, we found that they were either in functions that are
never called but are nonetheless linked to the programs,
or they are not encountered at runtime due to the work-
loads used in the evaluation.

5.2 Efficiency

The more efficient a detector is, the less runtime over-
head it introduces, i.e., the less it slows down a user’s ap-
plication (as a percentage of uninstrumented execution).
The static detection phase is offline, and it took less than
3 minutes for all programs, except Apache and SQLite,
for which it took less than 1 hour. Therefore, in this sec-
tion, we focus on the dynamic phase.

A
pa

ch
e

S
Q

L
it

e

M
em

ca
ch

ed

F
m

m

B
ar

ne
s

O
ce

an

P
bz

ip
2

K
no

t

A
ge

t

P
fs

ca
n

1.74 1.60 0.10 4.54 2.98 2.05 2.90 1.27 3.00 3.03

Table 2: Runtime overhead of race detection as a per-

centage of uninstrumented execution. Average over-

head is 2.32%, and maximum overhead is 4.54%.

Table 2 shows that runtime overhead of RaceMob is
typically less than 3%. The static analysis used to re-
move instrumentation from empty loop bodies reduced
our worst case overhead from 25% to 4.54%. The high-
est runtime overhead is 4.54%, in the case of Fmm,
a memory-intensive application that performs repetitive
computations, which gives the instrumentation more op-
portunity to introduce overhead. Our results suggest that
there is no correlation between the number of race can-
didates (row 2 in Table 1) and the runtime overhead (Ta-
ble 2)—overhead is mostly determined by the frequency
of execution of the instrumentation code.

The overhead introduced by RaceMob is due to the
instrumentation plus the overhead introduced by valida-
tion (DCI, on-demand detection, and schedule steering).
Fig. 5 shows the breakdown of overhead for our ten tar-
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Program Apache SQLite Memcached Fmm Barnes Ocean Pbzip2 Knot Aget Pfscan

RaceMob 8 3 1 58 16 3 9 2 4 2
TSAN 8 3 0 58 16 3 9 2 2 1
RELAY 118 88 7 176 166 115 65 157 256 17

Table 3: Race detection results with RaceMob, ThreadSanitizer (TSAN), and RELAY. Each cell shows the num-

ber of reported races. The data races reported by RaceMob and TSAN are all true data races. The only true

data races among the ones detected by RELAY are the ones in the row “RaceMob”. To the best of our knowledge,

two of the data races that cause a hang in SQLite were not previously reported.

get programs. We find that the runtime overhead without
detection is below 1% for all cases, except the memory-
intensive Fmm application, for which it is 2.51%. We
conclude that, in the common case when a program is in-
strumented by RaceMob but no detection is performed,
the runtime overhead is negligible; this property is what
makes RaceMob suitable for always-on operation.
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Figure 5: Breakdown of average overhead into

instrumentation-induced overhead and detection-

induced overhead.

The dominant component of the overhead of race de-
tection (the black portion of the bars in Fig. 5) is due to
dynamic data race validation. The effect of DCI is negli-
gible: it is below 0.1% for all cases; thus, we don’t show
it in Fig. 5. Therefore, it is feasible to leave DCI on for
all executions. This can help RaceMob to promote a race
from “Likely FP” to “True Race” with low overhead.

If RaceMob assigns more than one validation task at
a time per user, the aggregate overhead that a user ex-
periences will increase. In such a scenario, the user
site would pick a validation candidate at runtime de-
pending on which potentially racing access is executed.
This scheme introduces a lookup overhead to determine
at runtime which racing access is executed, however, it
would not affect the per-race overhead, because of Race-
Mob’s on-demand race detection algorithm.

5.3 Comparison to Other Detectors

In this section, we compare RaceMob to state-of-the art
dynamic, static, and sampling-based race detectors.

We compare RaceMob to the RELAY static data race
detector [44] and to ThreadSanitizer [40] (TSAN),
an open-source dynamic race detector developed by
Google. We also compare RaceMob to PACER [6], a
sampling-based race detector. Our comparison is in
terms of detection results and runtime overhead. We
do not compare to LiteRace, which is another sampling-
based data race detector, because LiteRace has higher
overhead and lower data race detection coverage than
PACER [31]. The detection results are shown in Table 3.

5.3.1 Comparative Accuracy

We first compared RaceMob to TSAN by detecting races
for all the test cases that were available to us, except
for the program executions from the real deployment of
RaceMob, because we do not record real user execu-
tions. RaceMob detected 4 extra races relative to TSAN:
For Memcached and Pfscan, RaceMob detected, with the
help of schedule steering, 2 races missed by TSAN. Race-
Mob also detected 2 input-dependent races in Aget that
were missed by TSAN (of which one causes Aget to cor-
rupt data), because RaceMob had access to executions
from the real deployment, which were not accessible to
TSAN. These races required the user to manually abort
and restart Aget. For 3 races in Pbzip2, RaceMob trig-
gered a particular interleaving that caused the program to
crash as a result of schedule steering, which did not hap-
pen in the case of TSAN. Furthermore, we have not ob-
served any crash during detection with TSAN; this shows
that, without schedule steering, the consequences of a
detected race may remain unknown.

Note that we give TSAN the benefit of access to all
executions that RaceMob has access to (except the ex-
ecutions from the real users). This is probably overly
generous, because in reality, dynamic race detection is
not crowdsourced, so one would run TSAN on fewer ex-
ecutions and obtain lower data race detection coverage
than shown here. We did not use TSAN’s hybrid data
race detection algorithm, because it is known to report
false positives and therefore lower the accuracy of data
race detection.

RELAY typically reports at least an order of magnitude
more races than the real races reported by RaceMob, with
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Program Aggregate overhead

with RaceMob [ #

of race candidates ×

# of users ] in %

TSAN user-

perceived

overhead in

%

Apache 339.30 25,207.79
SQLite 281.60 1,428.57
Memcached 2.20 3,102.32
Fmm 1,598.08 47,888.07
Barnes 989.36 30,640.00
Ocean 360.70 3,069.39
Pbzip2 377.00 3,001.00
Knot 165.10 751.47
Aget 144.00 184.22
Pfscan 103.20 13,402.15

Table 4: RaceMob aggregate overhead vs. TSAN’s

average overhead, relative to uninstrumented execu-

tion. RaceMob’s aggregate overhead is across all the

executions for all users. For TSAN, we report the aver-

age overhead of executing all the available test cases.

no indication of whether they are true races or not. Con-
sequently, the developers would not have information on
how to prioritize their bug fixing. This would in turn im-
pact the users, because it might take longer to remove the
data races with severe consequences. The benefit of tol-
erating a 2.32% average detection overhead with Race-
Mob is that race detection results are more detailed and
helpful. To achieve a similar effect as RaceMob, static
data race detectors use unsound heuristics to prune some
race reports, and thus introduce false negatives.

5.3.2 Comparative Overhead

RELAY’s static data race detection is offline, and the
longest detection we measured was below 1 hour.

We compared the overheads of dynamic race detec-
tion in RaceMob and TSAN. We chose TSAN because it
is freely available, actively maintained, and works for C
programs. The results are shown in Table 4. The average
overhead of TSAN ranged from almost 49× for Fmm to
1.84× for Aget. The average overhead of RaceMob per
user is about three orders of magnitude less than that of
TSAN for all three programs.

The aggregate overhead of RaceMob represents the
sum of all the overheads of all the executions at all the
user sites. It represents RaceMob’s overall overhead for
detecting the data races in row 2 of Table 3. We com-
pare RaceMob’s aggregate overhead to TSAN’s overhead
because these overheads represent what both tools incur
for all the races they detect. The aggregate overhead of
RaceMob is an order of magnitude less than the overhead
of TSAN. This demonstrates that mere crowdsourcing of
TSAN would not be enough to reduce its overhead (it
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to monitor.

would still be one order of magnitude away from Race-
Mob), and so the other techniques proposed in RaceMob
are necessary too.

In particular, there are two other factors that contribute
to lower overhead: the static race detection phase and
the lightweight dynamic validation phase. The contri-
bution of each such phase depends on whether the ap-
plication for which RaceMob performs race detection
is synchronization-intensive or not. To show the ben-
efit of each phase, we picked Ocean (synchronization-
intensive) and Pbzip2 (uses less synchronization), and
measured the contribution of each phase.

The results are shown in Fig. 6. This graph shows how
the overhead of full dynamic detection reduces with each
phase. The contribution of static race detection is more
significant for Pbzip2 in comparison to Ocean. This is
because, for Pbzip2, narrowing down the set of accesses
to be monitored has a good enough contribution. On
the other hand, Ocean benefits more from DCI and on-
demand race detection, because static data race detec-
tion is inaccurate in this case (and is mitigated by DCI),
and Ocean employs heavy synchronization (mitigated by
on-demand data race detection). Thus, we conclude that
both the static race detection phase and DCI followed by
on-demand race detection are essential to lowering the
overhead of aggregate race detection in the general case.

We also compared the runtime overhead with PACER,
a sampling-based data race detector. We do not have ac-
cess to a PACER implementation for C/C++ programs;
therefore, we modified RaceMob to operate like PACER.
We allow PACER to have access to the static race de-
tection results from RELAY, and we assumed PACER
starts sampling whenever a potential racing access is per-
formed (as in RaceMob) rather than at a random time.
We refer to our version of PACER as PACER-SA.

PACER-SA’s runtime overhead is an order of
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magnitude larger than that of RaceMob for non-
synchronization-intensive programs: 21.56% on average
for PACER-SA vs. 2.32% for RaceMob. RaceMob has
lower overhead mainly because it performs race detec-
tion selectively: it does not perform on-demand race de-
tection for every potential race detected statically, rather
it only does so after DCI has proven that the relevant ac-
cesses can indeed alias and that they indeed can occur
in a multithreaded context. Table 1 shows that DCI ex-
cludes on this basis more than half the race candidates
from further analysis.

For synchronization-intensive programs, like Fmm,
Ocean and Barnes, PACER-SA’s overhead can become up
to two orders of magnitude higher than that of RaceMob.
This is due to the combined effect of DCI and on-demand
race detection. The latter factor is more prominent for
synchronization-intensive applications. To illustrate this,
we picked Fmm and used RaceMob and PACER-SA to
detect races. For typical executions of 200 msec, where
we ran Fmm with its default workload, Fmm performed
around 15,000 synchronization operations, which incur
a 200% runtime overhead with PACER-SA compared to
4.54% with RaceMob.

We conclude that, even if PACER-SA’s performance
might be considered suitable for production use for non-
synchronization-intensive programs, it is prohibitively
high in the case of synchronization-intensive programs.
This is despite giving the benefit of a static race detec-
tion phase to vanilla PACER. PACER could have lower
overhead than RaceMob if it stopped sampling soon af-
ter having started and before even detecting a data race,
but it would of course also detect fewer data races.

This section showed that RaceMob detects more true
races than state-of-the art detectors while not introducing
additional false negatives relative to what the static race
detectors already do. It also showed that RaceMob’s run-
time overhead is lower than state-of-the-art detectors.

5.4 Concurrency Testing Tools

A concurrency testing tool can be viewed as a type of
race detector, and vice versa. In this vein, one could
imagine using RaceMob for testing, by using schedule
steering (§3.2.3) to explore races that may otherwise be
hard to witness and that could lead to failures. As a sim-
ple test, we ran SQLite with the test cases used in our
evaluation 10,000 times and never encountered any hang
when not instrumented. When running it under Race-
Mob, we encountered 3 hangs within 176 executions.
Similarly, we ran the Pbzip2 test cases 10,000 times and
never encountered a crash, but RaceMob caused the oc-
currence of 4 crashes within 130 executions. This sug-
gests that RaceMob could also be used as a testing tool
to quickly identify and prioritize data race bugs.
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Figure 7: Concurrency testing benchmarks: bench1

is shown in Fig. 1, thus not repeated here. In bench2,

the accesses to x in T0 and T2 can race, but the long

sleep in T2 and T3 causes the signal-wait and lock-

unlock pairs to induce a happens-before edge between

T0 and T3. bench3 has a similar situation to bench2. In

bench4, the accesses to variables x,y,z from T0 and T1

are racing if the input is either in1, in2, or in3.

Existing concurrency testing tools perform an analysis
similar to schedule steering to detect and explore races.
In the rest of this section we compare RaceMob to two
such state-of-the-art tools: RaceFuzzer [39] and Por-
tend [24]. These tools were not intended for use in pro-
duction, and thus have high overheads (up to 200× for
RaceFuzzer and up to 5,000× for Portend), so we do not
compare on overhead, but focus instead on comparing
their respective data race detection coverage.

RaceFuzzer works in two stages: First, it uses impre-
cise hybrid race detection [36] to detect potential races
in a program and instrument them. Second, it uses a
randomized analysis to determine whether these poten-
tial races are actual races. Portend uses precise happens-
before dynamic race detection and explores a detected
race’s consequences along multiple paths and schedules.

To compare data race detection coverage, we use
benchmarks bench1, bench2, bench3 (taken from Google
TSAN) and bench4 (taken from the Portend paper [24]).
The bench4 benchmark has three races that only manifest
under specific inputs in1, in2, and in3. Simplified ver-
sions of the benchmarks are shown in Fig. 7 and Fig. 1.

The RaceFuzzer implementation is not available, so
we simulate it: we use TSAN in imprecise hybrid
mode, as done in RaceFuzzer, and then implement Race-
Fuzzer’s random scheduler. The results appear in Ta-
ble 5. For bench1, bench2, and bench3, RaceFuzzer per-
forms as well as RaceMob in terms of data race detection
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Figure 8: Data race detection coverage for RaceMob

vs. RaceFuzzer. To do as well as RaceMob, Race-

Fuzzer must have a priori access to all test cases (the

RaceFuzzer3 curve).

coverage. For bench4, RaceFuzzer’s data race detection
coverage varies between 0/3− 3/3.

Tool bench1 bench2 bench3 bench4

RaceMob 1 / 1 1 / 1 1 / 1 3 / 3
RaceFuzzer 1 / 1 1 / 1 1 / 1 0 – 3 / 3
Portend 0 / 1 0 / 1 0 / 1 3 / 3

Table 5: RaceMob vs. concurrency testing tools: Ra-

tio of races detected in each benchmark to the total

number of races in that benchmark.

To understand this variation, we run the following ex-
periment: we assume that initially neither tool has access
to any test case with input in1, in2, or in3. Thus, Race-
Fuzzer cannot detect any race, so it cannot instrument
the racing accesses, and generates an instrumented ver-
sion of bench4 we call RaceFuzzer0. RaceMob, however,
detects all three potential races in bench4, thanks to static
race detection, and instruments bench4 at the potentially
racing accesses. If we allow RaceFuzzer to see a test with
input in1, then it generates a version of bench4 we call
RaceFuzzer1; if we allow it to see both a test with input
in1 and in2, then it generates RaceFuzzer2. RaceFuzzer3

corresponds to having seen all three inputs.
We run both RaceFuzzer’s and RaceMob’s versions of

the instrumented benchmark and plot data race detec-
tion coverage in Fig. 8. When run on random inputs
different from in1, in2, and in3, neither tool finds any
race (0/3), as expected. When given input in1, RaceMob
finds the race, RaceFuzzer0 doesn’t, but RaceFuzzer1,
RaceFuzzer2, and RaceFuzzer3 do. And so on.

Of course, giving RaceFuzzer the benefit of access
in advance to all test cases is overly generous, but this
experiment serves to illustrate how the tool works. In
contrast, RaceMob achieves data race detection cover-
age proportional to the number of runs with different in-
puts in1, in2, in3, irrespective of which test cases were

available initially, since it performs static race detection
to identify potential races. RaceFuzzer could potentially
miss all input-dependent races even when the program
under test is run with the inputs that expose such races,
because it may have missed those races in its initial in-
strumentation stage. However, this is not a fundamen-
tal shortcoming: it is possible to mitigate it by replacing
RaceFuzzer’s dynamic data race detection phase with a
static data race detector.

The results of the comparison with Portend appear
in Table 5. Portend discovered all the input-dependent
races in bench4, but failed to detect the races in the other
benchmarks, because it employs a precise dynamic de-
tector. RaceMob detects all three test cases for bench4,
as well as all the races in all the other benchmarks.

5.5 Scalability with Application Threads

RaceMob uses atomic operations to update internal
shared structures related to dynamic data race valida-
tion and signal-wait synchronization to perform schedule
steering; in this section, we analyze the effect these op-
erations have on RaceMob’s scalability as the number of
application threads increases.

We configured multiple clients to concurrently request
a 10 MB file from Apache and Knot using the Apache
benchmarking tool ab. For SQLite and Memcached, we
inserted, modified, and removed 5,000 items from the
database and the object cache, respectively. We used
Pbzip2 to decompress a 100 MB file. For Ocean, we sim-
ulated currents in a 256×256 ocean grid. For Barnes, we
simulated interactions of 16,384 bodies (default number
for Barnes). We varied the number of threads from 2 –
32. For all programs, we ran the instrumented versions
of the programs while performing data race detection and
measured the overhead relative to uninstrumented ver-
sions on the 8-core machine.
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Figure 9: RaceMob scalability: Induced overhead as

a function of the number of application threads.

Fig. 9 shows the results. We expected RaceMob’s
overhead to become less visible after the thread count
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reached the core count. We wanted to verify this, and
that is why we used the 8-core machine. For instance,
for Apache the overhead is 1.16% for 2 threads, it
slightly rises to its largest value of 2.31% for 8 threads,
and then it decreases as the number of threads exceeds
the number of cores. We observe a similar trend for
all other applications. We conclude that RaceMob’s
runtime overhead remains low as the number of threads
in the test programs increases.

6 Discussion

In this section we discuss some remaining open questions
and RaceMob’s limitations.

Why would application users want to use RaceMob?

RaceMob can make the life of some users harder: it in-
troduces some overhead (in our opinion negligible), and
the use of schedule steering (§3.2.3) may trigger races
with unpleasant effects that would otherwise not occur
(although schedule steering is a configurable option). On
the upside, once a user encounters a true race, the devel-
oper immediately learns about it and can fix it, instead of
having to wait for users to report it and then spend time
diagnosing it (which can take on the order of weeks [16]).
This benefits the entire user community, and it amortizes
the cost of detection across all members. For individ-
ual motivation, we envision developers offering rewards
to users who find true races, similar to how users are
rewarded in distributed DES and RSA cracking efforts
or in Folding@home [1] or SETI@home [2]. Rewards
could consist of free upgrades or trials, or “badges of
honor” in the case of open-source software. RaceMob
can additionally be employed for beta testers (e.g., Win-
dows 7 had over 8 million beta testers [3]).

Per-user vs. aggregate overhead In order for the user
community to get the benefits outlined above, it expends
in aggregate a fair amount of CPU time and energy, even
though to the individual user this is likely negligible.
It is unclear how to quantify this trade-off, when this
expenditure is set against the costs of delayed fixing of
data race bugs. For example, multiple users losing data
due to a given race may expend more energy recovering
their lost work than participating in RaceMob. Some
failures, such as security breaches using a race-based
exploit [47], may have exorbitant cost. We do expect
aggregate overhead for a given program to reduce over
time and asymptotically reach zero, as data races are
progressively eradicated from the software, so perhaps
the trade-off is favorable to RaceMob in the long run.

Will RaceMob replace in-house testing? We view
RaceMob as complementing existing testing techniques
and making them more potent. For example, RaceMob
can augment both the code and schedule coverage ob-
tained by in-house testing, by “harvesting” executions
that emerge naturally during real use but that are not part
of the developers’ test suite.

Will RaceMob encourage developers to release buggy

software? We doubt developers would start relying on
RaceMob to find bugs they could otherwise find on their
own. Today developers release software with data race
bugs not because they have an incentive to do so, but be-
cause they lack the right tools to productively find these
bugs. We believe most developers want to improve their
code, and RaceMob offers them help in deploying soft-
ware that is free of data race bugs.

There is an exponentially large space of program

states and schedules; can users’ hardware make a dif-

ference? RaceMob’s static race detection phase sub-
stantially reduces the exponential search space in code
paths and possible schedules. In fact, the space that
users’ machines need to search is related more to the
number of race candidates output by the static detector
than by the size of the program. Note that RaceMob does
not have to explore all possible paths and thread sched-
ules, but rather only those that are relevant: the ones ex-
perienced by real users. Finally, an application’s user
population typically has a lot more hardware at its dis-
posal than what the developer can devote to testing, es-
pecially with the rise of mobile devices (by the end of
this year, the number of mobile devices is expected to
surpass the size of the human population [8]).

Which are the limitations of RaceMob? Like any
race detector, RaceMob must be explicitly made aware
of all synchronization constructs, otherwise it may report
legitimate synchronization constructs (e.g., the use of
lock-free algorithms) as races. RaceMob recognizes the
ad-hoc synchronization mechanisms described in [46].

A crowdsourced framework like RaceMob has certain
privacy implications. For the case of data race detection,
we believe these implications are minimal, but we are
nevertheless looking into ways of quantifying the bal-
ance between privacy and the amount of execution in-
formation sent from users to the hive. Enabling an ap-
plication to be controlled remotely by the hive may be
problematic as well, though the developer (who operates
the hive) is typically trusted by the users of his/her code.

Finally, RaceMob has no provisions for thwarting ma-
licious users who send false results to the hive in order
to fool it. One possibility is to cross-check results across
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multiple reporting users, to achieve some statistical con-
fidence in their veracity. Alternatively, the hive could
“test” individual users by sending validation tasks for
races it already has a certain verdict for, and checking if
the user validation result is correct; dishonest users can
be removed from the system. Other options include trust-
ing only verified user accounts (as in the case of verified
beta testers) as well as using various reputation systems.

7 Related Work

RaceMob’s crowdsourcing approach is in part inspired
by cooperative bug isolation (CBI) [28]. CBI collects
various information about program execution at user
sites from both failing and successful runs to identify the
likely causes of failures. The first system that detected
concurrency bugs in a collaborative setup was CCI [21].
CCI extended CBI to gather information pertaining to
concurrency bugs. Both CBI and CCI detect bugs that
cause software failures. RaceMob targets a different
problem: detecting all data races in a program, most of
which only rarely cause visible failures.

RaceMob is inspired in part by Windows Error Re-
porting (WER) [15], a large collaborative error reporting
system developed by Microsoft. WER collects informa-
tion (e.g., coredumps) after a crash, in order to prioritize
potential bugs. In some sense, WER implicitly crowd-
sources program executions and gathers reports after
crashes, then formulates a hypothesis about a potential
bug. This hypothesis has to be validated manually. Race-
Mob reverses this process: it formulates the hypothesis
prior to crowdsourcing (based on static analysis) and
then uses crowdsourcing to automatically validate it.

Crowdsourcing has the same effect as sampling, in
that it reduces the runtime overhead either by perform-
ing data race detection using temporal sampling (for a
certain time interval, e.g., as in PACER [6]), or using spa-
tial sampling (for certain accesses in the program, e.g.,
as in LiteRace [31]). RaceMob achieves spatial sam-
pling by crowdsourcing and temporal sampling by on-
demand data race detection. RaceMob’s static race de-
tection phase further improves upon traditional tempo-
ral sampling by allowing RaceMob to determine when to
start sampling.

Prior research combined static and dynamic analysis
to perform data race detection. Goldilocks [9] and Choi
et al. [7] used a static thread escape analysis phase
to eliminate the need to track thread-local variables.
RaceMob takes a similar approach to these tools, but
uses a complete detector—which is more accurate than
just using thread escape analysis—to detect all data
races. It then uses on-demand data race detection and
crowdsourcing to achieve lower runtime overhead than
these tools.

Schedule steering was previously used to analyze the
consequences of known data races (i.e., data races pre-
viously detected using dynamic detectors) [33, 39, 24].
However, schedule steering by itself is not enough to
find a data race—either because the accesses may need
to happen closer together in time, or because the ac-
cesses will only race in particular environments and in-
puts. RaceMob focuses on accurately detecting data
races (rather than just analyzing their consequences)
by using on-demand data race detection in addition to
schedule steering, and uses static race detection results as
hints for which memory accesses to reorder during race
detection.

Exterminator [35] was the first system to propose col-
laborative bug fixing for memory errors. Aviso [30] pro-
posed a collaborative approach for fixing concurrency
bugs. Although RaceMob focuses on collaborative de-
tection instead of fixing, it could be integrated with
CFix [22], an automated concurrency bug fixing tool, to
avoid racing thread interleavings.

8 Conclusion

In this paper, we described RaceMob, a crowdsourcing-
based approach for better data race detection: it em-
ploys static analysis to find candidates for data races, and
then dynamically validates these candidates by leverag-
ing execution information from all its users. This two-
phase static–dynamic approach for detecting data races
was shown to work on several real-world programs and
systems; it has higher accuracy and lower overhead than
the state of the art. We described a new algorithm for dy-
namically validating data races on-demand, and a crowd-
sourcing framework that, unlike traditional testing, taps
directly into real user executions to detect data races.
Overall, RaceMob detected 106 real data races in ten pro-
grams, with an average runtime overhead of 2.32%.
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Abstract
Many “big data” applications must act on data in real
time. Running these applications at ever-larger scales re-
quires parallel platforms that automatically handle faults
and stragglers. Unfortunately, current distributed stream
processing models provide fault recovery in an expen-
sive manner, requiring hot replication or long recovery
times, and do not handle stragglers. We propose a new
processing model, discretized streams (D-Streams), that
overcomes these challenges. D-Streams enable a par-
allel recovery mechanism that improves efficiency over
traditional replication and backup schemes, and tolerates
stragglers. We show that they support a rich set of oper-
ators while attaining high per-node throughput similar
to single-node systems, linear scaling to 100 nodes, sub-
second latency, and sub-second fault recovery. Finally,
D-Streams can easily be composed with batch and in-
teractive query models like MapReduce, enabling rich
applications that combine these modes. We implement
D-Streams in a system called Spark Streaming.

1 Introduction
Much of “big data” is received in real time, and is most
valuable at its time of arrival. For example, a social net-
work may wish to detect trending conversation topics in
minutes; a search site may wish to model which users
visit a new page; and a service operator may wish to
monitor program logs to detect failures in seconds. To
enable these low-latency processing applications, there
is a need for streaming computation models that scale
transparently to large clusters, in the same way that batch
models like MapReduce simplified offline processing.

Designing such models is challenging, however, be-
cause the scale needed for the largest applications (e.g.,
realtime log processing or machine learning) can be hun-
dreds of nodes. At this scale, two major problems are
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faults and stragglers (slow nodes). Both problems are in-
evitable in large clusters [11], so streaming applications
must recover from them quickly. Fast recovery is even
more important in streaming than it was in batch jobs:
while a 30 second delay to recover from a fault or strag-
gler is a nuisance in a batch setting, it can mean losing
the chance to make a key decision in a streaming setting.

Unfortunately, existing streaming systems have
limited fault and straggler tolerance. Most dis-
tributed streaming systems, including Storm [36],
TimeStream [32], MapReduce Online [10], and stream-
ing databases [5, 8, 9], are based on a continuous op-
erator model, in which long-running, stateful operators
receive each record, update internal state, and send new
records. While this model is quite natural, it makes it
difficult to handle faults and stragglers.

Specifically, given the continuous operator model,
systems perform recovery through two approaches [19]:
replication, where there are two copies of each node
[5, 33], or upstream backup, where nodes buffer sent
messages and replay them to a new copy of a failed node
[32, 10, 36]. Neither approach is attractive in large clus-
ters: replication costs 2× the hardware, while upstream
backup takes a long time to recover, as the whole system
must wait for a new node to serially rebuild the failed
node’s state by rerunning data through an operator. In ad-
dition, neither approach handles stragglers: in upstream
backup, a straggler must be treated as a failure, incur-
ring a costly recovery step, while replicated systems use
synchronization protocols like Flux [33] to coordinate
replicas, so a straggler will slow down both replicas.

This paper presents a new stream processing model,
discretized streams (D-Streams), that overcomes these
challenges. Instead of managing long-lived operators,
the idea in D-Streams is to structure a streaming compu-
tation as a series of stateless, deterministic batch compu-
tations on small time intervals. For example, we might
place the data received every second (or every 100ms)
into an interval, and run a MapReduce operation on each
interval to compute a count. Similarly, we can run a
rolling count over several intervals by adding the new
count from each interval to the old result. By structuring
computations this way, D-Streams make (1) the state at
each timestep fully deterministic given the input data,
forgoing the need for synchronization protocols, and (2)
the dependencies between this state and older data visi-
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ble at a fine granularity. We show that this enables pow-
erful recovery mechanisms, similar to those in batch sys-
tems, that outperform replication and upstream backup.

There are two challenges in realizing the D-Stream
model. The first is making the latency (interval granu-
larity) low. Traditional batch systems, such as Hadoop,
fall short here because they keep state in replicated,
on-disk storage systems between jobs. Instead, we use
a data structure called Resilient Distributed Datasets
(RDDs) [42], which keeps data in memory and can re-
cover it without replication by tracking the lineage graph
of operations that were used to build it. With RDDs, we
show that we can attain sub-second end-to-end latencies.
We believe that this is sufficient for many real-world
big data applications, where the timescale of the events
tracked (e.g., trends in social media) is much higher.

The second challenge is recovering quickly from
faults and stragglers. Here, we use the determinism of
D-Streams to provide a new recovery mechanism that
has not been present in previous streaming systems: par-
allel recovery of a lost node’s state. When a node fails,
each node in the cluster works to recompute part of the
lost node’s RDDs, resulting in significantly faster recov-
ery than upstream backup without the cost of replication.
Parallel recovery was hard to perform in continuous pro-
cessing systems due to the complex state synchroniza-
tion protocols needed even for basic replication (e.g.,
Flux [33]),1 but becomes simple with the fully determin-
istic D-Stream model. In a similar way, D-Streams can
recover from stragglers using speculative execution [11],
while previous streaming systems do not handle them.

We have implemented D-Streams in a system called
Spark Streaming, based on the Spark engine [42]. The
system can process over 60 million records/second on
100 nodes at sub-second latency, and can recover from
faults and stragglers in sub-second time. Spark Stream-
ing’s per-node throughput is comparable to commercial
streaming databases, while offering linear scalability to
100 nodes, and is 2–5× faster than the open source
Storm and S4 systems, while offering fault recovery
guarantees that they lack. Apart from its performance,
we illustrate Spark Streaming’s expressiveness through
ports of two real applications: a video distribution mon-
itoring system and an online machine learning system.

Finally, because D-Streams use the same processing
model and data structures (RDDs) as batch jobs, a pow-
erful advantage of our model is that streaming queries
can seamlessly be combined with batch and interactive
computation. We leverage this feature in Spark Stream-
ing to let users run ad-hoc queries on streams using
Spark, or join streams with historical data computed as
an RDD. This is a powerful feature in practice, giving

1 The only parallel recovery algorithm we are aware of, by Hwang
et al. [20], only tolerates one node failure and cannot handle stragglers.

users a single API to combine previously disparate com-
putations. We sketch how we have used it in our applica-
tions to blur the line between live and offline processing.

2 Goals and Background
Many important applications process large streams of
data arriving in real time. Our work targets applications
that need to run on tens to hundreds of machines, and tol-
erate a latency of several seconds. Some examples are:
• Site activity statistics: Facebook built a distributed

aggregation system called Puma that gives advertis-
ers statistics about users clicking their pages within
10–30 seconds and processes 106 events/s [34].

• Cluster monitoring: Datacenter operators often col-
lect and mine program logs to detect problems, using
systems like Flume [3] on hundreds of nodes [16].

• Spam detection: A social network such as Twitter
may wish to identify new spam campaigns in real
time using statistical learning algorithms [38].

For these applications, we believe that the 0.5–2 sec-
ond latency of D-Streams is adequate, as it is well below
the timescale of the trends monitored. We purposely do
not target applications with latency needs below a few
hundred milliseconds, such as high-frequency trading.

2.1 Goals

To run these applications at large scales, we seek a sys-
tem design that meets four goals:

1. Scalability to hundreds of nodes.

2. Minimal cost beyond base processing—we do not
wish to pay a 2× replication overhead, for example.

3. Second-scale latency.

4. Second-scale recovery from faults and stragglers.

To our knowledge, previous systems do not meet these
goals: replicated systems have high overhead, while up-
stream backup based ones can take tens of seconds to re-
cover lost state [32, 40], and neither tolerates stragglers.

2.2 Previous Processing Models

Though there has been a wide set of work on distributed
stream processing, most previous systems use the same
continuous operator model. In this model, streaming
computations are divided into a set of long-lived state-
ful operators, and each operator processes records as
they arrive by updating internal state (e.g., a table track-
ing page view counts over a window) and sending new
records in response [9]. Figure 1(a) illustrates.

While continuous processing minimizes latency, the
stateful nature of operators, combined with nondeter-
minism that arises from record interleaving on the net-
work, makes it hard to provide fault tolerance efficiently.
Specifically, the main recovery challenge is rebuilding
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(a) Continuous operator processing model. Each node con-
tinuously receives records, updates internal state, and emits
new records. Fault tolerance is typically achieved through
replication, using a synchronization protocol like Flux or
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the same order (e.g., when they have multiple parent nodes).
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(b) D-Stream processing model. In each time interval, the
records that arrive are stored reliably across the cluster to form
an immutable, partitioned dataset. This is then processed via
deterministic parallel operations to compute other distributed
datasets that represent program output or state to pass to the
next interval. Each series of datasets forms one D-Stream.

Figure 1: Comparison of traditional record-at-a-time stream processing (a) with discretized streams (b).

the state of operators on a lost, or slow, node. Previ-
ous systems use one of two schemes, replication and
upstream backup [19], which offer a sharp tradeoff be-
tween cost and recovery time.

In replication, which is common in database systems,
there are two copies of the processing graph, and input
records are sent to both. However, simply replicating the
nodes is not enough; the system also needs to run a syn-
chronization protocol, such as Flux [33] or Borealis’s
DPC [5], to ensure that the two copies of each operator
see messages from upstream parents in the same order.
For example, an operator that outputs the union of two
parent streams (the sequence of all records received on
either one) needs to see the parent streams in the same
order to produce the same output stream, so the two
copies of this operator need to coordinate. Replication
is thus costly, though it recovers quickly from failures.

In upstream backup, each node retains a copy of the
messages it sent since some checkpoint. When a node
fails, a standby machine takes over its role, and the
parents replay messages to this standby to rebuild its
state. This approach thus incurs high recovery times,
because a single node must recompute the lost state
by running data through the serial stateful operator
code. TimeStream [32] and MapReduce Online [10]
use this model. Popular message queueing systems, like
Storm [36], also use this approach, but typically only
provide “at-least-once” delivery for messages, relying
on the user’s code to handle state recovery.2

More importantly, neither replication nor upstream
backup handle stragglers. If a node runs slowly in the
replication model, the whole system is affected because

2 Storm’s Trident layer [25] automatically keeps state in a repli-
cated database instead, writing updates in batches. This is expensive,
as all updates must be replicated transactionally across the network.

of the synchronization required to have the replicas re-
ceive messages in the same order. In upstream backup,
the only way to mitigate a straggler is to treat it as a fail-
ure, which requires going through the slow state recov-
ery process mentioned above, and is heavy-handed for a
problem that may be transient.3 Thus, while traditional
streaming approaches work well at smaller scales, they
face substantial problems in a large commodity cluster.

3 Discretized Streams (D-Streams)
D-Streams avoid the problems with traditional stream
processing by structuring computations as a set of
short, stateless, deterministic tasks instead of continu-
ous, stateful operators. They then store the state in mem-
ory across tasks as fault-tolerant data structures (RDDs)
that can be recomputed deterministically. Decomposing
computations into short tasks exposes dependencies at a
fine granularity and allows powerful recovery techniques
like parallel recovery and speculation. Beyond fault tol-
erance, the D-Stream model gives other benefits, such as
powerful unification with batch processing.

3.1 Computation Model

We treat a streaming computation as a series of deter-
ministic batch computations on small time intervals. The
data received in each interval is stored reliably across the
cluster to form an input dataset for that interval. Once
the time interval completes, this dataset is processed via
deterministic parallel operations, such as map, reduce
and groupBy, to produce new datasets representing ei-
ther program outputs or intermediate state. In the for-
mer case, the results may be pushed to an external sys-

3 Note that a speculative execution approach as in batch systems
would be challenging to apply here because the operator code assumes
that it is fed inputs serially, so even a backup copy of an operator would
need to spend a long time recovering from its last checkpoint.
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Figure 2: High-level overview of the Spark Streaming
system. Spark Streaming divides input data streams
into batches and stores them in Spark’s memory. It
then executes a streaming application by generating
Spark jobs to process the batches.

tem in a distributed manner. In the latter case, the inter-
mediate state is stored as resilient distributed datasets
(RDDs) [42], a fast storage abstraction that avoids repli-
cation by using lineage for recovery, as we shall explain.
This state dataset may then be processed along with the
next batch of input data to produce a new dataset of up-
dated intermediate states. Figure 1(b) shows our model.

We implemented our system, Spark Streaming, based
on this model. We used Spark [42] as our batch process-
ing engine for each batch of data. Figure 2 shows a high-
level sketch of the computation model in the context of
Spark Streaming. This is explained in more detail later.

In our API, users define programs by manipulating
objects called discretized streams (D-Streams). A D-
Stream is a sequence of immutable, partitioned datasets
(RDDs) that can be acted on by deterministic transfor-
mations. These transformations yield new D-Streams,
and may create intermediate state in the form of RDDs.

We illustrate the idea with a Spark Streaming pro-
gram that computes a running count of view events by
URL. Spark Streaming exposes D-Streams through a
functional API similar to LINQ [41, 2] in the Scala pro-
gramming language.4 The code for our program is:

pageViews = readStream("http://...", "1s")

ones = pageViews.map(event => (event.url, 1))

counts = ones.runningReduce((a, b) => a + b)

This code creates a D-Stream called pageViews by
reading an event stream over HTTP, and groups these
into 1-second intervals. It then transforms the event
stream to get a new D-Stream of (URL, 1) pairs called
ones, and performs a running count of these with a
stateful runningReduce transformation. The arguments
to map and runningReduce are Scala function literals.

4Other interfaces, such as streaming SQL, would also be possible.

interval 
[0, 1) 

interval 
[1, 2) 

pageViews 
DStream 

ones 
DStream 

counts 
DStream 

map 

.  .  . 

.  .  . 

.  .  . 

reduce 

Figure 3: Lineage graph for RDDs in the view count
program. Each oval is an RDD, with partitions shown
as circles. Each sequence of RDDs is a D-Stream.

To execute this program, Spark Streaming will receive
the data stream, divide it into one second batches and
store them in Spark’s memory as RDDs (see Figure 2).
Additionally, it will invoke RDD transformations like
map and reduce to process the RDDs. To execute these
transformations, Spark will first launch map tasks to pro-
cess the events and generate the url-one pairs. Then it
will launch reduce tasks that take both the results of the
maps and the results of the previous interval’s reduces,
stored in an RDD. These tasks will produce a new RDD
with the updated counts. Each D-Stream in the program
thus turns into a sequence of RDDs.

Finally, to recover from faults and stragglers, both D-
Streams and RDDs track their lineage, that is, the graph
of deterministic operations used to build them [42].
Spark tracks this information at the level of partitions
within each distributed dataset, as shown in Figure 3.
When a node fails, it recomputes the RDD partitions that
were on it by re-running the tasks that built them from
the original input data stored reliably in the cluster. The
system also periodically checkpoints state RDDs (e.g.,
by asynchronously replicating every tenth RDD)5 to pre-
vent infinite recomputation, but this does not need to
happen for all data, because recovery is often fast: the
lost partitions can be recomputed in parallel on separate
nodes. In a similar way, if a node straggles, we can spec-
ulatively execute copies of its tasks on other nodes [11],
because they will produce the same result.

We note that the parallelism usable for recovery in D-
Streams is higher than in upstream backup, even if one
ran multiple operators per node. D-Streams expose par-
allelism across both partitions of an operator and time:
1. Much like batch systems run multiple tasks per node,

each timestep of a transformation may create multi-
ple RDD partitions per node (e.g., 1000 RDD parti-
tions on a 100-core cluster). When the node fails, we
can recompute its partitions in parallel on others.

5Since RDDs are immutable, checkpointing does not block the job.
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2. The lineage graph often enables data from different
timesteps to be rebuilt in parallel. For example, in
Figure 3, if a node fails, we might lose some map
outputs from each timestep; the maps from different
timesteps can be rerun in parallel, which would not
be possible in a continuous operator system that as-
sumes serial execution of each operator.

Because of these properties, D-Streams can paral-
lelize recovery over hundreds of cores and recover in 1–2
seconds even when checkpointing every 30s (§6.2).

In the rest of this section, we describe the guarantees
and programming interface of D-Streams in more detail.
We then return to our implementation in Section 4.

3.2 Timing Considerations

Note that D-Streams place records into input datasets
based on the time when each record arrives at the sys-
tem. This is necessary to ensure that the system can
always start a new batch on time, and in applications
where the records are generated in the same location
as the streaming program, e.g., by services in the same
datacenter, it poses no problem for semantics. In other
applications, however, developers may wish to group
records based on an external timestamp of when an event
happened, e.g., when a user clicked a link, and records
may arrive out of order. D-Streams provide two means
to handle this case:

1. The system can wait for a limited “slack time” before
starting to process each batch.

2. User programs can correct for late records at the ap-
plication level. For example, suppose that an appli-
cation wishes to count clicks on an ad between time
t and t + 1. Using D-Streams with an interval size
of one second, the application could provide a count
for the clicks received between t and t + 1 as soon
as time t + 1 passes. Then, in future intervals, the
application could collect any further events with ex-
ternal timestamps between t and t + 1 and compute
an updated result. For example, it could output a new
count for time interval [t, t+1) at time t+5, based on
the records for this interval received between t and
t+5. This computation can be performed with an ef-
ficient incremental reduce operation that adds the old
counts computed at t+1 to the counts of new records
since then, avoiding wasted work. This approach is
similar to order-independent processing [22].

These timing concerns are inherent to stream process-
ing, as any system must handle external delays. They
have been studied in detail in databases [22, 35]. In
general, any such technique can be implemented over
D-Streams by “discretizing” its computation in small
batches (running the same logic in batches). Thus, we
do not explore these approaches further in this paper.

3.3 D-Stream API

Because D-Streams are primarily an execution strategy
(describing how to break a computation into steps), they
can be used to implement many of the standard opera-
tions in streaming systems, such as sliding windows and
incremental processing [9, 4], by simply batching their
execution into small timesteps. To illustrate, we describe
the operations in Spark Streaming, though other inter-
faces (e.g., SQL) could also be supported.

In Spark Streaming, users register one or more
streams using a functional API. The program can define
input streams to be read from outside, which receive data
either by having nodes listen on a port or by loading it
periodically from a storage system (e.g., HDFS). It can
then apply two types of operations to these streams:
• Transformations, which create a new D-Stream from

one or more parent streams. These may be stateless,
applying separately on the RDDs in each time inter-
val, or they may produce state across intervals.

• Output operations, which let the program write data
to external systems. For example, the save operation
will output each RDD in a D-Stream to a database.

D-Streams support the same stateless transformations
available in typical batch frameworks [11, 41], including
map, reduce, groupBy, and join. We provide all the oper-
ations in Spark [42]. For example, a program could run a
canonical MapReduce word count on each time interval
of a D-Stream of words using the following code:

pairs = words.map(w => (w, 1))

counts = pairs.reduceByKey((a, b) => a + b)

In addition, D-Streams provide several stateful trans-
formations for computations spanning multiple inter-
vals, based on standard stream processing techniques
such as sliding windows [9, 4]. These include:

Windowing: The window operation groups all the
records from a sliding window of past time intervals into
one RDD. For example, calling words.window("5s") in
the code above yields a D-Stream of RDDs containing
the words in intervals [0,5), [1,6), [2,7), etc.

Incremental aggregation: For the common use case of
computing an aggregate, like a count or max, over a slid-
ing window, D-Streams have several variants of an in-
cremental reduceByWindow operation. The simplest one
only takes an associative merge function for combining
values. For instance, in the code above, one can write:

pairs.reduceByWindow("5s", (a, b) => a + b)

This computes a per-interval count for each time interval
only once, but has to add the counts for the past five sec-
onds repeatedly, as shown in Figure 4(a). If the aggrega-
tion function is also invertible, a more efficient version
also takes a function for “subtracting” values and main-
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Figure 4: reduceByWindow execution for the
associative-only and associative+invertible versions
of the operator. Both versions compute a per-interval
count only once, but the second avoids re-summing
each window. Boxes denote RDDs, while arrows show
the operations used to compute window [t, t +5).

tains the state incrementally (Figure 4(b)):

pairs.reduceByWindow("5s", (a,b) => a+b, (a,b) => a-b)

State tracking: Often, an application has to track states
for various objects in response to a stream of events indi-
cating state changes. For example, a program monitoring
online video delivery may wish to track the number of
active sessions, where a session starts when the system
receives a “join” event for a new client and ends when it
receives an “exit” event. It can then ask questions such
as “how many sessions have a bitrate above X .”
D-Streams provide a track operation that transforms
streams of (Key, Event) records into streams of (Key,
State) records based on three arguments:
• An initialize function for creating a State from the

first Event for a new key.
• An update function for returning a new State given

an old State and an Event for its key.
• A timeout for dropping old states.

For example, one could count the active sessions from a
stream of (ClientID, Event) pairs called as follows:

sessions = events.track(

(key, ev) => 1, // initialize function

(key, st, ev) => // update function

ev == Exit ? null : 1,

"30s") // timeout

counts = sessions.count() // a stream of ints

This code sets each client’s state to 1 if it is active and
drops it by returning null from update when it leaves.
Thus, sessions contains a (ClientID, 1) element for
each active client, and counts counts the sessions.

These operators are all implemented using the batch
operators in Spark, by applying them to RDDs from dif-
ferent times in parent streams. For example, Figure 5

D-Stream of 
(Key, Event) pairs 

D-Stream of 
(Key, State) pairs 

track 

groupBy + map 

t = 1: 

t = 2: 

t = 3: 
groupBy + map 

. . . 

Figure 5: RDDs created by the track operation.

shows the RDDs built by track, which works by group-
ing the old states and the new events for each interval.

Finally, the user calls output operators to send results
out of Spark Streaming into external systems (e.g., for
display on a dashboard). We offer two such operators:
save, which writes each RDD in a D-Stream to a storage
system (e.g., HDFS or HBase), and foreachRDD, which
runs a user code snippet (any Spark code) on each RDD.
For example, a user can print the top K counts with
counts.foreachRDD(rdd => print(rdd.top(K))).

3.4 Consistency Semantics

One benefit of D-Streams is that they provide clean con-
sistency semantics. Consistency of state across nodes
can be a problem in streaming systems that process
each record eagerly. For instance, consider a system that
counts page views by country, where each page view
event is sent to a different node responsible for aggre-
gating statistics for its country. If the node responsible
for England falls behind the node for France, e.g., due to
load, then a snapshot of their states would be inconsis-
tent: the counts for England would reflect an older prefix
of the stream than the counts for France, and would gen-
erally be lower, confusing inferences about the events.
Some systems, like Borealis [5], synchronize nodes to
avoid this problem, while others, like Storm, ignore it.

With D-Streams, the consistency semantics are clear,
because time is naturally discretized into intervals, and
each interval’s output RDDs reflect all of the input re-
ceived in that and previous intervals. This is true regard-
less of whether the output and state RDDs are distributed
across the cluster—users do not need to worry about
whether nodes have fallen behind each other. Specifi-
cally, the result in each output RDD, when computed,
is the same as if all the batch jobs on previous inter-
vals had run in lockstep and there were no stragglers
and failures, simply due to the determinism of computa-
tions and the separate naming of datasets from different
intervals. Thus, D-Streams provide consistent, “exactly-
once” processing across the cluster.

3.5 Unification with Batch & Interactive Processing

Because D-Streams follow the same processing model,
data structures (RDDs), and fault tolerance mechanisms
as batch systems, the two can seamlessly be combined.
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Aspect D-Streams Continuous proc. systems

Latency 0.5–2 s
1–100 ms unless records
are batched for consistency

Consis-
tency

Records processed
atomically with in-
terval they arrive in

Some systems wait a short
time to sync operators be-
fore proceeding [5, 32]

Late
records

Slack time or app-
level correction

Slack time, out of order
processing [22, 35]

Fault
recovery

Fast parallel recov-
ery

Replication or serial recov-
ery on one node

Straggler
recovery

Possible via specu-
lative execution

Typically not handled

Mixing
w/ batch

Simple unification
through RDD APIs

In some DBs [14]; not in
message queueing systems

Table 1: Comparing D-Streams with record-at-a-
time systems.

Spark Streaming provides several powerful features to
unify streaming and batch processing.

First, D-Streams can be combined with static RDDs
computed using a standard Spark job. For instance, one
can join a stream of message events against a precom-
puted spam filter, or compare them with historical data.

Second, users can run a D-Stream program on previ-
ous historical data using a “batch mode.” This makes it
easy compute a new streaming report on past data.

Third, users run ad-hoc queries on D-Streams interac-
tively by attaching a Scala console to their Spark Stream-
ing program and running arbitrary Spark operations on
the RDDs there. For example, the user could query the
most popular words in a time range by typing:

counts.slice("21:00", "21:05").topK(10)

Discussions with developers who have written both
offline (Hadoop-based) and online processing applica-
tions show that these features have significant practical
value. Simply having the data types and functions used
for these programs in the same codebase saves substan-
tial development time, as streaming and batch systems
currently have separate APIs. The ability to also query
state in the streaming system interactively is even more
attractive: it makes it simple to debug a running compu-
tation, or to ask queries that were not anticipated when
defining the aggregations in the streaming job, e.g., to
troubleshoot an issue with a website. Without this abil-
ity, users typically need to wait tens of minutes for the
data to make it into a batch cluster, even though all the
relevant state is in memory on stream processing nodes.

3.6 Summary

To end our overview of D-Streams, we compare them
with continuous operator systems in Table 1. The main
difference is that D-Streams divide work into small, de-
terministic tasks operating on batches. This raises their
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Figure 6: Components of Spark Streaming, showing
what we added and modified over Spark.

minimum latency, but lets them employ highly efficient
recovery techniques. In fact, some continuous operator
systems, like TimeStream and Borealis [32, 5], also de-
lay records, in order to deterministically execute opera-
tors that have multiple upstream parents (by waiting for
periodic “punctuations” in streams) and to provide con-
sistency. This raises their latency past the millisecond
scale and into the second scale of D-Streams.

4 System Architecture
We have implemented D-Streams in a system called
Spark Streaming, based on a modified version of the
Spark processing engine [42]. Spark Streaming consists
of three components, shown in Figure 6:
• A master that tracks the D-Stream lineage graph and

schedules tasks to compute new RDD partitions.
• Worker nodes that receive data, store the partitions

of input and computed RDDs, and execute tasks.
• A client library used to send data into the system.

As shown in the figure, Spark Streaming reuses many
components of Spark, but we also modified and added
multiple components to enable streaming. We discuss
those changes in Section 4.2.

From an architectural point of view, the main differ-
ence between Spark Streaming and traditional streaming
systems is that Spark Streaming divides its computations
into short, stateless, deterministic tasks, each of which
may run on any node in the cluster, or even on multi-
ple nodes. Unlike the rigid topologies in traditional sys-
tems, where moving part of the computation to another
machine is a major undertaking, this approach makes it
straightforward to balance load across the cluster, react
to failures, or launch speculative copies of slow tasks.
It matches the approach used in batch systems, such as
MapReduce, for the same reasons. However, tasks in
Spark Streaming are far shorter, usually just 50–200 ms,
due to running on in-memory RDDs.

All state in Spark Streaming is stored in fault-tolerant
data structures (RDDs), instead of being part of a long-
running operator process as in previous systems. RDD
partitions can reside on any node, and can even be com-
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puted on multiple nodes, because they are computed de-
terministically. The system tries to place both state and
tasks to maximize data locality, but this underlying flex-
ibility makes speculation and parallel recovery possible.

These benefits come naturally from running on a
batch platform (Spark), but we also had to make signif-
icant changes to support streaming. We discuss job exe-
cution in more detail before presenting these changes.

4.1 Application Execution

Spark Streaming applications start by defining one or
more input streams. The system can load streams either
by receiving records directly from clients, or by load-
ing data periodically from an external storage system,
such as HDFS, where it might be placed by a log collec-
tion system [3]. In the former case, we ensure that new
data is replicated across two worker nodes before send-
ing an acknowledgement to the client library, because
D-Streams require input data to be stored reliably to re-
compute results. If a worker fails, the client library sends
unacknowledged data to another worker.

All data is managed by a block store on each worker,
with a tracker on the master to let nodes find the loca-
tions of blocks. Because both our input blocks and the
RDD partitions we compute from them are immutable,
keeping track of the block store is straightforward—each
block is simply given a unique ID, and any node that has
that ID can serve it (e.g., if multiple nodes computed it).
The block store keeps new blocks in memory but drops
them in an LRU fashion, as described later.

To decide when to start processing a new interval, we
assume that the nodes have their clocks synchronized
via NTP, and have each node send the master a list of
block IDs it received in each interval when it ends. The
master then starts launching tasks to compute the output
RDDs for the interval, without requiring any further kind
of synchronization. Like other batch schedulers [21], it
simply starts each task whenever its parents are finished.

Spark Streaming relies on Spark’s existing batch
scheduler within each timestep [42], and performs many
of the optimizations in systems like DryadLINQ [41]:
• It pipelines operators that can be grouped into a sin-

gle task, such as a map followed by another map.
• It places tasks based on data locality.
• It controls the partitioning of RDDs to avoid shuf-

fling data across the network. For example, in a re-
duceByWindow operation, each interval’s tasks need
to “add” the new partial results from the current in-
terval (e.g., a click count for each page) and “sub-
tract” the results from several intervals ago. The
scheduler partitions the state RDDs for different in-
tervals in the same way, so that data for each key
(e.g., a page) is consistently on the same node across
timesteps. More details are given in [42].

4.2 Optimizations for Stream Processing

While Spark Streaming builds on Spark, we also had to
make sigificant optimizations and changes to this batch
engine to support streaming. These included:

Network communication: We rewrote Spark’s data
plane to use asynchronous I/O to let tasks with remote
inputs, such as reduce tasks, fetch them faster.

Timestep pipelining: Because the tasks inside each
timestep may not perfectly utilize the cluster (e.g., at the
end of the timestep, there might only be a few tasks left
running), we modified Spark’s scheduler to allow sub-
mitting tasks from the next timestep before the current
one has finished. For example, consider our first map
+ runningReduce job in Figure 3. Because the maps at
each step are independent, we can begin running the
maps for timestep 2 before timestep 1’s reduce finishes.

Task Scheduling: We made multiple optimizations to
Spark’s task scheduler, such as hand-tuning the size of
control messages, to be able to launch parallel jobs of
hundreds of tasks every few hundred milliseconds.

Storage layer: We rewrote Spark’s storage layer to sup-
port asynchronous checkpointing of RDDs and to in-
crease performance. Because RDDs are immutable, they
can be checkpointed over the network without blocking
computations on them and slowing jobs. The new stor-
age layer also uses zero-copy I/O for this when possible.

Lineage cutoff: Because lineage graphs between RDDs
in D-Streams can grow indefinitely, we modified the
scheduler to forget lineage after an RDD has been check-
pointed, so that its state does not grow arbitrarily. Sim-
ilarly, other data structures in Spark that grew without
bound were given a periodic cleanup process.

Master recovery: Because streaming applications need
to run 24/7, we added support for recovering the Spark
master’s state if it fails (Section 5.3).

Interestingly, the optimizations for stream processing
also improved Spark’s performance in batch benchmarks
by as much as 2×. This is a powerful benefit of using the
same engine for stream and batch processing.

4.3 Memory Management

In our current implementation of Spark Streaming, each
node’s block store manages RDD partitions in an LRU
fashion, dropping data to disk if there is not enough
memory. In addition, the user can set a maximum history
timeout, after which the system will simply forget old
blocks without doing disk I/O (this timeout must be big-
ger than the checkpoint interval). We found that in many
applications, the memory required by Spark Streaming
is not onerous, because the state within a computation is
typically much smaller than the input data (many appli-

430



 0

 0.5

 1

 1.5

 2

 2.5

 0  0.2  0.4  0.6  0.8  1

R
e
c
o
v
e
ry

 t
im

e
(m

in
)

System Load (Before Failure)

Upstream Backup
Parallel Recovery N = 5

Parallel Recovery N = 10
Parallel Recovery N = 20

Figure 7: Recovery time for single-node upstream
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cations compute aggregate statistics), and any reliable
streaming system needs to replicate data received over
the network to multiple nodes, as we do. However, we
also plan to explore ways to prioritize memory use.

5 Fault and Straggler Recovery
The deterministic nature of D-Streams makes it possible
to use two powerful recovery techniques for worker state
that are hard to apply in traditional streaming systems:
parallel recovery and speculative execution. In addition,
it simplifies master recovery, as we shall also discuss.

5.1 Parallel Recovery

When a node fails, D-Streams allow the state RDD par-
titions that were on the node, and all tasks that it was
currently running, to be recomputed in parallel on other
nodes. The system periodically checkpoints some of the
state RDDs, by asynchronously replicating them to other
worker nodes.6 For example, in a program computing a
running count of page views, the system could choose to
checkpoint the counts every minute. Then, when a node
fails, the system detects all missing RDD partitions and
launches tasks to recompute them from the last check-
point. Many tasks can be launched at the same time to
compute different RDD partitions, allowing the whole
cluster to partake in recovery. As described in Section 3,
D-Streams exploit parallelism both across partitions of
the RDDs in each timestep and across timesteps for in-
dependent operations (e.g., an initial map), as the lineage
graph captures dependencies at a fine granularity.

To show the benefit of parallel recovery, Figure 7
compares it with single-node upstream backup using a
simple analytical model. The model assumes that the
system is recovering from a minute-old checkpoint.

In the upstream backup line, a single idle machine per-
forms all of the recovery and then starts processing new
records. It takes a long time to catch up at high loads
because new records for it continue to arrive while it is

6 Because RDDs are immutable, checkpointing does not block the
current timestep’s execution.

rebuilding old state. Indeed, suppose that the load before
failure was λ . Then during each minute of recovery, the
backup node can do 1 min of work, but receives λ min-
utes of new work. Thus, it fully recovers from the λ units
of work that the failed node did since the last checkpoint
at a time tup such that tup ·1 = λ + tup ·λ , which is

tup =
λ

1−λ
.

In the other lines, all of the machines partake in re-
covery, while also processing new records. Supposing
there where N machines in the cluster before the failure,
the remaining N−1 machines now each have to recover
λ/N work, but also receive new data at a rate of N

N−1 λ .
The time tpar at which they catch up with the arriving
stream satisfies tpar ·1 = λ

N + tpar · N
N−1 λ , which gives

tpar =
λ/N

1− N
N−1 λ

≈ λ

N(1−λ )
.

Thus, with more nodes, parallel recovery catches up with
the arriving stream much faster than upstream backup.

5.2 Straggler Mitigation

Besides failures, another concern in large clusters is
stragglers [11]. Fortunately, D-Streams also let us mit-
igate stragglers like batch systems do, by running spec-
ulative backup copies of slow tasks. Such speculation
would be difficult in a continuous operator system, as it
would require launching a new copy of a node, populat-
ing its state, and overtaking the slow copy. Indeed, repli-
cation algorithms for stream processing, such as Flux
and DPC [33, 5], focus on synchronizing two replicas.

In our implementation, we use a simple threshold to
detect stragglers: whenever a task runs more than 1.4×
longer than the median task in its job stage, we mark it as
slow. More refined algorithms could also be used, but we
show that this method still works well enough to recover
from stragglers within a second.

5.3 Master Recovery

A final requirement to run Spark Streaming 24/7 was
to tolerate failures of Spark’s master. We do this by (1)
writing the state of the computation reliably when start-
ing each timestep and (2) having workers connect to a
new master and report their RDD partitions to it when
the old master fails. A key aspect of D-Streams that sim-
plifies recovery is that there is no problem if a given
RDD is computed twice. Because operations are deter-
ministic, such an outcome is similar to recovering from
a failure.7 This means that it is fine to lose some running
tasks while the master reconnects, as they can be redone.

7 One subtle issue here is output operators; we have designed op-
erators like save to be idempotent, so that the operator outputs each
timestep’s worth of data to a known path, and does not overwrite pre-
vious data if that timestep was already computed.
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Our current implementation stores D-Stream meta-
data in HDFS, writing (1) the graph of the user’s D-
Streams and Scala function objects representing user
code, (2) the time of the last checkpoint, and (3) the
IDs of RDDs since the checkpoint in an HDFS file that
is updated through an atomic rename on each timestep.
Upon recovery, the new master reads this file to find
where it left off, and reconnects to the workers to de-
termine which RDD partitions are in memory on each
one. It then resumes processing each timestep missed.
Although we have not yet optimized the recovery pro-
cess, it is reasonably fast, with a 100-node cluster re-
suming work in 12 seconds.

6 Evaluation
We evaluated Spark Streaming using both several bench-
mark applications and by porting two real applications
to it: a commercial video distribution monitoring system
and a machine learning algorithm for estimating traffic
conditions from automobile GPS data [18]. These latter
applications also leverage D-Streams’ unification with
batch processing, as we shall discuss.

6.1 Performance

We tested the performance of the system using three ap-
plications of increasing complexity: Grep, which finds
the number of input strings matching a pattern; Word-
Count, which performs a sliding window count over 30s;
and TopKCount, which finds the k most frequent words
over the past 30s. The latter two applications used the in-
cremental reduceByWindow operator. We first report the
raw scaling performance of Spark Streaming, and then
compare it against two widely used streaming systems,
S4 from Yahoo! and Storm from Twitter [28, 36]. We
ran these applications on “m1.xlarge” nodes on Amazon
EC2, each with 4 cores and 15 GB RAM.

Figure 8 reports the maximum throughput that Spark
Streaming can sustain while keeping the end-to-end la-
tency below a given target. By “end-to-end latency,” we
mean the time from when records are sent to the system
to when results incorporating them appear. Thus, the la-
tency includes the time to wait for a new input batch to
start. For a 1 second latency target, we use 500 ms input
intervals, while for a 2 s target, we use 1 s intervals. In
both cases, we used 100-byte input records.

We see that Spark Streaming scales nearly linearly to
100 nodes, and can process up to 6 GB/s (64M records/s)
at sub-second latency on 100 nodes for Grep, or 2.3 GB/s
(25M records/s) for the other, more CPU-intensive jobs.8

Allowing a larger latency improves throughput slightly,
but even the performance at sub-second latency is high.

8 Grep was network-bound due to the cost to replicate the input
data to multiple nodes—we could not get the EC2 network to send
more than 68 MB/s per node. WordCount and TopK were more CPU-
heavy, as they do more string processing (hashes & comparisons).
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Figure 8: Maximum throughput attainable under a
given latency bound (1 s or 2 s) by Spark Streaming.

Comparison with Commercial Systems Spark
Streaming’s per-node throughput of 640,000 records/s
for Grep and 250,000 records/s for TopKCount on
4-core nodes is comparable to the speeds reported
for commercial single-node streaming systems. For
example, Oracle CEP reports a throughput of 1 million
records/s on a 16-core machine [30], StreamBase
reports 245,000 records/s on 8 cores [39], and Esper
reports 500,000 records/s on 4 cores [12]. While there
is no reason to expect D-Streams to be slower or faster
per-node, the key advantage is that Spark Streaming
scales nearly linearly to 100 nodes.

Comparison with S4 and Storm We also compared
Spark Streaming against two open source distributed
streaming systems, S4 and Storm. Both are continuous
operators systems that do not offer consistency across
nodes and have limited fault tolerance guarantees (S4
has none, while Storm guarantees at-least-once deliv-
ery of records). We implemented our three applications
in both systems, but found that S4 was limited in the
number of records/second it could process per node (at
most 7500 records/s for Grep and 1000 for WordCount),
which made it almost 10× slower than Spark and Storm.
Because Storm was faster, we also tested it on a 30-node
cluster, using both 100-byte and 1000-byte records.

We compare Storm with Spark Streaming in Figure 9,
reporting the throughput Spark attains at sub-second la-
tency. We see that Storm is still adversely affected by
smaller record sizes, capping out at 115K records/s/n-
ode for Grep for 100-byte records, compared to 670K
for Spark. This is despite taking several precautions in
our Storm implementation to improve performance, in-
cluding sending “batched” updates from Grep every 100
input records and having the “reduce” nodes in Word-
Count and TopK only send out new counts every second,
instead of each time a count changes. Storm was faster
with 1000-byte records, but still 2× slower than Spark.

6.2 Fault and Straggler Recovery

We evaluated fault recovery under various conditions us-
ing the WordCount and Grep applications. We used 1-
second batches with input data residing in HDFS, and
set the data rate to 20 MB/s/node for WordCount and
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Figure 9: Throughput vs Storm on 30 nodes.
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Figure 10: Interval processing times for WordCount
(WC) and Grep under failures. We show the aver-
age time to process each 1s batch of data before a
failure, during the interval of the failure, and during
3-second periods after. Results are over 5 runs.

80 MB/s/node for Grep, which led to a roughly equal
per-interval processing time of 0.58s for WordCount and
0.54s for Grep. Because the WordCount job performs an
incremental reduceByKey, its lineage graph grows indef-
initely (since each interval subtracts data from 30 sec-
onds in the past), so we gave it a checkpoint interval of
10 seconds. We ran the tests on 20 four-core nodes, using
150 map tasks and 10 reduce tasks per job.

We first report recovery times under these these base
conditions, in Figure 10. The plot shows the average pro-
cessing time of 1-second data intervals before the failure,
during the interval of failure, and during 3-second peri-
ods thereafter, for either 1 or 2 concurrent failures. (The
processing for these later periods is delayed while recov-
ering data for the interval of failure, so we show how the
system restabilizes.) We see that recovery is fast, with
delays of at most 1 second even for two failures and
a 10s checkpoint interval. WordCount’s recovery takes
longer because it has to recompute data going far back,
whereas Grep just loses four tasks on each failed node.

Varying the Checkpoint Interval Figure 11 shows
the effect of changing WordCount’s checkpoint interval.
Even when checkpointing every 30s, results are delayed
at most 3.5s. With 2s checkpoints, the system recovers
in just 0.15s, while still paying less than full replication.

Varying the Number of Nodes To see the effect of
parallelism, we also tried the WordCount application on
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Figure 11: Effect of checkpoint time in WordCount.
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Figure 12: Recovery of WordCount on 20 & 40 nodes.

40 nodes. As Figure 12 shows, doubling the nodes re-
duces the recovery time in half. While it may seem sur-
prising that there is so much parallelism given the linear
dependency chain of the sliding reduceByWindow oper-
ator in WordCount, the parallelism comes because the
local aggregations on each timestep can be done in par-
allel (see Figure 4), and these are the bulk of the work.

Straggler Mitigation Finally, we tried slowing down
one of the nodes instead of killing it, by launching a
60-thread process that overloaded the CPU. Figure 13
shows the per-interval processing times without the
straggler, with the straggler but with speculative exe-
cution (backup tasks) disabled, and with the straggler
and speculation enabled. Speculation improves the re-
sponse time significantly. Note that our current imple-
mentation does not attempt to remember straggler nodes
across time, so these improvements occur despite repeat-
edly launching new tasks on the slow node. This shows
that even unexpected stragglers can be handled quickly.
A full implementation would blacklist slow nodes.

6.3 Real Applications

We evaluated the expressiveness of D-Streams by port-
ing two real applications. Both applications are signif-
icantly more complex than the test programs shown so
far, and both took advantage of D-Streams to perform
batch or interactive processing in addition to streaming.

6.3.1 Video Distribution Monitoring

Conviva provides a commercial management platform
for video distribution over the Internet. One feature of
this platform is the ability to track the performance
across different geographic regions, CDNs, client de-
vices, and ISPs, which allows the broadcasters to quickly
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Figure 14: Results for the video application. (a) shows
the number of client sessions supported vs. clus-
ter size. (b) shows the performance of three ad-hoc
queries from the Spark shell, which count (1) all ac-
tive sessions, (2) sessions for a specific customer, and
(3) sessions that have experienced a failure.

idenify and respond to delivery problems. The system re-
ceives events from video players and uses them to com-
pute more than fifty metrics, including complex metrics
such as unique viewers and session-level metrics such as
buffering ratio, over different grouping categories.

The current application is implemented in two sys-
tems: a custom-built distributed streaming system for
live data, and a Hadoop/Hive implementation for histor-
ical data and ad-hoc queries. Having both live and his-
torical data is crucial because customers often want to
go back in time to debug an issue, but implementing the
application on these two separate systems creates signif-
icant challenges. First, the two implementations have to
be kept in sync to ensure that they compute metrics in the
same way. Second, there is a lag of several minutes min-
utes before data makes it through a sequence of Hadoop
import jobs into a form ready for ad-hoc queries.

We ported the application to D-Streams by wrapping
the map and reduce implementations in the Hadoop ver-
sion. Using a 500-line Spark Streaming program and an
additional 700-line wrapper that executed Hadoop jobs
within Spark, we were able to compute all the metrics
(a 2-stage MapReduce job) in batches as small as 2 sec-
onds. Our code uses the track operator described in Sec-
tion 3.3 to build a session state object for each client ID
and update it as events arrive, followed by a sliding re-
duceByKey to aggregate the metrics over sessions.
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Figure 15: Scalability of the Mobile Millennium job.

We measured the scaling performance of the applica-
tion and found that on 64 quad-core EC2 nodes, it could
process enough events to support 3.8 million concur-
rent viewers, which exceeds the peak load experienced
at Conviva so far. Figure 14(a) shows the scaling.

In addition, we used D-Streams to add a new feature
not present in the original application: ad-hoc queries on
the live stream state. As shown in Figure 14(b), Spark
Streaming can run ad-hoc queries from a Scala shell in
less than a second on the RDDs representing session
state. Our cluster could easily keep ten minutes of data
in RAM, closing the gap between historical and live pro-
cessing, and allowing a single codebase to do both.

6.3.2 Crowdsourced Traffic Estimation

We applied the D-Streams to the Mobile Millennium
traffic information system [18], a machine learning
based project to estimate automobile traffic conditions in
cities. While measuring traffic for highways is straight-
forward due to dedicated sensors, arterial roads (the
roads in a city) lack such infrastructure. Mobile Millen-
nium attacks this problem by using crowdsourced GPS
data from fleets of GPS-equipped cars (e.g., taxi cabs)
and cellphones running a mobile application.

Traffic estimation from GPS data is challenging, be-
cause the data is noisy (due to GPS inaccuracy near
tall buildings) and sparse (the system only receives one
measurement from each car per minute). Mobile Millen-
nium uses a highly compute-intensive expectation max-
imization (EM) algorithm to infer the conditions, using
Markov Chain Monte Carlo and a traffic model to esti-
mate a travel time distribution for each road link. The
previous implementation [18] was an iterative batch job
in Spark that ran over 30-minute windows of data.

We ported this application to Spark Streaming using
an online version of the EM algorithm that merges in
new data every 5 seconds. The implementation was 260
lines of Spark Streaming code, and wrapped the existing
map and reduce functions in the offline program. In ad-
dition, we found that only using the real-time data could
cause overfitting, because the data received in five sec-
onds is so sparse. We took advantage of D-Streams to
also combine this data with historical data from the same
time during the past ten days to resolve this problem.

Figure 15 shows the performance of the algorithm on
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up to 80 quad-core EC2 nodes. The algorithm scales
nearly perfectly because it is CPU-bound, and provides
answers more than 10× faster than the batch version.9

7 Discussion
We have presented discretized streams (D-Streams), a
new stream processing model for clusters. By breaking
computations into short, deterministic tasks and stor-
ing state in lineage-based data structures (RDDs), D-
Streams can use powerful recovery mechanisms, similar
to those in batch systems, to handle faults and stragglers.

Perhaps the main limitation of D-Streams is that they
have a fixed minimum latency due to batching data.
However, we have shown that total delay can still be
as low as 1–2 seconds, which is enough for many real-
world use cases. Interestingly, even some continuous op-
erator systems, such as Borealis and TimeStream [5, 32],
add delays to ensure determinism: Borealis’s SUnion
operator and TimeStream’s HashPartition wait to batch
data at “heartbeat” boundaries so that operators with
multiple parents see input in a deterministic order. Thus,
D-Streams’ latency is in a similar range to these systems,
while offering significantly more efficient recovery.

Beyond their recovery benefits, we believe that the
most important aspect of D-Streams is that they show
that streaming, batch and interactive computations can
be unified in the same platform. As “big” data becomes
the only size of data at which certain applications can
operate (e.g., spam detection on large websites), organi-
zations will need the tools to write both lower-latency
applications and more interactive ones that use this data,
not just the periodic batch jobs used so far. D-Streams
integrate these modes of computation at a deep level, in
that they follow not only a similar API but also the same
data structures and fault tolerance model as batch jobs.
This enables rich features like combining streams with
offline data or running ad-hoc queries on stream state.

Finally, while we presented a basic implementation of
D-Streams, there are several areas for future work:

Expressiveness: In general, as the D-Stream abstraction
is primarily an execution strategy, it should be possible
to run most streaming algorithms within them, by sim-
ply “batching” the execution of the algorithm into steps
and emitting state across them. It would be interesting
to port languages like streaming SQL [4] or Complex
Event Processing models [13] over them.

Setting the batch interval: Given any application, set-
ting an appropriate batch interval is very important as it
directly determines the trade-off between the end-to-end
latency and the throughput of the streaming workload.

9 Note that the raw rate of records/second for this algorithm is lower
than in our other programs because it performs far more work for each
record, drawing 300 Markov Chain Monte Carlo samples per record.

Currently, a developer has to explore this trade-off and
determine the batch interval manually. It may be possi-
ble for the system to tune it automatically.

Memory usage: Our model of stateful stream process-
ing generates new a RDD to store each operator’s state
after each batch of data is processed. In our current im-
plementation, this will incur a higher memory usage than
continuous operators with mutable state. Storing differ-
ent versions of the state RDDs is essential for the system
perform lineage-based fault recovery. However, it may
be possible to reduce the memory usage by storing only
the deltas between these state RDDs.

Approximate results: In addition to recomputing lost
work, another way to handle a failure is to return ap-
proximate partial results. D-Streams provide the oppor-
tunity to compute partial results by simply launching a
task before its parents are all done, and offer lineage data
to know which parents were missing.

8 Related Work
Streaming Databases Streaming databases such as
Aurora, Telegraph, Borealis, and STREAM [7, 8, 5, 4]
were the earliest academic systems to study streaming,
and pioneered concepts such as windows and incremen-
tal operators. However, distributed streaming databases,
such as Borealis, used replication or upstream backup
for recovery [19]. We make two contributions over them.

First, D-Streams provide a more efficient recovery
mechanism, parallel recovery, that runs faster than up-
stream backup without the cost of replication. Parallel
recovery is feasible because D-Streams discretize com-
putations into stateless, deterministic tasks. In contrast,
streaming databases use a stateful continous operator
model, and require complex protocols for both replica-
tion (e.g., Borealis’s DPC [5] or Flux [33]) and upstream
backup [19]. The only parallel recovery protocol we are
aware of, by Hwang et al [20], only tolerates one node
failure, and cannot handle stragglers.

Second, D-Streams also tolerate stragglers, using
speculative execution [11]. Straggler mitigation is dif-
ficult in continuous operator models because each node
has mutable state that cannot be rebuilt on another node
without a costly serial replay process.

Large-scale Streaming While several recent systems
enable streaming computation with high-level APIs sim-
ilar to D-Streams, they also lack the fault and straggler
recovery benefits of the discretized stream model.

TimeStream [32] runs the continuous, stateful opera-
tors in Microsoft StreamInsight [2] on a cluster. It uses
a recovery mechanism similar to upstream backup that
tracks which upstream data each operator depends on
and replays it serially through a new copy of the opera-
tor. Recovery thus happens on a single node for each op-
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erator, and takes time proportional to that operator’s pro-
cessing window (e.g., 30 seconds for a 30-second slid-
ing window) [32]. In contrast, D-Streams use stateless
transformations and explicitly put state in data structures
(RDDs) that can (1) be checkpointed asynchronously to
bound recovery time and (2) be rebuilt in parallel, ex-
ploiting parallelism across data partitions and timesteps
to recover in sub-second time. D-Streams can also han-
dle stragglers, while TimeStream does not.

Naiad [26, 27] automatically incrementalizes data
flow computations written in LINQ and is unique in
also being able to incrementalize iterative computations.
However, it uses traditional synchronous checkpointing
for fault tolerance, and cannot respond to stragglers.

MillWheel [1] runs stateful computations using an
event-driven API but handles reliability by writing all
state to a replicated storage system like BigTable.

MapReduce Online [10] is a streaming Hadoop run-
time that pushes records between maps and reduces and
uses upstream backup for reliability. However, it cannot
recover reduce tasks with long-lived state (the user must
manually checkpoint such state into an external system),
and does not handle stragglers. Meteor Shower [40] also
uses upstream backup, and can take tens of seconds to
recover state. iMR [24] offers a MapReduce API for log
processing, but can lose data on failure. Percolator [31]
runs incremental computations using triggers, but does
not offer high-level operators like map and join or con-
sistency guarantees across nodes.

Finally, to our knowledge, none of these systems sup-
port combining streaming with batch and interactive
queries, like D-Streams do. Some streaming databases
have supported combining tables and streams [14].

Message Queueing Systems Systems like Storm, S4,
and Flume [36, 28, 3] offer a message passing model
where users write stateful code to process records, but
they generally have limited fault tolerance guarantees.
For example, Storm ensures “at-least-once” delivery of
messages using upstream backup at the source, but re-
quires the user to manually handle the recovery of state,
e.g., by keeping all state in a replicated database [37].
Trident [25] provides a functional API similar to LINQ
on top of Storm that manages state automatically. How-
ever, Trident does this by storing all state in a replicated
database to provide fault tolerance, which is expensive.

Incremental Processing CBP [23] and Comet [17]
provide “bulk incremental processing” on traditional
MapReduce platforms by running MapReduce jobs on
new data every few minutes. While these systems ben-
efit from the scalability and fault/straggler tolerance of
MapReduce within each timestep, they store all state in
a replicated, on-disk filesystem across timesteps, incur-
ring high overheads and latencies of tens of seconds to

minutes. In contrast, D-Streams can keep state unrepli-
cated in memory using RDDs and can recover it across
timesteps using lineage, yielding order-of-magnitude
lower latencies. Incoop [6] modifies Hadoop to support
incremental recomputation of job outputs when an input
file changes, and also includes a mechanism for strag-
gler recovery, but it still uses replicated on-disk storage
between timesteps, and does not offer an explicit stream-
ing interface with concepts like windows.

Parallel Recovery Our parallel recovery mechanism
is conceptually similar to techniques in MapReduce,
GFS, and RAMCloud [11, 15, 29], which all leverage
partitioning of recovery work on failure. Our contribu-
tion is to show how to structure a streaming computation
to allow the use of this mechanism across data partitions
and time, and to show that it can be implemented at a
small enough timescale for stream processing.

9 Conclusion
We have proposed D-Streams, a new model for dis-
tributed streaming computation that enables fast (often
sub-second) recovery from both faults and stragglers
without the overhead of replication. D-Streams forgo
conventional streaming wisdom by batching data into
small timesteps. This enables powerful recovery mecha-
nisms that exploit parallelism across data partitions and
time. We showed that D-Streams can support a wide
range of operators and can attain high per-node through-
put, linear scaling to 100 nodes, sub-second latency, and
sub-second fault recovery. Finally, because D-Streams
use the same execution model as batch platforms, they
compose seamlessly with batch and interactive queries.
We used this capability in Spark Streaming to let users
combine these models in powerful ways, and showed
how it can add rich features to two real applications.

Spark Streaming is open source, and is now included
in Spark at http://spark-project.org.
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Abstract

Naiad is a distributed system for executing data parallel,

cyclic dataflow programs. It offers the high throughput

of batch processors, the low latency of stream proces-

sors, and the ability to perform iterative and incremental

computations. Although existing systems offer some of

these features, applications that require all three have re-

lied on multiple platforms, at the expense of efficiency,

maintainability, and simplicity. Naiad resolves the com-

plexities of combining these features in one framework.

A new computational model, timely dataflow, under-

lies Naiad and captures opportunities for parallelism

across a wide class of algorithms. This model enriches

dataflow computation with timestamps that represent

logical points in the computation and provide the basis

for an efficient, lightweight coordination mechanism.

We show that many powerful high-level programming

models can be built on Naiad’s low-level primitives, en-

abling such diverse tasks as streaming data analysis, it-

erative machine learning, and interactive graph mining.

Naiad outperforms specialized systems in their target ap-

plication domains, and its unique features enable the de-

velopment of new high-performance applications.

1 Introduction

Many data processing tasks require low-latency inter-

active access to results, iterative sub-computations, and

consistent intermediate outputs so that sub-computations

can be nested and composed. Figure 1 exemplifies these
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Low-latency query 
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Updates to 

data arrive

Complex processing 
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executes to reflect 

changed data

User queries 

are received

Queries are 

joined with 

processed data

Figure 1: A Naiad application that supports real-

time queries on continually updated data. The

dashed rectangle represents iterative processing that

incrementally updates as new data arrive.

requirements: the application performs iterative process-

ing on a real-time data stream, and supports interac-

tive queries on a fresh, consistent view of the results.

However, no existing system satisfies all three require-

ments: stream processors can produce low-latency re-

sults for non-iterative algorithms [3, 5, 9, 38], batch

systems can iterate synchronously at the expense of la-

tency [27, 30, 43, 45], and trigger-based approaches

support iteration with only weak consistency guaran-

tees [29, 36, 46]. While it might be possible to assemble

the application in Figure 1 by combining multiple exist-

ing systems, applications built on a single platform are

typically more efficient, succinct, and maintainable.

Our goal is to develop a general-purpose system that

fulfills all of these requirements and supports a wide va-

riety of high-level programming models, while achiev-

ing the same performance as a specialized system. To

this end, we have developed a new computational model,

timely dataflow, that supports the following features:

1. structured loops allowing feedback in the dataflow,

2. stateful dataflow vertices capable of consuming and

producing records without global coordination, and

3. notifications for vertices once they have received all

records for a given round of input or loop iteration.
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Figure 2: The Naiad software stack exposes a low-

level graph assembly interface, upon which high-

level libraries, DSLs, and applications can be built.

Together, the first two features are needed to execute it-

erative and incremental computations with low latency.

The third feature makes it possible to produce consistent

results, at both outputs and intermediate stages of com-

putations, in the presence of streaming or iteration.

Timely dataflow exposes a principled set of low-level

primitives to the programmer, who can use those prim-

itives to build higher-level programming abstractions.

Timely dataflow graphs are directed and may include cy-

cles. Stateful vertices asynchronously receive messages

and notifications of global progress. Edges carry records

with logical timestamps that enable global progress to be

measured. Unlike the timestamps used in previous sys-

tems [3, 5, 9], these logical timestamps reflect structure

in the graph topology such as loops, and make the model

suitable for tracking progress in iterative algorithms. We

show that these primitives are sufficient to express exist-

ing frameworks as composable and efficient libraries.

Naiad is our prototype implementation of timely

dataflow for data parallel computation in a distributed

cluster. Like others [16, 42, 43] we target problems

for which the working set fits in the aggregate RAM of

the cluster, in line with our goal of a low-latency sys-

tem. Practical challenges arise when supporting appli-

cations that demand a mix of high-throughput and low-

latency computation. These challenges include coor-

dinating distributed processes with low overhead, and

engineering the system to avoid stalls—from diverse

sources such as lock contention, dropped packets, and

garbage collection—that disproportionately affect com-

putations that coordinate frequently.

We evaluate Naiad against several batch and incre-

mental workloads, and use microbenchmarks to investi-

gate the performance of its underlying mechanisms. Our

prototype implementation outperforms general-purpose

batch processors, and often outperforms state-of-the-

art asynchronous systems which provide few semantic

guarantees. To demonstrate the expressiveness of the

model and the power of our high-level libraries, we build

a complex application based on the dataflow in Figure 1

using tens of lines of code (see §6.4). The resulting ap-

plication responds to queries with 4–100 ms latency.

B C

F

A D

Loop context

Streaming context

In OutEI

Figure 3: This simple timely dataflow graph (§2.1)

shows how a loop context nests within the top-level

streaming context.

2 Timely dataflow

Timely dataflow is a computational model based on a di-

rected graph in which stateful vertices send and receive

logically timestamped messages along directed edges.

The dataflow graph may contain nested cycles, and the

timestamps reflect this structure in order to distinguish

data that arise in different input epochs and loop itera-

tions. The resulting model supports concurrent execu-

tion of different epochs and iterations, and explicit ver-

tex notification after all messages with a specified time-

stamp have been delivered. In this section we define the

structure of timely dataflow graphs, introduce the low-

level vertex programming model, and explain how to ef-

ficiently reason about the delivery of vertex notifications.

2.1 Graph structure

A timely dataflow graph has input vertices and output

vertices, where each input receives a sequence of mes-

sages from an external producer, and each output emits a

sequence of messages back to an external consumer. The

external producer labels each message with an integer

epoch, and notifies the input vertex when it will not re-

ceive any more messages with a given epoch label. The

producer may also “close” an input vertex to indicate

that it will receive no more messages from any epoch.

Each output message is labeled with its epoch, and the

output vertex signals the external consumer when it will

not output any more messages from a given epoch, and

when all output is complete.

Timely dataflow graphs are directed graphs with the

constraint that the vertices are organized into possi-

bly nested loop contexts, with three associated system-

provided vertices. Edges entering a loop context must

pass through an ingress vertex and edges leaving a loop

context must pass through an egress vertex. Addition-

ally, every cycle in the graph must be contained entirely

within some loop context, and include at least one feed-

back vertex that is not nested within any inner loop con-

texts. Figure 3 shows a single loop context with ingress

(‘I’), egress (‘E’), and feedback (‘F’) vertices labeled.
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This restricted looping structure allows us to design

logical timestamps based on the dataflow graph struc-

ture. Every message bears a logical timestamp of type

Timestamp : (

epoch
︷ ︸︸ ︷

e ∈ N,

loop counters
︷ ︸︸ ︷

〈c1, . . . ,ck〉 ∈ N
k)

where there is one loop counter for each of the k loop

contexts that contain the associated edge. These loop

counters explicitly distinguish different iterations, and

allow a system to track forward progress as messages

circulate around the dataflow graph.

The ingress, egress, and feedback vertices act only on

the timestamps of messages passing through them. The

vertices adjust incoming timestamps as follows:

Vertex Input timestamp Output timestamp

Ingress (e,〈c1, . . . ,ck〉) (e,〈c1, . . . ,ck,0〉)

Egress (e,〈c1, . . . ,ck,ck+1〉) (e,〈c1, . . . ,ck〉)

Feedback (e,〈c1, . . . ,ck〉) (e,〈c1, . . . ,ck +1〉)

For two timestamps t1 = (x1,~c1) and t2 = (x2,~c2)
within the same loop context, we order t1 ≤ t2 if and

only if both x1 ≤ x2 and~c1 ≤~c2, where the latter uses the

lexicographic ordering on integer sequences. This order

corresponds to the constraint on future times at which

one message could result in another, a concept that we

formalize in the following subsections.

2.2 Vertex computation

Timely dataflow vertices send and receive timestamped

messages, and may request and receive notification that

they have received all messages bearing a specific time-

stamp. Each vertex v implements two callbacks:

v.ONRECV(e : Edge, m : Message, t : Timestamp)
v.ONNOTIFY(t : Timestamp).

A vertex may invoke two system-provided methods in

the context of these callbacks:

this.SENDBY(e : Edge, m : Message, t : Timestamp)
this.NOTIFYAT(t : Timestamp).

Each call to u.SENDBY(e,m, t) results in a correspond-

ing invocation of v.ONRECV(e,m, t), where e is an

edge from u to v, and each call to v.NOTIFYAT(t) re-

sults in a corresponding invocation of v.ONNOTIFY(t).
The invocations of ONRECV and ONNOTIFY are

queued, and for the most part the model is flex-

ible about the order in which they may be deliv-

ered. However, a timely dataflow system must guar-

antee that v.ONNOTIFY(t) is invoked only after no

further invocations of v.ONRECV(e,m, t ′), for t ′ ≤ t,

will occur. v.ONNOTIFY(t) is an indication that all

v.ONRECV(e,m, t) invocations have been delivered to

class DistinctCount<S,T> : Vertex<T>

{

Dictionary<T, Dictionary<S,int>> counts;

void OnRecv(Edge e, S msg, T time)

{

if (!counts.ContainsKey(time)) {

counts[time] = new Dictionary<S,int>();

this.NotifyAt(time);

}

if (!counts[time].ContainsKey(msg)) {

counts[time][msg] = 0;

this.SendBy(output1, msg, time);

}

counts[time][msg]++;

}

void OnNotify(T time)

{

foreach (var pair in counts[time])

this.SendBy(output2, pair, time);

counts.Remove(time);

}

}

Figure 4: An example vertex with one input and

two outputs, producing the distinct input records on

output1, and a count for each one on output2.

The distinct records may be sent as soon as they are

seen, but the counts must wait until all records bear-

ing that time have been received.

the vertex, and is an opportunity for the vertex to finish

any work associated with time t.

The ONRECV and ONNOTIFY methods may contain

arbitrary code and modify arbitrary per-vertex state, but

do have an important constraint on their execution: when

invoked with a timestamp t, the methods may only call

SENDBY or NOTIFYAT with times t ′≥ t. This rule guar-

antees that messages are not sent “backwards in time”

and is crucial to support notification as described above.

As an example, Figure 4 contains code for a vertex

with one input and two outputs. The first output is the

set, at each time, of distinct elements observed in the in-

put, and the second output counts how often each distinct

input is observed at that time. The ONRECV method

may send elements on the first output as soon as they

are first observed, allowing for low latency, but to en-

sure correctness the vertex must use ONNOTIFY to delay

sending the counts until all inputs have been observed.

2.3 Achieving timely dataflow

In order to deliver notifications correctly, a timely

dataflow system must reason about the impossibility of

future messages bearing a given timestamp. In this sub-

section we lay a foundation for reasoning about the safe
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delivery of notifications, and develop tools for a single-

threaded implementation. Section 3 discusses the issues

that arise in a distributed implementation.

At any point in an execution, the set of timestamps at

which future messages can occur is constrained by the

current set of unprocessed events (messages and notifi-

cation requests), and by the graph structure. Messages

in a timely dataflow system flow only along edges, and

their timestamps are modified by ingress, egress, and

feedback vertices. Since events cannot send messages

backwards in time, we can use this structure to compute

lower bounds on the timestamps of messages an event

can cause. By applying this computation to the set of

unprocessed events, we can identify the vertex notifica-

tions that may be correctly delivered.

Each event has a timestamp and a location (either a

vertex or edge), and we refer to these as a pointstamp:

Pointstamp : (t ∈ Timestamp,

location
︷ ︸︸ ︷

l ∈ Edge∪Vertex) .

The SENDBY and NOTIFYAT methods generate new

events: for v.SENDBY(e,m, t) the pointstamp of m is

(t,e) and for v.NOTIFYAT(t) the pointstamp of the no-

tification is (t,v).
The structural constraints on timely dataflow graphs

induce an order on pointstamps. We say a pointstamp

(t1, l1) could-result-in (t2, l2) if and only if there exists

a path ψ = 〈l1, . . . , l2〉 in the dataflow graph such that

the timestamp ψ(t1) that results from adjusting t1 ac-

cording to each ingress, egress, or feedback vertex oc-

curring on that path satisfies ψ(t1) ≤ t2. Each path can

be summarized by the loop coordinates that its vertices

remove, add, and increment; the resulting path summary

between l1 and l2 is a function that transforms a time-

stamp at l1 to a timestamp at l2. The structure of timely

dataflow graphs ensures that, for any locations l1 and l2
connected by two paths with different summaries, one of

the path summaries always yields adjusted timestamps

earlier than the other. For each pair l1 and l2, we find the

minimal path summary over all paths from l1 to l2 us-

ing a straightforward graph propagation algorithm, and

record it as Ψ[l1, l2]. To efficiently evaluate the could-

result-in relation for two pointstamps (t1, l1) and (t2, l2),
we test whether Ψ[l1, l2](t1)≤ t2.

We now consider how a single-threaded scheduler de-

livers events in a timely dataflow implementation. The

scheduler maintains a set of active pointstamps, which

are those that correspond to at least one unprocessed

event. For each active pointstamp the scheduler main-

tains two counts: an occurrence count of how many

outstanding events bear the pointstamp, and a precur-

sor count of how many active pointstamps precede it in

the could-result-in order. As vertices generate and retire

events, the occurrence counts are updated as follows:

Operation Update

v.SENDBY(e,m, t) OC[(t,e)]← OC[(t,e)]+1

v.ONRECV(e,m, t) OC[(t,e)]← OC[(t,e)]−1

v.NOTIFYAT(t) OC[(t,v)]← OC[(t,v)]+1

v.ONNOTIFY(t) OC[(t,v)]← OC[(t,v)]−1

The scheduler applies updates at the start of calls to

SENDBY and NOTIFYAT, and as calls to ONRECV and

ONNOTIFY complete. When a pointstamp p becomes

active, the scheduler initializes its precursor count to the

number of existing active pointstamps that could-result-

in p. At the same time, the scheduler increments the

precursor count of any pointstamp that p could-result-

in. A pointstamp p leaves the active set when its occur-

rence count drops to zero, at which point the scheduler

decrements the precursor count for any pointstamp that

p could-result-in. When an active pointstamp p’s pre-

cursor count is zero, there is no other pointstamp in the

active set that could-result-in p, and we say that p is in

the frontier of active pointstamps. The scheduler may

deliver any notification in the frontier.

When a computation begins the system initializes an

active pointstamp at the location of each input vertex,

timestamped with the first epoch, with an occurrence

count of one and a precursor count of zero. When an

epoch e is marked complete the input vertex adds a new

active pointstamp for epoch e + 1, then removes the

pointstamp for e, permitting downstream notifications

to be delivered for epoch e. When the input vertex is

closed it removes any active pointstamps at its location,

allowing all events downstream of the input to eventu-

ally drain from the computation.

2.4 Discussion

Although the timestamps in timely dataflow are

more complicated than traditional integer-valued time-

stamps [22, 38], the vertex programming model supports

many advanced use cases that motivate other systems.

The requirement that a vertex explicitly request notifi-

cations (rather than passively receive notifications for all

times) allows a programmer to make performance trade-

offs by choosing when to use coordination. For exam-

ple, the monotonic aggregation operators in BloomL [13]

may continually revise their output without coordina-

tion; in Naiad a vertex can achieve this by sending out-

puts from ONRECV. Such an implementation can im-

prove performance inside a loop by allowing fast un-

coordinated iteration, at the possible expense of send-

ing multiple messages before the output reaches its final

value. On the other hand an implementation that sends

only once, in ONNOTIFY, may be more useful at the

boundary of a sub-computation that will be composed

with other processing, since the guarantee that only a

single value will be produced simplifies the downstream
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Figure 5: The mapping of a logical dataflow graph

onto the distributed Naiad system architecture.

sub-computation. Timely dataflow makes it easy to com-

bine both styles of implementation in a single program.

As described, a notification in timely dataflow is guar-

anteed not to be delivered before a time t, and has the ca-

pability to send messages at times greater or equal to t.

We can decouple these two properties of a notification

into a guarantee time tg and capability time tc, which

may be distinct. This generalization for example allows

“state purging” notifications [22] that free resources as-

sociated with tg, but do not generate other events and so

can set tc to ⊤ (i.e., after all processing). Since tc = ⊤,

the notification does not prevent other notifications from

being delivered, and need not introduce any coordina-

tion. Notifications with tg < tc can also be useful to con-

strain otherwise asynchronous execution, for example

by providing “bounded staleness” [11], which guaran-

tees that the system does not proceed more than a defined

number of iterations beyond any incomplete iteration.

3 Distributed implementation

Naiad is our high-performance distributed implementa-

tion of timely dataflow. Figure 5 shows the schematic

architecture of a Naiad cluster: a group of processes

hosting workers that manage a partition of the timely

dataflow vertices. Workers exchange messages locally

using shared memory, and remotely using TCP connec-

tions between each pair of processes. Each process par-

ticipates in a distributed progress tracking protocol, in

order to coordinate the delivery of notifications. We im-

plemented the core Naiad runtime as a C# library, in

22,700 lines of code. In this section, we describe the

techniques that Naiad uses to achieve high performance.

3.1 Data parallelism

Like other dataflow systems [15, 41, 42] Naiad relies on

data parallelism to increase the aggregate computation,

memory, and bandwidth available to applications. A

program specifies its timely dataflow graph as a logical

graph of stages linked by typed connectors. Each con-

nector optionally has a partitioning function to control

the exchange of data between stages. At execution time,

Naiad expands the logical graph into a physical graph

where each stage is replaced by a set of vertices and

each connector by a set of edges. Figure 5 shows a logi-

cal graph and a corresponding physical graph, where the

connector from A to B has partitioning function H(m)

on typed messages m.

The regular structure of data parallel dataflow graphs

simplifies vertex implementations, which can be agnos-

tic to the degree of parallelism in a stage. When a vertex

sends a message on a connector, the system automati-

cally routes the message to the appropriate destination

vertex using the partitioning function. Specifically, the

partitioning function maps a message to an integer, and

the system routes all messages that map to the same inte-

ger to the same downstream vertex. A programmer can

use partitioning functions to hash or range partition in-

coming messages by a key, in order to implement “group

by” or “reduce” functionality [15, 41]. When no par-

titioning function is supplied, the system delivers mes-

sages to a local vertex (e.g., Bi to Ci in Figure 5).

Regular structure also allows Naiad to simplify its

reasoning about the could-result-in relation. Naiad

projects each pointstamp p from the physical graph to

a pointstamp p̂ in the logical graph, and evaluates the

could-result-in relation on the projected pointstamps.

This projection leads to a loss of resolution, since there

are cases where p1 cannot-result-in p2 but p̂1 could-

result-in p̂2. However, using the logical graph ensures

that the size of the data structures used to compute the

relation depends only on the logical graph and not the

much larger physical graph. As we explain in §3.3, using

projected pointstamps also reduces the amount of com-

munication needed for coordination between workers.

3.2 Workers

Each Naiad worker is responsible for delivering mes-

sages and notifications to vertices in its partition of

the timely dataflow graph. When faced with multiple

runnable actions (messages and notifications to deliver)

workers break ties by delivering messages before noti-

fications, in order to reduce the amount of queued data.

Different policies could be used, such as prioritizing the

delivery of messages and notifications with the earliest

pointstamp to reduce end-to-end latency.
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Workers communicate using shared queues and have

no other shared state. This isolation ensures that only

a single thread of control ever executes within a ver-

tex, and allows much simpler vertex implementations.

Each call to SENDBY implicitly causes the calling ver-

tex to yield if the destination vertex is managed by the

same worker. Thus, the worker may deliver the message

immediately by invoking the appropriate ONRECV call-

back, rather than queuing it for later delivery. At this

point the worker may also deliver queued messages that

have been received from other workers. The ability of a

worker to move between vertices and deliver incoming

remote messages enables Naiad to keep system queues

small and to lower the latency of message delivery.

The existence of cycles in the dataflow graph raises

the possibility of re-entrancy: a vertex interrupted when

it calls SENDBY may be re-entered by one of its ON-

RECV callbacks. By default vertices are not re-entrant,

and the vertex’s worker must enqueue the message for

later delivery; however, a vertex implementation may

optionally specify a bounded depth for re-entrant calls.

Without support for re-entrancy, the implementations

of many iterative patterns would overload the system

queues. Re-entrancy allows the vertex implementation

to coalesce incoming messages in ONRECV, and thereby

reduce overall memory consumption.

3.3 Distributed progress tracking

Before delivering a notification, a Naiad worker must

know that there are no outstanding events at any worker

in the system with a pointstamp that could-result-in the

pointstamp of the notification. We adapt the approach

for progress tracking based on a single global frontier

(§2.3) to a distributed setting in which multiple work-

ers coordinate independent sets of events using a local

view of the global state. We base our initial protocol on

broadcasting occurrence count updates, and then refine

it with two optimizations.

For each active pointstamp each worker maintains a

local occurrence count, representing its local view of

the global occurrence counts, a local precursor count

computed from its local occurrence counts, and a lo-

cal frontier defined using the could-result-in relation on

the local active pointstamps. The worker does not im-

mediately update its local occurrence counts as it dis-

patches events, but instead broadcasts (to all workers,

including itself) progress updates, which are pairs (p ∈
Pointstamp,δ ∈ Z) with δ chosen according to the up-

date rules in §2.3. The broadcasts from a given worker

to another must be delivered in FIFO order, but there is

no constraint on ordering between two workers’ broad-

casts. When a worker receives a progress update (p,δ ),
it adds δ to the local occurrence count for p.

This protocol has an important safety property: no lo-

cal frontier ever moves ahead of the global frontier, taken

across all outstanding events in the system. Therefore, if

some worker has a pending notification at p = (t,v) and

p is in the local frontier, p must also be in the global

frontier and the worker can safely deliver the notifica-

tion to v. A formal specification of the protocol and a

safety proof are presented in a separate paper [4].

Optimizing broadcast updates A naive implementa-

tion of the protocol would broadcast every progress up-

date and result in impractical communication demands.

We implement two optimizations that, taken together, re-

duce the volume of communication.

The first optimization uses projected pointstamps in

the progress tracking protocol. The protocol thus keeps

track of occurrence and precursor counts for each stage

and connector, as opposed to each vertex and edge. Al-

though, as noted in §3.1, this representation can reduce

opportunities for concurrency, it substantially reduces

the volume of updates and the size of the state main-

tained for progress tracking.

The second optimization accumulates updates in a lo-

cal buffer before broadcasting them. Updates with the

same pointstamp are combined into a single entry in the

buffer by summing their deltas. Updates may be accu-

mulated as long as every buffered pointstamp p satis-

fies one of two properties: either some other element of

the local frontier could-result-in p, or p corresponds to a

vertex whose net update (the sum of the local occurrence

count, the buffered update count, and any updates that

the worker has broadcast but not yet received) is strictly

positive. When the accumulator receives new progress

updates (either from local workers or other accumula-

tors), it must test whether the accumulated pointstamps

still satisfy this condition: if not, the accumulator broad-

casts all updates in the buffer. When updates are broad-

cast, positive values must be sent before negative values.

Any fixed group of workers can perform this accu-

mulation, and it may be performed hierarchically. By

default Naiad accumulates updates at the process level

and at the cluster level: each process sends accumulated

updates to a central accumulator, which broadcasts their

net effect to all workers. Although this accumulation in-

troduces an additional message delay over direct broad-

casts, it substantially reduces the total number of update

messages, as we evaluate in §5.3.

Our implementation includes two further optimiza-

tions to decrease the expected latency of broadcasting

updates. The central cluster-level accumulator optimisti-

cally broadcasts a UDP packet containing each update

before re-sending updates on the TCP connections be-

tween the accumulator and other processes. Messages

contain a sequence number to ensure that delivery is or-
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dered and idempotent. In addition, Naiad uses a modifi-

cation of the eventcount synchronization primitive [37]

that allows threads to be woken by either a broadcast

or unicast notification. Without this optimization, wak-

ing workers sequentially adds significant overhead to the

critical path of low-latency iterative computations.

3.4 Fault tolerance and availability

Naiad has a simple but extensible implementation of

fault tolerance: each stateful vertex implements a

CHECKPOINT and RESTORE interface, and the system

invokes these as appropriate to produce a consistent

checkpoint across all workers. Each vertex may either

log data as computation proceeds, and thus respond to

checkpoint requests with low latency; or write a full, and

potentially more compact, checkpoint when requested.

The stateful components of the progress tracking proto-

col implement the same interface; because they are small

and frequently updated, they produce full checkpoints.

When the system periodically checkpoints, all pro-

cesses first pause worker and message delivery threads,

flush message queues by delivering outstanding ON-

RECV events (buffering and logging any messages that

are sent by doing so), and finally invoke CHECKPOINT

on each stateful vertex. The system then resumes worker

and message delivery threads and flushes buffered mes-

sages. Once the desired level of durability is achieved—

e.g., the checkpoint files are flushed to disk, or replicated

to other computers—the checkpoint is complete.

To recover from a failed process, all live processes re-

vert to the last durable checkpoint, and the vertices from

the failed process are reassigned to the remaining pro-

cesses. The RESTORE method reconstructs the state of

each stateful vertex using its respective checkpoint file.

There is an inherent design tension between allow-

ing a system to make fine-grained updates to mutable

state and reliably logging enough information to permit

consistent recovery when a local scheduler fails. Our

current design favors performance in the common case

that there are no failures, at the expense of availability

in the event of a failure. Naiad can consume inputs from

a reliable message queue and write its outputs to a dis-

tributed key-value store [8]. This approach allows the

overall system to satisfy reads and writes while Naiad

recovers from failures, at some cost to freshness. Other

tradeoffs may be more suitable for some applications:

for example, MillWheel [5], a non-iterative streaming

system with a programming model similar to the one de-

fined in §2.2, writes per-key checkpoints for each batch

of messages processed. This policy increases the latency

of each message, but enables faster resumption after a

failure. We discuss the throughput and latency impact of

logging and checkpointing in §6.3.

3.5 Preventing micro-stragglers

Many Naiad computations are sensitive to latency: tran-

sient stalls at a single worker can have a disproportionate

effect on overall performance. For example, in iterative

computations a phase of execution between notifications

can last as little as one millisecond [28], whereas events

such as packet loss, contention on concurrent data struc-

tures, and garbage collection can result in delays ranging

from tens of milliseconds to tens of seconds. The prob-

ability of such an event occurring in a single phase of

execution increases with the size of a cluster, and there-

fore we view the resulting micro-stragglers as the main

obstacle to scalability for low-latency workloads.

Micro-stragglers bear some similarity to the well-

known stragglers in coarse-grained batch-processing

systems, but different mitigation techniques apply.

Workers in a batch-processing system are stateless, so

scheduling duplicate work items can reduce the impact

of stragglers [14, 15, 44]. Naiad maintains mutable state

to decrease the latency of execution: speculatively exe-

cuting duplicate work would require the system to coor-

dinate updates to replicated state, and we expect the cost

to outweigh the benefits.

Rather than dealing with micro-stragglers reactively,

Naiad reduces their impact and avoids them wherever

possible. We now describe several sources of micro-

stragglers and their effective mitigations.

Networking Naiad uses TCP over Ethernet to deliver

remote messages because it offers reliable message de-

livery, and modern Ethernet network interface cards

(NICs) accelerate much of the TCP protocol stack in

hardware. However, the throughput of messages be-

tween a pair of processes is bursty: many iterative com-

putations begin with a large data exchange, but towards

the tail it is common for messages to fit in a single

packet. This bursty pattern can lead to micro-stragglers

on a best-effort network such as ours, and we have taken

several steps to reduce their impact.

The default TCP configuration on Windows penalizes

two processes that exchange a small message in each

direction with a 200 ms delay. Nagle’s algorithm [32]

and delayed acknowledgments [12] are responsible for

this delay. We therefore disable Nagle’s algorithm for

Naiad TCP sockets, and reduce the delayed acknowledg-

ment timeout to 10 ms. In the event of packet loss, the

default retransmission timeout is 300 ms, which is far

longer than many congestion events in Naiad: for ex-

ample, the cluster-level progress tracking accumulator

(§3.3) often aggregates one packet from each process,

and near-simultaneous arrival of these packets can cause

loss due to incast [6]. We therefore reduce the mini-

mum retransmit timeout to 20 ms. Since Naiad aggre-
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gates messages at the application level, it can maintain

high throughput despite these options.

Our evaluation cluster has a switched Gigabit Ethernet

network with a simple topology: one core switch, and

two top-of-rack switches with 32 ports each. Despite

over-provisioning the inter-switch links with a 40 Gbps

uplink and enabling 802.3x flow control, we observe

packet loss at the NIC receive queues during incast traf-

fic patterns [31]. It is likely that Datacenter TCP [6]

would be beneficial for our workload, but the rack

switches in our cluster lack necessary support for ex-

plicit congestion notification.

Since Naiad controls all aspects of data exchange, it

is likely that a specialized transport protocol would pro-

vide better performance than TCP over Ethernet. We

are investigating the use of RDMA over InfiniBand,

which has the potential to reduce micro-stragglers using

mechanisms such as microsecond message latency, reli-

able multicast, and user-space access to message buffers.

These mechanisms will avoid TCP-related timers in the

operating system, but achieving optimal performance

will require attention to quality of service [35].

Data structure contention To scale out within a sin-

gle machine, most data structures in Naiad—in par-

ticular the vertex state—are accessed from a single

worker thread. Nevertheless, coordination is required

to exchange messages between workers, and Naiad uses

.NET concurrent queues and lightweight spinlocks for

this purpose. These primitives back off by sleeping for

1 ms when contention is detected. Since the default

timer granularity on Windows is 15.6 ms, with typical

scheduling quanta of 100 ms or more, backing off can

result in very high latency for concurrent access to a

contended shared data structure. Decreasing the clock

granularity to 1 ms reduces the impact of these stalls.

Garbage collection The .NET runtime, on which we

implemented Naiad, uses a mark-and-sweep garbage

collector (GC) to reclaim memory. While the .NET GC

is concurrent, it can suspend thread execution during

some allocations and lead to micro-stragglers.

To lower the cost of garbage collection, we engineered

the system to trigger the GC less frequently, and shorten

pauses due to collection. The Naiad runtime and the li-

braries that we have built on top of it avoid object al-

location wherever possible, using buffer pools to recy-

cle message buffers and transient operator state (such as

queues). We use value types extensively, because an ar-

ray of value-typed objects can be allocated as a single

region of memory with a single pointer, and the GC cost

is proportional to the number of pointers (rather than

objects). The .NET runtime supports structured value

types, enabling their use for many Naiad data structures.

4 Writing programs with Naiad

Although one can write Naiad programs directly against

its timely dataflow abstraction, many users find simpler,

higher-level interfaces easier to use. Examples include

SQL, MapReduce [15], LINQ [41], Pregel’s vertex-

program abstraction [27], and PowerGraph’s GAS ab-

straction [16]. We designed Naiad so that common

timely dataflow patterns can be collected into libraries,

allowing users to draw from these libraries when they

meet their needs and to construct new timely dataflow

vertices when they do not, all within the same pro-

gram. This section first shows a simple Naiad program

to highlight the common structure of applications built

on Naiad, then discusses some of the libraries we have

built, and finally sketches the process of writing libraries

and custom vertices using the low-level Naiad API.

4.1 A prototypical Naiad program

All Naiad programs follow a common pattern: first de-

fine a dataflow graph, consisting of input stages, com-

putational stages, and output stages; and then repeat-

edly supply the input stages with data. Input and output

stages follow a push-based model, in which the user sup-

plies new data for each input epoch, and Naiad invokes

a user-supplied callback for each epoch of output data.

The following example fragment uses our library for in-

cremental computation [28], which allows the program-

mer to use patterns familiar from LINQ to implement an

incrementally updatable MapReduce computation:

// 1a. Define input stages for the dataflow.

var input = controller.NewInput<string>();

// 1b. Define the timely dataflow graph.

// Here, we use LINQ to implement MapReduce.

var result = input.SelectMany(y => map(y))

.GroupBy(y => key(y),

(k, vs) => reduce(k, vs));

// 1c. Define output callbacks for each epoch

result.Subscribe(result => { ... });

// 2. Supply input data to the query.

input.OnNext(/* 1st epoch data */);

input.OnNext(/* 2nd epoch data */);

input.OnNext(/* 3rd epoch data */);

input.OnCompleted();

Step 1a defines the source of data, and Step 1c defines

what to do with output data when produced. Step 1b

constructs a timely dataflow graph using SelectMany

and GroupBy library calls, which assemble stages of

pre-defined vertices and behave as their LINQ counter-

parts: SelectMany applies its argument function to

each message, and GroupBy collates the results by a

key function before applying its reduction function.
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Once the graph is fully assembled, in step 2

OnNext supplies the computation with epochs of in-

put data. The Subscribe stage applies its callback

to each completed epoch of data it observes. Finally,

OnCompleted indicates that no further epochs of input

data exist, allowing Naiad to drain messages and cleanly

shut down the computation.

4.2 Data parallel patterns in Naiad

We packaged several higher-level programming patterns

into libraries implemented on Naiad’s timely dataflow

abstractions. This separation of library code from sys-

tem code makes it easy for users to draw from existing

patterns, create their own patterns, and adapt other pat-

terns, all without requiring access to private APIs. Pub-

lic reusable low-level programming abstractions distin-

guish Naiad from a number of other data parallel sys-

tems [26, 27, 41, 42] that enforce a single high-level

programming model, and conceal the boundary between

this model and lower-level primitives within private sys-

tem code. We hope that this distinction will make Naiad

appealing as the implementation layer for future data

parallel projects.

It was straightforward to implement a library of in-

cremental LINQ-like operators. Most build on unary

and binary forms of a generic buffering operator whose

ONRECV function adds records to lists indexed by

timestamp, and whose ONNOTIFY(t) applies a suitable

transformation to the list(s) for timestamp t. To im-

prove performance, we specialized the implementation

of operators that do not require coordination: for exam-

ple Concat immediately forwards records from both

inputs, Select transforms and outputs data without

buffering, and Distinct outputs a record as soon as it

is seen for the first time. The ability to perform this spe-

cialization in library code (rather than in the core Naiad

runtime) decouples the evolution of the LINQ imple-

mentation from improvements to the underlying system.

We implemented a subset of the Bloom framework

for asynchronous computation [7]. The LINQ operators

Where, Concat, Distinct, and Join are sufficient,

within a loop, to implement Datalog-style queries. None

of these operators invokes NOTIFYAT, and subgraphs

using only these will execute asynchronously (without

coordination) on Naiad. We also implemented a mono-

tonic Aggregate operator that emits records when the

aggregate improves, and is suitable for implementing

BloomL-style aggregation [13]. All of these constructs

compose with other LINQ operators and timely dataflow

stages, and Naiad introduces coordination only where

vertices explicitly require it.

As a final example, we implemented a version of the

Pregel bulk synchronous parallel model for graph algo-

rithms [27] as a Naiad library. A Pregel program op-

erates on a data graph in a series of iterations (or “su-

persteps”) in which messages are exchanged, aggregates

computed, and the graph mutated. While one can build

a Pregel-like implementation using LINQ-style opera-

tors [40], such a collection-oriented pattern makes it

hard to support Pregel’s full semantics including aggre-

gation and graph mutation. Instead we base our Pregel

port on a custom vertex with several strongly typed

inputs and outputs (for messages, aggregated values,

and graph mutations), connected via multiple feedback

edges in parallel.

4.3 Constructing timely dataflow graphs

While we expect most uses of Naiad to rely on libraries

of graph construction patterns, Naiad provides a simple

graph construction interface based on timely dataflow.

The interface is the basis for all libraries, but it also

makes it easy for applications to include ad hoc vertices

that provide specialized functionality.

Graph construction involves two main steps: defin-

ing the behavior of dataflow vertices, and defining the

dataflow topology (including any loops). A Naiad stage

is a collection of vertices defined by a vertex factory,

which is invoked by the system to instantiate each inde-

pendent instance of the vertex. Stages may have multi-

ple inputs and outputs, each of which has an associated

C# record type, and which are connected using typed

streams whose endpoints must have matching record

types. Stage inputs may specify a partitioning require-

ment, and stage outputs a partitioning guarantee, and

the system inserts exchange connectors where necessary

to ensure that input partitioning requirements are satis-

fied. Vertices must provide a typed ONRECV callback

for each input, and must provide an ONNOTIFY callback

if the stage supports notification.

In general, the inputs of a stage must be connected

before its outputs, in order to prevent invalid cycles.

System-provided LoopContext objects allow the pro-

grammer to define multiple ingress, egress, and feedback

stages, and connect them to other computation stages.

Only feedback stages may have their outputs connected

before their inputs, and this ensures that all cycles con-

form to the constraints of valid timely dataflow graphs.

5 Performance evaluation

Naiad is designed to perform effectively in different

modes of operation, supporting both high throughput

and low latency as required by the workload. In this

section we examine Naiad’s behavior in each of these

operating regimes using several micro-benchmarks.
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Figure 6: These microbenchmarks evaluate baseline Naiad system performance on synthetic datasets.

The hardware configuration is as follows: two racks of

32 computers, each with two quad-core 2.1 GHz AMD

Opteron processors, 16 GB of memory, and an Nvidia

NForce Gigabit Ethernet NIC. Each rack switch has a

40 Gbps uplink to the core switch. Unless otherwise

stated, graphed points are the average across five trials,

with error bars showing minimum and maximum values.

5.1 Throughput

The first micro-benchmark measures the maximum

throughput for a distributed computation. The program

constructs a cyclic dataflow that repeatedly performs the

all-to-all data exchange of a fixed number of records.

Figure 6a plots the aggregate throughput against the

number of computers.

The uppermost line shows the “Ideal” aggregate

throughput based on the Ethernet bandwidth, and the

middle line shows the sustained all-to-all throughput

achieved at the .NET Socket layer using long-running

TCP connections with 64 KB messages. The middle line

demonstrates the achievable throughput given the net-

work topology, TCP overheads, and .NET API costs.

The final line shows the throughput that Naiad

achieves when an application exchanges a large number

of 8-byte records (50M per computer) between all pro-

cesses in the cluster. The small record size leads to near

worst-case overheads for serialization and evaluating the

partitioning function. The experiment demonstrates that

Naiad’s throughput capabilities scale linearly, though

opportunities exist to improve its absolute performance.

5.2 Latency

The second experiment evaluates the minimal time re-

quired for global coordination. Again, we construct

a simple cyclic dataflow graph, but in this case the

vertices exchange no data and simply request and re-

ceive completeness notifications. No iteration can pro-

ceed until all notifications from the previous iteration

have been delivered. Figure 6b plots the distribution of

times for 100K iterations using median, quartiles, and

95th percentile values. The median time per iteration re-

mains small at 753 µs for 64 computers (512 workers),

but the 95th percentile results show the adverse impact of

micro-stragglers as the number of computers increases.

For many real programs, the subset of vertices in a

stage requesting a completeness notification can be rel-

atively small, and having fewer participants reduces the

cost of coordination. For example, in the tail of a fixed-

point computation, where latency is crucial, communi-

cation patterns typically become sparse and hence the

number of participants in coordination is often small.

5.3 Protocol optimizations

In order to evaluate the optimizations to the progress

tracking protocol described in §3.3, we run a weakly

connected components (WCC) computation on a ran-

dom graph of 300M edges (about 2.2 GB of raw input).

Figure 6c shows the number of bytes of progress proto-

col traffic generated by 8 workers per computer. In this

experiment we plot the results from one run, since the
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volume of progress protocol traffic for this computation

does not vary significantly between executions.

The optimizations reduce the volume of protocol traf-

fic by one or two orders of magnitude, depending on

whether the accumulation is performed at the computer

level (“LocalAcc”), at the cluster level (“GlobalAcc”),

or both. In practice we find little difference in running

times with and without global accumulation; the reduc-

tion in messages from local accumulation at the com-

puter level is sufficient to prevent progress traffic from

becoming a bottleneck. Although we have not observed

it experimentally, we are aware that the current protocol

may limit scalability, and anticipate that a deeper accu-

mulation and distribution tree will help to disseminate

progress updates more efficiently within larger clusters.

5.4 Scaling

We consider the scaling characteristics of Naiad using

two contrasting applications. WordCount is an embar-

rassingly parallel MapReduce program that computes

word frequencies in a Twitter corpus of size 128 GB un-

compressed, generated by replicating an initial 12.0 GB

corpus. WCC is a weakly connected components com-

putation on a random graph of 200M edges. WCC is

a challenging scalability test: it involves numerous syn-

chronization points and is throughput-limited in early it-

erations of the loop, becoming latency-constrained when

nearing convergence.

In order to evaluate strong scaling, we add compute

resources while keeping the size of the input fixed, so

we expect communication cost to eventually limit fur-

ther scaling. Figure 6d plots the running times for the

two applications. WCC starts to scale more slowly at

around 24 computers and reaches a maximum speedup

of 38× on 64 computers. WordCount scales fairly lin-

early, with 46× speedup on 64 computers.

To evaluate weak scaling, we measure the effect of

increasing both the number of computers and the size

of the input. A computation with perfect weak scaling

would have equal running time for each configuration.

Figure 6e shows how WCC performs on a random in-

put graph with a constant number of edges (18.2M) and

nodes (9.1M) per computer. The running time degrades

by a factor of approximately 1.44× (29.4 s compared to

20.4 s) for a 1.1B edge graph run on 64 computers, rel-

ative to the execution in a single computer. Most of the

deviation from perfect scaling can be explained by the

throughput experiment. For every weak scaling configu-

ration of WCC, the amount of data sent and received by

the workers on a given computer is a constant 360 MB.

When run on a single computer the destination is always

local. However, two computers exchange half of the data

across the network, and 64 computers exchange 63
64

of

the data (355 MB) across the network. From Figure 6a,

the cost of exchanging 355 MB between 64 computers is

∼7.6 s, accounting for most of the 9 s slowdown.

Figure 6e also shows the weak scaling of WordCount,

with 2 GB compressed input per computer. The amount

of data exchanged in WordCount is far smaller than in

WCC, because of the greater effectiveness of combin-

ers before the data exchange, but it still grows with

the number of processes and the computation becomes

throughput-limited during the data exchange. As a re-

sult, WordCount does not achieve perfect weak scaling

(in the worst case 1.23× the single-computer time), but

its weak scaling improves over WCC.

6 Real world applications

We now consider several applications drawn from the

literature on batch, streaming, and graph computation,

and compare Naiad’s expressiveness and performance

against existing systems. The additional properties and

features of other systems complicate a comparison, but

we show that Naiad achieves excellent performance rela-

tive to both general-purpose frameworks and specialized

systems, and that it can express algorithms at a high level

with a modest number of lines of code.

Additionally, we develop and evaluate an example in

the spirit of Figure 1, maintaining statistics derived from

an incremental graph analysis, and serving interactive

queries against the results. We are not aware of another

system that can implement this computation at interac-

tive timescales, whereas Naiad responds to updates and

queries with sub-second latencies.

Unless otherwise specified, the cluster setup and the

meaning of error bars are as described in Section 5.

6.1 Batch iterative graph computation

Najork et al. [34] compare three different approaches to

graph computation on large-scale real world datasets:

using a distributed database (PDW [2]), a general-

purpose batch processor (DryadLINQ [41]), and a

purpose-built distributed graph store (SHS [33]). They

measure the performance of standard graph analyses

over two ClueWeb09 datasets, including the larger 1B

page, 8B edge “Category A” dataset [1]. We compare

their performance numbers with those of Naiad in Ta-

ble 1 on the same problems on equivalent hardware (16

of our cluster computers). The substantial speedups

(up to 600×) demonstrate the power of being able to

maintain application-specific state in memory between

iterations. Systems like DryadLINQ incur a large per-

iteration cost when serializing local state, and thus fa-

vor algorithms that minimize the number of iterations.
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Figure 7: These experiments evaluate Naiad performance on diverse real world applications.

Algorithm PDW DryadLINQ SHS Naiad

PageRank 156,982 68,791 836,455 4,656

SCC 7,306 6,294 15,903 729

WCC 214,479 160,168 26,210 268

ASP 671,142 749,016 2,381,278 1,131

Table 1: Running times in seconds of several graph

algorithms on the Category A web graph. Non-Naiad

measurements are due to Najork et al. [34].

Because Naiad eliminates this per-iteration cost, it can

also use algorithms that perform more and sparser iter-

ations. Compared to the published approaches, the in-

cremental algorithms for weakly connected components

(WCC) and approximate shortest paths (ASP) do less

work and exchange substantially less data over the net-

work, but require many more iterations to converge. Our

implementations of PageRank, strongly connected com-

ponents (SCC), WCC, and ASP in Naiad require 30,

161, 49, and 70 lines of non-library code respectively.

Several systems for iterative graph computation have

adopted the computation of PageRank on a Twitter fol-

lower graph [21] as a standard benchmark. The graph

contains 42M nodes and 1.5B edges, and is approxi-

mately 6 GB on disk. In Figure 7a we compare an imple-

mentation of PageRank using sparse matrix-vector mul-

tiplication to the published results for PowerGraph [16],

which were measured on more powerful hardware (EC2

cluster-compute instances with 10 Gbps Ethernet). Each

data point is the average of 10 successive iterations.

We present two “native” Naiad approaches: one par-

titions edges by source vertex (Naiad Vertex), and the

other partitions edges using a space-filling curve (Naiad

Edge), similar in spirit to PowerGraph’s edge partition-

ing which optimizes a vertex cut objective. These imple-

mentations require 30 and 547 lines of code respectively,

where many of the 547 lines could be re-used for other

programs in the GAS model [16]. We also present the

results of an implementation that uses the Naiad port of

the Pregel [27] abstraction, taking 38 lines of code.

While the amount of computation and communica-

tion varies slightly according to the variant of the al-

gorithm used, the dominant difference in running times

comes from layering the algorithm on different abstrac-

tions; for example the Pregel abstraction introduces

overhead by supporting features such as graph muta-

tion while the Naiad Edge implementation includes spe-

cialized dataflow vertices that use the low-level Naiad

API. A strength of Naiad is that most developers, seek-

ing simplicity, can build on high-level libraries, while

crucial vertices can be implemented using the low-level

API when higher performance is essential.

6.2 Batch iterative machine learning

Vowpal Wabbit (VW) is an open-source distributed ma-

chine learning library [17]. It performs an iteration of

logistic regression in three phases: each process updates

its local state; processes independently perform training

on local input data; and finally all processes jointly per-

form a global average (AllReduce) to combine their lo-

cal updates. Ideally, for a fixed input, the duration of the

first and third phases should be independent of the num-

ber of processes, and the duration of the second phase

should decrease linearly with the number of processes.

We modify VW so that the first and second phases

run inside a Naiad vertex. The third phase uses a Naiad

implementation of the AllReduce operation. Figure 7b

shows the speedup for an iteration of logistic regression

on 312M input records using VW’s BFGS optimizer,

compared to a single computer running unmodified VW.

The reduced vector is 268 MB, and each computer runs

three VW processes, which fill 16 GB of RAM.

The constant-time cost of the first and third phases

prevents scaling past 32 computers, but Naiad’s AllRe-

duce implementation gives an asymptotic performance

improvement of 35%. VW uses a binary tree to reduce

and broadcast updates, while the Naiad implementation

uses a data parallel AllReduce with each of k workers

reducing and broadcasting 1/k of the vector. VW’s algo-

rithm scales better on hierarchical networks, but our data
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parallel variant is better suited to small clusters where

the switches have full bisection bandwidth. The tree-

based algorithm is inherently more susceptible to strag-

glers, and does not optimize communication between

processes on the same computer, adding unnecessary

network traffic. We wrote a tree-based AllReduce in

Naiad for comparison, and verified that it has the same

performance as the native VW implementation.

The experiment shows that Naiad is competitive with

a state-of-the-art custom implementation for distributed

machine learning, and that it is straightforward to build

communication libraries for existing applications using

Naiad’s API. Our AllReduce implementation requires

300 lines of code, around half as many as VW’s AllRe-

duce, and the Naiad code is at a much higher level, ab-

stracting the network sockets and threads being used.

6.3 Streaming acyclic computation

Kineograph ingests continually arriving graph data,

takes regular snapshots of the graph for data parallel

computation, and produces consistent results as new data

arrive [10]. The system is partitioned into ingest nodes

and compute nodes, making direct performance compar-

isons complex. When computing the k-exposure metric

for identifying controversial topics on Twitter, Kineo-

graph processes up to 185,000 tweets per second (t/s) on

32 computers with comparable hardware to ours, taking

an average of 90 s to reflect the input in its output. Re-

ducing the ingestion rate can shrink this delay to 10 s.

We implement k-exposure in 26 lines of code using

standard data parallel operators of Distinct, Join,

and Count. When run on the same Twitter stream as

Kineograph, using 32 computers and ingesting 1,000

tweets per epoch on each machine, the average through-

put over five runs is 482,988 t/s with no fault-tolerance,

322,439 t/s with checkpoints every 100 epochs, and

273,741 t/s with continual logging. Figure 7c presents

the distributions of latencies for the three approaches:

continual logging imposes overhead on each batch, but

the overhead of periodic snapshots is visible only in the

tail when some batches are delayed by up to 10 s. In

each case, all responses return within a few seconds, and

the respective median latencies are 40 ms, 40 ms, and

85 ms. The difference in latency arises in part because

Kineograph synchronously replicates input data before

computation begins, whereas Naiad has the flexibility to

report outputs before it has made its state durable.

6.4 Streaming iterative graph analytics

Finally, we bring together several of the programming

patterns that Naiad handles well, returning to the anal-

ysis task motivated in Figure 1. The goal is to ingest
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Figure 8: Time series of response times for interac-

tive queries on a streaming iterative graph analysis

(§6.4). The computation receives 32,000 tweets/s, and

10 queries/s. “Fresh” shows queries being delayed

behind tweet processing; “1 s delay” shows the bene-

fit of querying stale but consistent data.

a continually arriving stream of tweets, extract hashtags

and mentions of other users, compute the most popular

hashtag in each connected component of the graph of

users mentioning other users, and provide interactive ac-

cess to the top hashtag in a user’s connected component.

The dataflow graph follows the outline in Figure 1.

There are two input stages: one for the stream of tweets

(each containing a user name and the raw tweet text)

and the other for requests, specified by a user name and

query identifier. The tweets feed in to an incremental

connected components computation [28]. To produce

the top hashtag for each component, the computation ex-

tracts the hashtags from each tweet, joins each hashtag

with the component ID (CID) for the user who tweeted

it, and groups the results by CID. Incoming queries are

joined with the CIDs to get the user’s CID, and then

with the top hashtags to produce the top hashtag from

that component. The logic of the program, not including

standard operators and an implementation of connected

components [28], requires 27 lines of code.

We add a new query once every 100 ms, and assess

the latency before Naiad returns the result to the external

program. To generate a constant volume of input data,

we introduce 32,000 tweets per second, which is higher

than the approximate rate of 10,000 tweets per second

in our dataset. We schedule data input according to real

time rather than processing the trace as quickly as possi-

ble, in order to analyze the effect on latency of updates

and queries arriving at different rates.

Figure 8 plots two time series of responses. In the

first (“Fresh”) all responses are produced in less than

one second, but the “shark fin” motif indicates that

queries are queued behind the work to update the com-

ponent structure and popular hashtags, which takes 500–

900 ms, because a correct answer cannot be provided

until this work completes. We can exploit Naiad’s sup-
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port for overlapped computation by trading off respon-

siveness for staleness. The second time series (“1 s de-

lay”) shows that response times decrease sharply when

the queries refer to computed data that are one second

stale, rather than the data that are concurrently being

processed. When using one-second-stale data most re-

sponse times are less than 10 ms, with occasional peaks

as high as 100 ms when the CID computation interferes

with query execution. A scheduling policy that favors

query processing could achieve still lower latencies.

7 Related work

Dataflow Recent systems such as CIEL [30],

Spark [42], Spark Streaming [43], and Optimus [19]

extend acyclic batch dataflow [15, 18] to allow dynamic

modification of the dataflow graph, and thus support

iteration and incremental computation without adding

cycles to the dataflow. By adopting a batch-computation

model, these systems inherit powerful existing tech-

niques including fault tolerance with parallel recovery;

in exchange each requires centralized modifications to

the dataflow graph, which introduce substantial over-

head that Naiad avoids. For example, Spark Streaming

can process incremental updates in around one second,

while in Section 6 we show that Naiad can iterate and

perform incremental updates in tens of milliseconds.

Stream processing systems support low-latency

dataflow computations over a static dataflow graph, us-

ing punctuations in the stream of records [38] to sig-

nal completeness. Punctuations can implement blocking

operators such as GROUP BY [38], but do not support

general iteration. MillWheel [5] is a recent example of

a streaming system with punctuations (and sophisticated

fault-tolerance) that adopts a vertex API very similar to

Naiad’s, but does not support loops. Chandramouli et

al. propose the flying fixed-point operator [9] to handle

cyclic streams when dataflows do not allow record re-

traction. In contrast, Naiad can execute algorithms that

use retractions, such as sliding-window connected com-

ponents and strongly connected components.

Previous systems have constructed cyclic dataflow

graphs for purposes such as distributed overlays [24]

and routing protocols [23, 25], packet processing in

software [20], and high-throughput server design [39].

Since none of these applications requires the computa-

tion of consistent outputs, they do not contain any mech-

anism for coordinating progress around cycles.

Asynchronous computation Several recent systems

have abandoned synchronous execution in favor of a

model that asynchronously updates a distributed shared

data structure, in order to achieve low-latency incremen-

tal updates [10, 36] and fine-grained computational de-

pendencies [16, 26]. Percolator [36] structures a web

indexing computation as triggers that run when new val-

ues are written into a distributed key-value store. Sev-

eral subsequent systems use a similar computational

model, including Kineograph [10], Oolong [29], and

Maiter [46]. GraphLab [26] and PowerGraph [16] offer

a different asynchronous programming model for graph

computations, based on a shared memory abstraction.

These asynchronous systems are not designed to ex-

ecute dataflow graphs so the notion of completeness of

an epoch or iteration is less important, but the lack of

completeness notifications makes it hard to compose

asynchronous computations. Although GraphLab and

PowerGraph provide a global synchronization mecha-

nism that can be used to write a program that performs

one computation after another [26, §4.5], they do not

achieve task- or pipeline-parallelism between stages of

a computation. Naiad allows programs to introduce co-

ordination only where it is required, to support hybrid

asynchronous and synchronous computation.

8 Conclusions

Naiad’s performance and expressiveness demonstrate

that timely dataflow is a powerful general-purpose low-

level programming abstraction for iterative and stream-

ing computation. Our approach contrasts with that of

many recent data processing projects, which tie new

high-level programming patterns to specialized system

designs [10, 16, 26, 27]. We have shown that Naiad can

implement the features of many of these specialized sys-

tems, with equivalent performance, and can serve as a

platform for sophisticated applications that no existing

system supports.

We believe that separating systems design into a com-

mon platform component and a family of libraries or

domain-specific languages is good for both users and re-

searchers. Researchers benefit from the ability to dif-

ferentiate advances in high-level abstractions from ad-

vances in the design and implementation of low-level

systems, while users benefit from a wider variety of

composable programming patterns and fewer, more fully

realized systems.

Acknowledgments

We would like to thank Mihai Budiu, Janie Chang,

Carlo Curino, Steve Hand, Mike Schroeder, Rusty Sears,

Chandu Thekkath, and Ollie Williams for their helpful

comments on earlier drafts. We would also like to thank

the anonymous SOSP reviewers for their comments, and

Robert Morris for his shepherding of the paper.

452



References

[1] The ClueWeb09 Dataset.

http://lemurproject.org/clueweb09.

[2] Parallel Data Warehouse.

http://www.microsoft.com/en-us/

sqlserver/solutions-technologies/

data-warehousing/pdw.aspx.

[3] Storm: Distributed and fault-tolerant realtime com-

putation. http://storm-project.net/.

[4] M. Abadi, F. McSherry, D. G. Murray, and T. L.

Rodeheffer. Formal analysis of a distributed al-

gorithm for tracking progress. In Proceedings of

the IFIP Joint International Conference on Formal

Techniques for Distributed Systems, June 2013.

[5] T. Akidau, A. Balikov, K. Bekiroǧlu, S. Chernyak,
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Abstract
Several domain-specific languages (DSLs) for parallel
graph analytics have been proposed recently. In this pa-
per, we argue that existing DSLs can be implemented on
top of a general-purpose infrastructure that (i) supports
very fine-grain tasks, (ii) implements autonomous, spec-
ulative execution of these tasks, and (iii) allows appli-
cation-specific control of task scheduling policies. To
support this claim, we describe such an implementation
called the Galois system.

We demonstrate the capabilities of this infrastructure
in three ways. First, we implement more sophisticated al-
gorithms for some of the graph analytics problems tack-
led by previous DSLs and show that end-to-end perfor-
mance can be improved by orders of magnitude even on
power-law graphs, thanks to the better algorithms facil-
itated by a more general programming model. Second,
we show that, even when an algorithm can be expressed
in existing DSLs, the implementation of that algorithm
in the more general system can be orders of magnitude
faster when the input graphs are road networks and sim-
ilar graphs with high diameter, thanks to more sophisti-
cated scheduling. Third, we implement the APIs of three
existing graph DSLs on top of the common infrastruc-
ture in a few hundred lines of code and show that even
for power-law graphs, the performance of the resulting
implementations often exceeds that of the original DSL
systems, thanks to the lightweight infrastructure.
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1 Introduction

Graph analysis is an emerging and important application
area. In many problem domains that require graph anal-
ysis, the graphs can be very large; for example, social
networks today can have a billion nodes. Parallel pro-
cessing is one way to speed up the analysis of such large
graphs, but writing efficient parallel programs, especially
for shared-memory machines, can be difficult for pro-
grammers.

Several domain-specific languages (DSLs) for graph
analytics have been proposed recently for simplifying the
task of writing these programs [1111, 1212, 1717–1919, 3131]. Pro-
grams are expressed as iterated application of vertex op-
erators, where a vertex operator is a function that reads
and writes a node and its immediate neighbors. Par-
allelism is exploited by applying the operator to mul-
tiple nodes of the graph simultaneously in rounds in a
bulk-synchronous style; coordinated scheduling inserts
the necessary synchronization to ensure that all the oper-
ations in one round finish before the next one begins.

In this paper, we argue that this programming model is
insufficient for high-performance, general-purpose graph
analytics where, by general-purpose, we mean diver-
sity both in algorithms and in the types of input graphs
being analyzed. We show that to obtain high perfor-
mance, some algorithms require autonomous schedul-
ing, in which operator applications are scheduled for
execution whenever their data becomes available. For
efficiency, autonomous scheduling requires application-
specific priority functions that must be provided by pro-
grammers and must therefore be supported by the pro-
gramming model. We also identify domain-specific op-
timizations that must be supported by such systems.

Since these features are properties of programming
models and not their implementations, we argue that con-
tinued improvement of DSLs that only provide for co-
ordinated execution of vertex programs is inadequate to
meet the challenges of graph analytics.

To support this argument, this paper introduces sev-
eral improvements to an existing system, Galois [1515],
that provide for a rich programming model with coordi-
nated and autonomous scheduling, and with and without
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application-defined priorities. The main improvements
are: a topology-aware work-stealing scheduler, a priority
scheduler, and a library of scalable data structures.

We demonstrate the capabilities of the improved Ga-
lois infrastructure in three ways. First, we implement
more sophisticated algorithms for some of the graph ana-
lytics problems tackled by previous DSLs and show that
end-to-end performance can be improved by many or-
ders of magnitude even on power-law graphs, thanks to
better algorithms. Second, we show that even when an
algorithm can be expressed in existing DSLs, the imple-
mentation of that algorithm in the more general system
can be orders of magnitude faster when the input graphs
are road networks and similar graphs with high diameter,
thanks to more sophisticated scheduling policies. Third,
we implement the APIs of three existing graph DSLs on
top of the common infrastructure in a few hundred lines
of code and show that, even for power-law graphs, the
performance of the resulting implementations often ex-
ceeds that of the original DSL systems, thanks to the
lightweight infrastructure.

The rest of this paper is organized as follows. In Sec-
tion 22, we describe the programming models and DSLs
under consideration. In Section 33, we describe several
graph analytics problems as well as algorithms for solv-
ing them. In Section 44, we describe key improvements to
the Galois system. We evaluate the DSL programming
models and their implementations in Section 55. Lessons
and conclusions are presented in Section 66.

2 Programming models and DSLs
Many graph analysis algorithms can be written as itera-
tive programs in which each iteration updates labels on
nodes and edges using elementary graph operations. In
this section, we describe abstract programming models
for such algorithms and describe how these models are
implemented in four graph DSLs.

2.1 Model problem: SSSP

Given a weighted graph G = (V,E,w), where V is the
set of nodes, E is the set of edges, and w is a map from
edges to edge weights, the single-source shortest-paths
(SSSP) problem is to compute the distance of the short-
est path from a given source node s to each node. Edge
weights can be negative, but it is assumed that there are
no negative weight cycles.

In most SSSP algorithms, each node is given a label
that holds the distance of the shortest known path from
the source to that node. This label, which we call dist(v),
is initialized to 0 for s and ∞ for all other nodes. The
basic SSSP operation is relaxation [1010]: given an edge

Figure 1: Amorphous
data-parallelism pro-
gramming model.

Cycles Inst.

bfs 6007 2077
sssp 1521 308
dia 7265 2296
cc 5063 1380
pr 3190 541

Figure 2: Cycle and in-
struction counts of oper-
ators for several applica-
tions (application details
§33; measurement details
§5.15.1).

(u,v) such that dist(u) + w(u,v) < dist(v), the value of
dist(v) is updated to dist(u)+ w(u,v). Each relaxation,
therefore, lowers the dist label of a node, and when no
further relaxations can be performed, the resulting node
labels are the shortest distances from the source to the
nodes, regardless of the order in which the relaxations
were performed.

Nevertheless, some relaxation orders may converge
faster and are therefore more work-efficient than oth-
ers. For example, Dijkstra’s SSSP algorithm [1010] relaxes
each node just once by using the following strategy: from
the set of nodes that have not yet been relaxed, pick one
that has the minimal label.

However, Dijkstra’s algorithm does not have much
parallelism, so some parallel implementations of SSSP
use this rule only as a heuristic for priority scheduling:
given a choice between two nodes with different dist la-
bels, they pick the one with the smaller label, but they
may also execute some nodes out of priority order to ex-
ploit parallelism. The price of this additional parallelism
is that some nodes may be relaxed repeatedly. A balance
must be struck between controlling the amount of extra
work and exposing parallelism.

2.2 Programming models
To discuss common issues in graph analytics, it is con-
venient to use the terminology of amorphous data-
parallelism (ADP) [2626], a data-centric programming
model for expressing parallelism in regular and irregular
algorithms. The basic concepts of ADP are illustrated in
Figure 11. Active nodes are nodes in the graph where com-
putation must be performed; they are shown as filled dots
in Figure 11. The computation at an active node is called
an activity, and it results from the application of an op-
erator to the active node.11 The operator is a composition

1In some algorithms, it is more convenient to think in terms of active
edges rather than active nodes. Without loss of generality, in this paper,
we will use the term active nodes.
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of elementary graph operations with other arithmetic and
logical operations. The set of graph elements read and
written by an activity is its neighborhood. The neigh-
borhood of the activity at each active node in Figure 11 is
shown as a “cloud” surrounding that node. If there are
several data structures in an algorithm, neighborhoods
may span multiple data structures. In general, neighbor-
hoods are distinct from the set of immediate neighbors of
the active node, and neighborhoods of different activities
may overlap. In a parallel implementation, the semantics
of reads and writes to such overlapping regions must be
specified carefully.

The key design choices when writing parallel graph
analytics programs can be summarized as follows: what
does the operator do, where in the graph is it applied, and
when is the corresponding activity executed.

What does the operator do? In general, the operator
expresses some computation on the neighborhood ele-
ments, and it is allowed to morph [2626] the graph struc-
ture of the neighborhood by adding or removing nodes
and edges. Graph analytics applications typically require
simpler operators that only update labels on neighbor-
hood nodes and edges, keeping the graph structure in-
variant, so we focus on these local computation operators
in this paper.

In some graph problems such as SSSP, operators can
be implemented in two general ways that we call push
style or pull style. A push-style operator reads the label
of the active node and writes to the labels of its neigh-
bors; information flows from the active node to its neigh-
bors. A push-style SSSP operator attempts to update the
dist label of the immediate neighbors of the active node
by performing relaxations with them. In contrast, a pull-
style operator writes to the label of the active node and
reads the labels of its neighbors; information flows to the
active node from its neighbors. A pull-style SSSP opera-
tor attempts to update the dist label of the active node by
performing relaxations with each neighbor of the active
node. In a parallel implementation, pull-style operators
require less synchronization since there is only one writer
per active node.

Figure 22 shows the average numbers of cycles and ex-
ecuted instructions for the operators (including runtime
overhead) of the graph analytics applications discussed
in this paper. We see that graph analytics algorithms
use very fine-grain operators that may execute only a few
hundred instructions.

Where is the operator applied? Implementations can
be topology-driven or data-driven.

In a topology-driven computation, active nodes are de-
fined structurally in the graph, and they are independent
of the values on the nodes and edges of the graph. The

Bellman-Ford SSSP algorithm is an example [1010]; this
algorithm performs |V | supersteps, each of which applies
a push-style or pull-style operator to all the edges. Prac-
tical implementations terminate the execution if a super-
step does not change the label of any node. Topology-
driven computations are easy to parallelize by partition-
ing the nodes of the graph between processing elements.

In a data-driven computation, nodes become active in
an unpredictable, dynamic manner based on data val-
ues, so active nodes are maintained in a worklist. In a
data-driven SSSP program, only the source node is ac-
tive initially. When the label of a node is updated, the
node is added to the worklist if the operator is push-style;
for a pull-style operator, the neighbors of that node are
added to the worklist. Data-driven implementations can
be more work-efficient than topology-driven ones since
work is performed only where it is needed in the graph.
However, load-balancing is more challenging, and care-
ful attention must be paid to the design of the worklist to
ensure it does not become a bottleneck.

When is an activity executed? When there are more
active nodes than threads, the implementation must de-
cide which active nodes are prioritized for execution and
when the side-effects of the resulting activities become
visible to other activities. There are two popular mod-
els that we call autonomous scheduling and coordinated
scheduling.

In autonomous scheduling, activities are executed with
transactional semantics, so their execution appears to be
atomic and isolated. Parallel activities are serializable,
so the output of the overall program is the same as some
sequential interleaving of activities. Threads retrieve ac-
tive nodes from the worklist and execute the correspond-
ing activities, synchronizing with other threads only as
needed to ensure transactional semantics. This fine-grain
synchronization can be implemented using speculative
execution with logical locks or lock-free operations on
graph elements. The side-effects of an activity become
visible externally when the activity commits.

Coordinated scheduling, on the other hand, restricts
the scheduling of activities to rounds of execution, as in
the Bulk-Synchronous Parallel (BSP) model [3333]. The
execution of the entire program is divided into a se-
quence of supersteps separated by barrier synchroniza-
tion. In each superstep, a subset of the active nodes
is selected and executed. Writes to shared-memory,
in shared-memory implementations, or messages, in
distributed-memory implementations, are considered to
be communication from one superstep to the following
superstep. Therefore, each superstep consists of updating
memory based on communication from the previous su-
perstep, performing computations, and then issuing com-
munication to the next superstep. Multiple updates to the
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same location are resolved in different ways as is done is
the varieties of PRAM models, such as by using a reduc-
tion operation [1414].

Application-specific priorities Of the different al-
gorithm classes discussed above, data-driven, au-
tonomously scheduled algorithms are the most diffi-
cult to implement efficiently. However, they can con-
verge much faster than algorithms that use coordinated
scheduling [33]. Moreover, for high-diameter graphs like
road networks, data-driven autonomously scheduled al-
gorithms may be able to exploit more parallelism than
algorithms in other classes; for example, in BFS, if the
graph is long and skinny, the number of nodes at each
level will be quite small, limiting parallelism if coordi-
nated scheduling is used.

Autonomously scheduled, data-driven graph analytics
algorithms require application-specific priorities and pri-
ority scheduling to balance work-efficiency and paral-
lelism.

One example is delta-stepping SSSP [2121], the most
commonly used parallel implementation of SSSP. The
worklist of active nodes is implemented, conceptually,
as a sequence of bags, and an active node with label
d is mapped to the bag at position b d

∆
c, where ∆ is a

user-defined parameter. Idle threads pick work from
the lowest-numbered non-empty bag, but active nodes
within the same bag may execute in any order relative
to each other. The optimal value of ∆ depends on the
graph.

The general picture is the following. Each task t is
associated with an integer priority(t), which is a heuris-
tic measure of the importance of that task for early ex-
ecution relative to other tasks. For delta-stepping SSSP,
the priority of an SSSP relaxation task is the value b d

∆
c.

We will say that a task t1 has earlier priority than a task
t2 if priority(t1) < priority(t2). It is permissible to ex-
ecute tasks out of priority order, but this may possibly
lower work efficiency. A good DSL for graph appli-
cations must permit application programmers to specify
such application and input-specific priorities for tasks,
and the runtime system must schedule these fine-grain
tasks with minimal overhead and minimize priority in-
versions.

2.3 Graph analytics DSLs
Graph analytics DSLs usually constrain programmers to
use a subset of features described in Section 2.22.2.

GraphLab [1818] is a shared-memory programming
model for topology or data-driven computations with au-
tonomous or coordinated scheduling, but it is restricted
to vertex programs. A vertex program has a graph oper-
ator that can only read from and write to the immediate

bfs cc dia pr sssp bc

Galois C+A A C+A C A A
GraphLab A A A C A
Ligra C C C C C C
PowerGraph C C C C C
GraphChi C C

Figure 3: Summary of whether an application uses coordi-
nated (C) or autonomous (A) scheduling.

neighbors of the active node. There are several priority
scheduling policies available, but the implementation of
the priority scheduler is very different from the one used
in the Galois system (§4.1.24.1.2).

PowerGraph [1111] is a distributed-memory program-
ming model for topology or data-driven computations
with autonomous or coordinated scheduling, but it is re-
stricted to gather-apply-scatter (GAS) programs, which
are a subset of vertex programs. Graphs are partitioned
by edge where the endpoints of edges may be shared by
multiple machines. Values on shared nodes can be re-
solved with local update and distributed reduction. On
scale-free graphs, which have many high-degree nodes,
this is a useful optimization to improve load balancing.
PowerGraph supports autonomous scheduling, but the
scheduling policy is fixed by the system and users cannot
choose among autonomous policies.

GraphChi [1717] is a shared-memory programming
model for vertex programs that supports out-of-core pro-
cessing when the input graph is too large to fit in mem-
ory. GraphChi relies on a particular sorting of graph
edges in order to provide IO-efficient access to both the
in and out edges of a node. Since computation is driven
by the loading and storing of graph files, GraphChi only
provides coordinated scheduling.22

Ligra [3131] is a shared-memory programming model
for vertex programs with coordinated scheduling. A
unique feature of Ligra is that it switches between push
and pull-based operators automatically based on a user-
provided threshold.

3 Applications
As we argued in Section 22, graph analytics algorithms
can use rich programming models, but most existing
graph DSLs support only a simple set of features. In this
section, we describe how six graph analytics problems
are solved in five different systems in light of these pro-
gramming model restrictions. Most of the applications
are provided by the DSL systems themselves, except for

2GraphChi takes a program that could be autonomously scheduled
but imposes a coordinated schedule for execution.
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GraphLab, for which we implemented the applications
ourselves. Figure 33 summarizes applications based on
one dimension introduced in Section 22: whether they use
autonomous or coordinated scheduling.

Single-source shortest-paths The best sequential and
parallel algorithms for SSSP use priority scheduling.
The Galois SSSP application uses the data-driven, au-
tonomously scheduled delta-stepping algorithm (§22), us-
ing auto-tuning to find an optimal value of ∆ for a given
input. GraphLab does not provide an SSSP applica-
tion, so we created one based on the Galois applica-
tion, using the priority scheduling available in GraphLab.
SSSP can be solved without using priorities by apply-
ing data-driven execution of the Bellman-Ford algorithm
(§22). Since PowerGraph and Ligra do not support pri-
ority scheduling, they both provide SSSP applications
based on this method.

Breadth-first search Breadth-first search (BFS) num-
bering is a special case of the SSSP problem in which all
edge weights are one. Depending on the structure of the
graph, there are two important optimizations. For low-
diameter graphs, it beneficial to switch between push and
pull-based operators, which reduces the total number of
memory accesses. For high-diameter graphs, it is ben-
eficial to use autonomous scheduling. Coordinated exe-
cution with high-diameter graphs produces many rounds
with very few operations per round, while autonomous
execution can exploit parallelism among rounds.

The Galois BFS application blends coordinated and
autonomous scheduling. Initially, the application uses
coordinated scheduling of the push and pull-based op-
erators. After a certain number of rounds of push-
based traversals, the application switches to prioritized
autonomous scheduling. The priority function favors ex-
ecuting nodes with smaller BFS numbers.

The Ligra application uses coordinated scheduling and
switches between push-based and pull-based operators
automatically. Since PowerGraph does not provide a
BFS application, we created one based on its SSSP appli-
cation. GraphLab does not provide a BFS application, so
we created one based on prioritized autonomous schedul-
ing.

Approximate diameter The diameter of a graph is the
maximum length of the shortest paths between all pairs
of nodes. The cost of computing this exactly is pro-
hibitive for any large graph, so many applications call for
an approximation of the diameter (DIA) of a graph. In
this paper, we limit ourselves to computing the diameter
of unweighted graphs.

The Galois application is based on finding pseudo-
peripheral nodes in the graph. It begins by computing
a BFS from an arbitrary node. Then, it computes another
BFS from the node with maximum distance, discovered
by the first BFS. In the case of ties for maximum dis-
tance, the algorithm picks a node with the least degree. It
continues this process until the maximum distance does
not increase. Each BFS is an instance of the blended al-
gorithm described above.

GraphLab does not provide an application for this
problem; we created one based on the pseudo-peripheral
algorithm. Ligra provides an approximate diameter ap-
plication that uses the coordinated execution of BFS
from k starting nodes at the same time. The k parame-
ter is chosen such that the search data for a node fits in a
single machine word. PowerGraph includes an approxi-
mate diameter application based on probabilistic count-
ing, which is used to estimate the number of unique ver-
tex pairs with paths with a distance at most k. When the
estimate converges, k is an estimation of the diameter of
the graph.

Betweenness centrality Betweenness centrality (BC)
is a measure of the importance of a node in a graph.
A popular algorithm by Brandes [44] computes the be-
tweenness centrality of all nodes by using forward and
backward breadth-first graph traversals. The Galois ap-
plication is based on a priority-scheduled, pull-based al-
gorithm for computing betweenness centrality. The pri-
ority function is based on the BFS number of a node.
The Ligra application switches between pull and push-
based operators with coordinated execution, which can
have significant overhead on large diameter graphs.

Connected components In an undirected graph, a con-
nected component (CC) is a maximal set of nodes that
are reachable from each other.

Galois provides a parallel connected components ap-
plication based on a concurrent union-find data structure.
It is a topology-driven computation where each edge of
the graph is visited once to add it to the union-find data
structure.

PowerGraph, GraphChi and Ligra include applications
based on iterative label propagation. Each node of the
graph is initially given a unique id. Then, each node up-
dates its label to be the minimum value id among itself
and its neighbors. This process continues until no node
updates its label; it will converge slowly if the diameter
of the graph is high.

GraphLab does not provide an algorithm for finding
connected components; we implemented one based on
the label propagation algorithm.

460



PageRank PageRank (PR) is an algorithm for comput-
ing the importance of nodes in an unweighted graph.

GraphLab, GraphChi, PowerGraph and Ligra have
two coordinated push-based applications, which are
either topology-driven or data-driven. We use the
topology-driven application in all cases. A possible pri-
ority function is to prefer earlier execution of nodes with
the greatest change in value; although none of the PageR-
ank applications evaluated use this function.

GraphChi has both a vertex program application as
well as a gather-apply-scatter application. We use the
latter because it is slightly faster.

Galois provides a pull-based PageRank application
that reduces the memory overhead and synchronization
compared to push-based applications.

4 The Galois system

The Galois system is an implementation of the amor-
phous data-parallelism (ADP) programming model pre-
sented in Section 2.22.2. Application programmers are
given a sequential programming language without ex-
plicitly parallel programming constructs like threads and
locks. Key features of the system are the following.

• Application programmers specify parallelism im-
plicitly by using an unordered-set iterator [2626]
which iterates over a worklist of active nodes. The
worklist is initialized with a set of active nodes be-
fore the iterator begins execution. The execution of
a iteration can create new active nodes, and these are
added to the worklist when that iteration completes
execution.

• The body of the iterator is the implementation of
the operator, and it is an imperative action that reads
and writes global data structures. Iterations are re-
quired to be cautious: an iteration must read all el-
ements in its neighborhood before it writes to any
of them [2626]. In our experience, this is not a sig-
nificant restriction since the natural way of writing
graph analytics applications results in cautious iter-
ations.

• The relative order in which iterations are executed
is left unspecified in the application code; the only
requirement is that the final result should be iden-
tical to that obtained by executing the iterations se-
quentially in some order. An optional application-
specific priority order for iterations can be speci-
fied with the iterator [2323], and the implementation
tries to respect this order when it schedules itera-
tions (§4.14.1).

• The system exploits parallelism by executing iter-
ations in parallel. To ensure serializability of iter-
ations, programmers must use a library of built-in
concurrent data structures for graphs, worklists, etc.
(§4.24.2). These library routines expose a standard API
to programmers, and they implement lightweight
synchronization to ensure serializability of itera-
tions, as explained below.

Inside the data structure library, the implementation of
a data structure operation, such as reading a graph node
or adding an edge between two nodes, acquires logical
locks on nodes and edges before performing the opera-
tion. If the lock is already owned by another iteration,
the iteration that invoked the operation is rolled back, re-
leasing all its acquired locks, and is retried again later.
Intuitively, the cautiousness of iterations reduces the syn-
chronization problem to the dining philosopher’s prob-
lem [77], obviating the need for more complex solutions
like transactional memory.

Another useful optimization is when an operator only
performs a simple update to machine word or when trans-
actional execution is not needed at all. For these cases,
all data structure methods have an optional parameter
that indicates whether an operation always or never ac-
quires locks. Experienced users can disable locking and
use machine atomic instructions if desired.

An accumulating collection is a collection of elements
that supports concurrent insertion of new elements but
does not need to support concurrent reads of the collec-
tion. Coordinated scheduling policies can be built from
multiple autonomously scheduled loops and an accumu-
lating collection data structure, which is provided by the
Galois library (§4.24.2). For example, loop 1 executes, pop-
ulating a collection with work that should be done by
loop 2. Then, loop 1 finishes, and loop 2 iterates over the
collection generated by loop 1, and so on. Control logic
can be placed between loops, allowing the expression of
sophisticated coordinated strategies like the pull versus
push optimization (§22).

4.1 Scheduler

The core Galois scheduler is aware of the machine topol-
ogy, and is described in Section 4.1.14.1.1. Priority schedul-
ing can be layered on top of this scheduler as described
in Section 4.1.24.1.2.

4.1.1 Topology-aware bags of tasks

When there are no application-specific priorities, the Ga-
lois scheduler uses a concurrent bag to hold the set
of pending tasks (active nodes). The bag (depicted in
Figure 4a4a) allows concurrent insertion and retrieval of
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Figure 4: Organization of scheduling data structures.

unordered tasks and is implemented in a distributed,
machine-topology-aware way as follows.

• Each core has a data structure called a chunk, which
is a ring-buffer that can contain 8–64 tasks (size
chosen at compile time). The ring-buffer is manipu-
lated as a stack (LIFO)33: new tasks are pushed onto
the ring buffer, and tasks are popped from it when
the core needs work.

• Each package has a list of chunks. This list is ma-
nipulated in LIFO order.

• When the chunk associated with a core becomes
full, it is moved to the package-level list.

• When the chunk associated with a core becomes
empty, the core probes its package-level list to ob-
tain a chunk. If the package-level list is also empty,
the core probes the lists of other packages to find
work. To reduce traffic on the inter-package con-
nection network, only one hungry core hunts for
work in other packages on behalf of all hungry cores
in a package.

4.1.2 Priority scheduling

Priority scheduling is used extensively in operating sys-
tems, but relatively simple implementations suffice in
that context because tasks are relatively coarse-grained:
OS tasks may execute in tens or hundreds of millisec-
onds, whereas tasks in graph analytics take only mi-
croseconds to execute, as shown in Figure 22. Therefore,
the overheads of priority scheduling in the OS context are
masked by the execution time of tasks, which is not the
case in graph analytics, so solutions from the operating
systems area cannot be used here.

Another possibility is to use a concurrent priority
queue, but we were unable to get acceptable levels of
performance with lock-free skip-lists [2929] and other ap-
proaches in the literature (these alternatives are described
in more detail at the end of this section). In this section,

3It is possible to manipulate the bag in FIFO-style as well, but we
omit this possibility to keep the description simple.

we describe a machine-topology-aware, physically dis-
tributed data structure called obim that exploits the fact
that priorities are “soft,” so the scheduler is not required
to follow them exactly.

Overview Unlike the basic scheduler of Section 4.1.14.1.1
which uses just a bag, the obim scheduler uses a se-
quence of bags, where each bag is associated with one
priority level. Tasks in the same bag have identical prior-
ities and can therefore be executed in any order; however,
tasks in bags that are earlier in the sequence are sched-
uled preferentially over those in later bags. This is shown
pictorially as the Global Map in Figure 4b4b. This map is
sparse since it contains bags only at entries 1, 3 and 7.
Threads work on tasks in bag 1 first; only if a thread does
not find a task in bag 1 does it look for work in the next
bag (bag 3). If a thread creates a task with some priority
and the corresponding bag is not there in the global map,
the thread allocates a new bag, updates the global map,
and inserts the task into that bag.

The global map is a central data structure that is read
and written by all threads. To prevent it from becoming
a bottleneck and to reduce coherence traffic, each thread
maintains a software-controlled lazy cache of the global
map, as shown in Figure 4b4b. Each local map contains
some portion of the global map that is known to that
thread, but it is possible for a thread to update the global
map without informing other threads.

The main challenge in the design of obim is getting
threads to work on early priority work despite the dis-
tributed, lazy-cache design. This is accomplished as fol-
lows.

Implementation of global/local maps The thread-
local map is implemented by a sorted, dynamically resiz-
able array of pairs. Looking up a priority in the thread-
local map is done using a binary search. Threads also
maintain a version number representing the last version
of the global map they synchronized with.

The global map is represented as a log-based struc-
ture which stores bag-priority pairs representing insert
operations on the logical global map. Each logical insert
operation updates the global version number.

Updating the map: When a thread cannot find a bag
for a particular priority using only its local map, it must
synchronize with the global map and possibly create a
new mapping there. A thread replays the global log from
the point of the thread’s last synchronized version to the
end of the current global log. This inserts all newly cre-
ated mappings into the thread’s local map. If the right
mapping is still not found, the thread will acquire a write
lock, replay the log again, and append a new mapping to
the global log and its local map. Some care must be taken
with the implementation of the global log to ensure that
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the log can be appended in the presence of concurrent
readers without requiring locks.

Pushing a task: A thread pushing a task uses its local
map to find the correct bag into which to insert. Fail-
ing that, the thread updates its local map from the global
map, as above, possibly creating a new mapping, and it
uses the found or created bag for the push operation.

Retrieving a task: To keep close to the ideal sched-
ule, all threads must be working on important (earliest
priority) work. When a task is executed, it may cre-
ate one or more new tasks with earlier priority than it-
self because priorities are arbitrary application-specific
functions. If so, the thread executes the task with the
earliest priority and adds all the other tasks to the local
map. Threads search for tasks with a different priority
only when the bag in which they are working becomes
empty; the threads then scan the global map looking for
important work. This procedure is called the back-scan.

Because a scan over the entire global map can be ex-
pensive, especially if there are many bags (which of-
ten happens with high-diameter graphs), an approximate
consensus heuristic is used to locally estimate the earliest
priority work available and to prevent redundant back-
scans, which we call back-scan prevention. Each thread
publishes the priority it is working at by writing it to
shared memory. When a thread needs to scan for work,
it looks at this value for all threads that share the same
package and uses the earliest priority it finds to start the
scan for work. To propagate information between pack-
ages, in addition to scanning all the threads in its pack-
age, one leader thread per package will scan the other
package leaders. This restriction allows most threads to
incur only a small amount of local communication. Once
a thread has a starting point for a scan, it simply tries to
pop work from each bag from the scan point onwards.

Evaluation of design choices To evaluate our design
choices, we implemented several de-optimized variants
of the obim scheduler. Figure 5b5b lists the variants, which
focus on two main optimizations: (i) the use of dis-
tributed bags and (ii) back-scan prevention. We disable
distributed bags by replacing the per-package lock-free
stacks inside the bag with a single lock-free stack shared
by all threads. We disable back-scan prevention by al-
ways starting the priority scan from the earliest priority.

Figure 66 shows the machines we used for the evalu-
ation. The numa8x4 is an SGI Ultraviolet, which is a
NUMA machine. The other machines are Intel Xeon
machines with multiple packages connected by Intel’s
Quick Path Interconnect.

Figure 5a5a shows the speedup of SSSP relative to the
best overall single-threaded execution time on the road
graph described in Section 5.15.1. We can see that back-
scan prevention is critical for performance: without this
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Figure 5: Scaling of obim and its variants for sssp.

P C/P GHz L3 (MB) RAM (GB) Model

m2x4 2 4 2.93 8 24 X5570
m2x8 2 8 2.70 20 32 E5-2680
m4x10 4 10 2.27 24 128 E7-4860
numa8x4 8 4 1.87 18 128 E7520

Figure 6: Evaluation machines. P is the number of pack-
ages. C/P is the number of cores per package.

optimization (cmn and dmn), speedup is never more than
2.5 on any machine for any thread count, but with this
optimization (cmb and dmb), speedup rises to about 12
on 20 threads on the m4x10 machine.

Using distributed bags is also important for perfor-
mance: without this optimization, speedup is never more
than 5 on any machine. It is interesting to note that with-
out back-scan prevention, a distributed bag is less effi-
cient than a centralized one on this input. This is because
it is more efficient to check that a (single) centralized
bag is empty than it is to perform this check on a (per-
package) distributed bag.

Related work Using concurrent priority queues for
task scheduling has been explored previously [55, 1313, 2929,
3232]. Our experience with the most common implemen-
tation, concurrent skip-lists [2929], revealed poor perfor-
mance on our applications. Improved performance can
be achieved by using bounded priorities [3030], but the ba-
sic problem of lack of scalability remains. Chazelle in-
vestigated approximate priorities [88] but only considered
sequential implementations.
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Another possibility is to use a concurrent priority
queue for each thread, with work-stealing from other pri-
ority queues if the local priority queue becomes empty.
Variations of this idea have been used previously in the
literature [22, 2424], and it is also used in GraphLab. How-
ever, the work efficiency of the resulting implementa-
tion is often poor because early priority work generated
by one thread does not diffuse quickly enough to other
threads.

Yet another possibility is to use a concurrent priority
queue for each thread, with logically partitioned graphs
and the owner-computes rule [2727] for task assignment.
This policy is well-suited for distributed systems and has
been used in distributed graph traversal algorithms [2525]
but will perform poorly when work is localized to a sub-
set of partitions.

4.2 Scalable library and runtime

Memory allocation Galois data structures are based
on a scalable memory allocator that we implemented.
While there has been considerable effort towards cre-
ating scalable memory allocators [11, 2222, 2828], we have
found that existing solutions do not scale to large-scale
multi-threaded workloads that are very allocation inten-
sive nor do they directly address non-uniform memory
access (NUMA) concerns, which are important for even
modest-sized multi-core architectures.

Providing a general, scalable memory allocator is a
large undertaking, particularly because Galois supports
morph applications that modify graphs by adding and re-
moving nodes and edges. For graph analytics applica-
tions, memory allocation is generally restricted to two
cases: allocations in the runtime (including library data
structures) and allocations in an activity to track per-
activity state.

For the first case, the Galois runtime system uses a slab
allocator, which allocates memory from pools of fixed-
size blocks. This allocator is scalable but cannot handle
variable-sized blocks efficiently due to the overhead of
managing fragmentation. The second case involves allo-
cations from user code, which may require variable-sized
allocation, but also have a defined lifetime, i.e., the dura-
tion of an activity. For this case, the Galois system uses
a bump-pointer region allocator.

The slab allocator has a separate allocator for each
block size and a central page pool, which contains huge
pages allocated from the operating system. Each thread
maintains a free list of blocks. Blocks are allocated first
from the free list. If the list is empty, the thread acquires
a page from the page pool and uses bump-pointer alloca-
tion to divide the page into blocks.

The page pool is NUMA-aware; freed pages are re-
turned to the region of the pool representing the memory

node they were allocated from.
Allocating pages from the operating system can be a

significant scalability bottleneck [99, 3434], so to initialize
the page pool, each application preallocates some num-
ber of pages prior to parallel execution; the exact amount
varies by application.

The bump-pointer allocator manages allocations of
per-activity data structures, which come from tempo-
raries created by user code in the operator. This allocator
supports standard C++ allocator semantics, making it us-
able with all standard containers. The allocator is backed
by a page from the page pool. If the allocation size ex-
ceeds the page size (2 MB), the allocator falls back to
malloc.

Each activity executes on a thread, which has its own
instance of the bump-pointer allocator. The allocator is
reused (after being reset) between iterations on a thread.
Since the lifetimes of the objects allocated are bound to
an activity, all memory can be reclaimed at once at the
end of the activity.

Topology-aware synchronization The runtime library
performs optimizations to avoid synchronization and
communication between threads. Communication pat-
terns are topology-aware, so that the most common syn-
chronization is only between cores on the same package
and share the same L3 cache. Communication between
these cores is cheap. For example, instead of using a
standard Pthread barrier, the runtime uses a hybrid bar-
rier where a tree topology is built across packages, but
threads in a package communicate via a shared counter.
This is about twice as fast as the classic MCS tree bar-
rier [2020]. A similar technique, signaling trees, can be ap-
plied to signal threads to execute, which is used to begin
parallel execution.

Code size optimizations Galois provides a rich pro-
gramming model that requires memory allocation, task
scheduling, application-specific task priorities, and spec-
ulative execution. Each of these features incurs some
runtime cost. In general, since tasks can create new tasks,
the support code for an operator must check if new tasks
were created and if so hand them to the scheduler. How-
ever, the operators for many algorithms do not create new
tasks; although this check requires only about 4 instruc-
tions (at least one of which is a load and one of which
is a branch), this amounts to almost 2% of the number
of instructions in an average SSSP task. For applications
with fine-grain tasks, generality can quickly choke per-
formance.

To reduce this overhead, Galois does not generate code
for features that are not used by an operator. It uses a
collection of type traits that statically communicate the
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Feature LoC

Vertex Programs 0
Gather-Apply-Scatter (synchronous engine) 200
Gather-Apply-Scatter (asynchronous engine) 200
Out-of-core 400
Push-versus-pull 300
Out-of-core + Push-versus-pull (additional) 100

Figure 7: Approximate lines of code for each DSL feature.

features of the programming model not needed by an op-
erator to the runtime system. At compile time, a special-
ized implementation for each operator is generated that
only supports the required features.

This simplification of runtime code has an important
secondary effect on performance: tight loops are more
likely to fit in the trace cache or the L1 instruction cache.
For very short operators, such as the one in BFS or SSSP,
this can result in a sizable performance improvement.

These kinds of code specialization optimizations re-
duce the overhead of dynamic task creation, priority
scheduling and load balancing for SSSP to about 140 in-
structions per activity; about half of which comes from
the priority scheduler.

4.3 Other DSLs in Galois
By using the features described above, graph analytics
DSLs such GraphLab, GraphChi and Ligra can be sim-
ply layered on top of Galois. Also, to demonstrate the
ease with which new DSLs can be implemented, we also
implemented a DSL that combines features of the Ligra
and GraphChi systems. Figure 77 gives the approximate
lines of code required to implement these features on top
of the Galois system.

Vertex Programs These are directly supported by Ga-
lois. Granularity of serializability can be controlled
through the use of Galois data structure parameters (§44).
For example, to achieve the GraphLab edge consistency
model, a user can enable logical locks when accessing a
vertex and its edges but not acquire logical locks when
accessing a neighboring node.

Gather-apply-scatter The PowerGraph implementa-
tion of GAS programs has three different execution
models: coordinated scheduling, autonomous schedul-
ing without consistency guarantees, and autonomous
scheduling with serializable activities. We call the Galois
implementation of PowerGraph PowerGraph-g. The
two autonomous scheduling models can be implemented
in Galois by concatenating the gather, apply and scatter

steps for a vertex into a single Galois operator, and ei-
ther always or never acquiring logical locks during the
execution of the operator.

The coordinated scheduling model can be imple-
mented by a sequence of loops, one for each phase of
the GAS programming model. The main implementation
question is how to implement the scatter phase, since we
must handle the case when multiple nodes send messages
to the same neighbor. The implementation we settled on
is to have per-package message accumulation, protected
by a spin-lock. The receiver accumulates the final mes-
sage value by reading from the per-package locations.
PowerGraph supports dividing up the work of a single
gather or scatter operation for a node among different
processing units. PowerGraph-g does not yet have this
optimization.

Out-of-core The GraphChi implementation of out-of-
core processing for vertex programs uses a carefully de-
signed graph file format to support IO-efficient access to
both the incoming and outgoing edge values of a node.
For the purpose of understanding how to provide out-of-
core processing using general reusable components, we
focus on supporting only a subset of GraphChi features.

Our implementation of out-of-core processing is based
on incremental loading of the compressed sparse row
(CSR) format of a graph and the graph’s transpose. The
transpose graph represents the incoming edges of a graph
and stores a copy of the edge values of the correspond-
ing outgoing edges. Since these values are copies, we
do not support updating edge values like GraphChi does;
however, none of the applications described in this paper
require updating edge values, and we leave supporting
this feature to future work.

Push-versus-pull The push-versus-pull optimization
in Ligra can be implemented as two vertex programs
that take an edge update rule and perform either a for-
ward or backward traversal based on some threshold. We
call the Galois implementation of Ligra Ligra-g. We
use the same threshold heuristic as Ligra. In order to
perform this optimization, the graph representation must
store both incoming and outgoing edges.

Push-versus-pull and out-of-core Since the push-
versus-pull optimization is itself a vertex program,
we can compose the push-versus-pull vertex program
with the out-of-core processing described above. We
call the DSL that combines both these optimizations
LigraChi-g. This highlights the utility of having a single
framework for implementing DSLs.
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|V | |E| MB Weighted MB

rmat24 17 268 1207 2281
rmat27 134 2141 9637 18218
twitter40 42 1469 6207 12080
twitter50 51 1963 8262 16114
road 24 58 422 653

Figure 8: Input characteristics. Number of nodes and edges
is in millions. MB is the size of CSR representation.

5 Evaluation
In this section, we compare the performance of applica-
tions (§33) in the Ligra, GraphLab v1, PowerGraph v2.1
and Galois v2.2 systems.

5.1 Methodology
Our evaluation machine is machine m4x10 (see Fig-
ure 66). PowerGraph is a distributed-memory imple-
mentation, but it supports shared-memory parallelism
within a single machine. Ligra, GraphLab and Galois are
strictly shared-memory systems. Ligra requires the Cilk
runtime, which is not yet available with the GCC com-
piler. We compiled Ligra with the Intel ICC 12.1 com-
piler. All other applications were compiled with GCC
4.7 with the -O3 optimization level.

All runtimes are an average of at least two runs. For
out-of-core DSLs, the runtimes include the time to load
data from local disk. For all other systems, we exclude
this time.

Figure 88 summarizes the graph inputs we used. The
rmat24 (a = 0.5, b = c = 0.1, d = 0.3) and rmat27 (a =
0.57, b = c = 0.19, d = 0.05) graphs are synthetic scale-
free graphs. Following the evaluation done by Shun and
Blelloch [3131], we made the graphs symmetric. The twit-
ter40 [1616] and twitter50 [66] graphs are real-world social
network graphs. From twitter40 and twitter50, we use
only the largest connected component. Finally, road is
a road network of the United States obtained from the
DIMACS shortest paths benchmark.

The road graph is naturally weighted; we simply re-
move the weights when we need an unweighted graph.
The other four graphs are unweighted. To provide a
weighted input for the SSSP algorithms, we add a ran-
dom edge weight in the range (0,100] to each edge.

5.2 Summary of results
Figure 9a9a shows the runtime ratios of the Ligra and Pow-
erGraph applications compared to the Galois versions on
the twitter50 and road inputs for five applications. When
the Galois version runs faster, the data point is shown

as a cross; otherwise it is shown as a circle (e.g., bfs on
twitter50 and pr on road). The values range over several
orders of magnitude. The largest improvements are on
the road graph and with respect to PowerGraph.

Figure 9b9b shows the runtime ratios of the Ligra and
PowerGraph applications compared to the Ligra-g and
PowerGraph-g versions (that is, the implementations of
those DSLs in Galois). The performance of Ligra-g is
roughly comparable to Ligra. PowerGraph-g is mostly
better than PowerGraph. This shows that much of the
huge improvements in Figure 9a9a come not so much from
the better implementations described in Section 44 per se
but from the better programs that can be written when the
programming model is rich enough.

Comparison between the two figures can also be illu-
minating. For example, most of the ratios in Figure 9a9a
are greater than those in Figure 9b9b, but one notable ex-
ception is the behavior of PowerGraph with PageRank
on the road graph. The Galois improvement is about 10X
while the PowerGraph-g improvement is about 50X. This
suggests that the Galois application of PageRank, which
is pull-based, is not as good as the push-based algorithm
used by PowerGraph, on the road graph. Thus, Galois is
faster than PowerGraph on PageRank because of a more
efficient implementation of a worse algorithm.

In the following sections, we dig deeper into our per-
formance results.

5.3 Complete results
Figure 1010 gives our complete runtime results with 40
threads. The Ligra-g and PowerGraph-g results will be
discussed in Section 5.45.4. The PageRank (pr) times are
for one iteration of the topology-driven algorithm.

Overall, there is a wide variation in running times
across different programming models solving the same
problem. The variation is the least for PageRank, which
is coordinated and topology-driven. For the other graph
problems, the performance difference between program-
ming models can be several orders of magnitude and are
quite stark for the road input, whose large diameter heav-
ily penalizes coordinated scheduling of data-driven algo-
rithms.

The performance differences can be broadly attributed
to three causes.

In some cases, a poor algorithm was selected even
though a better algorithm exists and is expressible in the
DSL. The PowerGraph diameter application is an exam-
ple of this. The probabilistic counting algorithm just
takes too long on these inputs and gives worse results
than the Ligra algorithm, which also can be expressed
as a gather-apply-scatter program. Figure 1111 gives the
approximate diameters returned by each algorithm. The
PowerGraph algorithm quits after trying diameters up to
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(b) Ratio of Ligra and PowerGraph runtimes relative to
Ligra-g and PowerGraph-g runtimes. Larger ratios shown as
numbers rather than points.

Figure 9: Ratio of runtimes of applications with 40 threads
on machine m4x10 (see Figure 1010 for runtimes). Values
greater than 1 (shown as blue crosses) indicate how many
times faster the denominator system is than the numerator.

100. Both Galois and Ligra algorithms give strict lower-
bounds on the true diameter. The PowerGraph algorithm
gives a probabilistic estimate.

In some other cases, the same algorithm is expressed
in multiple DSLs, but one programming model just has
a better system implementation. All the PageRank ap-
plications are largely implementations of the same algo-
rithm. Differences between implementations are due to
differences in the runtime systems for each programming
model.

Finally, a DSL may be unable to capture an impor-
tant algorithmic optimization—such as when an impor-
tant optimization simply cannot be expressed in a DSL
or when the optimization can be expressed but the im-
plementation of the DSL cannot adequately exploit it.
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bfs Galois 0.5 1.5 0.7 2.5 0.5
bfs Ligra-g 0.3 1.3 0.8 2.3 1.1
bfs PowerGraph-g 10.8 84.2 28.0 37.7 17.5
bfs GraphLab 12.4 83.9 26.7 60.5 4092.7
bfs Ligra 0.4 1.5 1.2 2.3 2.8
bfs PowerGraph 7.0 30.8 16.9 24.1 821.6

cc Galois 7.3 17.9 13.9† 39.6† 0.6
cc Ligra-g 1.3 11.1 16.6 31.9 62.3
cc PowerGraph-g 21.8 120.3 58.8 105.0 572.9
cc GraphLab 14.1 89.6 36.0 64.5 1033.5
cc Ligra 2.5 22.2 31.7 57.5 127.0
cc PowerGraph 39.0 129.5 115.5 201.5 2831.5

dia Galois 1.1 5.1 2.8 5.5 2.6
dia Ligra-g 2.3 21.4 19.7 44.3 8.6
dia PowerGraph-g 2029.7 oom 3816.1 4841.9 2466.6
dia GraphLab 84.8 478.2 192.0 257.1 21363.3
dia Ligra 1.7 11.8 19.3 45.8 20.1
dia PowerGraph 1239.0 oom 5376.0 7390.5 7047.5

pr Galois 1.3 10.3 6.5 10.7 0.5
pr Ligra-g 1.1 15.6 4.6 11.5 0.4
pr PowerGraph-g 2.1 21.0 11.7 14.0 0.2
pr GraphLab 4.9 47.6 45.8 30.7 14.6
pr Ligra 1.0 11.6 8.7 11.5 0.2
pr PowerGraph 8.4 38.8 20.4 30.2 10.6

sssp Galois 1.9 6.0 11.6 8.6 0.6
sssp Ligra-g 2.8 9.1 10.0 12.5 320.7
sssp PowerGraph-g 22.8 100.0 43.3 66.8 3317.3
sssp GraphLab 28.8 153.9 60.9 87.6 28.6
sssp Ligra 2.3 12.3 15.9 17.8 219.4
sssp PowerGraph 34.4 78.8 52.9 104.4 18919.2

bc Galois 1.3 13.7 13.0 12.0 1.3
bc Ligra-g 1.4 7.6 5.3 12.9 5.1
bc Ligra 1.2 5.5 6.8 13.9 6.6

Figure 10: Runtime in seconds of applications with 40
threads on machine m4x10. The label oom indicates the
application ran out of memory. In bold are the best times
for each input and graph problem pair. (†) indicates that
the best time on cc occurred with eight threads: twitter40
(13.8 s), twitter50 (13.6 s).
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Figure 11: Approximate diameters
computed.

rmat24 rmat27 twitter40 twitter50 road

8x16 64x16 8x16 64x16 8x16 64x16 8x16 64x16 8x16 64x16

bfs 29.2 21.8 73.0 28.6 73.2 38.5 81.5 50.8 161.5 821.6
cc 114.5 53.5 270.5 71.5 270.0 90.0 406.0 112.0
pr 11.6 9.9 43.2 14.8 30.5 17.6 42.3 16.4 4.1 5.8
sssp 112.0 76.9 173.9 63.0 175.2 111.0 321.9 127.5

Figure 12: Runtime in seconds of PowerGraph applications on a distributed system
with eight or 64 m2x8 machines.

An example of not being able to express an optimiza-
tion is the lack of priority scheduling for the Ligra and
PowerGraph applications for SSSP. GraphLab supports
priority scheduling, so although the GraphLab SSSP ap-
plication is worse on scale-free inputs, it performs much
better than Ligra and PowerGraph on the road input due
to its support for priority scheduling. Thus, in some
cases, it is preferable to have inefficient support for pri-
ority scheduling than no support at all.

Another example is the push-versus-pull optimization
implemented in Ligra. In principle, this optimization
can be implemented in any DSL that supports coordi-
nated scheduling of vertex programs, like GraphLab, but
GraphLab does not provide any support for user-visible
concurrent bag or worklist objects, so it is not possible to
efficiently switch between push and pull traversals.

An example of the inability to exploit an optimization
is the GraphLab diameter application. We implemented
the faster pseudo-peripheral algorithm in GraphLab, but
because of large overheads starting and stopping parallel
execution, which are required for the sequential compo-
sition of the parallel breadth-first searches, the overall
application has very poor performance.

Figure 1212 shows the performance of PowerGraph
when run on a distributed system, the Stampede clus-
ter at the Texas Advanced Computing Center (TACC).
Each machine that we used in the cluster is an instance
of machine m2x8 in Figure 66. Given the poor perfor-
mance of the connected components and SSSP Power-
Graph implementations on the road graph on shared-
memory machines, we elected not to run those applica-
tions on the distributed machine. Even with 64 machines
(64 ·16 = 1024 cores), the performance is worse than that
of the best implementation on a single machine with 8
cores and 4 times the RAM for all but one application-
input combination (data not shown here). The one slower
combination is PageRank on rmat27 where Galois takes
15.6 seconds and PowerGraph takes 14.8 seconds.

5.4 Comparison of implementations
Figure 1010 also shows the performance results of Ga-
lois versions of Ligra and PowerGraph—Ligra-g and
PowerGraph-g, respectively.

Overall, the Galois implementations of graph DSLs do
better than the original DSL implementations, although
this varies from DSL to DSL. If we consider pairs of
Ligra and Ligra-g runtimes for each graph problem, in-
put and number of threads, in 18/30≈ 60% of the pairs,
the Galois version is faster. Note that, due to incom-
patibilities, a different compiler was used for each ver-
sion of the application. Considering pairs of Power-
Graph and PowerGraph-g, runtimes, 18/24 = 0.75% of
the pairs favor the Galois version. As noted earlier, Pow-
erGraph supports distributed-memory execution as well,
so some portion of the performance gap is due to the ad-
ditional overhead of supporting distributed-memory ex-
ecution and not using it. For GraphLab and Galois, all
of the pairs favor Galois, although in this case, the Ga-
lois applications include optimizations that could not be
implemented in GraphLab, like push-versus-pull.

Some improvements can be made to the Galois ver-
sions of these DSLs. For instance, the Ligra version
of the diameter application tends to be faster than the
Ligra-g version, and the PowerGraph version of BFS
tends to scale better than the PowerGraph-g version, but
overall, the results suggest that the Galois infrastructure
is a reasonable substrate on which graph DSLs can be
built.

5.5 Evaluation of out-of-core DSLs
To evaluate the out-of-core DSLs, GraphChi and our
combination of Ligra and GraphChi that we call
LigraChi-g, we use a machine with less memory, m2x4
(see Figure 66). To test the out-of-core capability, we give
each system a memory budget of 2 GB of RAM to store
graph data. This includes graph adjacency information
and edge values, but it does not include user data al-
located for a node nor any additional user or runtime-
allocated structures. The entire road graph fits in this
memory budget.
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bfs LigraChi-g 9 133 187 960 12
cc LigraChi-g 17 205 175 310 169
cc GraphChi 223 1164 870 1179 120
dia LigraChi-g 21 192 265 697 29
pr LigraChi-g 16 143 90 114 6
pr GraphChi 38 308 154 220 13
sssp LigraChi-g 36 1127 3227 4873 790
bc LigraChi-g 18 237 251 1561 14

Figure 13: Runtime in seconds of applications on machine
m2x4 with eight threads.

Figure 1313 gives the performance of the out-of-core
DSLs, GraphChi and LigraChi-g. Inputs were stored on
a 7200 RPM SATA drive. GraphChi allows separate con-
figuration of load threads, which read the graph file, and
execute threads, which run the vertex program. For these
experiments, the number of threads refers to the number
of execute threads. We always use two load threads.

These out-of-core experiments highlight the impact
of having enough memory for graph analytics applica-
tions. Ignoring differences in processors but keeping the
number of threads the same, on the larger inputs, i.e.,
rmat27, twitter40 and twitter50, running in a memory-
constrained environment with LigraChi-g (see Figure 1313)
is between 3.4X and 197X slower than performing the
same algorithm with Ligra-g on machine m4x10 (data
not shown here), an unconstrained memory environment.

These results provide more context for the recent
claim by Kyrola et al. that out-of-core execution of graph
analytics only incurs a modest performance penalty [1717].

The slowdown is between 3.4X and 7.8X for the con-
nected components, approximate diameter and PageR-
ank applications. With a 5X reduction in memory, these
results suggest a reasonable trade-off between space and
time for connected components and PageRank. For the
approximate diameter application, there are additional
gains from switching to the more expressive Galois pro-
gramming model.

For the other applications, the slowdown ranges be-
tween 11.5X and 197X, not including the additional
slowdown of Ligra or Ligra-g versus Galois. The out-
of-core DSLs impose a particular scheduling of activi-
ties that optimizes IO operations, but that order may not
be efficient from the application standpoint. For more
effective out-of-core implementations of these applica-
tions, more attention should be paid towards the joint
optimization of application and IO scheduling.

6 Conclusion
A number of DSLs for graph analytics have been pro-
posed recently. Given the importance of the problem do-
main and the limitations of existing DSLs, it is likely that
more DSLs will be designed and implemented in the near
future. In this paper, we argued that these DSLs require
a lightweight infrastructure that supports autonomous
scheduling of fine-grain tasks with application-specific
priorities. We presented the design and implementation
of the Galois system, which accomplishes this through a
machine-topology-aware scheduler, a priority scheduler
called obim, and a library of scalable data structures.

We demonstrated the capabilities of the Galois infras-
tructure in three ways. First, we implemented sophisti-
cated algorithms for some of the graph analytics prob-
lems, argued that they cannot be implemented in existing
DSLs, and showed that end-to-end performance is im-
proved by many orders of magnitude, thanks to the better
algorithms. Second, we showed that even when an algo-
rithm can be expressed in existing DSLs, its implemen-
tation in Galois can be orders of magnitude faster when
the input graphs are road networks and similar graphs
with high diameter, thanks to better scheduling. Third,
we implemented the APIs of three existing graph DSLs
on top of the common infrastructure in a few hundred
lines of code and showed that even for power-law graphs,
the performance of the resulting implementations often
exceeds that of the original DSL systems, thanks to the
lightweight infrastructure. Furthermore, we also showed
that combinations of features from some of these DSLs
can be implemented easily on top of the Galois system.

From our experience with graph analytics programs,
we offer the following lessons.

To those interested in graph analytics: Far greater per-
formance gains, often by orders of magnitude, can come
from choosing an expressive programming model than
can be obtained by tuning a restricted DSL. In this do-
main, a rich programming model with an inefficient im-
plementation can often outperform a more restricted pro-
gramming model with a more efficient implementation!

To implementers of DSLs on shared-memory systems:
Exploiting machine topology and scalable memory allo-
cation are key to scalable implementations.

To designers of programming models on distributed-
memory systems: Just as in shared-memory systems, the
large improvements possible from the selection of a rich
programming model should be an important considera-
tion for the design and implementation of graph analytics
on distributed memory.
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Abstract

X-Stream is a system for processing both in-memory

and out-of-core graphs on a single shared-memory ma-

chine. While retaining the scatter-gather programming

model with state stored in the vertices, X-Stream is novel

in (i) using an edge-centric rather than a vertex-centric

implementation of this model, and (ii) streaming com-

pletely unordered edge lists rather than performing ran-

dom access. This design is motivated by the fact that

sequential bandwidth for all storage media (main mem-

ory, SSD, and magnetic disk) is substantially larger than

random access bandwidth.

We demonstrate that a large number of graph algorithms

can be expressed using the edge-centric scatter-gather

model. The resulting implementations scale well in

terms of number of cores, in terms of number of I/O

devices, and across different storage media. X-Stream

competes favorably with existing systems for graph pro-

cessing. Besides sequential access, we identify as one of

the main contributors to better performance the fact that

X-Stream does not need to sort edge lists during pre-

processing.

1 Introduction

Analytics over large graphs is an application that is be-

ginning to attract significant attention in the research

community. Part of the reason for this upsurge of in-

terest is the great variety of information that is naturally

encoded as graphs. Graph processing poses an interest-
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vertex_scatter(vertex v)

send updates over outgoing edges of v

vertex_gather(vertex v)

apply updates from inbound edges of v

while not done

for all vertices v that need to scatter updates

vertex_scatter(v)

for all vertices v that have updates

vertex_gather(v)

Figure 1: Vertex-centric Scatter-Gather

ing systems challenge: the lack of access locality when

traversing edges makes obtaining good performance dif-

ficult [39].

This paper presents X-Stream, a system for scale-up

graph processing on a single shared-memory machine.

Similar to systems such as Pregel [40] and Power-

graph [31], X-Stream maintains state in the vertices, and

exposes a scatter-gather programming model. The com-

putation is structured as a loop, each iteration of which

consists of a scatter phase followed by a gather phase.

Figure 1 illustrates the common vertex-centric imple-

mentation of the scatter-gather programming model.

Both the scatter and the gather phase iterate over all ver-

tices. The user provides a scatter function to propagate

vertex state to neighbors and a gather function to ac-

cumulate updates from neighbors to recompute the ver-

tex state. This simple programming model is sufficient

for a variety of graph algorithms [40, 31, 54] ranging

from computing shortest paths to ranking web pages in a

search engine, and hence is a popular interface for graph

processing systems.

The accepted (and intuitive) approach to scale-up

graph processing, for both in-memory [33] and out-of-

core [43] graphs, is to sort the edges of the graph by orig-

inating vertex and build an index over the sorted edge

list. The execution then involves random access through

the index to locate edges connected to a vertex. Implicit

in this design is a tradeoff between sequential and ran-

dom access, favoring a small number of random accesses

through an index in order to locate edges connected to an
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edge_scatter(edge e)

send update over e

update_gather(update u)

apply update u to u.destination

while not done

for all edges e

edge_scatter(e)

for all updates u

update_gather(u)

Figure 2: Edge-centric Scatter-Gather

active vertex, over streaming a large number of (poten-

tially) unrelated edges and picking up those connected

to active vertices. It is this tradeoff that is revisited in

this paper.

Random access to any storage medium delivers less

bandwidth than sequential access. For instance, on our

testbed (16 core/64 GB 1U server, 7200 RPM 3TB mag-

netic disk and 200 GB PCIe SSD), bandwidth for se-

quential reads compared to random reads is 500 times

higher for disks and 30 times higher for SSDs. Even for

main memory, as a result of hardware prefetching, se-

quential bandwidth outstrips random access bandwidth

by a factor of 4.6 for a single core and by a factor of 1.8

for 16 cores. See §5.1 for more details.

We demonstrate in this paper that the larger band-

width of sequential access can be exploited to build a

graph processing system based purely on the principle of

streaming data from storage. We show that this design

leads to an efficient graph processing system for both

in-memory graphs and out-of-core graphs that, in a sur-

prising number of cases, equals or outperforms systems

built around random access through an index.

To achieve this level of performance, X-Stream intro-

duces an edge-centric approach to scatter-gather pro-

cessing, shown in Figure 2: the scatter and gather phase

iterate over edges and updates on edges rather than over

vertices. This edge-centric approach altogether avoids

random access into the set of edges, instead streaming

them from storage. For graphs with the common prop-

erty that the edge set is much larger than the vertex set,

access to edges and updates dominates the processing

cost, and therefore streaming the edges is often advan-

tageous compared to accessing them randomly. Doing

so comes, however, at the cost of random access into

the set of vertices. We mitigate this cost using stream-

ing partitions: we partition the set of vertices such that

each partition fits in high-speed memory (the CPU cache

for in-memory graphs and main memory for out-of-core

graphs). Furthermore, we partition the set of edges such

that edges appear in the same partition as their source

vertex. We then process the graph one partition at a

time, first reading in its vertex set and then streaming

its edge set from storage. A positive consequence of this

approach is that we do not need to sort the edge list,

thereby not incurring the pre-processing delays in other

systems [33, 37].

Graphchi [37] was the first system to explore the idea

of avoiding random access to edges. Graphchi uses a

novel out-of-core data structure that consists of parti-

tions of the graph called ’shards’. Unlike streaming par-

titions, shards have to be pre-sorted by source vertex, a

significant pre-processing cost, especially if the graph is

not used repeatedly. Graphchi also continues to use the

vertex-centric implementation in Figure 1. This requires

the entire shard - vertices and all of their incoming and

outgoing edges - to be present in memory at the same

time, leading to a larger number of shards than stream-

ing partitions, the latter requiring only the vertex state to

be in memory. Streaming partitions therefore take bet-

ter advantage of sequential streaming bandwidth. Shards

also require a re-sort of the edges by destination vertex

in order to direct updates to vertices in the gather step.

This paper makes the following contributions through

the design, implementation and evaluation of X-Stream:

• We introduce edge-centric processing as a new

model for graph computation and show that it can

be applied to a variety of graph algorithms.

• We show how the edge-centric processing model

can be implemented using streaming partitions

both for in-memory and out-of-core graphs, merely

by using different partition sizes for different me-

dia.

• We demonstrate that X-Stream scales well in terms

of number of cores, I/O devices and across different

storage media. For instance, X-Stream identifies

weakly connected components in graphs with up to

512 million edges in memory within 28 seconds,

with up to 4 billion edges from SSD in 33 minutes,

and with up to 64 billion edges from magnetic disk

in under 26 hours.

• We compare X-Stream to alternative graph process-

ing systems, and show that it equals or outperforms

vertex-centric and index-based systems on a num-

ber of graph algorithms for both in-memory and

out-of-core graphs.

2 The X-Stream Processing Model

X-Stream presents to the user a graph computation

model in which the mutable state of the computation is

stored in the vertices, more precisely in the data field

of each vertex. The input to X-Stream is an unordered
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set of directed edges. Undirected graphs are represented

using a pair of directed edges, one in each direction.

X-Stream provides two principal API methods for ex-

pressing graph computations. Edge-centric scatter takes

as input an edge, and computes, based on the data field

of its source vertex, whether an update value needs to

be sent to its destination vertex, and, if so, the value of

that update. Edge-centric gather takes as input an up-

date, and uses its value to recompute the data field of its

destination vertex.

The overall computation is structured as a loop, termi-

nating when some application-specific termination cri-

terion is met. Each loop iteration consists of a scatter

phase followed by a gather phase. The scatter phase iter-

ates over all edges and applies the scatter method to each

edge. The gather phase iterates over all updates pro-

duced in the scatter phase and applies the gather method

to each update. Hence, X-Stream’s edge-centric scat-

ter gather is synchronous and guarantees that all updates

from a previous scatter phase are seen only after the scat-

ter is completed and before the next scatter phase is be-

gun. In this sense it is similar to distributed graph pro-

cessing systems such as Pregel [40].

2.1 Streams

X-Stream uses streaming to implement the graph com-

putation model described above. An input stream has

one method, namely read the next item from the stream.

An input stream is read in its entirety, one item at a time.

An output stream also has one method, namely append

an item to the stream.

The scatter phase of the computation takes the edges as

the input stream, and produces an output stream of up-

dates. In each iteration it reads an edge, reads the data

field of its source vertex, and, if needed, appends an up-

date to the output stream. The gather phase takes the

updates produced in the scatter phase as its input stream.

It does not produce any output stream. For each update

in the input stream, it updates the data value of its desti-

nation vertex.

The idea of using streams for graph computation applies

both to in-memory and out-of-core graphs. To unify the

presentation, we use the following terminology. We re-

fer to caches in the case of in-memory graphs and to

main memory in the case of out-of-core graphs as Fast

Storage. We refer to main memory in the case of in-

memory graphs and to SSD or disks in the case of out-

of-core graphs as Slow Storage.

Figure 3 shows how memory is accessed in the edge

streaming model. The appeal of the streaming approach

1. Edge Centric Scatter

2. Edge Centric Gather

Edges (sequential read)

Updates (sequential write)

Vertices (random read/write)

Updates (sequential read)

Vertices (random read/write)

Figure 3: Streaming Memory Access

to graph processing stems from the fact that it allows se-

quential (and therefore much faster) access to Slow Stor-

age for the (usually large) edge and update streams. The

problem is that it requires random access to the vertices,

which for large graphs may not fit in Fast Storage. To

solve this problem, we introduce the notion of streaming

partitions, described next.

2.2 Streaming Partitions

A streaming partition consists of a vertex set, an edge

list, and an update list. The vertex set of a streaming

partition is a subset of the vertex set of the graph. The

vertex sets of different streaming partitions are mutually

disjoint, and their union equals the vertex set of the en-

tire graph. The edge list of a streaming partition consists

of all edges whose source vertex is in the partition’s ver-

tex set. The update list of a streaming partition consists

of all updates whose destination vertex is in the parti-

tion’s vertex set.

The number of streaming partitions stays fixed through-

out the computation. During initialization, the vertex set

of the entire graph is partitioned into vertex sets for the

different partitions, and the edge list of each partition is

computed. These vertex sets and edge lists also remain

fixed during the entire computation. The update list of

a partition, however, varies over time: it is recomputed

before every gather phase, as described next.

2.3 Scatter-Gather with Partitions

With streaming partitions, the scatter phase iterates over

all streaming partitions, rather than over all edges, as

described before. Similarly, the gather phase also iter-

ates over all streaming partitions, rather than over all
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scatter phase:

for each streaming_partition p

read in vertex set of p

for each edge e in edge list of p

edge_scatter(e): append update to Uout

shuffle phase:

for each update u in Uout

let p = partition containing target of u

append u to Uin(p)

destroy Uout

gather phase:

for each streaming_partition p

read in vertex set of p

for each update u in Uin(p)

edge_gather(u)

destroy Uin(p)

Figure 4: Edge-Centric Scatter-Gather with Stream-

ing Partitions

updates. Figure 4 details pseudocode for edge-centric

scatter-gather using streaming partitions.

For each streaming partition, the scatter phase reads its

vertex set, streams in its edge list, and produces an out-

put stream of updates. This output stream is appended

to a list Uout. These updates need to be re-arranged

such that each update appears in the update list of the

streaming partition containing its destination vertex. We

call this the shuffle phase. The shuffle takes as its input

stream the updates produced in the scatter phase, and

moves each update to the update list Uin(p), where p

is the streaming partition containing the destination ver-

tex of the update. After the shuffle phase is completed,

the gather phase can start. For each streaming partition,

we read its vertex set, stream in its update list, and com-

pute new values for the data fields of the vertices as we

read updates from the update list.

Streaming partitions are a natural unit of parallelism for

both the scatter and the gather phase. We will show how

to take advantage of this parallelism in §4.

2.4 Size and Number of Partitions

Choosing the correct number of streaming partitions is

critical to performance. On the one hand, in order to

produce fast random access to the vertices, all vertices

of a streaming partition must fit in Fast Storage. On the

other hand, in order to maximize the sequential nature

of access to Slow Storage to load the edge lists and the

update lists of a streaming partition, their number must

be kept as small as possible. We restrict the vertex sets of

streaming partitions to be of equal size. As a result, we

choose the number of the streaming partitions such that,

allowing for buffers and other auxiliary data structures,

the vertex set of each streaming partition fills up Fast

Storage.

2.5 API Limitations and Extensions

Unlike vertex-centric graph processing APIs, there are

no means to iterate over the edges or updates belonging

to a vertex in X-Stream’s edge-centric API. However,

in addition to allowing the user to specify edge scat-

ter and gather functions, X-Stream also supports vertex

iteration, which simply iterates over all vertices in the

graph, applying a user-specified function on each vertex.

This is useful for initialization and for various aggrega-

tion operations.

X-Stream also supports interfaces other than edge-

centric scatter-gather. For example, X-Stream supports

the semi-streaming model for graphs [26] or graph algo-

rithms that are built on top of the W-Stream model [14].

Although these models allow a richer set of graph algo-

rithms to be expressed, we focus on the more familiar

scatter-gather mode of operation in this paper.

3 Out-of-core Streaming Engine

The input to the out-of-core graph processing engine is

a file containing the unordered edge list of the graph.

In addition, we store three disk files for each streaming

partition: a file each for the vertices, edges and updates.

As we saw in Section 2, with the edge-centric scatter-

gather model, sequential access is easy to achieve for

the scatter and gather phases. The hard part is to achieve

sequential access for the shuffle phase. To do so for

out-of-core graphs, we slightly modify the computation

structure suggested in Figure 4. Instead of a strict se-

quence of scatter, shuffle and gather phases, we fold the

shuffle phase into the scatter phase. In particular, we run

the scatter phase, appending updates to an in-memory

buffer. Whenever that buffer becomes full, we run an

in-memory shuffle, which partitions the list of updates in

the in-memory buffer into (in-memory) lists of updates

for vertices in the different partitions, and then appends

those lists to the disk files for the updates of each parti-

tion.

3.1 In-memory Data Structures

Besides the vertex array used to store the vertices of a

streaming partition, we need in-memory data structures

to hold input from disk (edges during the scatter phase

and updates during the gather phase), the input and the

output of the in-memory shuffle phase, and output to

disk (updates after each in-memory shuffle phase). In

order to avoid the overhead of dynamic memory allo-

cation, we designed a statically sized and statically al-

located data structure, the stream buffer, to store these

variable-sized data items. A stream buffer consists of a
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Chunk

Chunk Array

Index Array (K entries)

Figure 5: Stream Buffer (K: number of partitions)

merged scatter/shuffle phase:

for each streaming partition s

while edges left in s

load next chunk of edges into input buffer

for each edge e in memory

edge_scatter(e) appending to output buffer

if output buffer is full or no more edges

in-memory shuffle output buffer

for each streaming partition p

append chunk p to update file for p

gather phase:

for each streaming_partition p

read in vertex set of p

while updates left in p

load next chunk of updates into input buffer

for each update u in input buffer

edge_gather(u)

write vertex set of p

Figure 6: Disk Streaming Loop

(large) array of bytes called the chunk array, and an in-

dex array with K entries for K streaming partitions (see

Figure 5). The i-th entry in the index array describes the

chunk of the chunk array with data relating to the i-th

partition.

Using two streaming buffers, the in-memory shuffle be-

comes straightforward. One streaming buffer is used to

store the updates resulting from the scatter phase. A sec-

ond streaming buffer is used to store the result of the

in-memory shuffle. We make one pass over the input

buffer counting the updates destined for each partition.

We then fill in the index array of the second streaming

buffer. Finally, we copy the updates from the first buffer

to the appropriate location in the chunk array of the sec-

ond buffer.

3.2 Operation

The disk engine begins by partitioning the input edge list

into different streaming partitions. Interestingly, this can

be done efficiently by using the in-memory shuffle. The

successive parts of the input edge list are read in from

disk to a streaming buffer, shuffled into another stream-

ing buffer, and then written to the disk files containing

the edge lists of the streaming partitions.

After this pre-processing step, the graph processing en-

gine then enters the main processing loop, depicted in

Figure 6.

Finally, we implemented a couple of optimizations.

First, if the entire vertex set fits into memory, the ver-

tex array need not be written out to disk at the end of

the gather phase. Second, if all updates for the entire

scatter phase fit into a streaming buffer, then the updates

are not written back to disk after the in-memory shuffle.

Instead, the gather phase simply reuses the in-memory

output of the shuffle.

3.3 Disk I/O

X-Stream performs asynchronous direct I/O to and from

the stream buffer, bypassing the operating system’s page

cache. We use an additional 4K page per streaming par-

tition to keep I/O aligned, regardless of the starting point

of a chunk in a streaming buffer.

We actively prefetch from a stream, exploiting the se-

quentiality of access. As soon as a read into one input

stream buffer is completed, we start the next read into a

second input stream buffer. Similarly, the writes to disk

of the chunks in one output buffer are overlapped with

computing the updates of the scatter phase into another

output buffer. This requires allocating an extra stream

buffer for input and an extra one for output. We found

this prefetch distance of one, both on input and output,

sufficient to keep the disks 100% busy in our experi-

ments. A deeper prefetch can effectively be achieved

with a larger chunk array, if necessary.

X-Stream transparently exploits RAID architectures.

The sequential writes stripe the files across disks, and

the sequential reads of these striped files achieve a mul-

tiplication of bandwidth compared to single disks. We

can also exploit parallelism between the input and output

files, which can be placed on different disks. X-Stream

does asynchronous I/O using dedicated I/O threads and

spawns one thread for each disk. One can therefore put

the edges and updates on different disks, doing I/O to

them in parallel.

X-Stream’s I/O design is also well suited for use with

SSDs. All X-Stream writes are sequential and therefore

avoid the problem of write amplification [34], in a man-

ner similar to log-structured filesystems [52] and mem-

ory allocators built specifically for flash devices [16].

Many modern flash translation layers in fact implement

a log-structured filesystem in firmware. X-Stream’s se-

quential writes can be a considered a best case for such

firmware. In addition, we always truncate files when the

streams they contain are destroyed. On most operating

systems, truncation automatically translates into a TRIM

command sent to the SSD, freeing up blocks and thereby

reducing pressure on the SSD garbage collector.
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3.4 Number of Partitions

Given a fixed amount of memory, the need to size stream

buffers properly creates additional requirements on the

number of streaming partitions beyond simply the need

to fit the vertex set of the streaming partition in memory.

We need to issue large enough units of I/O to approach

streaming bandwidth to disk. Assuming a uniform dis-

tribution of updates across streaming partitions, and as-

suming we need to issue I/O request of S bytes to achieve

maximum I/O bandwidth, we need to size the chunk ar-

ray to at least S∗K bytes for K streaming partitions. Our

design requires two stream buffers each for the input and

output streams in order to support prefetching. In addi-

tion we need a stream buffer for shuffling: a total of 5. If

we assume that N is total space taken by the vertices and

M is the total amount of main memory available then our

requirements translate to: N
K
+ 5SK ≤ M.

Viable solutions to this inequality exist even for very

large graphs. The left hand side reaches a minimum at

K =
√

N
5S

at which point the minimum amount of mem-

ory needed is 2
√

5NS. For an I/O unit of S = 16MB

(justified in §5) the minimum amount of main memory

required for a graph with total vertex data size as large

as N = 1TB is therefore only M = 17GB with under

K = 120 streaming partitions. This ignores the overhead

of the index data which would have come to an addi-

tional 5KB in our design.

4 In-memory Streaming Engine

The in-memory engine is designed for processing graphs

whose vertices, edges and updates fit in memory. Our

main concern in designing the in-memory streaming en-

gine is parallelism. We need all available cores in a

system to reach peak streaming bandwidth to memory.

In addition, parallelism was important in order to use

all available computational resources (such as floating

point units). We therefore discuss the important build-

ing blocks for parallelism in the in-memory streaming

engine. A second concern was that the in-memory en-

gine must deal with a larger number of partitions than

the out-of-core streaming engine. This necessitates the

use of a multi-stage shuffler, described in §4.2.

The in-memory engine considers the CPU caches when

choosing the number of streaming partitions and aims to

fit the vertex data corresponding to each partition in the

CPU cache. Unlike disks, we do not have direct con-

trol on block allocation in CPU caches. The in-memory

streaming engine must also consider additional data that

must be brought in without displacing the vertices. Ob-

serving that an edge and an update must refer to a vertex

1  2  ... K 1  2  ... K1  2  ... K

Slice 1 Slice 2 Slice P

Thread 1

Write Read

Thread 2

Write Read

Thread P

Write Read

Figure 7: Slicing a Streaming Buffer

without displacing it from cache, the in-memory stream-

ing engine therefore calculates the vertex footprint as the

sum of vertex data size, edge size and update size. It then

divides the total footprint of all vertices in the graph by

the size of the available CPU cache to arrive at the final

number of streaming partitions.

The engine needs exactly three stream buffers, one to

hold the edges of the graph, one to hold generated up-

dates and one more to be used during shuffling. We start

by loading the edges into the input stream buffer and

shuffling them into a chunk of edges for each stream-

ing partition. We then process streaming partitions one

by one generating updates from the streaming partitions

in the scatter phase. All the generated updates are ap-

pended into a single output stream buffer. The output

stream buffer is then shuffled into chunks of updates

per streaming partition, which are then absorbed in the

gather phase.

4.1 Parallel Scatter-Gather

Our approach to parallelizing the scatter and gather

phases rests on the observation that the streaming opera-

tion can be done independently for different streaming

partitions. Supporting parallel scatter-gather requires

awareness of shared caches when calculating the num-

ber of streaming partitions. We assume underlying cores

receive equal shares of a shared cache.

The threads executing different streaming partitions are

still required to append their updates to the same chunk

array. Each thread first writes to a private buffer (of size

8K), which is flushed to the shared output chunk array,

by first atomically reserving space at the end and then

appending the contents of the private buffer.

Executing streaming partitions in parallel can lead to sig-

nificant workload imbalance as the partitions can have

different numbers of edges assigned to them. We there-

fore implemented work stealing in X-Stream, allowing

threads to steal streaming partitions from each other.

This lets us avoid the work imbalance problem that re-

quires specialized solutions for in-memory [44] or scale
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out [31] graph processing systems.

4.2 Parallel Multistage Shuffler

The in-memory engine must deal with a larger number

of partitions than the out-of-core engine as CPU caches

are small in size with respect to main memory and cur-

rent architectural trends indicate that they are unlikely

to grow further [27]. Repeating the analysis in § 3.4,

for a graph with 1TB of vertex data (on a system with

more than 1TB RAM) and a 1MB CPU cache we need at

least 1M partitions to ensure that the randomly accessed

vertex data for each partition fits in CPU cache (even ex-

cluding the rest of the vertex footprint). Shuffling into

a large number of partitions leads to a significant chal-

lenge in maintaining our design goal of exploiting se-

quential access bandwidth to memory.

Sequential access from the CPU core provides higher

bandwidth to memory for two reasons. The first is

that microprocessors (such as the current generation x86

one used in our experiments) usually come with hard-

ware prefetchers that can track multiple streams. Hav-

ing the prefetchers track the input and output streams

is beneficial in hiding the latency of access to mem-

ory (the primary source of higher bandwidth for sequen-

tial accesses). Increasing the number of partitions be-

yond a point means that we lose the benefit of hardware

prefetchers. The second benefit of sequential accesses

is due to maximum spatial locality as each cacheline is

fully used before being evicted. This is only possible

if we can fit a cacheline from the input stream and all

output streams in the cache. With a larger number of

partitions this is no longer the case (SRAM caches clos-

est to the core typically fit only 512 to 1024 64-byte

cachelines).

Inspired by solutions to similar problems in cache-

conscious sorting [51] and in systems such as

Phoenix [45] or tiled map-reduce [24], we implemented

a multi-stage shuffler for the in-memory engine in X-

Stream. We group partitions together into a tree hierar-

chy, with a branching factor (we term this the fanout) of

F. This is done in X-Stream by enforcing that the num-

ber of streaming partitions for the in-memory engine is

a power of two and also setting the fanout of the tree to

a power of two. The tree is then implicitly maintained

by using the most significant b bits of the partition ID to

choose between between groupings at a tree level with

2b nodes. We then do one shuffle step for each level

in this tree. The input consists of a stream buffer with as

many chunks as nodes at that level in the tree. Each input

chunk is shuffled into F output chunks. Given a target of

K partitions, the multi-stage shuffler can therefore shuf-

fle the input into K chunks in⌈logF K⌉ steps down the

tree. We use exactly two stream buffers in the shuffle

process, alternating them between the input and output

roles.

The fanout F can be set keeping in mind the constraints

described above. For the experiments in this paper, we

bounded it to the number of cachelines available in the

CPU cache. In most cases, however, we are also within

the limit of the number of tracked streams in the hard-

ware prefetcher, which is a micro-architectural detail we

did not specifically tune for.

We observe that a stream buffer typically carries many

more objects than partitions. Our experiments (§5) on

graphs result in in-memory streams with over a billion

objects but never require more than 1K partitions. This

causes shuffling to be cheaper than sorting even with

multiple stages, a point we return to in the evaluation.

In order to enable parallelism in the multi-stage shuffler,

we required the ability to have threads work in parallel

on stream buffers, without needing synchronization. Our

solution is to assign X-Stream threads disjoint equally

sized slices of the stream buffer. Each thread receives

exactly one slice. Figure 7 shows how a stream buffer

is sliced across threads. Each thread has an independent

index array describing chunks in its slice of the stream

buffer. A thread is only allowed to access its own slice

during shuffling. We parallelize the shuffle step by as-

signing each thread to shuffle its own slice. Since the

number of target partitions is the same across all the

threads, they all end up with the final slice in the same

output stream buffer, at which point they synchronize.

The chunk corresponding to a streaming partition is the

union of the corresponding chunks from all the slices.

A thread can therefore recover a chunk during the scat-

ter and gather steps from the sliced stream buffer us-

ing sequential accesses plus at most P random accesses,

where P is the number of threads. Usually the number

of threads P is far smaller than the number of objects in

the chunk, rendering the random access negligible.

4.3 Layering over Disk Streaming

The in-memory engine is logically layered above the

out-of-core engine. We do so by allowing the disk en-

gine to independently choose its count of streaming par-

titions. For each iteration of the streaming loop in Fig-

ure 6, the loaded input chunk is processed using the in-

memory engine that then independently chooses a fur-

ther in-memory partitioning for the current disk parti-

tion.

This allows us to ensure that we maximize usage of main

memory bandwidth and computational resources with
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the out-of-core streaming engine. The slower disk con-

tinues to remain a bottleneck in all cases, even when us-

ing faster disks such as SSDs and using floating-point

computation in some graph algorithms.

5 Evaluation

5.1 Experimental Environment

Our testbed is an AMD Opteron (6272, 2.1Ghz), dual-

socket, 32-core system. The CPU uses a clustered core

micro-architecture, with a pair of cores sharing the in-

struction cache, floating point units and L2 cache. The

system is equipped with 64GB of main memory; two

200GB PCI Express SSDs arranged into a software

RAID-0 configuration and two 3 TB SATA-II magnetic

disks also arranged into a software RAID-0 configura-

tion.

We first measured the streaming bandwidth available

from main memory. We used a microbenchmark, in

which each thread read from or wrote to a thread-private

buffer of size 256 MB (well beyond the capacity of the

L3 cache and TLBs). The results in Figure 8 show that

for reads memory bandwidth saturates with 16 cores at

approximately 25GB/s. Adding 16 more cores increases

the available bandwidth by only 5%. We therefore use

only 16 cores of the system, as memory bandwidth, the

critical resource for graph processing, is already satu-

rated with just 16 cores. We run a single thread on one

core of each pair of clustered cores, leaving the other

core of each pair unused. When determining the number

of partitions for in-memory graphs, we assume that each

core has exclusive access to its 2MB shared L2 cache

We used the fio [1] tool to benchmark the streaming

bandwidth of the RAID-0 SSD and disk pairs in our

testbed. Our workload issues a single synchronous re-

quest at a time, and varies the size of the request. The

results are shown in Figure 9. An interesting aspect there

is that SSD write bandwidth shows a temporary drop

with a 512K request size. This is likely due to the flash

translation layer not being able to keep up at this write

request size. Bandwidth for both SSD and disk shows a

sharp increase at 1M request sizes. The RAID stripe unit

is 512K, and hence past 1M the request is striped across

the SSDs or disks in the RAID-0 pair, explaining the in-

crease in bandwidth. Figure 9 also shows that for reads

both the SSDs and the disks are saturated with sequen-

tial requests of size 16MB. We therefore chose 16MB as

our preferred I/O unit size for the out-of-core engine.

We also measured random access bandwidth by access-

ing entirely a randomly chosen cacheline from an in-

memory buffer or by doing synchronous 4K transfers

from an out-of-core file. Figure 11 shows that sequential

access beats random access for every medium, with an

increasing gap as we move to slower media. For main

memory, it is necessary to use all available cores to sat-

urate memory bandwidth. Random write performance is

better than random read performance. For main mem-

ory, this is due to the write-coalescing buffers present in

the AMD 6272 micro-architecture. For the out-of-core

case, this is due to the write cache on the disk absorbing

the writes, allowing the next write to be issued while the

previous one is outstanding.

5.2 Algorithms and Graphs

We evaluate X-Stream using the following algorithms:

• Weakly Connected Components (WCC).

• Strongly Connected Components (SCC), using [47]. Re-

quires a directed graph.

• Single-Source Shortest Paths (SSSP).

• Minimum Cost Spanning Tree (MCST) using the

GHS [30] algorithm.

• Maximal Independent Set (MIS).

• Conductance [20].

• SpMV: Multiply the sparse adjacency matrix of a di-

rected graph with a vector of values, one per vertex.

• Pagerank [42] (5 iterations).

• Alternating Least Squares (ALS) [55] (5 iterations). Re-

quires a bipartite graph.

• Bayesian Belief Propagation (BP) [35] (5 iterations).

We used both synthetic and real-world (Figure 10) graph

datasets to evaluate X-Stream. We generated synthetic

undirected graphs using the RMAT generator [23] and

used them to study the scaling properties and evaluate

configuration choices of X-Stream. RMAT graphs have

a scale-free property that is a feature of many real-world

graphs [17]. We use RMAT graphs with an average de-

gree of 16 (as recommended by the Graph500 bench-

mark [9]). We use the term scale n to refer to a synthetic

graph with 2n vertices and 2n+4 edges. For SCC, we as-

signed a random edge direction to the synthetic RMAT

and Friendster graphs.

All the graphs are provided to X-Stream as unordered

lists of edges. For inputs without an edge weight, we

added a random edge weight (a pseudo-random floating

point number in the range [0 1)). The footprint of ver-

tex data varied from a single byte in the case of MIS (a

boolean variable) to almost 250 bytes in the case of ALS.
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Name Vertices Edges Type

In-memory

amazon0601 [2] 403,394 3,387,388 Directed

cit-Patents [3] 3,774,768 16,518,948 Directed

soc-livejournal [4] 4,847,571 68,993,773 Directed

dimacs-usa [5] 23,947,347 58,333,344 Directed

Out-of-core

Twitter [36] 41.7 million 1.4 billion Directed

Friendster [6] 65.6 million 1.8 billion Undir.

sk-2005 [7] 50.6 million 1.9 billion Directed

yahoo-web [8] 1.4 billion 6.6 billion Directed

Netflix [55] 0.5 million 0.1 billion Bipartite

Figure 10: Datasets

Medium
Read (MB/s) Write (MB/s)

Random Sequential Random Sequential

RAM (1 core) 567 2605 1057 2248

RAM (16 cores) 14198 25658 10044 13384

SSD 22.5 667.69 48.6 576.5

Magnetic Disk 0.6 328 2 316.3

Figure 11: Sequential Access vs. Random Access

5.3 Applicability

We demonstrate that X-Stream’s API can be used to ex-

press a large number of graph algorithms with good per-

formance, in spite of the fact that the API does not allow

direct access to the edges associated with a vertex. Fig-

ure 12a shows how X-Stream performs on a variety of

graph algorithms, real-world datasets and storage me-

dia. The yahoo-web graph did not fit onto our SSD, so it

is absent from SSD results.

The execution time on SSD is roughly half of that on

magnetic disk reflecting the fact that the SSD deliv-

ers twice the sequential bandwidth of the magnetic disk

(Fig 9), although at a considerably greater cost per byte.

X-Stream performs well on all algorithms and data sets,

with the exception of traversal algorithms (WCC, SCC,

MIS, MSCT and SSSP) for DIMACS and the Yahoo we-

bgraph. DIMACS traversals take a long time relative to

the size of the graph, and the Yahoo webgraph did not

finish in a reasonable amount of time. We hypothesized

that the problem lies in the structure of these graphs, and

to confirm this, we implemented HyperANF [21] in X-

Stream to measure the neighborhood function of graphs.

The neighborhood function NG(t) is defined as the num-

ber of pairs of vertices reachable within t steps in the

undirected version of the graph. Figure 13 shows the

number of steps needed to converge to a constant value

for the neighborhood function, which is equal to the di-

ameter of graph. As Figure 13 shows, the Yahoo web-

graph and DIMACS have a diameter much larger than

other comparable graphs in our dataset. A high diame-

ter results in graphs with an ‘elongated’ structure, caus-

ing X-Stream to execute a very large number of scatter-

gather iterations, each of which requires streaming the

entire edge list but doing little work.

In Figure 12b we report some additional information on

the execution of WCC on the various graphs, includ-

ing 1) the number of scatter-gather steps, 2) the ratio of

total execution time to streaming time, and 3) the per-

centage of edges that were streamed and along which

no updates were sent. For DIMACS we see, as dis-

cussed above, the very large number of scatter-gather

steps. The ratio of total execution time to streaming

time is approximately 1 for out-of-core graphs, confirm-

ing that the execution time is governed by the bandwidth

of secondary storage. For in-memory graphs, the ratio

ranges roughly between 2 and 3, indicating that here too

streaming takes up an important fraction of the execution

time, but computation starts playing a role as well. The

‘wasted’ edges, i.e., edges that are streamed in but pro-

duce no updates, are a direct consequence of the tradeoff

underlying X-Stream. As Figure 12b shows, X-Stream

does waste considerable sequential bandwidth for some

algorithms. Exploring generic stream compression al-

gorithms as well as those specific to graphs [11], or per-

forming extra passes to eliminate those edges that are no

longer needed are important avenues of exploration we

are pursuing to reduce wastage in X-Stream.

We conclude that X-Stream is an efficient way to ex-

ecute a variety of algorithms on real-world graphs, its

only limitation being graphs whose structure requires a

large number of iterations.

5.4 Scalability

We study the scalability of X-Stream from two differ-

ent angles. First, we look at the improvement in per-

formance for a given graph size as more resources are

added. Second, we show that as more storage is added,

larger graphs can be handled. For these experiments, we

select two traversal algorithms (BFS and WCC) and two

sparse matrix multiplication algorithms (Pagerank and

SpMW).

Figure 14 (with both axes in log scale) shows how

X-Stream’s performance scales with increasing thread
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WCC SCC SSSP MCST MIS Cond. SpMV Pagerank BP

memory

amazon0601 0.61s 1.12s 0.83s 0.37s 3.31s 0.07s 0.09s 0.25s 1.38s

cit-Patents 2.98s 0.69s 0.29s 2.35s 3.72s 0.19s 0.19s 0.74s 6.32s

soc-livejournal 7.22s 11.12s 9.60s 7.66s 15.54s 0.78s 0.74s 2.90s 1m 21s

dimacs-usa 6m 12s 9m 54s 38m 32s 4.68s 9.60s 0.26s 0.65s 2.58s 12.01s

ssd

Friendster 38m 38s 1h 8m 12s 1h 57m 52s 19m 13s 1h 16m 29s 2m 3s 3m 41s 15m 31s 52m 24s

sk-2005 44m 3s 1h 56m 58s 2h 13m 5s 19m 30s 3h 21m 18s 2m 14s 1m 59s 8m 9s 56m 29s

Twitter 19m 19s 35m 23s 32m 25s 10m 17s 47m 43s 1m 40s 1m 29s 6m 12s 42m 52s

disk

Friendster 1h 17m 18s 2h 29m 39s 3h 53m 44s 43m 19s 2h 39m 16s 4m 25s 7m 42s 32m 16s 1h 57m 36s

sk-2005 1h 30m 3s 4h 40m 49s 4h 41m 26s 39m 12s 7h 1m 21s 4m 45s 4m 12s 17m 22s 2h 24m 28s

Twitter 39m 47s 1h 39m 9s 1h 10m 12s 29m 8s 1h 42m 14s 3m 38s 3m 13s 13m 21s 2h 8m 13s

yahoo-web — — — — — 16m 32s 14m 40s 1h 21m 14s 8h 2m 58s

(a)

# iters ratio wasted %

memory

amazon0601 19 2.58 63

cit-Patents 21 2.20 50

soc-livejournal 13 2.13 57

dimacs-usa 6263 1.94 98

ssd

Friendster 24 1.06 63

sk-2005 25 1.04 67

Twitter 16 1.04 55

disk

Friendster 24 1.04 63

sk-2005 25 1.04 67

Twitter 16 1.04 55

yahoo-web — — —

(b)

Figure 12: Different Algorithms on Real World Graphs: (a) Runtimes; (b) Number of scatter-gather iterations,

ratio of runtime to streaming time, and percentage of wasted edges for WCC.

Graph # steps

In-memory

amazon0601 19

cit-Patents 20

soc-livejournal 15

dimacs-usa 8122

Out-of-core

sk-2005 28

yahoo-web over 155

Figure 13: Number of Steps Taken to Cover the

Graph by HyperANF

count for the largest graph we can fit in memory (RMAT

scale 25 with 32M vertices and 512M undirected edges).

For all algorithms, performance improves linearly as

more threads are added. X-Stream is able to take advan-

tage of more memory bandwidth with increasing thread

count (Figure 8) and does not incur any synchronization

overhead.

Figure 15 shows how X-Stream’s performance scales

with an increasing number of I/O devices. We com-

pare three different configurations: with one disk/SSD,

with separate disks/SSDs for reading and writing, and

with two disks/SSDs arranged in RAID-0 fashion (our

baseline configuration). In the case of magnetic disk,

we use an RMAT scale 30 graph, and in the case of the

SSD, we use an RMAT scale 27 graph. Putting the edges

and updates on different disks/SSDs reduces runtime by

up to 30%, compared to using one disk/SSD. RAID-0

reduces runtime up to 50-60% of the runtime of using

one disk/SSD. Clearly, X-Stream’s sequential disk ac-

cess pattern allows it to fully take advantage of addi-

tional I/O devices.

The scalability of X-Stream in terms of graph size is

purely a function of the available storage on the ma-

chine: the design principle of streaming is equally ap-

plicable to all three of main memory, SSD and magnetic

disk. We limit the available memory to X-Stream to

16GB. Figure 16 (with both axes in log scale) illustrates

that X-Stream scales almost seamlessly across available

devices as graph size doubles, with the ‘bumps’ in run-

time occurring as we move to slower storage devices.

The fact that X-Stream starts from an unordered edge list

means that it can easily handle growing graphs - similar

to distributed systems such as Kineograph [25]. We used

X-Stream to add 330M edges at a time from the Twit-

ter dataset [36] to an initially empty graph. After each

addition we recomputed weakly connected components

on the graph taking into account the new edges. Fig-

ure 17 shows the recomputation time as the graph grows

in size. X-Stream is limited to only use 16GB of main

memory, forcing the graph to go to SSD. Each batch of

ingested edges is partitioned and appended to files on

the SSD and weakly connected components are recom-

puted. The time required for this grows with the size

of the accumulated graph as component labels need to

be propagated across a larger accumulated graph. How-

ever, even when the last batch of 330M added edges is

ingested before the graph reaches its peak size (1.9 bil-

lion edges) recomputation takes less than 7 minutes. In

contrast, the full graph takes around 20 minutes (Fig-

ure 12a). In summary, X-Stream can absorb new edges

with little overhead because it supports efficient recom-

putation on graphs with the newly added edges.

5.5 Comparison with Other Systems

In-memory We begin by considering the performance

of the in-memory engine as compared to other systems

that process graphs in memory. We study the effect of

the design decision made in X-Stream to stream edges

and updates rather than doing random access through an

index into their sorted version.

First, we consider the costs of actually producing sorted

formats for input graphs such as compressed sparse row.
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This requires sorting the edge list and producing an in-

dex over the sorted list. Figure 18 compares the time re-

quired for sorting the edge list of various RMAT graphs

to the time required to compute results in X-Stream from

the unsorted graph. We use both quicksort (from the C

library) and counting sort (since the keyspace is known)

to sort the graph. Both of these are single-threaded, and

therefore we compare them with a single-threaded run

of X-Stream. Sorting does not scale well with increas-

ing graph size, and as a consequence X-Stream ends up

completing all the graph benchmarks faster than either

version of sorting at the largest graph size. This pro-

vides evidence that, where pre-processing times are a

concern, streaming is a winning proposition in compar-

ison to sorting and random access. For all comparisons

with other systems in this paper, we allow the other sys-

tems to start with a sorted and indexed edge list, while

also reporting pre-processing times where available. X-

Stream uses the unordered edge list as input.

We next compare the performance of X-Stream to

optimized in-memory implementations of breadth-first

search that do random access through an index over the

edges. The first method (local queue), due to Agar-

wal et. al. [12], uses a per-core queue of vertices to be

visited and heavily optimized synchronization. The sec-

ond method (hybrid), due to Hong et. al. [33], includes

significant enhancements to the other (older) piece of

work. In the comparisons we use the exact same graph

as used in Hong et. al. [33].

Figure 19 shows the performance of X-Stream, local

queue, and hybrid. The figure includes 99% confi-

dence intervals on the runtime that are too small to be

visible due to negligible variation in runtime. X-Stream

performs better than both methods for all thread counts,

albeit with a closing gap towards higher thread counts.

The reason for this closing gap in runtime is that the gap

between random and sequential memory access band-

width is also closing with increasing thread count, from

4.6X at 1 core to 1.8X at 16 cores (Figure 11). At the

same time, X-Stream sends updates on only about 35%

of the streamed edges, thereby wasting 65% of the avail-

able sequential bandwidth (a tradeoff we described in

§1).

Random access, however, enables highly effective

algorithm-specific optimizations. Beamer et al. [18]

demonstrated that for scale-free graphs large speedups

can be obtained in the later execution stages of BFS by

iterating over the set of target vertices rather than the set

of source vertices. At these later stages, the set of dis-

covered vertices has grown to cover a large portion of the

graph, and therefore a number of updates go to vertices

that are already part of the BFS tree. It is then cheaper to

pull updates by scanning neighbors from the remaining

vertices, rather than push updates by iterating over the

BFS horizon. Ligra [48] is a recent main-memory graph

processing system that implements this observation. We

compare the performance of X-Stream with Ligra on a

subset of the Twitter graph [36]. Comparing with Ligra
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is, unfortunately, not a strict apples-to-apples compari-

son. Ligra runs on the Cilk runtime [29] and is compiled

with the Intel compiler, while X-Stream is built on top

of Linux pthreads and is compiled with gcc.

We list the runtimes for the two systems in Figure 20 for

BFS and Pagerank, separating the overall runtime in pre-

processing time and runtime for the computation proper.

For BFS, when considering only the computation proper,

Ligra is much faster than X-Stream (10X - 20X), but this

performance comes at a significant pre-processing cost.

Using direction reversal requires pre-processing to pro-

duce an inverted edge list, in turn requiring random ac-

cess to a large data structure in order to switch edges

from a list sorted by source to one sorted by destina-

tion. This pre-processing dominates the overall runtime,

and is about 7X-8X that of the overall running time for

X-Stream. This pre-processing time in Ligra could be

improved using counting sort instead of quicksort, or by

storing the reversed and sorted edge list in order to amor-

tize the pre-processing cost. For Pagerank, X-Stream is

faster than Ligra at all thread counts. Pagerank’s uniform

communication pattern makes direction reversal ineffec-

tive.

Finally, we analyzed the impact of the memory access

patterns on instruction throughput, comparing X-Stream

to the other in-memory graph processing solutions dis-

cussed above. Figure 21 shows the average count of in-

structions per cycle (IPC) and the total number of mem-

ory references for BFS. X-Stream shows a far higher IPC

than the other implementations. In general, a higher IPC

results either from a smaller number of main memory

references (misses in the last level cache) or from a lower

average latency to resolve memory references. For BFS,

the improved IPC cannot be explained by reduced mem-

ory references alone. In the case of Ligra, Figure 21

shows that X-Stream makes more memory references

and yet demonstrates a higher IPC. We therefore con-

clude that the higher IPC in X-Stream is due to lower

latencies for resolving memory access, a result of the

fact that sequential access allows the prefetcher to hide

some of the memory access latency.

In summary, X-Stream’s in-memory engine demon-

strates that sequential access can be a winning proposi-

tion even given the relatively small gap between random

and sequential access bandwidth to main memory and

even when compared to specialized multi-threaded im-

plementations of graph algorithms. We also underlined

an important property of X-Stream that makes it attrac-

tive for in-memory graph processing: the fact that it can

return results immediately from unordered edge lists.

Out-Of-Core We now compare the performance of X-

Stream to Graphchi [37]. Like X-Stream, Graphchi is

Threads Ligra (s) X-Stream (s) Ligra-pre (s)

BFS

1 11.10 168.50 1250.00

2 5.59 86.97 647.00

4 2.83 45.12 352.00

8 1.48 26.68 209.40

16 0.85 18.48 157.20

Pagerank

1 990.20 455.06 1264.00

2 510.60 241.56 654.00

4 269.60 129.72 355.00

8 145.40 83.42 211.40

16 79.24 50.06 160.20

Figure 20: Ligra [48] on Twitter (99%CI under 5%)

BFS [33] X-Stream

IPC 0.47 1.30

Mem refs. 982 million 620 million

Ligra,BFS [48] X-Stream

IPC 0.75 1.39

Mem refs. 1.3 billion 1.5 billion

Figure 21: Instructions per Cycle and Total Number

of Memory References for BFS

a scale-up system that can process large graphs from

secondary storage. Graphchi uses the traditional vertex-

centric approach to graph processing, but it uses an in-

novative out-of-core data structure, called parallel slid-

ing windows, to reduce the amount of random access to

disk. We used the same algorithms and graphs as re-

ported by Graphchi [37], constraining both systems to 8

GB of memory and using the SSD for storage (as done

in that work).

Figure 22 shows the results in terms of execution time.

Graphchi needs time to pre-sort the graph into shards

before beginning execution. For three out of four algo-

rithms we used to compare against Graphchi, X-Stream

finishes execution on the same unsorted graph before

Graphchi finishes sorting it into shards. This result ex-

tends the observations about sorting time for the in-

memory case in the previous section to the out-of-core

case. Moving further, we found that X-Stream finished

execution of the graph algorithm faster than Graphchi,

even excluding pre-processing time. We attribute X-

Stream’s shorter runtimes to two factors.

The first factor is the vertex-centric approach used in

Graphchi, in which updates are absorbed by vertices

by executing a loop over their in-edges. This requires

Graphchi to re-sort the edges in the shard by destina-

tion vertex after loading the shard into memory. The

creation of this reverse-sorted in-memory data struc-

ture consumes a significant amount of time, reported as

re-sort in Figure 22.

The second contributor to Graphchi’s longer runtime is

its incomplete usage of available streaming bandwidth

from the SSD. For the graphs used in this experiment,
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Pre-Sort (s) Runtime (s) Re-sort (s)

Twitter pagerank

X-Stream (1) none 397.57±1.83 –

Graphchi (32) 752.32±9.07 1175.12±25.62 969.99

Netflix ALS

X-Stream (1) none 76.74±0.16 –

Graphchi (14) 123.73±4.06 138.68±26.13 45.02

RMAT27 WCC

X-Stream (1) none 867.59±2.35 –

Graphchi (24) 2149.38±41.35 2823.99±704.99 1727.01

Twitter belief prop.

X-Stream (1) none 2665.64±6.90 –

Graphchi (17) 742.42±13.50 4589.52±322.28 1717.50

Figure 22: Comparison with Graphchi on SSD with 99%

Confidence Intervals. Numbers in brackets indicate X-

Stream streaming partitions/Graphchi shards (Note: re-

sorting is included in Graphchi runtime.)

 0

 200

 400

 600

 800

R
e
a
d
s
 (

M
B

p
s
) aggregate: 416.15

GraphchiX-Stream

aggregate: 141.04

GraphchiX-Stream

 0

 200

 400

 600

 800

W
ri
te

s
 (

M
B

p
s
) aggregate: 177.42

GraphchiX-Stream

aggregate: 48.28

GraphchiX-Stream

Figure 23: Disk Bandwidth

X-Stream needs only one streaming partition, by virtue

of the fact that it only needs to fit the vertex data for

the partition into memory. In contrast, Graphchi needs

many shards, because it also needs to fit all edges of

a shard into memory. This leads to more fragmented

reads and writes that are distributed over many shards.

Figure 23 illustrates this phenomenon with an I/O band-

width report from the iostat tool. The report depicts

a 4-minute interval, after the shard creation phase for

Graphchi, of the execution of Pagerank on the Twit-

ter graph. X-Stream aggregate bandwidth use is much

higher than that of Graphchi. For X-Stream, the scatter

phase exhibits a regular pattern, alternating between a

burst of reads (from the edge file) and a burst of writes

(to the update files). The gather phase exhibits a long

burst of reads without any writes. In contrast, Graphchi’s

SSD accesses are far more bursty.

5.6 Design Decisions

First, we consider the effect of varying the number of

partitions. The number of partitions needs to be large

enough such that the vertex set of each streaming par-

tition fits in the CPU cache for in-memory graphs or in

main memory for out-of-core graphs. Too large a num-

ber of partitions, however, leads to excessive partitioning

overhead and more random accesses. Figure 24 shows

the effect of the number of partitions on the in-memory

execution time for four algorithms using the RMAT-25

graph. The execution time is relatively stable for a large

range of number of partitions, but increases substantially

when too small or too large a number is chosen.

Second, Figure 25 shows the effect of varying the num-

ber of shuffler stages for the RMAT-25 graph with 1M

(220) partitions. The figure shows total runtime for the

same four algorithms, normalized to the runtime for

a single-stage shuffler. Using a one-stage shuffler is

clearly sub-optimal due to the reasons explained in §4.2.

Using too many stages leads to unnecessary copying.

The optimal choice in this case is a two-stage shuffle,

X-Stream automatically picks the number of streaming

partitions for in-memory and out-of-core graphs, using

the amount of main memory and the cache size as in-

puts. It also automatically picks the shuffler fanout for

in-memory graphs, using the number of cache lines as

input. Space constraints prevent us from presenting the

algorithm for doing so, but in all cases that we have been

able to verify, X-Stream succeeds in choosing optimal or

near-optimal values.
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Approach Partitions (K) Pre-processing One iteration All iterations

X-Stream
|V |
M

Nothing
|V |+|E|

B
+

|U |
B

log M
B

K D
|V |+|E|

B
+

|E|
B

log M
B

K

Graphchi (as reported in [37])
|E|
M

Sorting
|E|
B
+K2 D( |E|

B
+K2)

Sorting [51] + Random Access [33] |V | |E|
B

log M
B

min(|V |, |E|
M
) − |V |+ |E|

Figure 26: Big-O Bounds in the I/O Model (U is the set of updates)

5.7 Generalization

To express X-Stream’s capabilities and limitations in

more general terms, we examined using the theoretical

I/O model [13] the cost of propagating a message from

(any) source vertex to all other (assumed reachable) ver-

tices in a graph G = (V,E), modeling label propagation

in the graph. The maximum number of edge-centric scat-

ter phases to complete this task is the diameter of the

graph (D). The I/O model uses a “memory” of M words

backed by an infinitely sized disk from which transfers

are made in aligned units of B words. Fewer I/Os im-

plies a faster algorithm. The results in Figure 26 confirm

that X-Stream does well on low diameter graphs where

it scales better than solutions that involve first sorting

the graph. It also shows that for dense graphs, X-Stream

uses fewer partitions than Graphchi uses shards and that

it scales better than Graphchi on I/Os regardless of graph

diameter.

6 Related Work

Exploiting sequential access bandwidth has been a long-

standing theme in the algorithms community with cache-

oblivious data structures [19, 28, 50]. X-Stream is

not cache-oblivious, but aspires to the same goal of

sequential scans over data. Another closely related

area of work is stream processing. Stream process-

ing aims to analyze unbounded information flows using

only a constant amount of buffering. Specific to graphs,

there has been some success on stream processing us-

ing small [O(Vpolylog(V ))] space in the semi-streaming

model [41], streaming just the edges, and more recently

with the W-Stream model [14]. This is a good fit to

streaming partitions, and we expect to implement semi-

streaming and W-Stream algorithms on X-Stream as re-

search on them progresses. X-Stream’s shuffling phase

also draws inspiration from work on sorting algorithms,

such as polyphase merging [51].

From the perspective of disks, sequential access has

been a constant theme for both magnetic disks and

SSDs [16, 46, 49]. The latency of servicing random

requests in SSDs can be hidden by concurrency in ser-

vicing them, a feature not available in magnetic disks.

This has become a viable route to graph processing from

SSDs [32, 53].

A number of distributed graph processing systems [10,

31, 40] provide scale-out solutions for graph process-

ing. X-Stream offers the alternative of using easier-to-

manage single servers. It is competitive to Graphchi,

which itself is competitive to many of these distributed

systems [37].

X-Stream is best suited to graphs with low diameter in

relation to size. There is evidence that the diameter of

real world graphs often grows only sub-logarithmically

(O( log(V )
loglog(V )

)) with the number of vertices [22] or even

demonstrates densification [38], where the diameter

shrinks with new vertices joining the network. On a

similar note, Backstrom et. al. [15] report that the av-

erage path length between two people in the 721 million

strong Facebook social network is smaller than 5.

7 Conclusion

X-Stream is an edge-centric approach to the scatter-

gather model. X-Stream uses streaming partitions to uti-

lize the sequential streaming bandwidth of the storage

medium for graph processing, scaling seamlessly across

graphs stored in main memory, on SSD and on magnetic

disk. We have demonstrated that X-Stream’s approach

is in many cases a winning proposition when compared

against the traditional approach of indexing the edge list

and performing random access through the index. A re-

lease of X-Stream is available at:

http://labos.epfl.ch/x-stream
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